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Figure 1. IMAGEBIND’s joint embedding space enables novel multimodal capabilities. By aligning six modalities’ embedding into a
common space, IMAGEBIND enables: 1) Cross-Modal Retrieval, which shows emergent alignment of modalities such as audio, depth or
text, that aren’t observed together. 2) Adding embeddings from different modalities naturally composes their semantics. And 3) Audio-to-
Image generation, by using our audio embeddings with a pre-trained DALLE-2 [60] decoder designed to work with CLIP text embeddings.

Abstract

We present IMAGEBIND, an approach to learn a joint
embedding across six different modalities - images, text, au-
dio, depth, thermal, and IMU data. We show that all combi-
nations of paired data are not necessary to train such a joint
embedding, and only image-paired data is sufficient to bind
the modalities together. IMAGEBIND can leverage recent
large scale vision-language models, and extends their zero-
shot capabilities to new modalities just by using their natu-
ral pairing with images. It enables novel emergent applica-
tions ‘out-of-the-box’ including cross-modal retrieval, com-
posing modalities with arithmetic, cross-modal detection
and generation. The emergent capabilities improve with the
strength of the image encoder and we set a new state-of-the-
art on emergent zero-shot recognition tasks across modal-
ities, outperforming specialist supervised models. Finally,
we show strong few-shot recognition results outperforming
prior work, and that IMAGEBIND serves as a new way to
evaluate vision models for visual and non-visual tasks.

*Equal technical contribution.

1. Introduction

A single image can bind together many experiences — an
image of a beach can remind us of the sound of waves, the
texture of the sand, a breeze, or even inspire a poem. This
‘binding’ property of images offers many sources of super-
vision to learn visual features, by aligning them with any
of the sensory experiences associated with images. Ideally,
for a single joint embedding space, visual features should
be learned by aligning to all of these sensors. However, this
requires acquiring all types and combinations of paired data
with the same set of images, which is infeasible.

Recently, many methods learn image features aligned
with text [1, 30, 45, 59, 63, 80, 81], audio [3, 4, 49, 54,
55, 68] etc. These methods use a single pair of modali-
ties or, at best, a few visual modalities. However, the fi-
nal embeddings are limited to the pairs of modalities used
for training. Thus, video-audio embeddings cannot directly
be used for image-text tasks and vice versa. A major ob-
stacle in learning a true joint embedding is the absence of
large quantities of multimodal data where all modalities are
present together.
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In this paper, we present IMAGEBIND, which learns a
single shared representation space by leveraging multiple
types of image-paired data. It does not need datasets where
all modalities co-occur with each other. Instead, we lever-
age the binding property of images and we show that just
aligning each modality’s embedding to image embeddings
leads to an emergent alignment across all of the modalities.
In practice, IMAGEBIND leverages web-scale (image, text)
paired data and combines it with naturally occurring paired
data such as (video, audio), (image, depth) efc. to learn
a single joint embedding space. This allows IMAGEBIND
to implicitly align the text embeddings to other modalities
such as audio, depth efc., enabling zero-shot recognition ca-
pabilities on that modality without explicit semantic or tex-
tual pairing. Moreover, we show that it can be initialized
with large-scale vision-language models such as CLIP [59],
thereby leveraging the rich image and text representations
of these models. Thus, IMAGEBIND can be applied to a
variety of different modalities and tasks with little training.

We use large-scale image-text paired data along with nat-
urally paired ‘self-supervised’ data across four new modal-
ities - audio, depth, thermal, and Inertial Measurement Unit
(IMU) readings — and show strong emergent zero-shot clas-
sification and retrieval performance on tasks for each of
these modalities. These emergent properties improve as the
underlying image representation is made stronger. On au-
dio classification and retrieval benchmarks, IMAGEBIND’s
emergent zero-shot classification matches or outperforms
specialist models trained with direct audio-text supervision
on benchmarks like ESC, Clotho, AudioCaps. IMAGEBIND
representations also outperform specialist supervised mod-
els on few-shot evaluation benchmarks. Finally, we show
that IMAGEBIND’s joint embeddings can be used for a wide
variety of compositional tasks as illustrated in Figure 1, in-
cluding cross-modal retrieval, combining embeddings via
arithmetic, detecting audio sources in images, and generat-
ing images given audio input.

2. Related Work

IMAGEBIND builds upon several advances in vision-
language, multimodal, and self-supervised research.
Language Image Pre-training. Training images jointly
with linguistic signals like words or sentences has been
shown to be an effective method for zero-shot, open-
vocabulary recognition and text to image retrieval [13, 17,
37, 66]. Language as supervision can further be used for
learning strong video representations [2, 46, 47]. Joulin et
al. [33] show that using large-scale image dataset with noisy
captions yields strong visual features. Recently, CLIP [59],
ALIGN [30] and Florence [81] collect large collections of
image and text pairs and train models to embed image and
language inputs in a joint space using contrastive learning,
exhibiting impressive zero-shot performance. CoCa [80]

adds an image captioning objective on top of the contrastive
loss for improved performance. Flamingo [1] handles arbi-
trarily interleaved images and texts, and achieves state of the
art on many few-shot learning benchmarks. LiT [82] adopts
contrastive training for fine-tuning and observes freezing
image encoders works the best. This prior line of works
mostly considers image and text, while our work enables
zero-shot recognition on multiple modalities.

Multi-Modal Learning. Our work binds multiple modal-
ity representations in a joint embedding space. Prior works
explored joint training of multiple modalities in a super-
vised [20, 41] or self-supervised contexts [3, 19, 49, 68, 72].
The success of image and language pre-training methods
such as CLIP has inspired approaches that revisits learn-
ing deep semantic representations through matching other
modalities with linguistic inputs. Various methods adapt
CLIP to extract semantically strong video representations
[14, 42, 44, 77]. Most related to our method, Nagrani et
al. [50] create a weakly-labeled dataset for paired video-
audio and captions that allows for training multi-modal
video-audio encoder to match textual features resulting in
strong audio and video retrieval and captioning perfor-
mance. AudioCLIP [26] adds audio as an additional modal-
ity into a CLIP framework, enabling zero-shot audio classi-
fication. In contrast, IMAGEBIND does not require explicit
paired data between all modalities and instead leverages im-
age as a natural weak supervision for unifying modalities.
Feature Alignment Pre-trained CLIP models have been
utilized as teachers to supervise other models due to the
strength of its visual representations [43, 57, 73]. More-
over, CLIP joint image and text embedding space has also
been leveraged for a variety of zero-shot tasks like de-
tection [23, 86], segmentation [40], mesh animation [79]
etc. showing the power of joint embedding spaces. Point-
CLIP [83] finds a pre-trained CLIP encoder can be used for
3D recognition by projecting a point cloud to a number of
2D depth map views, which in turn are encoded using CLIP
visual encoder. In multilingual neural machine translation,
a similar phenomenon to the emergence behavior of IM-
AGEBIND is commonly observed and utilized: if languages
are trained in the same latent space through learned implicit
bridging, translation can be done between language pairs on
which no paired data is provided [32, 39].

3. Method

Our goal is to learn a single joint embedding space for all
modalities by using images to bind them together. We align
each modality’s embedding to image embeddings, such as
text to image using web data and IMU to video using video
data captured from egocentric cameras with IMU. We show
that the resulting embedding space has a powerful emer-
gent zero-shot behavior that automatically associates pairs
of modalities without seeing any training data for that spe-
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Figure 2. IMAGEBIND overview. Different modalities occur naturally aligned in different data sources, for instance images+text and
video+audio in web data, depth or thermal information with images, IMU data in videos captured with egocentric cameras, efc. IMAGE-
BIND links all these modalities in a common embedding space, enabling new emergent alignments and capabilities.

cific pair. We illustrate our approach in Figure 2.

3.1. Preliminaries

Aligning specific pairs of modalities. Contrastive learn-
ing [27] is a general technique for learning an embedding
space by using pairs of related examples (positives) and un-
related examples (negatives). Using pairs of aligned ob-
servations, contrastive learning can align pairs of modal-
ities such as (image, text) [59], (audio, text) [26], (image,
depth) [68], (video, audio) [49] etc. However, in each case,
the joint embeddings are trained and evaluated using the
same pairs of modalities. Thus, (video, audio) embeddings
are not directly applicable for text-based tasks while (image,
text) embeddings cannot be applied for audio tasks.
Zero-shot image classification using text prompts.
CLIP [59] popularized a ‘zero-shot’ classification task
based on an aligned (image, text) embedding space. This
involves constructing a list of text descriptions that describe
the classes in a dataset. An input image is classified based
on its similarity to the text descriptions in the embedding
space. Unlocking such zero-shot classification for other
modalities requires specifically training using paired text
data, e.g., (audio, text) [26] or (point-clouds, text) [83]. In
contrast, IMAGEBIND unlocks zero-shot classification for
modalities without paired text data.

3.2. Binding modalities with images

IMAGEBIND uses pairs of modalities (Z, M), where 7
represents images and M is another modality, to learn a sin-
gle joint embedding. We use large-scale web datasets with
(image, text) pairings that span a wide range of semantic
concepts. Additionally, we use the natural, self-supervised
pairing of other modalities — audio, depth, thermal, and In-
tertial Measurement Unit (IMU) — with images.

Consider the pair of modalities (Z, M) with aligned ob-
servations. Given an image I; and its corresponding obser-
vation in the other modality M;, we encode them into nor-
malized embeddings: q; = f(I;) and k; = g(M;) where
f, g are deep networks. The embeddings and the encoders

are optimized using an InfoNCE [53] loss:

exp(ayk;/7)
exp(ajki/7) + >, exp(a/k;/7)

where 7 is a scalar temperature that controls the smoothness
of the softmax distribution and j denotes unrelated observa-
tions, also called ‘negatives’. We follow [74] and consider
every example j # i in the mini-batch to be a negative. The
loss makes the embeddings q; and k; closer in the joint em-
bedding space, and thus aligns Z and M. In practice, we
use a symmetric loss Lz a4 + Lag 7.

Emergent alignment of unseen pairs of modalities. M-
AGEBIND uses modalities paired with images, i.e., pairs of
the form (Z, M) to align each the embeddings from each
modality M to those from images. We observe an emer-
gent behavior in the embedding space that aligns two pairs
of modalities (M7, Ms) even though we only train using
the pairs (Z, M) and (Z, M5). This behavior allows us
to perform a wide variety of zero-shot and cross-modal re-
trieval tasks without training for them. We achieve state-
of-the-art zero-shot text-audio classification results without
observing a single sample of paired (audio, text).

, (D)

Lz m = —log

3.3. Implementation Details

IMAGEBIND is conceptually simple and can be imple-
mented in many different ways. We deliberately choose a
vanilla implementation that is flexible and allows for an ef-
fective study and easy adoption. In § 5, we present design
decisions that are critical for good emergent ‘binding’.
Encoding modalities. We use a Transformer architec-
ture [71] for all the modality encoders. We use the Vision
Transformer (ViT) [12] for images. Following [19], we use
the same encoder for images and videos. We temporally
inflate [7] the patch projection layer of the ViT and use 2
frame video clips sampled from 2 seconds. We follow [21]
for encoding audio and convert a 2 second audio sampled at
16kHz into spectrograms using 128 mel-spectrogram bins.
As the spectrogram is also a 2D signal like an image, we use
a ViT with a patch size of 16 and stride 10. We treat ther-
mal images and depth images as one-channel images and
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Dataset Task #cls Metric #test
Audioset Audio-only (AS-A) [18] Audio cls. 527 mAP 19048
ESC 5-folds (ESC) [58] Audiocls. 50 Acc 400
Clotho (Clotho) [16] Retrieval - Recall 1045
AudioCaps (AudioCaps) [36] Retrieval - Recall 796
VGGSound (VGGS) [8] Audiocls. 309 Acc 14073
SUN Depth-only (SUN-D) [67] Scenecls. 19 Acc 4660
NYU-v2 Depth-only (NYU-D) [64]| Scenecls. 10 Acc 653
( ) [31] Personcls. 2  Acc 15809
Ego4D (Ego4D) [22] Scenario cls. 108 Acc 68865

Table 1. Emergent zero-shot classification datasets for audio,
depth, , and Inertial Measurement Unit (IMU) modalities.
We evaluate IMAGEBIND without training for any of these tasks
and without training on paired text data for these modalities. For
each dataset, we report the task (classification or retrieval), number
of classes (#cls), metric for evaluation (Accuracy or mean Average
Precision), and the number of test samples (#test).

also use a ViT to encode them. We follow [20] to convert
depth into disparity maps for scale invariance. We extract
the IMU signal consisting of accelerometer and gyroscope
measurements across the X, Y, and Z axes. We use 5 sec-
ond clips resulting in 2K time step IMU readings which are
projected using a 1D convolution with a kernel size of 8.
The resulting sequence is encoded using a Transformer. Fi-
nally, we follow the text encoder design from CLIP [59].

We use separate encoders for images, text, audio, ther-
mal images, depth images, and IMU. We add a modality-
specific linear projection head on each encoder to obtain a
fixed size d dimensional embedding, that is normalized and
used in the InfoNCE loss from Eq 1. In addition to ease of
learning, this setup allows us to also initialize a subset of
the encoders using pretrained models, e.g., the image and
text encoder using CLIP [59] or OpenCLIP [29].

4. Experiments

We first describe the main experimental setup and pro-
vide full details in the supplement.
Naturally paired modalities and datasets. We use IM-
AGEBIND on six modalities - image/video, text, audio,
depth, thermal images, and IMU. As described in § 3.3, we
treat videos as 2 frame images and process them the same
as images. For the naturally available paired data, we use
the (video, audio) pairs from the Audioset dataset [ 18], (im-
age, depth) pairs from the SUN RGB-D dataset [67], (im-
age, thermal) pairs from the LLVIP dataset [31] and (video,
IMU) pairs from the Ego4D dataset [22]. For these pairs of
modalities, we do not use any extra supervision like class la-
bels, text etc. Since SUN RGB-D and LLVIP are relatively
small, we follow [20] and replicate them 50 x for training.
Large scale image-text pairs. We leverage image-text su-
pervision from large-scale web data [59]. For ease of ex-
perimentation, we use pretrained models that are trained
on billions of (image, text) pairs. Specifically, we use the

pretrained vision (ViT-H 630M params) and text encoders
(302M params) from OpenCLIP [29] in our experiments.
Encoders for each modality. We convert audio into 2D
mel-spectrograms [21], and thermal and depth modalities
into 1 channel images and use ViT-B, ViT-S encoders re-
spectively. The image and text encoders are kept frozen
during the IMAGEBIND training and the audio, depth, ther-
mal, and IMU encoders are updated.

Emergent zero-shot vs. zero-shot. Methods such as
CLIP [59], AudioCLIP [26] etc. train with modality pairs,
(image, text) and (audio, text), to demonstrate zero-shot
classification using text-prompts for the same modality. In
contrast, IMAGEBIND binds modalities together using only
image-paired data. Thus, just by training on (image, text)
and (image, audio), IMAGEBIND can perform zero-shot
classification of audio using text prompts. As we do not
directly train for this ability, we term it emergent zero-shot
classification to distinguish it from methods that specifically
train using paired text-supervision for all modalities.
Evaluation on downstream tasks. We comprehensively
evaluate IMAGEBIND on a many different downstream
tasks using different protocols. We summarize the main
datasets used for evaluation in Table 1.

4.1. Emergent zero-shot classification

We evaluate IMAGEBIND on emergent zero-shot classi-
fication and use the text prompt templates from [59] (full
details in Appendix B). We report the results in Table 2.
Each task measures IMAGEBIND’s ability to associate text
embeddings to the other modalities without observing them
together during training. Given the novelty of our problem
setting, there are no “fair” baselines to compare IMAGE-
BIND with. Nevertheless, we compare to prior work that
uses text paired with certain modalities (e.g. audio [26, 50]),
and for certain “visual-like” modalities such as depth and
thermal, we use the CLIP model directly. We also report
the best reported supervised upper bound per benchmark.

IMAGEBIND achieves a high emergent zero-shot clas-
sification performance. On each benchmark, IMAGEBIND
achieves strong gains and even compares favorably to super-
vised specialist models trained for the specific modality and
task. These results demonstrate that IMAGEBIND aligns the
modalities and implicitly transfers the text supervision as-
sociated with images to other modalities like audio. In par-
ticular, IMAGEBIND shows strong alignment for non-visual
modalities like audio and IMU suggesting that their natu-
rally available pairing with images is a powerful source of
supervision. For completeness, we also report the standard
zero-shot image (ImageNet [62] - INIK, Places-365 [85] -
P365) and video (Kinetics400 [34] - K400, MSR-VTT 1k-
A [76] - MSR-VTT) tasks. As the image & text encoders
are initialized (and frozen) using OpenCLIP, these results
match those of OpenCLIP.
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INIK  P365 K400 MSR-VTT| NYU-D SUN-D | AS-A  VGGS ESC Ego4D

Random 0.1 0.27 0.25 0.1 5.26 0.62 0.32 275 500 | 09
IMAGEBIND 77.7 45.4 50.0 36.1 35.1 17.6 27.8 66.9 634 | 250
Text Paired - . . - 25.4* | 28.41 [26] - 68.6" [26]| - -
Absolute SOTA | 91.0 [80] 60.7 [65] | 89.9 [78]1 57.7(77] | 76.7[20] 649 [20] | 49.6 [38] 52.5[35] 97.0 [9] - -

Table 2. Emergent zero-shot classification of IMAGEBIND using text prompts highlighted in blue. IMAGEBIND aligns images with text,
depth, audio, thermal and IMU modalities. The resulting embedding space can associate text embeddings with the non-image modalities,
and leads to strong emergent zero-shot classification. We show strong performance even on non-visual modalities such as audio and IMU.
We compare to “Text Paired’ baselines wherever possible, which trains with paired text data for that modality. *We use the OpenCLIP ViT-
H [29] on depth rendered as grayscale images. T[26] that uses AS class names as supervision during training, and hence is not “zero-shot™.
Overall, IMAGEBIND shows strong emergent zero-shot performance, even compared to such upper bounds. We also report the absolute
state-of-the-art (SOTA) on each dataset for reference, which typically uses additional supervision, model ensembles etc. We report the
top-1 classification accuracy for all datasets except MSR-VTT (Recall@1) and Audioset Audio-only (mAP).

Clotho AudioCaps ESC

Emergent
R@1 R@10|R@1 R@10|Top-1

Uses audio and text supervision

AudioCLIP [26] | | - |- _ | 68.6

Uses audio and text loss

AVFIC [50] | | 3.0 175 |87 377 | -
No audio and text supervision

IMAGEBIND | v |60 28493 423|669
Supervised

AVFIC finetuned [50] 84 38.6 _ _
ARNLQ [52] 126 454 |243 721 |

Table 3. Emergent zero-shot audio retrieval and classification.
We compare IMAGEBIND to prior work on zero-shot audio re-
trieval and audio classification. Without using audio-specific su-
pervision, IMAGEBIND outperforms prior methods on zero-shot
retrieval and has comparable performance on the classification
task. IMAGEBIND’s emergent zero-shot performance approaches
those of specialist supervised models.

4.2. Comparison to prior work

We now compare IMAGEBIND against prior work in
zero-shot retrieval and classification tasks.

Zero-shot text to audio retrieval and classification. Un-
like IMAGEBIND, prior work trains using paired data for
that modality, e.g., AudioCLIP [26] uses (audio, text) su-
pervision and AVFIC [51] uses automatically mined (au-
dio, text) pairs. We compare their zero-shot text to audio
retrieval and classification performance to IMAGEBIND’s
emergent retrieval and classification in Table 3.

IMAGEBIND significantly outperforms prior work on the
audio text retrieval benchmarks. On the Clotho dataset, IM-
AGEBIND has double the performance of AVFIC despite not
using any text pairing for audio during training. Compared
to the supervised AudioCLIP model, IMAGEBIND achieves
comparable audio classification performance on ESC. Note
that AudioCLIP uses class names from AudioSet as text
targets for audio-text training, hence is referred to as ‘su-

MSR-VTT
R@1 R@5 R@10

Modality | Emergent

MIL-NCE [48] \" 86 169 258
SupportSet [56] \" 104 222 30.0
FIT [5] A% 154 33.6 44.1
AVFIC [50] A+V 194 395 503
IMAGEBIND A v 6.8 185 272
IMAGEBIND A+V 36.8 61.8 70.0

Table 4. Zero-shot text based retrieval on MSR-VTT 1K-A.
We compare IMAGEBIND’s emergent retrieval performance using
audio and observe that it performs favorably to methods that use
the stronger video modality for retrieval.

pervised’. IMAGEBIND’s strong performance on all three
benchmarks validates its ability to align the audio and text
modalities using images as a bridge.

Text to audio and video retrieval. We use the MSR-VTT
1k-A benchmark to evaluate the text to audio and video re-
trieval performance in Table 4. Only using audio, IMAGE-
BIND achieves strong emergent retrieval performance com-
pared to the video retrieval performance of prior work like
MIL-NCE. The text to video performance for our model is
strong (36.1% R@1 in Table 2) as it uses OpenCLIP’s vi-
sion and text encoders and outperforms many prior meth-
ods. However, combining the audio and video modalities
further boosts performance showing the utility of IMAGE-
BIND’s features over an already strong retrieval model.

4.3. Few-shot classification

We now evaluate the label-efficiency of IMAGEBIND by
evaluating on few-shot classification. We use the audio and
depth encoders from IMAGEBIND and evaluate them on au-
dio and depth classification respectively in Figure 3. For
>1-shot results, we follow [49, 59] and train linear classi-
fiers on fixed features (details in Appendix B).

On few-shot audio classification (Figure 3 left), we com-
pare with (1) self-supervised AudioMAE model trained
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Figure 3. Few-shot classification on audio and depth. We report
the emergent zero-shot classification performance on each bench-
mark (denoted by x). We train linear classifiers on fixed features
for the > 1-shot case. (Left) In all settings, IMAGEBIND outper-
forms the self-supervised AudioMAE model. IMAGEBIND even
outperforms a supervised AudioMAE model upto 4 shot learning
showing its strong generalization. (Right) We compare with the
MultiMAE model trained with images, depth, and semantic seg-
mentation masks. IMAGEBIND outperforms MultiMAE across all
few-shot settings on few-shot depth classification.

on audio from Audioset and (2) a supervised AudioMAE
model finetuned on audio classification. Both baselines
use the same capacity ViT-B audio encoder as IMAGE-
BIND. IMAGEBIND significantly outperforms the Au-
dioMAE model on all settings with gains of ~40% accuracy
in top-1 accuracy on <4-shot classification. IMAGEBIND
also matches or outperforms the supervised model on >1-
shot classification. IMAGEBIND’s emergent zero-shot per-
formance surpasses the supervised <2-shot performance.

For few-shot depth classification, we compare with the
multimodal MultiMAE [4] ViT-B/16 model trained on im-
ages, depth, and semantic segmentation data. IMAGEBIND
significantly outperforms MultiMAE across all the few-shot
settings. Altogether, these results show the strong gener-
alization of IMAGEBIND audio and depth features trained
with image alignment.

4.4. Analysis and Applications

Multimodal embedding space arithmetic. We study
whether IMAGEBIND’s embeddings can be used to com-
pose information across modalities. In Figure 4, we show
image retrievals obtained by adding together image and au-
dio embeddings. The joint embedding space allows for us to
compose two embeddings: e.g., image of fruits on a table +
sound of chirping birds and retrieve an image that contains
both these concepts, i.e., fruits on trees with birds. Such
emergent compositionality whereby semantic content from
different modalities can be composed will likely enable a
rich variety of compositional tasks.

Without re-training, we can ‘upgrade’ existing vision
models that use CLIP embeddings to use IMAGEBIND em-
beddings from other modalities such as audio.

Upgrading text-based detectors to audio-based. We use a

@ =) @’

Chirping birds
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Claps
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Figure 4. Embedding space arithmetic where we add image
and audio embeddings, and use them for image retrieval. The
composed embeddings naturally capture semantics from different
modalities. Embeddings from an image of fruits + the sound of
birds retrieves images of birds surrounded by fruits.

(") Dog barking () Sea waves #{’)Keyboard typing =) Clock alarm

Figure 5. Object detection with audio queries. Simply replacing
Detic [86]’s CLIP-based ‘class’ embeddings with our audio em-
beddings leads to an object detector promptable with audio. This
requires no re-training of any model.

pretrained text-based detection model, Detic [86], and sim-
ply replace its CLIP-based ‘class’ (text) embeddings with
IMAGEBIND’s audio embeddings. Without training, this
creates an ‘audio’-based detector that can detect and seg-
ment objects based on audio prompts. As shown in Fig-
ure 5, we can prompt the detector with the barking sound of
a dog to localize a dog.

Upgrading text-based diffusion models to audio-based.
We use a pretrained DALLE-2 [60] diffusion model (private
reimplementation) and replace its prompt embeddings by
our audio embeddings. In Figure 1, we observe that we can
repurpose the diffusion model to generate plausible images
using different types of sounds.

5. Ablation Study

We investigate various design choices for learning a joint
embedding space for different modalities. Since the abla-
tion experimental setup is similar to § 4, we only note the
main differences (full details in Appendix C). We report re-
sults on the ESC fold-1 for the ablation study. We use a ViT-
B encoder for the image, audio, depth, and thermal modali-
ties by default and train them for 16 epochs (vs. 32 epochs
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Figure 6. Scaling the image encoder size while keeping the other
modality encoders’ size fixed. We measure the performance on
the emergent zero-shot classification of depth, audio, thermal, and
IMU modalities. Scaling the image encoder significantly improves
the zero-shot classification results suggesting that a stronger visual
representation improves the ‘binding’ of modalities.

in § 4). For IMU we use a lightweight 6 layer encoder
with 512 dimensional width and 8 heads, and train it for 8
epochs. The text encoder follows [59] and is a twelve layer
Transformer with a width of 512 dimensions. We initialize
the image and text encoder from the CLIP model [59].

5.1. Scaling the Image Encoder

The central idea in IMAGEBIND is aligning the embed-
dings of all modalities to image embeddings. Thus, the im-
age embeddings plays a central role in the emergent align-
ment of unseen modalities and we study their effect on the
emergent zero-shot performance. We vary the size of the
image encoder and train an encoder for the depth, audio
etc. modalities to match the image representation. To iso-
late the effect of the image representation, we fix the size
of the other modality encoders. We use the pretrained CLIP
(ViT-B and ViT-L) and OpenCLIP (ViT-H) image and text
encoders for this experiment. Our results in Figure 6 show
that IMAGEBIND’s emergent zero-shot performance on all
modalities improves with better visual features. For depth
and audio classification, the stronger ViT-H vs. the ViT-B
image encoder, provides a gain of 7% and 4% respectively.
Thus, stronger visual features can improve recognition per-
formance even on non-visual modalities.

5.2. Training Loss and Architecture

We study the effect of the training design choices on the
emergent zero-shot classification. We focus on two modali-
ties with different characteristics - depth which is visual and
spatial, and audio which is non-visual and has a temporal
component. We found that studying these diverse modali-
ties led to robust and transferable design decisions.
Contrastive loss temperature. We study the effect of the

temperature 7 ( Eq 1) in Table 5a. We experiment with a
learnable temperature initialized to 0.07 (parametrized in
the log-scale) following [59] vs. various values of fixed tem-
peratures. Unlike [59], we observe that a fixed temperature
is best for depth, audio and IMU classification. Addition-
ally, we see that a higher temperature is better for train-
ing the depth, thermal, and IMU encoders, whereas a lower
temperature works best for the audio modality.

Projection head. We vary the projection head used for each
encoder from a linear layer to an MLP with 768 hidden di-
mensions. The results in Table 5b show that a linear pro-
jection performs better for both modalities. This is in con-
trast to standard self-supervised methods like SimCLR [10]
whose performance improves with MLP projection heads.
Training epochs. We vary the number training epochs and
report the classification performance in Table 5c. Longer
training consistently improves the emergent zero-shot per-
formance for both modalities across all datasets.

Data augmentation for paired images. During IM-
AGEBIND training, we augment images either using ba-
sic augmentation (cropping, color jitter) or strong aug-
mentation that additionally applies RandAugment [11] and
RandErase [84]. We specify the augmentation parameters
in Appendix C. Stronger augmentation helps depth classifi-
cation when training on the small number of (image, depth)
pairs from the SUN RGB-D dataset. However, for audio,
strongly augmenting the video makes the task too challeng-
ing, leading to a significant drop of 34% on ESC.

Depth specific design choices. We vary the type of spatial
crops used for training in Table 5e. Following CMC [68],
we use two unaligned random crops from the correspond-
ing image and depth pair vs. our default choice of using
spatially aligned random crops. Contrary to CMC, we ob-
serve that random cropping severely degrades performance:
more than 10% on SUN-D. Unlike vanilla self-supervised
learning, our image representations learned from image-
text pairs are more semantic and thus spatially misaligned
crops hurt performance. In Table 5f, we observe that Ran-
domErase [84] boosts performance on depth classification.
Audio specific design choices. We train for video-audio
alignment using temporally aligned samples or unaligned
samples and measure the final performance in Table 5g.
Similar to the depth classification observation, temporally
aligned samples lead to better performance. Table 5h shows
that using frequency masking augmentation for audio also
provides a small boost in performance.

Capacity of the audio and depth encoders and their im-
pact of the classification performance is reported in Table 6.
A smaller encoder for depth improves performance pre-
sumably because of the relatively small size of the (image,
depth) dataset. Conversely, we observe that larger audio en-
coder improves the performance, particularly when paired
with a high capacity image encoder.
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Temp — |Learn 0.05 0.07 0.2 1.0 Proj head — | Linear MLP

Epochs —>‘ 16 32 64 Data aug —>‘Basic Strong

SUN-D |26.7 27.9 29.9 SUN-D |254 26.7
ESC  [56.7 61.3 62.9 ESC 56.7 22.6
(c) Training epochs. (d) Data aug for image.

Temporal align— ‘None Aligned Data aug —>‘Basic +Freq mask

SUN-D | 24.1 27.0 27.3 26.7 28.0 SUN-D 26.7 26.5
ESC | 54.8 56.7 52.4 45.4 243 ESC 56.7 51.0
(a) Temperature for loss. (b) Projection Head.
Spatial align —>‘N0ne Aligned Data aug —>‘N0ne RandErase

SUN-D  |160 267 SUN-D |242 267
(e) Spatial alignment of depth. (f) Depth data aug.

ESC 557 567

(g) Temporal alignment of audio.

ESC 565 567
(h) Audio data aug.

Table 5. Training loss and architecture design decisions and their impact on emergent zero-shot classification. Settings for results in § 4
highlighted in gray. (a) A fixed temperature in the contrastive loss outperforms a learnable one for all modalities. (b) A linear projection
head for computing the depth or audio embedding works better than an MLP head. (c¢) Longer training improves the zero-shot classification
performance for both modalities. (d) Stronger image augmentation improves depth classification while basic augmentation significantly
improves audio classification. (e, f) Using spatially aligned image and depth crops when training IMAGEBIND significantly improves
performance. Similarly, RandErase augmentation is critical to good zero-shot classification on depth. (g, h) Temporally aligned audio and
video matching gives improved performance and using frequency augmentation for audio gives a slight improvement.

Audio Encoder (ESC) Depth Encoder (SUN)
Image Encoder | ViT-S ViT-B VIT-S ViT-B
ViT-B 52.8 56.7 30.7 26.7
ViT-H 54.8 60.3 333 29.5

Table 6. Capacity of the audio and depth encoders and their
impact on performance. A stronger image encoder improves per-
formance for both audio and depth tasks. As the number of (image,
depth) pairs is small, a smaller encoder improves performance for
depth. For audio classification, a larger encoder is better.

Batch size — \ 512 1k 2k 4k
NYU-D 473 465 43.0 399
ESC 394 539 567 539

Table 7. Effect of scaling batch size. We found the optimal batch
size for contrastive loss varied by the modality. For image-depth
task, a smaller batch size was better, likely due to the small size
and limited diversity of the original dataset. For audio-video task
where we have a lot more positive and negative audio-video pairs,
using a large batch size lead to better results.

Effect of batch size. In Table 7 we evaluate the effect of
batch size on the representation learned. As shown, the
batch size can vary across modalities depending on the size
and complexity of the corresponding pretraining datasets.
IMAGEBIND to evaluate pretrained vision models in Ta-
ble 8. We initialize the vision encoder using a pretrained
model and keep it fixed. We use image-paired data to align
and train text, audio, and depth encoders (full details in Ap-
pendix B). Compared to the supervised DeiT model, the
self-supervised DINO model is better at emergent zero-shot
classification on both depth and audio modalities. More-
over, the emergent zero-shot performance is not correlated
with the pure vision performance on ImageNet suggest-
ing that these tasks measure different properties. IMAGE-
BIND can serve as a valuable tool to measure vision models’
strength on multimodal applications.

|INIK | VGGS ESC|SUN-D NYU-D
DINO [6] | 64.4 172 44.7] 268 488

DeiT [70] | 74.4F 25.0| 252 48.0

Table 8. IMAGEBIND as an evaluation tool. We initialize (and
fix) the image encoder with different methods and align other
modalities. IMAGEBIND measures the impact of visual features
on multimodal tasks. T trained with IN1K supervision.

6. Discussion and Limitations

IMAGEBIND is a simple and practical way to train a joint
embedding space using only image alignment. Our method
leads to emergent alignment across all modalities which
can be measured using cross-modal retrieval and text-based
zero-shot tasks. We enable a rich set of compositional mul-
timodal tasks across different modalities, show a way to
evaluate pretrained vision models for non-vision tasks and
‘upgrade’ models like Detic and DALLE-2 to use using au-
dio. There are multiple ways to further improve IMAGE-
BIND. Our image alignment loss can be enriched by using
other alignment data, for instance other modalities paired
with text, or with each other (e.g. audio with IMU). Our
embeddings are trained without a specific downstream task,
and thus lag the performance of specialist models. More re-
search into adapting general purpose embeddings for each
task, including structured prediction tasks such as detection
will be beneficial. Finally, new benchmarks, e.g. our emer-
gent zero-shot task to measure emergent abilities of multi-
modal models, would help create exciting new applications.

Acknowledgements: Authors would like to thank Uriel
Singer, Adam Polyak and Naman Goyal for their help with
the DALLE-2 experiments, and the entire Meta Al team for
many helpful discussions.
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