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An Example of generated synthesis. The video shows 1) the source video with English closed captions literally translated from automatically recognized  Czech spoken commentary 2) target sequence of skeletal models and 3) generated sequence of skeletal models. The example is randomly chosen from our test set.
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SignLanguageProcessing/3DposeEstimator/data/demo-sequence.h5





SignLanguageProcessing/3DposeEstimator/demo.py

# standard
import h5py

# 3rd party
import numpy

# our own 
import skeletalModel
import pose2D
import pose2Dto3D
import pose3D 


def save(fname, lst):

  T, dim = lst[0].shape
  f = open(fname, "w")
  for t in range(T):
    for i in range(dim):
      for j in range(len(lst)):
        f.write("%e\t" % lst[j][t, i])
    f.write("\n")
  f.close()


if __name__ == "__main__":
  
  dtype = "float32"
  randomNubersGenerator = numpy.random.RandomState(1234)

  # This demo shows converting a result of 2D pose estimation into a 3D pose.
  
  # Getting our structure of skeletal model.
  # For customizing the structure see a definition of getSkeletalModelStructure.  
  structure = skeletalModel.getSkeletalModelStructure()
  
  # Getting 2D data
  # The sequence is an N-tuple of
  #   (1sf point - x, 1st point - y, 1st point - likelihood, 2nd point - x, ...)
  # a missing point should have x=0, y=0, likelihood=0 
  f = h5py.File("data/demo-sequence.h5", "r")
  inputSequence_2D = numpy.array(f.get("20161025_pocasi"))
  f.close()
  
  # Decomposition of the single matrix into three matrices: x, y, w (=likelihood)
  X = inputSequence_2D
  Xx = X[0:X.shape[0], 0:(X.shape[1]):3]
  Xy = X[0:X.shape[0], 1:(X.shape[1]):3]
  Xw = X[0:X.shape[0], 2:(X.shape[1]):3]
  
  # Normalization of the picture (x and y axis has the same scale)
  Xx, Xy = pose2D.normalization(Xx, Xy)
  save("data/demo1.txt", [Xx, Xy, Xw])

  # Delete all skeletal models which have a lot of missing parts.
  Xx, Xy, Xw = pose2D.prune(Xx, Xy, Xw, (0, 1, 2, 3, 4, 5, 6, 7), 0.3, dtype)
  save("data/demo2.txt", [Xx, Xy, Xw])
  
  # Preliminary filtering: weighted linear interpolation of missing points.
  Xx, Xy, Xw = pose2D.interpolation(Xx, Xy, Xw, 0.99, dtype)
  save("data/demo3.txt", [Xx, Xy, Xw])
  
  # Initial 3D pose estimation
  lines0, rootsx0, rootsy0, rootsz0, anglesx0, anglesy0, anglesz0, Yx0, Yy0, Yz0 = pose2Dto3D.initialization(
    Xx,
    Xy,
    Xw,
    structure,
    0.001, # weight for adding noise
    randomNubersGenerator,
    dtype
  )
  save("data/demo4.txt", [Yx0, Yy0, Yz0])
    
  # Backpropagation-based filtering
  Yx, Yy, Yz = pose3D.backpropagationBasedFiltering(
    lines0, 
    rootsx0,
    rootsy0, 
    rootsz0,
    anglesx0,
    anglesy0,
    anglesz0,   
    Xx,   
    Xy,
    Xw,
    structure,
    dtype,
  )
  save("data/demo5.txt", [Yx, Yy, Yz])

  







SignLanguageProcessing/3DposeEstimator/pose2D.py

# standard
import math

# 3rd party
import numpy


def normalization(Xx, Xy):
  T, n = Xx.shape
  sum0 = T * n
  sum1Xx = numpy.sum(numpy.sum(Xx))
  sum2Xx = numpy.sum(numpy.sum(Xx * Xx))
  sum1Xy = numpy.sum(numpy.sum(Xy))
  sum2Xy = numpy.sum(numpy.sum(Xy * Xy))
  mux = sum1Xx / sum0
  muy = sum1Xy / sum0
  sum0 = 2 * sum0
  sum1 = sum1Xx + sum1Xy
  sum2 = sum2Xx + sum2Xy
  mu = sum1 / sum0
  sigma2 = (sum2 / sum0) - mu * mu
  if sigma2 < 1e-10:
    simga2 = 1e-10
  sigma = math.sqrt(sigma2)
  return (Xx - mux) / sigma, (Xy - muy) / sigma
      


def prune(Xx, Xy, Xw, watchThis, threshold, dtype):
  T = Xw.shape[0]
  N = Xw.shape[1]
  Yx = numpy.zeros((T, N), dtype=dtype)
  Yy = numpy.zeros((T, N), dtype=dtype)
  Yw = numpy.zeros((T, N), dtype=dtype)
  for t in range(T):
    sum0 = 0
    sum1 = 0.0
    for i in watchThis:
      sum0 = sum0 + 1
      sum1 = sum1 + Xw[t, i]
    Ew = sum1 / sum0
    if Ew >= threshold:
      for i in range(N):
        Yx[t, i] = Xx[t, i]
        Yy[t, i] = Xy[t, i]
        Yw[t, i] = Xw[t, i]
  return Yx, Yy, Yw


def interpolation(Xx, Xy, Xw, threshold, dtype):
  T = Xw.shape[0]
  N = Xw.shape[1]
  Yx = numpy.zeros((T, N), dtype=dtype)
  Yy = numpy.zeros((T, N), dtype=dtype)
  for t in range(T):
    for i in range(N):
      a1 = Xx[t, i]
      a2 = Xy[t, i]
      p = Xw[t, i]
      sumpa1 = p * a1
      sumpa2 = p * a2
      sump = p
      delta = 0
      while sump < threshold:
        change = False
        delta = delta + 1
        t2 = t + delta
        if t2 < T:
          a1 = Xx[t2, i]
          a2 = Xy[t2, i]
          p = Xw[t2, i]
          sumpa1 = sumpa1 + p * a1
          sumpa2 = sumpa2 + p * a2
          sump = sump + p
          change = True
        t2 = t - delta
        if t2 >= 0:
          a1 = Xx[t2, i]
          a2 = Xy[t2, i]
          p = Xw[t2, i]
          sumpa1 = sumpa1 + p * a1
          sumpa2 = sumpa2 + p * a2
          sump = sump + p
          change = True
        if not change:
          break
      if sump <= 0.0:
        sump = 1e-10
      Yx[t, i] = sumpa1 / sump
      Yy[t, i] = sumpa2 / sump
  return Yx, Yy, Xw







SignLanguageProcessing/3DposeEstimator/pose2Dto3D.py

# standard
import math

# 3rd party
import numpy

# our own
import skeletalModel


# add uniformly distributed noise
def addNoise(x, rng, epsilon):
  e = numpy.asarray(rng.uniform(low=-epsilon, high=epsilon, size=x.shape), dtype="float32")
  return x + e


def norm(x):
  result = 0.0
  for i in x:
    result = result + i * i
  return math.sqrt(result)


# A simple percentile computation.
# Warning: it sorts input list. 
def perc(lst, p):
  lst.sort()
  return lst[int(p * (len(lst) - 1))] 


# some substitution
def computeB(ax, ay, az, tx, ty, L):
  hyps = [
    [tx - ax, ty - ay, 0]
  ]
  foo = L**2 - (tx - ax)**2 - (ty - ay)**2;
  if foo >= 0:
    hyps.append([tx - ax, ty - ay, -math.sqrt(foo)])
    hyps.append([tx - ax, ty - ay, +math.sqrt(foo)])
  foo1 = ax**2 - 2*ax*tx + ay**2 - 2*ay*ty + tx**2 + ty**2
  foo2 = (1/foo1)**(1/2)
  foo3 = ay**3/foo1 + L*ay*foo2 - L*ty*foo2 + (ax**2*ay)/foo1 + (ay*tx**2)/foo1 + (ay*ty**2)/foo1 - (2*ay**2*ty)/foo1 - (2*ax*ay*tx)/foo1
  foo4 = ay**3/foo1 - L*ay*foo2 + L*ty*foo2 + (ax**2*ay)/foo1 + (ay*tx**2)/foo1 + (ay*ty**2)/foo1 - (2*ay**2*ty)/foo1 - (2*ax*ay*tx)/foo1
  xx1 = -(ax*ty - ay*tx - ax*foo3 + tx*foo3)/(ay - ty)
  xx2 = -(ax*ty - ay*tx - ax*foo4 + tx*foo4)/(ay - ty)
  xy1 = ay**3/foo1 + L*ay*foo2 - L*ty*foo2 + (ax**2*ay)/foo1 + (ay*tx**2)/foo1 + (ay*ty**2)/foo1 - (2*ay**2*ty)/foo1 - (2*ax*ay*tx)/foo1
  xy2 = ay**3/foo1 - L*ay*foo2 + L*ty*foo2 + (ax**2*ay)/foo1 + (ay*tx**2)/foo1 + (ay*ty**2)/foo1 - (2*ay**2*ty)/foo1 - (2*ax*ay*tx)/foo1
  if 0 * xx1 * xx2 * xy1 * xy2 == 0:
    hyps.append([xx1 - ax, xy1 - ay, 0])
    hyps.append([xx2 - ax, xy2 - ay, 0])
  angle = [1.0, 1.0, 0.0]
  Lmin = None
  for hypangle in hyps:
    normHypangle = norm(hypangle) + 1e-10
    xi = [
      ax + L * hypangle[0] / normHypangle,
      ay + L * hypangle[1] / normHypangle,
      az + L * hypangle[2] / normHypangle,
    ]
    Li = (xi[0] - tx)**2 + (xi[1] - ty)**2;
    if Lmin is None or Lmin > Li:
      Lmin = Li
      angle = hypangle
  return angle


# The initial 3D eastiamtion. It returns:
#   lines - logarithm of bone lengths
#   rootsx, rootsy, rootsz - 3D coordinates of head (root in the graph) positions 
#   anglesx, anglesy, anglesz - absolute angles of limbs (3D coordinates) 
#   Yx, Yy, Yz - resultant 3D coordinates
def initialization(Xx, Xy, Xw, structure, sigma, randomNubersGenerator, dtype):
  T = Xx.shape[0]
  n = Xx.shape[1]
  
  nLines, nPoints = skeletalModel.structureStats(structure)
  
  lines = numpy.zeros((nLines, ), dtype=dtype)

  rootsx = Xx[0:T, 0]
  rootsy = Xy[0:T, 0]
  rootsz = numpy.zeros((T, ), dtype=dtype)

  rootsx = addNoise(rootsx, randomNubersGenerator, sigma)
  rootsy = addNoise(rootsy, randomNubersGenerator, sigma)
  rootsz = addNoise(rootsz, randomNubersGenerator, sigma)

  anglesx = numpy.zeros((T, len(structure)), dtype=dtype)
  anglesy = numpy.zeros((T, len(structure)), dtype=dtype)
  anglesz = numpy.zeros((T, len(structure)), dtype=dtype)
  
  Yx = numpy.zeros((T, n), dtype=dtype)
  Yy = numpy.zeros((T, n), dtype=dtype)
  Yz = numpy.zeros((T, n), dtype=dtype)
  Yx[0:T, 0] = rootsx
  Yy[0:T, 0] = rootsy
  Yz[0:T, 0] = rootsz

  Ls = {}
  for iBone in range(len(structure)):
    a, b, line = structure[iBone]
    if not line in Ls:
      Ls[line] = []
    for t in range(T):
      ax = Xx[t, a]
      ay = Xy[t, a]
      bx = Xx[t, b]
      by = Xy[t, b]
      wa = Xw[t, a]
      wb = Xw[t, b]
      w = min([wa, wb]);
      L = norm([ax - bx, ay - by])
      Ls[line].append(L)
  for i in range(len(lines)):
    lines[i] = math.log(perc(Ls[i], 0.5))
  
  for iBone in range(len(structure)):
    a, b, line = structure[iBone]
    L = math.exp(lines[line]);
    for t in range(T):
      ax = Yx[t, a]
      ay = Yy[t, a]
      az = Yz[t, a]
      
      tx = Xx[t, b]
      ty = Xy[t, b]
      
      anglex, angley, anglez = computeB(ax, ay, az, tx, ty, L)
      if not 0.0 * anglex == 0.0: # no inf or nan
        anglex = 0.0
      if not 0.0 * angley == 0.0: # no inf or nan
        angley = 0.0
      if not 0.0 * anglez == 0.0: # no inf or nan
        anglez = 0.0
      if anglex == 0.0 and angley == 0.0 and anglez == 0.0:
        anglex = 1.0
        angley = 1.0
        anglez = 1.0
      if anglez < 0.0:
        anglez = -anglez
      
      anglez = anglez + 0.001
      
      normAngle = math.sqrt(anglex * anglex + angley * angley + anglez * anglez) + 1e-10
      anglesx[t, iBone] = anglex / normAngle
      anglesy[t, iBone] = angley / normAngle
      anglesz[t, iBone] = anglez / normAngle
    
    for t in range(T):
      Yx[t, b] = Yx[t, a] + L * anglesx[t, iBone]  
      Yy[t, b] = Yy[t, a] + L * anglesy[t, iBone]
      Yz[t, b] = Yz[t, a] + L * anglesz[t, iBone]

  rootsx = rootsx.reshape((rootsx.shape[0], 1))
  rootsy = rootsy.reshape((rootsy.shape[0], 1))
  rootsz = rootsz.reshape((rootsz.shape[0], 1))
  
  return lines, rootsx, rootsy, rootsz, anglesx, anglesy, anglesz, Yx, Yy, Yz







SignLanguageProcessing/3DposeEstimator/pose3D.py

# standard

# 3rd party
import numpy
import tensorflow as tf

# our own 
import skeletalModel


def backpropagationBasedFiltering(
  lines0_values, # initial (logarithm of) bones lenghts
  rootsx0_values, # head position
  rootsy0_values, 
  rootsz0_values,
  anglesx0_values, # angles of limbs
  anglesy0_values,
  anglesz0_values,   
  tarx_values, # target   
  tary_values,
  w_values, # weights of estimated points (likelihood of estimation)   
  structure,
  dtype,
  learningRate=0.1,
  nCycles=1000,
  regulatorRates=[0.001, 0.1],
):

  T = rootsx0_values.shape[0]
  nBones, nPoints = skeletalModel.structureStats(structure)
  nLimbs = len(structure)

  # vector of (logarithm of) bones length
  #   shape: (nLines,)
  lines = tf.Variable(lines0_values, dtype=dtype) 
  # x cooordinates of head
  #   shape: (T, 1)
  rootsx = tf.Variable(rootsx0_values, dtype=dtype)
  # y cooordinates of head
  rootsy = tf.Variable(rootsy0_values, dtype=dtype) 
  # z cooordinates of head
  rootsz = tf.Variable(rootsz0_values, dtype=dtype)
  # x coordinate of angles 
  #   shape: (T, nLimbs)
  anglesx = tf.Variable(anglesx0_values, dtype=dtype)
  # y coordinate of angles 
  anglesy = tf.Variable(anglesy0_values, dtype=dtype)
  # z coordinate of angles 
  anglesz = tf.Variable(anglesz0_values, dtype=dtype)   

  # target
  #   shape: (T, nPoints)
  tarx = tf.placeholder(dtype=dtype)
  tary = tf.placeholder(dtype=dtype)
  # likelihood from previous pose estimator
  #   shape: (T, nPoints)
  w = tf.placeholder(dtype=dtype)
  
  # resultant coordinates. It's a list for now. It will be concatenate into a matrix later
  #   shape: (T, nPoints)
  x = [None for i in range(nPoints)]
  y = [None for i in range(nPoints)]
  z = [None for i in range(nPoints)]
  
  # head first
  x[0] = rootsx
  y[0] = rootsy
  z[0] = rootsz
  
  # now other limbs
  i = 0
  # for numerical stability of angles normalization
  epsilon = 1e-10
  for a, b, l in structure:
    # limb length
    L = tf.exp(lines[l])
    # angle
    Ax = anglesx[0:T, i:(i + 1)]
    Ay = anglesy[0:T, i:(i + 1)]
    Az = anglesz[0:T, i:(i + 1)]
    # angle norm
    normA = tf.sqrt(tf.square(Ax) + tf.square(Ay) + tf.square(Az)) + epsilon
    # new joint position
    x[b] = x[a] + L * Ax / normA
    y[b] = y[a] + L * Ay / normA
    z[b] = z[a] + L * Az / normA
    i = i + 1
  
  # making a matrix from the list
  x = tf.concat(x, axis=1)
  y = tf.concat(y, axis=1)
  z = tf.concat(z, axis=1)

  # weighted MSE
  loss = tf.reduce_sum(w * tf.square(x - tarx) + w * tf.square(y - tary)) / (T * nPoints)
  
  # regularozators
  # reg1 is a sum of bones length
  reg1 = tf.reduce_sum(tf.exp(lines))
  # reg2 is a square of trajectory length
  dx = x[0:(T - 1), 0:nPoints] - x[1:T, 0:nPoints]
  dy = y[0:(T - 1), 0:nPoints] - y[1:T, 0:nPoints]
  dz = z[0:(T - 1), 0:nPoints] - z[1:T, 0:nPoints]
  reg2 = tf.reduce_sum(tf.square(dx) + tf.square(dy) + tf.square(dz)) / ((T - 1) * nPoints)
  
  optimizeThis = loss + regulatorRates[0] * reg1 + regulatorRates[1] * reg2

  # the backpropagation
  optimizer = tf.train.GradientDescentOptimizer(learningRate)
  train = optimizer.minimize(optimizeThis)
  init = tf.variables_initializer(tf.global_variables())
  sess = tf.Session()
  sess.run(init)
  for iCycle in range(nCycles):
    sess.run(train, {tarx: tarx_values, tary: tary_values, w: w_values})
    print("iCycle = %3d, loss = %e" % (iCycle, sess.run([loss], {tarx: tarx_values, tary: tary_values, w: w_values})[0]))
  
  # returning final coordinates
  return sess.run([x, y, z], {})
 


if __name__ == "__main__":
  # debug - don't run it
  
  #
  #             (0)
  #              |
  #              |
  #              0
  #              |
  #              |
  #     (2)--1--(1)--1--(3)
  #
  structure = (
    (0, 1, 0),
    (1, 2, 1),
    (1, 3, 1),
  )

  T = 3
  nBones, nPoints = skeletalModel.structureStats(structure)
  nLimbs = len(structure)
  
  dtype = "float32"

  lines0_values = numpy.zeros((nBones, ), dtype=dtype) 
  rootsx0_values = numpy.ones((T, 1), dtype=dtype)
  rootsy0_values = numpy.ones((T, 1), dtype=dtype) 
  rootsz0_values = numpy.ones((T, 1), dtype=dtype)
  anglesx0_values = numpy.ones((T, nLimbs), dtype=dtype)
  anglesy0_values = numpy.ones((T, nLimbs), dtype=dtype)
  anglesz0_values = numpy.ones((T, nLimbs), dtype=dtype)   
  
  w_values = numpy.ones((T, nPoints), dtype=dtype)
  
  tarx_values = numpy.ones((T, nPoints), dtype=dtype)   
  tary_values = numpy.ones((T, nPoints), dtype=dtype)   

  x_values, y_values, z_values = backpropagationBasedFiltering(
    lines0_values, 
    rootsx0_values,
    rootsy0_values, 
    rootsz0_values,
    anglesx0_values,
    anglesy0_values,
    anglesz0_values,
    tarx_values,   
    tary_values,
    w_values,   
    structure,
    dtype,
  )








SignLanguageProcessing/3DposeEstimator/skeletalModel.py

# This function gives our structure of skeletal model


def getSkeletalModelStructure():
  # Definition of skeleton model structure:
  #   The structure is an n-tuple of:
  #
  #   (index of a start point, index of an end point, index of a bone) 
  #
  #   E.g., this simple skeletal model
  #
  #             (0)
  #              |
  #              |
  #              0
  #              |
  #              |
  #     (2)--1--(1)--1--(3)
  #      |               |
  #      |               |
  #      2               2
  #      |               |
  #      |               |
  #     (4)             (5)
  #
  #   has this structure:
  #
  #   (
  #     (0, 1, 0),
  #     (1, 2, 1),
  #     (1, 3, 1),
  #     (2, 4, 2),
  #     (3, 5, 2),
  #   )
  #
  #  Warning 1: The structure has to be a tree.  
  #
  #  Warning 2: The order isn't random. The order is from a root to lists.
  #

  return ( 
    # head
    (0, 1, 0),

    # left shoulder
    (1, 2, 1),

    # left arm
    (2, 3, 2),
    (3, 4, 3),

    # right shoulder
    (1, 5, 1), 

    # right arm
    (5, 6, 2),
    (6, 7, 3),
  
    # left hand - wrist
    (7, 8, 4),
  
    # left hand - palm
    (8, 9, 5),
    (8, 13, 9),
    (8, 17, 13),
    (8, 21, 17),
    (8, 25, 21),

    # left hand - 1st finger
    (9, 10, 6),
    (10, 11, 7),
    (11, 12, 8),

    # left hand - 2nd finger
    (13, 14, 10),
    (14, 15, 11),
    (15, 16, 12),
  
    # left hand - 3rd finger
    (17, 18, 14),
    (18, 19, 15),
    (19, 20, 16),
  
    # left hand - 4th finger
    (21, 22, 18),
    (22, 23, 19),
    (23, 24, 20),
  
    # left hand - 5th finger
    (25, 26, 22),
    (26, 27, 23),
    (27, 28, 24),
  
    # right hand - wrist
    (4, 29, 4),
  
    # right hand - palm
    (29, 30, 5), 
    (29, 34, 9),
    (29, 38, 13),
    (29, 42, 17),
    (29, 46, 21),

    # right hand - 1st finger
    (30, 31, 6),
    (31, 32, 7),
    (32, 33, 8),
  
    # right hand - 2nd finger
    (34, 35, 10),
    (35, 36, 11),
    (36, 37, 12),
  
    # right hand - 3rd finger
    (38, 39, 14),
    (39, 40, 15),
    (40, 41, 16),
  
    # right hand - 4th finger
    (42, 43, 18),
    (43, 44, 19),
    (44, 45, 20),
  
    # right hand - 5th finger
    (46, 47, 22),
    (47, 48, 23),
    (48, 49, 24), 
  )


# Computing number of joints and limbs
def structureStats(structure):
  ps = {}
  ls = {}
  for a, b, l in structure:
    ps[a] = "gotcha"
    ps[b] = "gotcha"
    ls[l] = "gotcha"
  return len(ls), len(ps)







SignLanguageProcessing/git.txt

git clone https://github.com/gopeith/SignLanguageProcessing.git





