
A. Background on WGAN

WGANs can be used to train a generative model to pro-
duce synthetic examples from a target distribution PT us-
ing a small set of examples {xi}ni=1 sampled from this dis-
tribution. To explain the training process, we consider a
generative model G parameterized by ✓G, which produces
samples x = G(z; ✓G) where z ⇠ N (0, I). Let PG be
the probability distribution of the examples x generated by
G. WGAN aims to minimize the Wasserstein Distance be-
tween the generator distribution PG and the target distri-
bution PT by optimizing over the generator parameter ✓G.
The expression for the Wasserstein Distance between PT

and PG is given by Eqn 14.

W (Pt,Pg) = inf
�2⇧(Pt,Pg)

E(x,y)⇠� [kx� yk] (14)

Here, ⇧ (Pt,Pg) denotes the set of all joint distribu-
tions � for which Pt and Pg are marginals. Unfortunately,
computing the infimum in Eqn 14 is intractable as it in-
volves searching through the space of all possible joint dis-
tributions �. Instead, Arjovsky et al. [1] derive an alter-
nate formulation to measure the Wasserstein distance using
Kantorovich-Rubinstein duality as shown in Eqn. 15.

W (PT ,PG) = sup
kfkL1

Ex⇠PT [f(x)]� Ex⇠PG [f(x)]

(15)

Here the supremum is taken over all 1-Lipschitz con-
tinuous functions f . To find a function f that satisfies
Eqn 15, the authors consider a parameterizable critic func-
tion Dw : X ! R. The parameters w of the critic function
are chosen by solving the optimization problem shown in
Eqn 16.

W (PT ,PG) = max
w

Ex⇠PT [Dw(x)]� Ez⇠N (0,I) [Dw (G(z))]

(16)

Thus, in order to generate realistic synthetic examples
that are close to the target distribution, G is trained to mini-
mize the estimate of Wasserstein Distance in Eqn. 16. This
can be achieved by maximizing the value of the critic func-
tion for the generator’s examples using the loss function
shown in Eqn 17. D is trained to solve the optimization
problem in Eqn. 16 by using the loss function in Eqn 18.

z ⇠N (0, I); x ⇠ {xi}ni=1

LG = �Dw(G(z)) (17)
LD = Dw(G(z))�Dw(x) (18)

To ensure that D is K-Lipschitz continuous, the origi-
nal WGAN paper proposed weight clipping. A later work
by Gulrajani et al. [10] proposed using gradient penalty to
improve the stability of training, which we adopt in our pro-
posal.

B. Sensitivity Studies

In this section we perform sensitivity studies to under-
stand the impact of various attack parameters of MAZE like
the query budget (Q), number of directions used in gradient
estimation (m) on the clone accuracy obtained by our at-
tack. In addition, we also quantify the importance of the
experience replay step used in our algorithm and the impact
of gradient estimation error arising from using zeroth order
gradient estimation to approximate the gradient.

B.1. Sensitivity to Query Budget

A larger query budget allows the attacker to carry out
more attack iterations and train a better clone model. To
understand the dependence of query budget Q to clone ac-
curacy, we perform sensitivity studies by carrying out our
attack for seven different values of Q for each dataset. We
set Q 2 {0.625M, 1.25M, 2.5M, 5M, 10M, 20M, 30M}
and report the normalized clone accuracy for each dataset
in Fig 4. As expected, we find that the clone accuracy in-
creases with an increase in Q. Additionally, we note that the
number of queries necessary to reach a given clone accuracy
seems to scale with the dimensionality of the input and the
difficulty of the target classification task. For example, we
only require around 5M queries to reach a normalized accu-
racy of 0.95⇥ for SVHN, whereas for CIFAR-10, which is
a harder dataset to classify, we require around 30M queries
to reach the same accuracy.

Figure 4. Normalized clone accuracy versus Query budget (Q) for
various target models under MAZE attack. Clone accuracy im-
proves with a higher query budget.

B.2. Sensitivity to Number of Directions for Esti-

mating the Gradient

Our attack uses a generative model to synthesize the
queries necessary to perform model stealing. The loss func-



tion of the generator LG involves the evaluation of a black-
box model T . As gradient information is unavailable, our
attack uses zeroth-order gradient estimation instead to ap-
proximate the gradient of the loss function r̂✓GLG required
to update the generator parameters ✓G. The estimation er-
ror of this zeroth-order approximation is inversely related to
the number of gradient estimation directions (m) used in our
numerical approximation of the gradient (Eqn. 7). By using
a larger value of m, we can get a more accurate estimate
of the gradient. Unfortunately, increasing m also increases
the queries that need to be made to the target model as de-
scribed by Eqn. 11. This means that given a fixed query
budget Q, increasing m results in more queries being con-
sumed to update G, leaving fewer queries to train the clone
model. To understand this trade-off, we fix the query bud-
get and perform our attack by setting m to four different
values (m 2 {1, 5, 10, 20}). With a large query budget of
30M , changing m has limited impact as most clone models
achieve high accuracy regardless of the value used for m.
Hence, for this analysis, we use smaller query budgets in-
stead to magnify the impact of m on the clone accuracy. We
set the query budget Q to 1.25M for FashionMNIST and
SVHN, 10M for GTSRB, and 20M for CIFAR-10. The
normalized accuracy of clones obtained for these different
values of m on various datasets are shown in Fig. 5.

Figure 5. Normalized clone accuracy versus number of gradient
directions (m) used in MAZE. Increasing m results in a lower
gradient estimation error, but consumes more queries to update G,
leaving fewer queries to train the clone model.

Our results show that for FashionMNIST and SVHN,
lowering the value of m results in an improvement in clone
accuracy. Setting m to a smaller value allows more queries
to be used to train the clone model, while sacrificing the ac-
curacy of the gradient update of the generator. This seems
to be a favorable trade-off for simpler datasets. Similarly,
for GTSRB we find that reducing the number of directions
from m = 20 to m = 5 improves clone accuracy. However,
reducing it further to m = 1 leads to a degradation in the
clone accuracy. We observe a similar trend for CIFAR-10 as
well. While reducing m from 20 to 10 improves accuracy,
reducing it further causes a degradation. This degradation

in accuracy by reducing m for GTSRB and CIFAR-10 can
be attributed to the increased error in gradient estimation
with fewer gradient estimation directions. Thus, in a query
limited setting, varying m provides a trade-off between the
number of queries used to update the generator G and clone
model C. The optimal value of m for model stealing de-
pends on the complexity of the target dataset being attacked.

Figure 6. Impact of Experience Replay on MAZE. On average,
Experience Replay improves clone accuracy by 7.3%.

B.3. Importance of Experience Replay

For training, MAZE uses experience replay, in which
the clone model is retrained on previously seen examples
throughout the course of the attack. This is necessary to
avoid catastrophic forgetting, wherein the clone model per-
forms poorly on examples from the earlier part of the train-
ing process. Additionally, it also ensures that the generator
does not produce redundant examples that are similar to the
ones seen in the earlier part of the training. To understand
the importance of experience replay, we carry out two ver-
sions of the attack: one with experience replay and the other
without, and compare the accuracy of the respective clone
models. The results of this study are shown in Fig. 6. Our
results show that on average, experience replay improves
the accuracy of the clone model by 7.3%. Thus, experience
replay is an important component of MAZE.

B.4. Impact of Error in Gradient Estimation

MAZE uses numerical methods to approximate the gra-
dient through the black-box target model T to update the
parameters of the generator model. To understand how the
gradient estimation error impacts the accuracy of the clone
model, we repeat MAZE by assuming that we have access
to perfect gradient information. For the purpose of analy-
sis in this section only, we obtained perfect gradient infor-
mation by treating the target T as a white-box model that
allows back-propagation in the Generator Training phase
shown in Algorithm 1. By comparing the results of our
attack with the accuracy of the clone model trained with
perfect gradient information, we can understand how the



gradient estimation error impacts the accuracy of the clone
model obtained from our attack.

Figure 7 shows the clone accuracy of MAZE with zeroth-
order gradient estimation and MAZE with perfect gradient
information. We use a reduced query budget of 1.25M for
FashionMNIST and SVHN, 10M for GTSRB, and 20M for
CIFAR-10. We observe that there is a slight improvement
in clone accuracy (on average, 3.8%) when perfect gradient
information is available. This shows that our approximation
of gradient is reasonably accurate and therefore MAZE is
able to train clone model with high accuracy.

When the query budget is increased, the error in estimat-
ing the gradient is tolerated by the training algorithm, and
we observe that at a budget of 30 million queries the differ-
ence in clone accuracy with estimated gradient and perfect
gradient is negligible.

Figure 7. Impact of gradient estimation error by comparing clone
accuracy of MAZE and MAZE with perfect gradient information.
On average, MAZE suffers a 3.8% accuracy loss due to error in
estimating the gradient.

C. MAZE-PD: Impact on Query Budget

To understand the reduction in query budget with
MAZE-PD, we compare the query budget necessary to
reach a minimum normalized clone accuracy of 0.90⇥ be-
tween MAZE-PD and MAZE in Table 2. Our results show
that MAZE-PD offers a reduction of 2⇥ to 24⇥ in the query
budget compared to MAZE. While we see a considerable re-
duction in query budget with just 100 examples, we expect
this to reduce further with more training examples.

Table 2. Comparison of query budgets needed to reach a nor-
malized clone accuracy of 0.90⇥ with MAZE-PD and MAZE.
MAZE-PD reduces the query budget by up to 24⇥.

Target Models MAZE MAZE-PD Reduction

FashionMNIST >30 M 2.5 M >12⇥
SVHN 1.25 M 0.675 M 2⇥
GTSRB 30 M 1.25 M 24⇥
CIFAR-10 30 M 10 M 3⇥

D. Comparing Synthetic Images Generated by

MAZE and MAZE-PD

Both MAZE and MAZE-PD use a generator to create
synthetic images that are used to query the target model.
MAZE produces these images without relying on any input
data from the target model. On the other hand, MAZE-PD
aims to use the available data to encourage the distribution
of images produces by the generator PG to be closer to the
target distribution PT using the WGAN loss to train the gen-
erator. Thus, MAZE-PD is expected to produce visually
closer images to the distribution of the target model, and
this is the reason for the increased accuracy and speed of
MAZE-PD.

To better understand the quality of the images created
by MAZE-PD we compare a small number of representa-
tive images that are produced by MAZE-PD with MAZE.
Fig 8 shows four images produced by MAZE and MAZE-
PD. We also show four representative images from the cor-
responding dataset. It can be seen that the images produced
by MAZE-PD are visually similar to the images from the
target distribution. For example, for FashionMNIST, the
synthetic image produced by MAZE-PD resembles a gar-
ment. For GTSRB, it resembles a traffic sign. For SVHN,
it resembles the number ”8”. And, for CIFAR-10, it resem-
bles an automobile.

Furthermore, we can see a clear distinction between the
foreground and the background for the images produced by
MAZE-PD. However, such separation of foreground and
background is absent in the synthetic images produced by
MAZE. Thus, using the WGAN objective in the training of
the GAN encourages the generator to produce synthetic im-
ages that are closer to the target distribution, likely resulting
in MAZE-PD generating clones with higher accuracy using
fewer queries.

E. Work on Data-free Knowledge Distillation

We discuss two recent works on data-free KD that are
closely related to our proposal and also explain why these
works cannot be used directly to perform model stealing as
they require white-box access to the target model.

Adversarial Belief Matching (ABM) [20]: ABM per-
forms knowledge distillation by using images generated
from a generative model G(z;�). This generative model is
trained to produce inputs x such that the predictions of the
teacher model T (X; ✓T ) and the predictions of the student
model S(x; ✓S) are dissimilar. Specifically, G is trained to
maximize the KL-divergence between the predictions of the
teacher and student model using the loss function shown in
Eqn. 20. The student model, on the other hand, is trained to
match the predictions of the teacher by minimizing the KL-
divergence between the predictions of T and S using the
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Figure 8. Comparing images produced by the generative models for (a) MAZE and (b) MAZE-PD with (c) actual training data. MAZE-PD
produces images that are visually similar to the target distribution by including the WGAN objective to train the generative model, leading
to an improvement in query efficiency over MAZE.

loss function in Eqn. 21. By iteratively updating the gener-
ator and student model, ABM performs knowledge distilla-
tion between T and S.

x = G(z) (19)
LG = �DKL (T (x) k S (x)) (20)
LS = DKL (T (x) k S (x)) (21)

In addition to the basic idea presented above, ABM also
uses an additional Attention Transfer (AT) [36] term in the
loss function of the student. AT tries to match the atten-
tion maps of the intermediate activations between the stu-
dent and teacher networks.

The training process of the generator model in ABM
assumes white-box access to the target model as the loss
function of G (Eqn. 20) requires backpropagating through
the target model T . Moreover, ABM also uses AT, which
requires access to the intermediate activations of T . Due
to these requirements, ABM cannot be directly used in the
black-box setting of model stealing attacks.
Dreaming To Distill (DTD) [35]: Given a DNN model T
and a target class y, DTD proposes to use the loss function
of T along with various image-prior terms to generate real-
istic images that resemble the images from the target class
in the training distribution of T by framing it as an opti-
mization problem as shown in Eqn. 22.

min
x

L(T (x), y)) +Rp(x) (22)

In this equation, Rp is the image prior regularization
term which steers the synthetic image x away from unnat-
ural images. The key insight of DTD is that the statistics

of the batch norm layers (channel-wise mean and variance
information of the activation maps for the training data) can
be used to construct an image prior term that helps craft re-
alistic inputs by performing the optimization in Eqn. 22 . In
the knowledge distillation setting, the inputs generated us-
ing this technique can be used to train a student model S
from the predictions of the teacher model T .

Note that, much like ABM, DTD also requires white-box
access to the target model since the optimization problem
in Eqn. 22 requires backpropagating through the teacher
model. Furthermore, this work requires us to know the
running mean and variance information stored in the batch
norm layer, which is unavailable in the black-box setting of
the model stealing attack.

F. Defending against MAZE

MAZE is the first data-free model stealing attack that can
effectively produce high accuracy clone models for multiple
vision-based DNN models. Several recent works have been
proposed to defend against model stealing attacks. We dis-
cuss the applicability of these defenses against our attack
and explain their limitations.

MAZE requires access to the prediction probabilities of
T in order to estimate gradient information. Thus, a nat-
ural way to defend against it would be to limit access to
the predictions of the model to the end-user by restricting
the output of the model only to provide hard-labels. Such a
defense would make it harder, although not necessarily im-
possible, for an adversary to estimate the gradient by using
numerical methods [2, 3, 13]. Unfortunately, such a defense
may limit benign users from using the prediction probabili-
ties from the service for downstream processing tasks.

Another potential method to defend against MAZE is to



prevent an adversary from accessing the true predictions of
the model by perturbing the output probabilities with some
noise. Several defenses have been proposed along these
lines [25, 16, 15]. Unfortunately, a key shortcoming of
perturbation-based defense is that it can destroy information
contained in the class probabilities that can be important
for a benign user of the service for downstream processing
tasks. Furthermore, such a defense can reduce classification
accuracy for benign users, which is undesirable.

Yet another way to reduce the effectiveness of our attack
may be to limit the number of queries that each user can
make to the service. However, an adversary could circum-
vent such a defense by launching a distributed attack where
the task of attacking the model is split across multiple users.
Furthermore, limiting the number of queries may also con-
strain some of the legitimate users of the service from mak-
ing benign queries, which may also be undesirable.


