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Figure 1. In camera-based SSC, the projected distant geometry is sparse and unrealistic due to factors such as perspective and occlusion.
Our ScanSSC addresses this challenge by referencing distant geometry to the context of more accurate near-viewpoint geometry. As
a result, ScanSSC achieves more accurate reconstructions of both distant and near scenes, outperforming existing camera-based SSC
methods such as VoxFormer-T4] and CGFormer3g].

Abstract 1. Introduction

] ) ) . 3D perception of real-world scenes is essential for au-
‘Camera-based Semantic Scene Completion (SSC) is gaingynomous driving systems, serving as a cornerstone for nav-
ing attentions in the 3D perception “eld. However, prop- jgation and driving safety. Achieving precise reconstruc-
erties such as perspective and occlusion lead to the un-q, of the surrounding geometry is critical but challenging

derestimation of the geometry in distant regions, posing a gy, o the geometric discrepancies between sensor data and
critical issue for safety-focused autonomous driving sys- o .world coordinates.

tems. To tackle this, we propose ScanSSC, a novel camera- 3D semantic scene completion (SSC) is a recently pro-

based SSC model composed of a Scan Module and ScaBosed p5] task that jointly predicts the 3D geometry and

Loss, both designed to enhance distant scenes by Ieveragéemantics of the surrounding scene. Since the release

ing context from near-viewpoint scenes. The Scan Moduleof the SemanticKITTI benchmarkd], numerous studies

uses axis-wise masked attention, where each axis employg . explored outdoor SSC. While LIDAR-based meth-
ing a near-to-far cascade masking that enables distant VOX- 1 4s B, 32, 34, 35] remain thé primary approach due to

e_Is to capture relationships with preceding voxels. In addi- their strong performance, they come with the high cost
tion, the Scan Loss computes the cross-entropy along eacfbf LIDAR sensors. Recently, since MonoScer ii-
axis between cumulative logits and corresponding class dis-tially tackled monocular SSC ’camera—based methts [

tributions in a near-to-far direction, thereby propagating 12, 14, 23, 38, 39 have gained the spotlight owing to their
rich context-aware signals to distant voxels. Leveraging ric,h vi’sua’l inf'ormation and cost-effectiveness

the synergy between these components, ScanSSC a(:h|evesIn recent camera-based SSC approaches, techniques

state-of-the-art performance, with loUs of 44.54_ and 48.29, such as Features Line-of-Sight Projection (FLoSIP)ack
and mloUs of 17.40 and 20.14 on the SemanticKITTl and ~ "~ "~ . o
SSCBench-KITTI-360 benchmarks projection using 2D depth estimatiohl] 14], and LSS p4]
' feature volume 12, 38] have been employed for lifting 2D
features. However, these methods inherit common limita-
*Equally contributed tions of camera images, such as perspective and occlusion,
* Corresponding author resulting in sparse and unreliable geometry projections for




2. Related Work

3.1demonstrates that this issue adversely impacts SSC . . .
performance, as mloU values signi“cantly decrease with in- Camera-Based 3D Perception.The primary tasks in 3D

creasing distance from the viewpoint. At the same time, loU perception include 3D object detection (OD) and bird-s-eye-

and recall metrics exhibit similar declining trends. This cir- view (BEV) segmentation. Inspired by DETE][and its

cumstance can be interpreted as an underestimation of getamily [18, 22, 29, 30] of 2D OD models, methods such

ometry, which could pose critical real-world challenges for as DETR3D 29] PETR_ L9, and_ PETRV220] have be_en .
driving safety. proposed, utilizing object queries and camera projection

matrices. DETR3DZ9] and PETR [L9] connect 2D fea-

In this paper, we aim to enhance distant geometry by tures with 3D space using object queries, eliminating the
gwdlng it with the context of “nely constructed near- need for post_processing techniques like Nl\@ When
viewpoint geometry (Figl). We propose ScanSSC, anovel predicting bounding boxes and labels. PETR2P] [en-
camera-based SSC model composed of two main compohances the original version by incorporating temporal in-
nents: Scan Module and Scan Loss. Scan Module em-formation through temporal alignment. In BEV segmenta-
ploys three axis-wise masked self-attentions within an au-tjon, pixel-wise depth distribution is used to convert cam-
toregressive Transformer framewo@€]. Each axis applies  era images into 3D point cloud features projected onto the
axis-speci“c masking, enabling distant voxels to reference BEV plane, as demonstrated by methods such as PgS |
a broad range of prior voxels while preventing close voxels and FIERY P]. Additionally, BEVFormer [L6] utilizes pre-
from being in"uenced by uncertain, occluded voxels behind de“ned BEV queries and integrates spatiotemporal features
them. Additionally, we propose Scan Loss, which computes through an attention mechanism.
the cross-entropy of cumulatively averaged logits, spread-  The camera-based approach is cost-effective and easy
ing from distant voxels to close ones, along with the corre- to implement, making it more suitable for autonomous
sponding accumulated class distributions for each axis. Bydriving systems requiring real-time situational awareness
repeatedly including the logits of distant voxels in various than the cost-heavy LiDAR-based perception. Therefore,

regional loss calculations, Scan Loss effectively propagatesye propose a model that understands the holistic scene
rich contextual information to these distant voxels. through camera-based perception.

Through extensive experiments, we observe an impres-

sive synergy between the Scan Module and Scan Loss 3D Semantic Scene Completion.3D SSC involves vox-
Leveraging this synergy, ScanSSC achieves signi“cantly €lizing a scene by predicting the occupancy and semantics
improved SSC results, demonstrating robust performanceof each voxel. Since SSCNe2j] introduced SSC, various
across varying distances from viewpoints. As a result, @Pproaches using LiDAR point clouds and camera images
ScanSSC markedly outperforms previous methods, achievhave emerged. Point-based methd@|s3p, 34, 35] achieve

ing state-of-the-art (SOTA) loU and mloU scores of 44.54 high performance due to accurate depth data but are com-
and 48.29, and 17.40 and 20.14 on the SemanticKITTI andPutationally expensive. Camera-based S8CL[, 14, 38,

SSCBench-KITTI-360 benchmarksH). 41] requires lifting 2D features into 3D. MonoScerd [
connects 2D and 3D UNets via FLoSP, sparking further

camera-based SSC research. VoxFornidi gmploys a

€ We “rst unveil the issue of distance-dependent comple-two-stage approach with depth-based occupancy prediction
tion imbalance in camera-based SSC through a comprefollowed by semantic prediction. Subsequent research has
hensive analysis of existing methods. explored geometric information from depth maps, notably

€ Based on the analysis, speci“cally, to enhance the distanMonoOCC R|1] with a large pre-trained backbone and Sym-
geometry, we design the Scan Module, which employs phonies [L1], which uses instance queries for enhanced in-
axis-wise masked self-attention, enabling distant voxels stance prediction. However, projecting 3D to 2D space can
to be re“ned by the context of preceding voxels. lead to overlapping 2D points from different 3D locations.

€ We also propose the Scan Loss, de“ned as cross-entropyo address this, CGForme3g] applies LSS 24] to gener-
between the cumulative average of prediction logits and ate point cloud features from 2D features and depth proba-
accumulated class distributions, designed to propagatebility, using dependent voxel queries to capture unique im-
abundant contextual signals to distant voxels. age characteristics. Nevertheless, monocular methods face

€ By incorporating Scan Module and Scan Loss, we intro- the inherent limitation of decreasing depth accuracy with
duce a novel camera-based SSC model, ScanSSC. Levedistance.
aging the synergy of both components, ScanSSC achieves To address these issues, we propose a model incorporat-
SOTA loUs of 44.54 and 48.29, and mloUs of 17.40 and ing the Scan Module applying masked self-attention with
20.14 on the SemanticKITTIl and SSCBench-KITTI-360 axis-speci‘c masks and the Scan Loss function, which ex-
benchmarks. tends cross-entropy los4(].

Our contributions are summarized as follows:



indicating that the average scores decrease with distance:
the three metrics for the far area (4) are approximately
35.76, 39.08, and 9.23 lower than those for the near area
(1), respectively. We deduce that one of the primary factors
contributing to this is the sparsity of projected geometry
resulting from perspective and occlusion. Furthermore,
inaccuracies in depth estimation for distant points may also
in"uence this situation.

3.1, we analyze the prediction results
of VoxFormer [L4], a milestone in camera-based 3D SSC
methods, to identify key issues. Seg.2 presents an
overview of the proposed ScanSSC architecture, while
Sec.3.3 and Sec.3.4 detail the Scan Module and Scan
Loss, each designed to addre;_s the identi“ed issues. Fina"yWidth-Axis Analysis. For width, Fig.2(b) shows a trend
Sec.3.5covers the overall training loss. where three metrics decrease as we move from the center
3.1. Preliminary: Distance-Dependent Completion ~ toward the outer areas (1) and (4), different from the

Imbalance in Camera-Based SSC d|str|bu.t|on of occupied GT voxels.l According to the
values in Tabl, the area (1) is approximately 49.66, 37.43,
and 3.25 lower than the average of the middle areas (2) and
(3), while the area (4) is around 2.1, 17.07, and 2.38 lower.
This phenomenon can be explained by the perspective of
the camerass view frustum, which follows a conical shape,
causing the side areas to have less visual information
compared to the center points. Additionally, in a driving

(a) Depth-axis (b) Width-axis (c) Height-axis context, it is important to note that the side areas are more
Figure 2. Axis-wise trends in recall, loU, and mloU for Vox- vulnerable to occlusion than the direct line of sight.
Former [L4], along with the ground-truth occupied voxel distri-
butions, on the SemanticKITTI3] validation data. All “gures Height-Axis Analysis. For height, Fig2(c) shows a trend
are presented in a graph, scaled between 0 and 1. Each graph i§here values decrease as we move from the lower area (1)
binned with sizes of 256, 256, and 32 for the depth, width, and y,, the higher area (4), aligning with the distribution trend of
height axes, respectively. (1) to (4) represent each segment when, .., \ied yoxels. Notably, Tath. shows that all values are
the axis is divided into four equal parts. zero in the higher area (4). This is challenging to interpret
Depth Width Height as a side effect of camera-based 3D reconstruction; rather,
o Recal ou mion Reeall lou mioy Recall - loUmioy it is likely due to voxel distribution, with most objects
concentrated at lower levels and higher regions primarily
empty.

14, calcu-

From th nal w in the insight that the predic-
lated by dividing each axis into 4 intervals, as labeled in (1) to (4). om these analyses, we gain the insight that the predic

tion accuracy of current camera-based SSC methods tends
Camera-based SSC methods L1, 14, 38, 41 utilize to decrease as the distance fr(_)mthe viewpoint increases. To
tackle these challenges, we introduce ScanSSC, designed
to execute near-to-far geometric re“nement in an axis-wise
manner. For clarity, we de“ne the terms as follows: enear-

knowledged this issue, they have yet to focus on addressingio'f"’_léz relfers tohfronF(-jt%-baqk alondg ;hehdeplth axils, cen;er-
it comprehensively. In this subsection, we systematically -0 >'¢€ aong the width axis, and high-to-low along the

analyze this challenge based on the prediction results theight axis. For :fh_e_ height axis, a BEY serves as the ref-
VoxFormer [L4]. Fig. 2 graphically presents the axis-wise erence for the de“nition, as the complexity of GT geometry

trends of recall, 1oU, and mloU metrics of VoxFormer, is inversely related to height; lower positions are more chal-
along with the distributions of occupied ground-truth (GT) lenging to complete dpe toa grggter concentration of object
voxels. Additionally, Tabl provides the numerical values voxels compared to higher positions.

averaged over four sequentially divided intervals (1)-(4).

the rich visual information from RGB images but are
vulnerable to inaccurate depth information and the effects
of occlusion. Although previous methods4] 38] have ac-

3.2. Overview

Depth-Axis Analysis. In Fig. 2(a) we observe a trend The overall architecture of ScanSSC is depicted in Big.
where, despite a comparable number of occupied GT voxelsScanSSC comprises three subparts: viewing transforma-
in the backside section (4) to those in the frontside sectionstion, Scan Module, and semantic prediction.

(1) and (2), the recall, mloU, and loU values decrease

as depth increases. Tab.provides numerical evidence Viewing Transformation. We follow the CGFormer3g]
























