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Figure 1. PERSE. Given a reference portrait image as input, our method constructs an animatable personalized 3D generative avatar with
disentangled and editable control over various facial attributes such as beard, hair, and hat.

Abstract

We present PERSE, a method for building a personalized
3D generative avatar from a reference portrait. Our avatar
enables facial attribute editing in a continuous and disen-
tangled latent space to control each facial attribute, while
preserving the individual’s identity. To achieve this, our
method begins by synthesizing large-scale synthetic 2D video
datasets, where each video contains consistent changes in
facial expression and viewpoint, along with variations in a
specific facial attribute from the original input. We propose
a novel pipeline to produce high-quality, photorealistic 2D
videos with facial attribute editing. Leveraging this synthetic
attribute dataset, we present a personalized avatar creation
method based on 3D Gaussian Splatting, learning a con-
tinuous and disentangled latent space for intuitive facial
attribute manipulation. To enforce smooth transitions in this
latent space, we introduce a latent space regularization tech-
nique by using interpolated 2D faces as supervision. Com-
pared to previous approaches, we demonstrate that PERSE
generates high-quality avatars with interpolated attributes
while preserving the identity of the reference individual.

1. Introduction

A personalized 3D face avatar can represent each individual
in VR/AR environments, replicating the user’s appearance
and facial expressions. However, the exact replication of
the appearance does not fully reflect real-world humans. In
reality, people often change the attributes of their appearance,
like hairstyles, or start growing a beard or mustache. Users
may also wish to adjust their facial features in the virtual
world, like the shape of their nose, eyebrows, or mouth,
enhancing their desired look while preserving their core
identity. While most prior avatar creation methods focus on
building an exact digital twin of the person from images or
video data [6, 13, 45, 47, 56, 67, 68, 70], the personalized
avatar model with the generative ability to control and edit
facial attributes remains underexplored.

In this work, we present PERSE, a method to build an
animatable personalized 3D generative avatar from a single
reference portrait image. Our method goes beyond merely
creating an exact twin from video inputs, introducing a novel
approach that emphasizes flexibility and control over facial
attributes, such as changing hairstyles or beards shown in
Fig. 1. To build PERSE from a single reference portrait im-
age, we generate a large-scale 2D monocular synthetic video
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dataset of the reference identity, where each video has a vari-
ation in a specific facial attribute from the original input (e.g.,
a different hairstyle) driven by the face motion guidance, as
shown in Fig. 5. Each video is also paired with a text prompt
description addressing the changed attribute. To build this
high-quality, photorealistic synthetic video dataset, we intro-
duce a new pipeline that begins with synthesizing 2D images
with attribute editing in a fully automated procedure. This
is followed by a portrait animation process that leverages a
combination of an existing pre-trained 2D portrait animation
method [15] and our newly trained image-to-video model
extending a prior work [69]. Notably, our synthetic video
generation process is efficient, scalable, and provides signifi-
cantly more attribute diversity by effectively synthesizing a
thousand attribute videos compared to tens in prior work [4].
Using this synthetic video dataset, we train an avatar model
with the continuous and disentangled attribute latent space.

To enhance the generative ability of our avatar model
for unseen or interpolated attribute appearances, we also
present a novel technique to enforce continuous and smooth
latent space. To achieve this, we present a latent space reg-
ularization technique by using interpolated 2D face images
from an image morphing technique [60] (e.g., synthesizing
medium-length hair from short hair and long hair attributes),
providing pseudo supervisions for the interpolated latent
spaces. We show the efficacy of our regularization technique
by producing novel and unseen attributes from interpolated
latent spaces, as shown in Fig. 7. Furthermore, we present
an efficient fine-tuning technique via Low-Rank Adaptation
(LoRA) [23], to integrate any new facial attributes from
in-the-wild images into our avatar model.

Our contributions are summarized as follows: (1) the first
method to generate an animatable 3D personalized genera-
tive avatar from a reference portrait image with controllable
facial attributes; (2) a method to generate high-quality syn-
thetic 2D video datasets with diverse attribute editing from a
reference portrait image; (3) latent space regularization by
using face morphing supervision for continuous and smooth
latent space to enhance the generative ability for unseen
or interpolated attribute appearances; (4) an efficient fine-
tuning technique via Low-Rank Adaptation (LoRA) [23] to
integrate any new facial attribute into the avatar model.

2. Related Work

3D Facial Avatar Reconstruction. Since the introduction of
foundational 3D Morphable Model [1] (3DMM), parametric
3D face models [1, 2, 34] have evolved to capture the diverse
and dynamic nature of human faces, representing variations
in shape, head pose, and facial expression through a set
of parameters. Building on these models, various methods
reconstruct 3D face avatars from single portrait images by es-
timating 3DMM parameters [8, 10, 46]. Recently, monocular
3D avatar reconstruction methods [6, 13, 31, 32, 67, 68] gen-
erate morphable photorealistic avatars leveraging advance-

ments in 3D representation [27, 37].

To move beyond single-subject avatars, the PEGASUS [4]
reconstructs a personalized 3D generative avatar enabling
control over facial attributes while preserving the reference
identity, using synthetic DB. Similarly, HeadGAP [66] trains
a generalizable prior model for 3D head avatar leveraging
a large-scale multiview dataset and an avatar model with
part-specific and point-specific feature codes. Despite ad-
vancements, constructing a unified 3D representation that
can precisely capture and control all facial attributes remains
challenging. To address this, disentangled or hybrid rep-
resentations have been proposed, enabling selective modi-
fication of facial features or garments [11, 12, 30]. How-
ever, these approaches are limited by discrete 3D structures,
restricting continuous interpolation capabilities. Recently,
latent-conditioned generative models [4, 19, 29, 33] have
been introduced to mitigate these constraints, yet they often
lack the capacity for fine-grained editing and are confined to
specific categories.

Smooth Image Morphing and Interpolation. Generat-
ing a plausible intermediate image between two pivot im-
ages has been widely studied within the context of image
generative field [20, 26, 52]. The recent breakthroughs
of diffusion model [20, 44, 53] improved the image in-
terpolation methods to generate more plausible and bet-
ter quality interpolated images with less limitation on cat-
egories [14, 48, 53, 54, 60, 63, 65]. Many diffusion-based
interpolation methods follow the procedure of DDIM inver-
sion [38, 52], interpolation in diffusion latent space, and
DDIM forward sampling with slight modification. DiffMor-
pher [60] additionally utilizes personalized diffusion models
finetuned on each pivot image with LoRA [23] to produce
smooth interpolated sequences. SmoothDiffusion [14] fine-
tunes diffusion models with LoRA [23] to preserve the dis-
tance of interpolated sample and pivots during denoising.

Portrait Animation from Single Image. Generating anima-
tions from a single image is a challenging task that has seen
significant advancements through generative models, partic-
ularly based on implicit keypoints and diffusion methods.

Several approaches [22, 36, 50, 51, 55, 64] have intro-
duced intermediate motion representations based on implicit
keypoints estimation, enabling the mapping of a source por-
trait image to a driving image using optical flow. Extending
the previous work [55], LivePortrait [ 15] enhances animation
quality by integrating a GAN-based decoder [41], resulting
in effective and controllable portrait animations.

Recent advancements in diffusion models have signifi-
cantly enhanced portrait animation, offering improved con-
trol and realism. Several methods [5, 24, 57] have explored
full-body animations guided by motion sequence drived from
body keypoints. Building upon previous approaches [24],
Champ [69] generates full-body animations guided by multi-
ple reference videos such as SMPL [35] renderings.
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Figure 2. Overview of Synthetic Dataset Generation and Avatar Model Training. Starting with a collection of edited portrait images,
we generate RGB videos for each target attribute using Portrait Animator. The guidance for the Portrait Animator is derived from tracked
FLAME parameters of a predefined training motion sequence, which also serve as inputs to the avatar network in our avatar model. Using
the generated RGB videos, we train our avatar model with a reconstruction loss. Each edited portrait is paired with the text prompt used for
its generation. The process of creating these edited portraits based on text prompts is detailed in Sec. 4.2.

3. Preliminary: PEGASUS [4]

Our avatar model is based on a previously proposed personal-
ized generative 3D avatar, PEGASUS [4] , by modifying its
original 3D point cloud representation [68] into 3D Gaussian
Splatting [27]. The PEGASUS avatar model is an animatable
3D avatar model of a reference individual with disentangled
controls to selectively alter facial attributes such as hair or
nose, while preserving the reference identity. The PEGA-
SUS model takes a latent code z € R(Ve+1)x4 along with
FLAME parameters 3 (shape), 6 (pose), and v (expression)
as inputs, and infers a colorized point cloud to express the tar-
get individual’s appearance, pose and expressions changes:

{de7ndaai} :M¢(chazvﬂa0a¢)7 (1)

where x¢ is the 3D point locations, n; € R? is the point
normals, and a; € R? is the point albedo colors. The input
latent code z € R(Net1)*d js 3 concatenation of N, subpart
latent codes {z;};—o...n,, Where each subpart latent code
z; € R? controls specific aspects of the human identity
or a subpart. The identity latent code z( controls overall
identity variations, and the other latent codes z;( control
each subpart, preserving the identity defined by zg.

Notably, the PEGASUS model relies on constructing
a synthetic video collection of the reference identity with
edited facial attributes. This is performed by replacing spe-
cific facial attributes in the reference person’s video with
those from multiple other individuals’ videos. Consequently,
building the synthetic dataset requires not only the video of
the reference individual but also numerous videos from other
individuals for attribute variations. Moreover, this approach
involves a time-intensive process of creating 3D avatars for
each individual to synthesize all attribute variations, which
limits the scalability of the method.

4. Method

We first describe our personalized 3D generative avatar
model creation (Sec. 4.1), extending the previous work [4].
Then, we introduce our pipeline for generating a large-scale
synthetic 2D facial attribute dataset (Sec. 4.2). Additionally,
we present our novel training scheme including latent space
regularization with interpolated 2D faces (Sec. 4.3), and also
present our efficient fine-tuning technique to integrate arbi-
trary new attributes into our optimized latent space while
preserving the existing distribution (Sec. 4.4).

4.1. Personalized Generative Avatar Model

3D Gaussian Splatting for Avatar. Our avatar model builds
on the structure of PEGASUS [4] with several modifications.
First, we change the 3D representation of the avatar from a
colorized point cloud to 3D Gaussian Splatting (3D-GS) [27]
which enhances rendering quality. This is achieved by esti-
mating 3D Gaussian parameters for each point, replacing the
original point normal and albedo. Specifically, our model
takes a latent code z and FLAME parameters {3, 0,1} as
inputs, and infers 3D Gaussian parameters of posed avatar,
including the 3D position x¢ € R?, rotation r¢ € R*, scale
s¢ € R3, opacity of € R, and color ¢; € R? as follows:

{w?,rf,sf,of,cg} = M@(X§07Z7/6707'¢’)- 2

To capture fine-grained deformations conditioned on head
pose, we introduce an additional MLP deforming 3D Gaus-
sians based on the input FLAME parameters {3, 6, 1}, sim-
ilar to MonoGaussianAvatar [6]. We densify the 3D Gaus-
sians to capture fine detail using the upsampling strategy of
prior work [4, 68] and prune distracting Gaussians through
opacity resetting and thresholding as in the original 3D-GS
framework [27]. By rasterizing the 3D Gaussians, we get a
rendering of the avatar as follows:
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i= GSR({w?,rf,sfc,of,cfc}ie{l,,.N}), 3)

where GSR represents a 3D-GS Rasterizer [27].

CLIP-guided Latent Space Configuration. Following PE-
GASUS [4] model, we represent our avatar model latent
code z € RYe*4 a5 a concatenation of N, subpart latent
codes {z; € R%};_(1....). This part-wise separated latent
configuration allows to control each facial attribute while
preserving other facial attributes. We can also selectively
transfer the target attribute of the k-th subpart, such as hair,
to the reference avatar by substituting the k-th subpart latent

as follows: .
ﬁw_{ﬁf ifj 4k

! Z." ifj =k @
To achieve this disentangled latent space, we optimize a
single reference latent code z"f € RNe*4 representing the
identity of the input portrait image, along with a set of sub-
part latent codes {zz‘rge[ € R?}, where each corresponds to
a specific subject in our synthetic dataset.

However, directly optimizing these latent codes {z;"** €
R?} are prone to be overfitted on each subject, resulting in
poor generalization to unseen subjects. To address this and
achieve more compact latent space, we constrain latent codes
using a well-established text-image feature model CLIP [43],
which is a key difference over previous work [4]. We define
the target subpart latent as an output of shallow MLP network
conditioned on CLIP image and text features fr, fr € R%12:

2" = MLP,(f1, fr). Q)

The CLIP features are calculated from front-view reference
synthetic image and text pairs from our synthetic datasets.
Additionally, we define z,¢, as a unique shared subpart latent
code representing an empty subpart, such as the absence of
a hat or beard.

4.2. Synthetic Dataset Generation

We create a synthetic portrait video dataset with varying fa-
cial attributes from the input image of the reference individ-
ual to enable the generative ability for our 3D avatar model.
Our synthetic dataset generation pipeline is performed via
a two-stage process: generating attribute-edited images and
animating the edited portrait images.

Attribute-Edited Portrait Image Generation. Given a por-
trait image Iipy Of the reference individual, our goal is to
photo-realistically edit each attribute to reflect a different
style. We consider 9 attribute categories: beard, clothes,
earrings, eyebrows, hair, hat, headphones, mouth, and nose.
To achieve this goal, we present a text-conditioned image
inpainting pipeline by leveraging multiple tools including
pre-trained 2D diffusion models [7]. We first determine a
list of text prompts for each attribute category with specific
adjectives (e.g., curly, straight, and wavy for hair). We lever-
age ChatGPT [40] to explore various possible distinctive

Reference Fixed prompt: “4 person with very shortcut hair”
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Figure 3. Image Synthesis. Starting from a reference portrait
image, we present a fully automatic pipeline that generates an edited
portrait without any manual manipulation such as user scribbles.
To automatically generate the optimal mask image for inpainting,
our method leverages SDXL, Sapiens, and FLUX [7, 28, 42].

adjectives. Then, for each text description 7', we synthesize
a corresponding portrait image with attribute changes using
a text-conditioned inpainting model [7]:

Igen = Iinnpaint(Iinputa T, Medit)a (6)

where M,g; denotes the mask region where the inpainting
module needs to modify. Importantly, we find providing
a suitable mask region Mg is essential to synthesizing
photo-realistic output that adheres to the text guidance. A
segmentation mask directly derived from the original input
typically results in minor color changes without substantial
shape variations.

To generate mask images M_.qj; that are optimally aligned
with a given text prompt 7', we introduce a fully automatic
image synthesis pipeline. Specifically, we synthesize a new
portrait image L. from the text 7" using a text-to-image
diffusion model [42], where we enforce the facial poses and
expressions of the synthesized image align with the Iippy
using ControlNet [61]:

Liexe = T21 (T7 C(anut)), )

where C'(Iinput) is the OpenPose [3] keypoint image obtained
by applying off-the-shelf keypoint estimator [58] on Iiypy.
Although the identity of I is not necessarily the same
as Iippui, its facial pose is aligned to the Iippy, allowing us
to obtain the attribute mask M.g4;; accordingly. We extract
the attribute mask Mgy from Iy using an off-the-shelf
segmentation network [28] and use it as the target area to
edit Mgy = Miex for Eq. (6). Examples are shown in the
first column of Fig. 5.

For attributes of hat and hair, an additional step is re-
quired to remove the original parts that may unexpectedly
remain after the inpainting process (e.g., the case that the
original hair shape is bigger than M.,). We resolve this is-
sue by editing the original input image Mjyp, With a version
containing shortcut hair, denoted Mghorcut, before applying
inpainting:

Ishortcut = IZIinpaint(Iinpuh Tshortcuta Minput)a (8)
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Figure 4. Comparison of LivePortrait and portrait-Champ. Ex-
amples from LivePortrait [15] and portrait-Champ demonstrate
several limitations: (a) artifacts are visible in the hair region, (b)
LivePortrait lacks adaptability to head poses involving hats, and (c)
beard artifacts are prone to aliasing and disappearance.

where Mjpy; is the hair mask of the Iippu, and Tporeeue 18 @
corresponding text prompt: “A person with very shortcut
hair”. We also find that, in these categories, combining the
mask of this shortcut hair image Loy With the mask from
the text-to-image output M.y, produces superior results with
fewer artifacts:

Medit = (Mshortcut ) M[exl)~ (9)

See Fig. 3 for the overview of the editing pipeline.
Animated Portrait Video Generation. We animate each
edited portrait image L, to synthesize a video with vary-
ing head poses and facial expressions, which are used as a
pseudo monocular video dataset for training our animatable
3D personalized generative avatar model.

To achieve this goal, we utilize two different portrait an-
imation techniques, LivePortrait [15] and our customized
face-specialized Champ [69]: portrait-Champ. These meth-
ods are chosen for their complementary strengths. The goal
of both animators is the same producing a video output fol-
lowing the motion guidance while preserving the identity
given by the input image:

Vgen = IzV(Igem Q), (10)

where G denotes a set of motion guidance, including the
FLAME depth map, FLAME normal map, and 2D body
and facial keypoints, as shown in the guidance at Fig. 2. To
obtain G, we capture a short video with varied head poses
and facial expressions, and apply a monocular face capture
method [8] to extract FLAME parameters, from which we
extract the motion guidance cues G. The same G is used
for all generated videos, Vg, resulting in a collection of
videos with the same motions and diverse attribute changes.
Examples are shown in Fig. 5.

For attribute categories excluding beard, earrings, hair,
hat, and headphones, we use LivePortrait [15] to animate the
edited portrait images. Although LivePortrait successfully
generates high-quality face-animation videos, it performs
suboptimally with certain attributes and conditions. For ex-
ample, with portrait images featuring voluminous hair, long
beards, or large hats, particularly in cases with extensive
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Figure 5. Our Synthetic Dataset. The upper left black bounded
image is the input portrait. (a) is an edited image from the input
portrait and (b) is a generated frame by the portrait animator.

head movements, LivePortrait model often generates unnat-
ural deformations, such as stretching and shrinking with
noticeable artifacts as shown in Fig. 4.

To address these limitations, we build and train our own
alternative image-to-video diffusion model, portrait-Champ
to leverage high temporal consistency of 2D video diffusion
model [16, 69]. Our model shows superior performance
for synthesizing beard, earrings, hair, hat, and headphones
over LivePortrait [15], as demonstrated in our experiments.
We build our model based on the Champ [69] that is origi-
nally designed for full-body animations, with a few exten-
sions. For concise control of head and facial expression,
our portrait-Champ inputs normal and depth rendering of
EMOCA [8] as conditioning input. We add a normal channel
in VAE encoder and decoder of portrait-Champ to enhance
3D-awareness of the video diffusion model [17], and trained
it with 6k real-world videos capturing diverse identities and
motions [59].

4.3. Training

In essence, training our avatar model on the synthetic dataset
is identical to the process of reconstructing a 3D avatar from
real 2D video inputs. At each iteration, we render an image
Tofa posed subject from the synthetic dataset and calculate
the reconstruction 1oss, Lyecon, by comparing it to the ground
truth image, 1.

Erecon(iaI) :>\L1Hi_IH1 (11)
+ AssuSSIM(T, T) + Avao VGG(T, T)
We then compute latent regularization loss £, enforcing

the norm of the latent code close to be zero and estimated
FLAME parameters regularizing loss Lg; amg following PE-
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through the avatar model.
GASUS [4]. Our total loss is as follows:
Liot = AreconLrecon (i, I) + ArLameLriave + ALy (12)

We train our model with this objective until convergence.
Fine-tuning for Interpolated Samples. After convergence,
our avatar model still suffers from sampling high quality
avatar which is not included in the trained subject. The
sampled avatars frequently contain artifacts, such as floating
Gaussians or unnatural color blobs as illustrated in Fig. 8.
To mitigate these artifacts, we propose an interpolation regu-
larization loss leveraging prior knowledge from a pretrained
image diffusion model [44], as demonstrated in Fig. 6. By
regularizing the interpolated renderings to be closer to image
generated by the diffusion interpolation generator [60], we
improve both the rendering quality and realism of interpo-
lated samples.

To calculate the interpolation loss, we sample two pivot
subjects, (a,b) from the same category in our synthetic
dataset and render an interpolated subject in every iteration:

Tinierp.ar = GSR(M@(Z“(l —a)+ zba)), (13)

where « denotes an interpolation weight. We use DiffMor-
pher [60] to generate semantically plausible and visually
realistic interpolations between their images, controlled by
the same interpolation weight «:

Tinierp. = DiffMorpher,, (Ia, Ib). (14)

As DiffMorpher [60] generated image Lipeerp, . Often fails to
preserve identity, we apply loss only on the subpart region
Mo which alters during interpolation:

Einterp = Erecon (Mpart © Iinterp,ow Mpan o iimerp,a) . (15)

We finetune the converged avatar model together with total
loss in Eq. (12) until it converges.

4.4. Facial Attribute Transfer from Image

To transfer facial attribute from an arbitrary image, such
as transferring an unseen hairstyle to the reference individ-
ual, we need to find the corresponding latent code in our
model. Although our model can retrieve the latent code by
inputting the CLIP [21] features of an image into our MLP as
described in Eq. (5), it struggles with perfectly handling un-
seen attributes. To incorporate these unseen attributes while
preserving learned ones, we finetune our avatar model by
optimizing the weights AO of additional LoRA [23] layers
while keeping the other network weights © frozen. Specifi-
cally, our model with additional LoRA layers takes the same
inputs and outputs as described in Eq. (2):

{wgl?Td O w z} M@+A@( i 7Z ﬂ76 "/)) (16)

We animate the image for transfer with our animation gen-
eration pipeline and use the resulting frames to optimize
the LoRA layers. The loss is calculated only on the region
targeted for transfer, using a masked loss similar to Eq. (15).
Refer to the Supp. Mat. for more details.

5. Experiments

5.1. Synthetic Dataset Configuration

To assess the effectiveness of our method, we generate a
synthetic dataset using a single portrait for model evaluation.
We define 9 attribute categories (beard, clothes, earrings, eye-
brows, hair, hat, headphones, mouth, and nose) and produce
over 50 videos for each, resulting in a total of 957 attribute-
edited videos for quantitative comparison. The text prompts
are constructed from non-contradictory combinations of pre-
defined, category-specific adjectives, such as curly, straight,
wavy, and coily for hair. To animate the images, we em-
ploy a single 513-frame video that captures a variety of head
poses and expressions, applying it consistently across all
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instances. We split all video frames in our synthetic dataset
into training and test sets with a 400:113 frame ratio, using
the first 400 frames for training and the remaining 113 for
evaluation. Examples of our dataset can be found in Fig. 5.

5.2. Baselines and Metrics

We compare our model with three different baselines, each
using a distinct 3D representation for avatar modeling: col-
orized point clouds [68], NeRF [37], and 3D Gaussians [27].
PEGASUS [4] is the first method for constructing a per-
sonalized 3D generative avatar from 2D monocular video
inputs. It creates a personalized avatar model using a set of
MLP networks and a colorized point cloud, following the
approach of PointAvatar [68]. For a fair comparison, we
train PEGASUS with its public code, replacing its synthetic
database with our synthetic datasets.

Conditional INSTA (Cond.TA) is a modified version of
vanilla INSTA [70], which reconstructs head avatars using
an implicit representation, specifically iNGP [39]. To enable
the model to capture diverse facial attributes, we add latent
code conditioning the MLP of vanilla INSTA. We follow the
PEGASUS latent code configuration and train Cond.TA with
our synthetic dataset until it converges.

Conditional SplattingAvatar (Cond.SA) is a modified Splat-
tingAvatar [47] which is a method for reconstructing 3D
avatar models from monocular video using 3D Gaussian
Splatting [27]. Vanilla SplattingAvatar explicitly represents
an avatar as a set of 3D Gaussians embedded on a 3D head
mesh. To incorporate conditional latent code as input, we
add an implicit network estimating changes of the 3D Gaus-
sian parameters conditioned by the latent code. Similar to
other baselines, we train the model until convergence using
our synthetic dataset. See the Supp. Mat. for more details.
Metrics. We evaluate our personalized generative model
in two aspects: reconstruction performance and generative
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Figure 8. Effect of Interpolation Loss. (a) and (b) represent
supervised and unsupervised samples respectively supervised by
a personalized diffusion model [23, 60]. Even for unsupervised
samples, our supervision method for interpolated samples mitigates
unnatural artifacts and textures. Additionally, our method preserves
the quality of the pivot samples.

performance. Following standard practices in monocular
3D avatar reconstruction [47, 68, 70], we use peak signal-
to-noise ratio (PSNR), structural similarity (SSIM), and per-
ceptual similarity (LPIPS) [62] to evaluate reconstruction
performance of learned subjects in synthetic dataset. Addi-
tionally, we evaluate identity preservation by computing the
cosine similarity of ArcFace [9] identity features.

We compute the Fréchet Inception Distance (FID) [18]
and Kernel Inception Distance (KID) against FFHQ
dataset [25] and our synthetic evaluation dataset to assess
the quality of generated subjects. In addition, we compute
the sum (Perceptual Path Length, PPL) and deviation (Per-
ceptual Distance Variance, PDV) of perceptual loss between
adjacent interpolated images to evaluate the smoothness of
interpolation following DiffMorpher [49, 60].

5.3. Quantitative and Qualitative Results
We present the quantitative results of unseen head pose and
facial expression rendering in Tab. 1. As shown in the table,
our avatar model achieves the best results across all met-
rics, demonstrating superior reconstruction quality for the
subjects in the synthetic dataset while preserving the identity.
In Tab. 2, we provide additional quantitative comparisons
on interpolation, along with qualitative comparisons in Fig. 7.
Our avatar model outperforms baselines on both FIDgrrg
and KIDgryq scores, indicating that our interpolated samples
align more closely with real human distribution in the FFHQ
dataset. Additionally, our model achieves better FIDgyy and
KIDgyn scores, confirming that our interpolated samples pre-
serve the identity of the reference individual more effectively
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Method ‘ PSNRT  SSIMT  LPIPS) ‘ Identityt

PEGASUS [4] | 23.56 0.8661 0.1508 | 0.6471
Cond.TA [70] 19.01  0.7730  0.2875 | 0.3022
Cond.SA [47] 2217 0.8690 0.2760 | 0.4759

Ours | 2384 08852 0.1458 | 0.7059

Table 1. Quantitative Results of Unseen Pose Renderings. We
compare our method with the baselines for training accuracy of
pivots in our synthetic dataset. Our method achieves the best results
across all metrics, demonstrating superior accuracy in reconstruct-
ing samples in our synthetic dataset while preserving identity.

Method ‘ FDprol  KIDpgl  FIDynl KDyl ‘ PDV*,  PPLL ‘ User Study?
PEGASUS [4] | 22386 02502 8494  0.0959 | 0.2373 0.4047 363
Cond.TA[70] | 25848 03015 12745 0.1454 | 09724 0.6739
CondSA[47] | 23021 02551 18079 02316 | 0.9641 0.5789

Ours | 21446 02201 5778  0.0420 | 02481 0.3308 | 637

Table 2. Quantitative Results of Interpolated Renderings.
PDV*#=100 x PDV. Ours shows the best score among the baselines
including user study except for PDV.

Method ‘ Interpolation

W/ Linep W/ CLIP ‘ FIDgrngl  KIDprol FIDynl  KIDgnl ‘ PDV*|  PPL| ‘ldemi\yT

224.00 0.2357 66.34  0.0546
v 224.67 0.2335 69.03  0.0568
v ' 214.46 0.2201 5778  0.0420

0.3046  0.3387
0.3037  0.3268
0.2481  0.3308

0.7001
0.66724
0.7013

Table 3. Ablation Studies. PDV#=100 X PDV. “W/ Liyer,” denotes
fine-tuning model with interpolation loss and “w/ CLIP” means
using latent conditioned on CLIP feature. Our full method achieves
the best results on all metric except for PPL.

than the baselines.

While PEGASUS [4] achieves slightly better performance
on the PDV metric with a small gap, its lower FID, KID, and
PPL scores suggest limited naturalness and smoothness in
interpolation. It can be checked in Fig. 7, where PEGASUS
shows unnatural transitions in hair color and texture, while
ours produces smoother results. Moreover, in user studies,
our interpolation results are preferred over PEGASUS.

5.4. Ablation Studies and More Results

Ablation Studies. We conduct ablation studies to assess
the effectiveness of our CLIP-guided latent configuration
and interpolation loss Liyerp. As shown in Tab. 3 and Fig. 8,
our interpolation loss is essential for improving interpolated
sample quality and reducing artifacts. The CLIP-guided
latent also reduces PPL, resulting in smoother transitions
while preserving rendering quality.

Facial Attribute Transfer. We conduct facial attribute trans-
fer experiments using a few in-the-wild images. As shown in
Fig. 9, our LoRA fine-tuning method successfully transfers
the hair and hat attributes while preserving other aspects
of identity. The transferred attributes are well integrated
into the latent space, as reflected in the smooth interpolation
results between subject in our synthetic dataset in Fig. 10

Initial Results
(a) Input Image (b) by Zero-Shot

Figure 9. Transferred Facial Attribute Results from In-The-
Wild Images. (a) is an in-the-wild image of attribute to transfer,
(b) is an initial transferred result without optimization, and (c) is
optimized results using LoRA layers.

(c) Optimized Results with Reenactment

O 6n
Xl
rYX¥l
XXX

Synthetlc
Sample

Figure 10. Transferred Facial Attribute Interpolation. (a) rep-
resents an in-the-wild input image, (b) denotes the interpolation
result between (c), a sample of our synthetic dataset.

6. Discussion

(a) Input Tmage (b) Interpolation Results ( )

We present PERSE, an animatable 3D personalized genera-
tive avatar from a single portrait image, enabling continuous
and disentangled facial attribute editing while preserving the
individual’s identity. To achieve this goal, we present several
key contributions, including: (1) a method to generate high-
quality synthetic attribute video datasets from a single image
along with our newly trained portrait-Champ model; (2) la-
tent space regularization for unseen or interpolated attribute
appearances; and (3) an efficient fine-tuning technique via
LoRA to integrate new facial attribute into the avatar model.
As limitations, our avatar-building process is computa-
tionally intensive, requiring approximately 1.5 days on eight
RTX A6000 GPUs for each new identity. Additionally, while
our 3D avatars are of high quality, they do not yet achieve
photorealism, particularly in fine hair strand details.
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