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Figure 1. Comparison of various text-to-image models in terms of model size, mobile device compatibility, and visual output quality. Our
model, with only379M parameters, demonstrates competitive visual quality while being mobile-compatible. Input text prompts are shown
above each image grid; all images are generatdé®24 resolution,zoom in for details. More examples are shownirebpage



like prior works that optimize and compress pre-trained
diffusion models 10, 32, 83], we directly focus on macro-
and micro-level design choices to achieve a novel archi-
tecture that greatly reduces model size and computational
complexity, while preserving high-quality generation.

€ Improved Training Techniques: We introduce several
improvements to train eompactr 2l model fromscratch
We utilize "ow matching §4, 47] as objective, aligning
with larger models like SD31[8] and SD3.5 B]. This
design enables effective knowledge and step distillation,
transferring rich representations from large-scale diffu-
sion models to our much smaller one. Further, we pro-
pose a multi-level knowledge distillation with a timestep-
aware scaling that combines multiple training objectives.
Instead of weighting objectives through a linear combi-
nation as in prior works32, 46], we considetarget pre-
diction dif‘culty (i.e., student-teacher difference) across
various timesteps in "ow matching.

€ Advanced Step Distillation: We perform step distillation
on our model by combining the adversarial training along
with the knowledge distillation using a few-step teacher
model {.e., SD3.5-Large-Turboq]), enabling ultra-fast
high-quality generation with onl or 8 steps.

We demonstrate the superior advantages of our approach

and model through extensive experiments:

€ OnImageNet-1KIl[g] class-conditional image generation
task, our model achieves the FID comparable to existing
works with signi“cantly reduced model size and compu-
tation,i.e., half the model size and one-third of the com-
pute resources compared with SiT-X49, as in Tab.l.

€ For large-scale T2l generation, our UNet model, with
only 379M parameters, demonstrates superior genera-
tion quality compared to billion-parameter modef2,[
53, 87], e.g, improved metrics on benchmark datasets

12, 13
15,51, 53,57. 59 have achieved remarkable success in con-
tent generation, powering numerous applications like im-
age editing 48, 64, 72, 85] and video creationd0, 54, 78§].
However, T2l models often come with substantial model
sizes and slow runtime, and deploying them on the cloud (Tab.3) and human evaluation (Fig).

raises concerns related to data security and high c8Sfs [ € Our compressed decoder, trained from scratch, has com-

i Totgdc(ijressl th.ese Challllengej,fthfre_llsmhuged giroglr\:lng '?]' petitive reconstruction quality compared to commonly
erehs_ln e\ll'i oplng slma erand faster 121 mo eds rough ysed models18, 53], with more than36x smaller size,
techniques like model compressiand, pruning and quan- enabling the mobile deployment.

tization) [40, 67, 86|, step reduction by distillationy7, € Notably, for thérst time, we show a T2l model achiev-
80], and ef‘cient attention mechanisms that mitigate the ing high—’resolution genératioe(q 1024 px) on mobile

guadratic complexity46, 74]. Nevertheless, current works devices €.g, iPhone 16 Pro-Max) arourid4 seconds
still encounter limitationsg.g, low-resolution generation = '

on mobilg devices, that cor?s_train their_broader a_pplication. 2 Related Work
Most importantly, a critical question remains unex-
plored: how can we train a T2l model from scratch to gen- High-Resolution Text-to-lmage Models have emerged
erate high-quality, high-resolution images on mobi&®ch with advanced architectures and multi-stage approaches de-
a model would offer substantial advantages in speed, com-signed to enhance visual “delity and user customization.
pactness, cost-effectiveness, and secure deployment. T&DXL [53] is a pioneering work in this “eld, employing a
build this model, we introduce several innovations: re“ned cascading approach with UNet backbone to generate
€ Ef“cient Network Architectures: We conduct an in-  high-detailed images, resulting in photorealistic outputs that
depth examination of network architectures, including the maintain sharpness and clarity. The following studies ex-
denoisingUNetandAutoencodefAE), to obtain optimal plore different techniques like more advanced text encoders,
trade-off between resource usage and performance. Unbetter image re“nement, or improved dataset preparation,



3.1. Ef“cient UNet Architecture
6, 7, 15, 20, 30, 36..38, 41, 45, 48, 69]. However,
most of these models contain billions of parameters, making
them extremely slow, and not being able to run on resource-
contained hardware like mobile devices. In this work, we
aim to build a small and fast model that can perform high-
resolution generation even on mobile platforms.

Here we describe the design choices for the denoising UNet.
Baseline Architecture. We choose UNet from SDXL53]

as the baseline (Fig2(a)) for our backbone since it has
superior ef‘ciency and faster convergen@&9| than pure
transformer-based modeldZ, 13]. We adjust the UNet
into a thinner and shorter modelg, reducing the num-
Ef“cient Diffusion Models address the challenges of bulky per of transformer blocks frorf0, 2, 10] in three stages to
model size and long runtime. There have been efforts eX-[0, 2, 4] and their channel dimensions frd820, 640, 1280]
ploring the architecture optimization to remove redundancy [256,512, 896)), and iterate design choices on top of it.
from large models, demonstrating the on-device generationgy5jyation Metrics. We train models on ImageNet-
within seconds 11, 40, 67, 86]. However, these models 1k [16] under class-conditional generation ft20epochs,
are constrained to low-resolution outpig., 512 px. To pjess speci“ed otherwise, and report the FID scagfor
enable ef‘cient high-resolution generation, SANMand  25¢2 px generation. Similarly to existing wor(], we in-
LinFusion [6] incorporate linear attentiord[ 14, 31] to ject the class conditions through a text template «a photo of
achieve 1K generation on laptop GPUs. In contrast, we tar-« |ass name 7. We then encode it with a light text encoder
geta broader range of platforms, supporting high-resolutionq gjign the pipeline for the T2l generation. We also calcu-
generationg.g, 1K) directly on mobile devices. late the number of parameters for different models, "oat-
Knowledge Distillation in Diffusion Models. In the con- ing point operations (FLOPs) (measured on a latent size of
text of diffusion models, previous works focus on distill- 128x 128 equivalent to d024x 1024image after decod-
ing large, high-capacity teacher models into more compact,ing), and the runtime on mobile device (tested on iPhone 15
ef‘cient student models within &omogeneousrchitec- Pro). Detailed training and evaluation settings can be found
ture [32, 46]. They reduce the complexity of the model by in Supplemental Materials. In the following, we introduce
removing certain components like attentigi@] or residual the key architectural changes that improve the model.
blocks PR3], while maintaining the architectural structure. Remove Self-Attention from High-Resolution Stages.
However, our approach diverges from this trend by utilizing Self-attention (SA) layer is restricted by its quadratic com-
aheterogeneouarchitecture for more aggressively ef‘cient putational complexity, incurring a heavy computational cost
yet challenging distillation. and high memory consumption for high-resolution input.

Adversarial Step Distillation uses the techniques from ad- AS Such, we keep the SA layer only in the lowest-resolution
versarial training 22] to reduce the number of diffusion .stage.whlle removing it from other higher-resolution stages,
steps, while maintaining high image quali§q| 61]. For  -€. Fig.2(b). This leads td 7%fewer FLOPs an@4%]a-
example, UFOGeriT7] employs a diffusion-GAN formula- tency reduction, as shown in Fig. Ipterestmgly, we even
tion [71, 73, 76] to signi“cantly reduce inference time while ~ OPServe a performance improvemere,, FID decreased to
maintaining competitive performance. DMD29 builds 3.12 from 3.76. We hypothesize that models with SA in
on prior distillation methods by using distribution matching high-resolution stages converge more slowly.

with adversarial loss. Different from exiting works, we con- Replace Conv with Expanded Separable Conv.Regu-

duct step-distillation on a very compact model and train the lar convolution (Conv) is redundant in both parameters and
model along with the knowledge distillation. computation. To address this, we replace all Conv layers

with the separable convolution (SepCongg], composed

of a depthwise convolution (DW) followed by a pointwise
3. Method convolution (PW), as shown in Fi@ (c). This replace-

ment reduces parameters P¥% and latency by62%, but
In this section, we present how to craft and train a highly also leads to a performance drop (FID increases 82
efcient T2l model for high-resolution generation. Specif- to 3.38). To address the issue, we expand the intermediate
ically, starting from the architecture designed in the latent channels. Speci“cally, the number of channels after the “rst
diffusion model p8], we optimize both denoising backbone PW layer is increased with an expansion ratio, and reduced
(Sec.3.1, Fig. 2, and Fig.3) and autoencoder (Seg.2and back to the original number after the second PW layer. The
Fig. 4) to make them compact and fast, even on mobile de- expansion ratio is set ®®to balance the trade-off between
vices. We then propose the improved training recipe andperformance, latency, and model parameters. Such a design
knowledge distillation (Se@.3and Fig.5), empowering a  aligns our residual block with the recently proposed Univer-
high-performance T2l model. Lastly, we introduce our step sal Inverted Bottleneck (UIB) blocksp]. As a result, our
distillation to signi“cantly reduce the number of denoising model achieve45%fewer parameter27%less computa-
steps for a faster T2l model (S&&4and Fig.7). tion, and2.4x speedup, while obtaining a lower FID.
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Figure 3. Comparisons of Performance and Ef‘ciency for various Design Choices of Ef‘cient UNet. The generation quality is
evaluated using FID calculated on ImageNet-1K 2667 px generation. The ef‘ciency metrics include model parameters, latency, and
FLOPs. FLOPs and latency (on iPhone 15 Pro) are measured Wi8sa 128 latent, equivalent to 4024x 1024 decoded image, for one
forward pass. We show the architecture enhancements that improve any of the metrics without hurting others.

Trim FEN Layers. For the layers in the feed-forward net- mal impact on performance. Interestingly, @ saving in
work (FFN), the hidden channel expansion ratio is set to latency exceeds th&% decrease in FLOPS, as the reduced
4 by default and further doubled by using the gated unit. memory access enables higher computational intensity.
This substantially in"ates the model parameters, computa- Inject Conditions to the First Stage. Cross-attention (CA)
tion, and memory usage. Following MobileDiffusiodd], blends the conditional informatiore g, textural descrip-

we examine the ef‘cacy of simply reducing the expansion tion) along with the spatial features to generate images that
ratio, as shown in Fig2 (d). We show that reducing the ex- align with the condition. However, the UNet of SDXL
pansion ratio tdB preserves comparable FID performance only applies CA in transformer blocks starting from the
while reducing both parameters and FLOPsLB9a second stage, resulting in the missing conditional guidance
Replace MHSA with MQA. Multi-Head Self-Attention  for the “rst stage. In response, we propose to introduce
(MHSA) requires multiple sets of keys and values for the conditional embeddings from the very “rst stage, as in
each attention head. In contrast, Multi-Query Attention Fig. 2(e). Speci“cally, we replace the residual blocks with
(MQA) [63] is more ef‘cient by sharing a single set of keys transformer blocks that include CA and FFN while without
and values across all heads. Replacing MHSA with MQA SA layers. This adjustment makes the model smaller, faster,
reduces parameters lp% and latency by%, with mini- and more ef“cient while improving FID.



24] with RMSNorm [82] and Rotary Position Embed-
ding (RoPE) 66], to enhance the model (Fig.(f)). RM-
SNorm, applied after the Query-Key projection in the at-
tention mechanism, reduces the risk of softmax saturation !
without sacri“cing model expressiveness while stabilizng ~~ =TT T T —mMm8m8M ——————~" " T/ 7
training for faster convergence. In addition, we adapt ROPE - l
from one dimension to two dimensions for better support-
ing higher resolution since it signi“cantly mitigates artifacts ’D‘D’D_'D’
like repeated objects. Together, RMSNorm and RoPE in-
troduce negligible computational and parameter overhead, - .
while offering measurable gains in FID performance.

Discussion. The above optimization results in an ef- Figure 4. Comparisons of Decoder Architecturebetween (a)
cient and powerful diffusion backbone capable of generat- SPXL/SD3 decoder and (b) our tiny decoder.

ing high-resolution images on mobile devices. Before pro- Table 2. Performance Comparison of DecoderPSNR is calcu-
ceeding with large-scale T2l training, we compare the ca- lated on COCO 2017 validation sety. FLOPs and latency (on
pacity of our model against existing works on ImageNet- iPhone 15 Pro) are measured for decodiri@@x 128latent into
1K. We train the model fof,, 000 epochs by following the =~ @1024x 1024image. The decoder from SDXL and SD3 fail to
setting from prior work $8]. We evaluate the model using "unon the neural engine of mobile, resulting in a huge runtime.
varied CFG 6, 34] across different inference timesteps.

Decoder ~ Ch PSNR Param (M) FLOPS(GtatenCY(mS) Latency (ms)

As shown in Tabl, our ef‘cient UNet achieves compara- n ANE on GPU
ble FID to SiT-XL [49], while being almost5%smaller. SDXL[53 4 2489  49.49 4970 OOM 9469
SD3[1§] 16 27.92 49.55 4970 OoOoM OOoM
Table 1. Class-conditional image generation on ImageNet Ours 16 2785 138 224 174 -
256x 256 with CFG. FLOPs are calculated for one forward pass.
Model Param (M) FLOPs(G) FID decide the ef‘cient decoder with the following key changes
LDM-4 [58] 400 104 3.60 compared with the bz_isellne architecture:
UVIT-L [ 8] 287 77 3.40 1. We remove attention layers to greatly reduce peak mem-
UVIT-H [8] 501 133 2.29 ory without a noticeable impact on decoding quality.
DIT-XL [52] 675 119 2.2 2. We keep a minimal amount of GroupNorm (GN) to “nd
SiT-XL [49] 675 119 2.06 . o
a trade-off between latency and performanoe,(miti-
Ours 372 38 2.06 gating the color shifting).
3. We make the decoder thinnée(, fewer channels or nar-
3.2. Tiny and Fast Decoder rower width) and replace Conv with SepConvs.

_ o 4. We use fewer residual blocks in high-resolution stages.
Besides the denoising model, the decoder also takes a sig5. \We remove the Conv shortcut in residual blocks and use

ni“cant ratio of total runtime, especially for on-device de- the upsampling layer for channel transition.
ployment B0, 86]. Here we introduce a new architecture of Training of the Decoder. We train our decoder with the
decoder (F|g4) for ef‘cient h|gh'reSO|Ut|0n generatlon. mean Squared error (MSE) loss, |p|ps |08g_|[adversaria|

Baseline Decoder. We use the autoencoder (AE) from |oss p2], and discard the KL term33] as the encoder is
SD3 [18] as our baseline model¢., the same encoder from  “xed. The decoder is trained @66 image patches with a
SD3 AE), due to its superior reconstruction quality. The AE patch size o256 and for 1M iterations. As in Tab2, our
maps an imagx R™*W*3 into a lower-dimensional la-  tiny decoder achieves a competitive PSNR score for recon-
tentx Rt 7 ¢ (f,c as8, 16in SD3). The encoded la-  struction, while bein5.9x smallerand54.4x fasterfor
tentx is then decoded back to an image through a decoderhigh-resolution generation on mobile devices compared to
For high-resolution generation, we observe that the decoderconventional oness(g, the decoder from SDXL and SD3).

in SD3 is very slow on mobile devices. Speci“cally, it en- Discussion of Total On-Device LatencyWe “nally mea-
counters out-of-memory (OOM) errors when generating a sure T2I model latency for 8024 px generation on iPhone
1024 px image on both the ANE processor of the iPhone 16 Pro-Max. The decoder tak&9ms, and the per-step la-
15 Pro and the mobile GPU (TaB). To overcome the la-  tency for the UNet i274ms. This results in 4.2  2.3s
tency issue, we propose a much smaller and faster decoderuntime for4 to 8 step generation. Note that text encoder
Ef‘cient Decoder. We conduct a series of experiments to runtime is negligible compared to other componed.
























