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Abstract

With the rapid advancement of generative AI, it is now pos-
sible to synthesize high-quality images in a few seconds.
Despite the power of these technologies, they raise signif-
icant concerns regarding misuse. Current efforts to dis-
tinguish between real and AI-generated images may lack
generalization, being effective for only certain types of gen-
erative models and susceptible to post-processing techniques
like JPEG compression. To overcome these limitations, we
propose a novel framework, CO-SPY, that first enhances
existing semantic features (e.g., the number of fingers in a
hand) and artifact features (e.g., pixel value differences),
and then adaptively integrates them to achieve more general
and robust synthetic image detection. Additionally, we create
CO-SPYBENCH, a comprehensive dataset comprising 5 real
image datasets and 22 state-of-the-art generative models,
including the latest models like FLUX. We also collect 50k
synthetic images in the wild from the Internet to enable eval-
uation in a more practical setting. Our extensive evaluations
demonstrate that our detector outperforms existing methods
under identical training conditions, achieving an average
accuracy improvement of approximately 11% to 34%. The
code is available at https://github.com/Megum1/Co-Spy.

1. Introduction
Despite the tremendous benefits brought by generative AI,
the misuse of generation technologies is a growing concern.
They could be employed to create fake news, potentially
causing false alarms and spreading widespread misinfor-
mation online. For example, in the vision domain, it is
disturbingly straightforward to generate realistic images that
fabricate sensational stories, such as falsely depicting pub-
lic figures in controversial situations. These issues become
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increasingly prominent as the growth of image generation
technologies. There is hence an urgent need to develop ef-
fective detection methods for AI-generated images that can
mitigate misuse and enhance the trustworthiness of these
technologies.

Existing detection methods of AI-generated images, or
synthetic images for brevity, can be largely classified into
two categories: (1) detectors based on semantic features
and (2) detectors based on texture-level artifacts. Seman-
tic detectors [5, 29, 43, 59] distinguish synthetic images
primarily based on semantic features, such as human hand
outlines. Typically, these methods collect a large amount of
real and synthetic data across a wide range of objects and
then train a deep neural network to identify synthetic images.
In contrast, artifact detectors [18, 37, 54, 55] focus on iden-
tifying texture-level features arising from the up-sampling
processes commonly used in image generation models. Intu-
itively, these features are distinct pixel-level signatures, such
as similar values between adjacent pixels.

While existing techniques have shown effectiveness on
specific datasets, these datasets often rely on images gen-
erated from a limited range of models from several years
ago, such as ProGAN [19]. Since then, generated models
have seen significant advancements in resolution and real-
ism. Moreover, many of these images are in raw formats
like PNG, without undergoing lossy compression or transfor-
mation, e.g., JPEG compression. To more accurately assess
the effectiveness of existing techniques on the latest mod-
els, diverse transformations, and a wider range of generated
content, we created a new dataset CO-SPYBENCH, which
comprises over one million images generated by 22 of the
latest generative models. Compared to widely-used datasets
such as CNNDet [59], DiffusionForensics [60], and the state-
of-the-art DRCT-2M [5], CO-SPYBENCH includes 10 addi-
tional cutting-edge models, e.g., FLUX [2]. Furthermore,
our dataset is significantly more diverse. For instance, it
incorporates caption descriptions from five different datasets,
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Table 1. Generalization Comparison of Existing and Our En-
hanced Detectors. indicates minimal capacity, represents
moderate performance, and denotes well support.

Generalization Artifact [18, 55] Semantic [43, 59] Fusion

Existing Enhanced Existing Enhanced Simple Enhanced

Diverse Models
Lossy Formats
Unseen Objects

whereas DRCT only utilizes MSCOCO [36]. Our image
generation process utilizes variable diffusion steps between
10 and 50, along with various guidance scales, whereas ex-
isting datasets typically use fixed, default settings (e.g., 50
diffusion steps in DRCT-2M [5]). Additionally, we apply
JPEG compression rates randomly selected between 75 and
95, reflecting typical real-world scenarios. This comprehen-
sive approach ensures that CO-SPYBENCH effectively sim-
ulates real-world detection challenges. Moreover, we have
collected 50,000 in-the-wild fake images from five online
sources, e.g., Lexica [34] and Midjourney [41], to further
enhance the dataset’s applicability for real-world detection
tasks. We present the limitations of existing datasets in Ap-
pendix D and provide details of our dataset in Appendix Q.

Our evaluation on this dataset reveals a substantial degra-
dation in the performance of existing techniques, with the
two kinds of techniques showing varying levels of effec-
tiveness across scenarios. We summarize the strengths and
limitations of these two kinds of detectors in Table 1. We
consider three practical generalization aspects: (1) support-
ing detection of images produced by Diverse Models; (2)
supporting Lossy Formats; and (3) generalizing to Unseen
Objects beyond the training data. Artifact detectors (Column
2) tend to perform well across diverse models and unseen
objects but are vulnerable to lossy formats. This is because
they primarily focus on identifying specific pixel values and
do not rely on the content of image. However, raw pixel
values are easily affected by image compression. In contrast,
semantic detectors are robust against lossy formats (Column
4) but perform poorly on new models and unseen objects.
This is because semantic features, e.g., synthetic styles and
objects, are specific to the training data.

A straightforward idea is to combine the two approaches
to achieve better generalization. However, our evaluation
in Appendix E indicates that the success is limited (as con-
ceptually illustrated in Column 6). The root cause is that
these two types of techniques are effective in distinct scenar-
ios, as shown in Columns 2 and 4. Consequently, the direct
integration is merely an additive combination rather than a
synergistic one, meaning that neither can elevate the other’s
performance in specific areas (e.g., “Unseen Objects”). Our
main approach, therefore, is to first improve each technique

to maximize its effectiveness across all three aspects and then
fuse the two to achieve optimal performance. For instance,
in the “Diverse Models” aspect (row 2), current semantic
detectors lack support in this area, so the integration only
partially inherits what the artifact detectors already provide.
However, with enhancements, both artifact and semantic de-
tectors can independently support diverse models, enabling
a synergy where each strengthens the other (as demonstrated
in Appendix O).

In particular, we enhance semantic detection by adopt-
ing a more comprehensive backbone feature extractor using
the latest OpenCLIP [27] model. Trained on millions of
images, the CLIP model provides extensive coverage of ob-
jects and concepts, offering rich semantic representations.
Additionally, to mitigate overfitting, we introduce feature-
space interpolation as a data augmentation technique, effi-
ciently generating new and challenging samples. Together,
these two enhancements improve the detection of unseen
generative models and objects (see Column 5 in Table 1).
Second, we develop a robust artifact extractor leveraging a
pre-trained Variational Autoencoder (VAE) [33]. The VAE
reconstructs each input image, and by computing the dif-
ference between the original and reconstructed images, it
identifies higher-level artifacts that extend beyond simple
pixel-level discrepancies. These enhanced artifact features
are able to support lossy formats (see Column 3 in Table 1).
Moreover, we introduce a unified detection framework that
seamlessly integrates our enhanced semantic and artifact
features. Unlike simple ensembling methods, our adaptive
fusion technique dynamically balances the importance of
these two feature types based on the specific characteristics
of each input image. This dynamic balancing ensures robust
detection performance across a broader spectrum of scenar-
ios, effectively leveraging the strengths of both approaches
and supporting generalization across all three scenarios (last
column in Table 1). As demonstrated in Section 4, our ap-
proach outperforms the state-of-the-art semantic detector
DRCT [5] by 11% in accuracy and the latest artifact detector
NPR [55] by 21%, trained on the same datasets and evalu-
ated on synthetic images generated by 22 models across 5
datasets and various compression conditions.

Our main contributions are summarized in the following:
1. We present CO-SPYBENCH, a novel, high-quality, and

diverse benchmark for synthetic image detection. It com-
prises over one million images, including real images
sourced from five established databases and synthetic
images generated using the corresponding real image cap-
tions under various configurations. The synthetic images
are produced by 22 state-of-the-art text-to-image diffu-
sion models, including latest models like the recently re-
leased FLUX [2]. To enhance diversity, CO-SPYBENCH
includes synthetic images generated with varied captions,
resolutions, and configurations, such as different diffu-
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sion steps and guidance scales. This benchmark surpasses
existing datasets in both comprehensiveness and diver-
sity, providing a robust foundation for evaluating future
detection methods. Additionally, we collect synthetic
images from 5 prominent websites to simulate real-world,
in-the-wild testing scenarios.

2. We offer a comprehensive and insightful analysis of exist-
ing detectors. We outline their strengths and weaknesses,
and explaining the reasons behind each finding.

3. We propose a novel synthetic image detection framework
CO-SPY (“COmbining Semantic and Pixel Features to
Detect SYnthetic Images by AI ”)‹ that enhances the exist-
ing semantic and artifact extraction methods, and strategi-
cally integrates the strengths of both features. This com-
prehensive framework substantially improves detection
performance, outperforming state-of-the-art methods.

4. We conduct a thorough evaluation to demonstrate the su-
periority of our framework over existing state-of-the-art
methods. As detailed in Section 4, our approach outper-
forms the state-of-the-art semantic detector DRCT [5] by
11% in accuracy and the latest artifact detector NPR [55]
by 21%, trained on the same datasets and evaluated
on synthetic images generated by 22 models across 5
datasets and various compression conditions.

2. Rethinking the Generalization of Existing
Detectors

In this section, we present a thorough analysis of current syn-
thetic image detectors, offering an in-depth understanding of
their strength and weakness. As mentioned in Section 1, ex-
isting detectors can be broadly categorized into semantic and
artifact detectors. We assess two latest semantic detectors,
Fusing [29] and UnivFD [43], alongside with two artifact
detectors, LNP [37] and NPR [55], using DRCT-2M/SD-
v1.4 [5] for training and CO-SPYBENCH for evaluation. We
treat JPEG compression as a common transformation, ap-
plying it with a random quality factor between 75 and 95,
representing typical compression levels [17]. We focus on
the three aspects in Table 1.

Artifacts Detectors Do Not Support Lossy Formats.
We observe that artifact detectors demonstrate strong gen-
eralization to unseen models. However, their performance
significantly degrades even with minor JPEG compression.
Figure 1 illustrates the performance of the two artifact de-
tectors. In this figure, results for old and similar models as
used in the training set, e.g., SD-v1.5 [48], are highlighted
in blue while recent and distinct models, e.g., FLUX [2], are
shown in red. The gray plots depict test performance without
any transformations, whereas the brown plots display perfor-
mance under the JPEG compression. Both detectors achieve
high generalization over all models, with an average accu-

‹Inspired by the iSpy games that search for hidden objects.
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Figure 1. Artifact Detectors. Test results w/o and w/ JPEG com-
pression are shown in gray and brown plots, respectively. Blue
models correspond to older models that generate images closely
resembling synthetic training samples. Red models represent recent
models, producing more diverse and distinct images.
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(b) DRCT [5]

Figure 2. Semantic Detectors. Test results w/o and w/ JPEG
compression are shown in gray and brown plots, respectively. Blue
models correspond to older models that generate images closely
resembling synthetic training samples. Red models represent recent
models, producing more diverse and distinct images.

racy of 85%. However, even slight JPEG compression leads
to a substantial accuracy degradation of approximately 17%.
This occurs because artifacts are consistently present across
nearly all generative models, primarily due to the necessary
up-sampling operations in these models [18, 55]. However,
these artifacts are highly sensitive to input transformations,
which distort or eliminate the subtle cues necessary for de-
tection, thereby impairing performance. More illustrations
can be found in Appendix C.

Semantic Detectors Do Not Generalize to Unseen Models
and Unseen Contents. Semantic detectors, in contrast,
perform well on images generated by old, similar models,
even in the presence of lossy transformation, but exhibit
limited ability to generalize to latest models and unseen
contents. Figure 2 illustrates the performance of the
semantic detectors, which achieve high performance on old
models but only around 50% in latest models which have
network structure changes, configuration variations, and use
new captions to generate images. Additionally, the accuracy
degradation caused by JPEG compression is minor, with a
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(a) Upsampling Artifacts [55]

(b) VAE Artifacts

Figure 3. Enhanced Artifact Extraction. Sub-figure (a) presents
existing artifacts approximated using upsampling, while sub-figure
(b) illustrates the artifacts extracted using VAE. Three columns
denote reconstructed images, extracted artifact by differencing the
original and reconstructed images, and zoom-in areas.

reduction of approximately 2%. This is because semantic
detectors focus on the meaningful content of images rather
than raw pixel values. However, their ability to generalize is
limited because the features learned from synthetic images
from one source differ significantly from those produced by
latest diffusion models.

3. Design
As noted in Section 1, a direct integration of artifact and se-
mantic detectors results in an additive effect without achiev-
ing synergy. Our approach hence first focuses on aligning
the two kinds of methods by maximizing their generaliza-
tion across the three key aspects: models, transformations,
and content. We then fuse these enhanced detectors into a
unified, cohesive solution. The following sections outline
our generalization of each detector type and the process of
combining them into an integrated solution.

3.1. Generalizing Artifact Detectors using VAE-
Based Artifact Extraction

As discussed in Section 2, texture-level artifacts can gen-
eralize to unseen models and objects but do not hold up
under lossy transformations like JPEG compression because
these artifacts are low-level and vulnerable to compression.
For example, a popular method [55] leverages the observa-
tion that generative models have extensive down-sampling
and up-sampling operations. Figure 4(a) shows a typical
diffusion pipeline, in which each diffusion step involves
down-sampling and up-sampling. As such, when a synthetic
image is passed to a pair of down-sampling and up-sampling
operations, the resulted image has less difference from the

Figure 4. Architecture Comparison Between Generative Mod-
els. Sub-figure (a) presents a typical diffusion model pipeline [48],
sub-figure (b) illustrates a typical GAN pipeline [20], and sub-
figure (c) shows our VAE reconstruction. Observe that they all
share the similar decoding/generation stage immediately before the
output, highlighted in the yellow areas.

Figure 5. Comparison with Latest Artifact Detectors. Our
enhanced detector outperforms the baselines across diverse models.

original image, when compared to a real image that has
never undergone such operations. Therefore, artifacts can
be extracted from such differences and used in classification.
However, these artifacts are very low-level, e.g., in the form
of grainy texture, as illustrated in Figure 3(a).

We observe that besides down-sampling and up-sampling,
most generative models also share another common/similar
operation – decoding. Figure 4(a-b) show two popular gen-
erative models, i.e., the Latent Diffusion Model (LDM) [48]
and Generative Adversarial Network (GAN) [20]. LDM en-
codes a noisy input into a latent space, processes it through
a number of diffusion steps, and finally decodes it back to
the pixel space. GAN takes a simpler approach, directly
mapping a noisy vector to an output image. It also em-
ploys a discriminator to guide the generation process. Both
have a decoder component D. Similar to down-sampling
and up-sampling, decoding also introduces its own artifacts.
As such, we employ a pre-trained Variational Autoencoder
(VAE) [33] (i.e., a pair of encoder and decoder) in Figure 4(c)
to capture the artifacts, by feeding an image to the VAE and
differencing the resulted image with the original one. A
downstream classifier is hence trained to distinguish the dif-
ferences from synthetic images and the differences from
real images. Compared to the artifacts introduced by down-
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sampling and up-sampling, the decoding artifacts are at a
higher level and hence more robust in the presence of trans-
formations. Figure 3(b) shows an example of such artifacts.
Observe that they are smoother and encode more informa-
tion of the object, in comparison to the artifacts from the
down-sampling and up-sampling operations in Figure 3(a).

We formally define our method for extracting these en-
hanced artifacts in Equation 1. Let x denote the input, E the
VAE encoder, and D the VAE decoder:

µ, σ “ Epxq
loooooomoooooon

VAE Encoding

x1 “ Epµq
loooomoooon

VAE Decoding

∆ “ |x1 ´ x|
loooooomoooooon

Artifact Extraction

(1)

First, the input is encoded into the latent space, resulting in
the mean µ and variance σ. We then reconstruct the input
using only the mean µ, without introducing noise, to gen-
erate x1. The artifact is extracted as the absolute difference
between x1 and x. These extracted artifacts are then classi-
fied as real or synthetic using a ResNet-50 [25]. Figure 5
compares the performance of our artifact detector, trained
on the DRCT/SD-v1.5 [5] dataset, with LNP [37], NPR [55]
(the latest artifact detectors), and DIRE [60] (a state-of-the-
art detector based on reconstruction artifacts). We applied
random JPEG compression (quality 75-95) for training aug-
mentation and evaluation. Our detector shows an average
accuracy improvement of 17-37% over LNP and NPR, and
28% over DIRE.

3.2. Generalizing Semantic Detectors
As discussed earlier, semantic detectors do not generalize
well for unseen models and objects. This issue is primarily
due to overfitting on the training data (more details in Ap-
pendix F). Inspired by UnivFD [43], we mitigate the problem
by using a recent CLIP model [47] as the feature extractor.
The idea is to utilize CLIP’s extensive pre-trained knowledge
on billions of images. In particular, we use CLIP’s vision en-
coder to generate embeddings for both real and fake images
and then use the embeddings to train a downstream classifier.

In addition, we observe that training with hard-label sam-
ples (i.e., samples simply labeled as synthetic and real) does
not achieve the optimal result. We propose to generate ad-
ditional soft-label samples by feature interpolation [10, 58],
in order to (1) enlarge the training dataset and (2) reduce
possible overfitting to hard labels. In particular, we interpo-
late between the embeddings of real and synthetic images
and assign a continuous synthetic score based on the inter-
polation coefficient. Let xR represent real images with a
synthetic score of 0, and xS represent synthetic images with
a synthetic score of 1. The interpolated visual embedding
and score are defined as:

p1 ´ δq ¨ MpxRq ` δ ¨ MpxSq
looooooooooooooooomooooooooooooooooon

Interpolated Visual Embedding

ñ p1 ´ δq ¨ 0 ` δ ¨ 1 “ δ
loooooooooooomoooooooooooon

Interpolated Score

,

(2)

where M is the pre-trained CLIP visual encoder and δ is
the interpolation coefficient. In our implementation, for
each data batch, we randomly select 50% of the samples
to perform feature interpolation using a random δ. These
two enhancements together lead to around 10% accuracy
improvement. More details (including ablation studies) can
be found in Appendix G, Appendix F and Appendix N.

3.3. Combining Semantic and Artifact Features
While enhancing each type of detector improves their indi-
vidual performance, our primary goal is to combine them
in a way that mutually amplifies their effectiveness. The
approach involves training a classifier that leverages features
from both detectors, with a focus on avoiding overfitting
to any specific feature set. We hence design an adaptive
fusion training strategy by incorporating two regulators that
dynamically assess the importance of the two respective
sets of features, balancing their weights accordingly. To
further reduce overfitting, we also apply random dropout.
An overview of CO-SPY is illustrated in ??, and the network
architecture is detailed in Figure 7. The framework com-
prises three main modules: (1) Semantic feature extraction,
(2) Artifact extraction, and (3) Adaptive Fusion.

1 Semantic Extraction (blue region of ??): As discussed in
Section 3.2, we utilize (CLIP) ViT-SO400M-14-384 [70] as
our semantic feature extractor, which remains frozen during
training. Additionally, we apply feature interpolation, as
defined in Equation 2, as a data augmentation technique.
The resulting semantic feature is denoted as vsem.

2 Artifact Extraction (green region of ??): Artifacts are
extracted using the VAE from SD-v1.5 [48], following Equa-
tion 1. A ResNet-50 [25] encoder is employed to extract
features from the derived artifacts, resulting in vart.

3 Adaptive Fusion (yellow region of ??): To dynamically
combine semantic and artifact features, we design a regulator
module that maps each feature to a scaling coefficient before
concatenation. Specifically,

α “ Rsempvsemq
looooooooomooooooooon

Regulate Semantic Features

, β “ Rartpvartq
loooooooomoooooooon

Regulate Artifact Features

,

v “ α ˚ vsem
à

β ˚ vart
loooooooooooooomoooooooooooooon

Adaptive Fusion

, (3)

where Rsem and Rart are the regulators for semantic and
artifact features, respectively. The coefficients α and β scale
the respective features, and the aggregated feature v is ob-
tained by concatenating the weighted semantic and artifact
features. Additionally, we apply random dropout to the fea-
tures before aggregation by randomly setting α or β to 0
during training, preventing overfitting to either feature. Both
coefficients are never set to 0 simultaneously to avoid v be-
coming a zero vector. Finally, a classification layer (fully
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Figure 6. Overview of CO-SPY. The approach consists of three steps: (1) Semantic Extraction,
which extracts semantic features using the frozen CLIP model; (2) Artifact Extraction, which derives
artifact features through VAE reconstruction and a learnable encoder; and (3) Adaptive Fusion, which
dynamically integrates these two types of features. Finally, the fused feature is passed through a binary
classifier to distinguish real and synthetic images.

Figure 7. Network Architecture
of CO-SPY. Note that in imple-
mentation, there are two regulators
designed for semantic and artifact
features, respectively.

connected layer) maps the aggregated feature v to an out-
put score, representing the probability of the input being
synthetic. Our evaluation in Section 4 demonstrates that
CO-SPY outperforms the best baseline by an average of 11%
accuracy, better than the improvement achieved by the en-
hanced artifact or semantic detector alone (i.e., 3% and 7%,
respectively).

4. Evaluation

In this section, we conduct an extensive evaluation of
CO-SPY. We first introduce the experiment setup and then
detail the results and observations.

4.1. Experiment Setup

Dataset and Pre-processing. We consider two well-
established training sets, i.e., CNNDet/ProGAN [59] and
DRCT-2M/SD-v1.4 [5]. CNNDet/ProGAN training set con-
sists of 20 distinct categories with 18,000 synthetic images
generated by ProGAN each, along with an equal number
of real images from LSUN [69], altogether 720k images.
DRCT-2M/SD-v1.4 leverages SD-v1.4 [48] to produce syn-
thetic images using captions from MSCOCO-2017 [36] and
includes an equal number of real images from MSCOCO, al-
together 236k images. In the following sections, we use CN-
NDet and DRCT to denote the two training sets for simplicity.
We employ four test sets for a comprehensive assessment of
the detection performance: (1) AIGCDetectBenchmark [71]
including synthetic images from 16 different generative mod-
els (half GANs and half diffusion models) with equal number
of real images from the source training set of each gener-
ative model; (2) GenImage [73] consisting of 8 types of
synthetic images with real ones; (3) CO-SPYBENCH; and
(4) CO-SPYBENCH/in-the-wild, introduced in Appendix Q.

Following the existing settings [5, 43, 59], all images are
resized to 224 ˆ 224 for both training and test phases, to
ensure a fair comparison. In addition, we randomly apply
JPEG compression with quality ranging from 75 to 95 with
50% possibility to the inputs. Our intention is to mimic the
practical scenarios where users typically compress their im-
ages before uploading, and to avoid the detectors to overfit
on the format differences [21], e.g., most real images are
saved in JPEG while PNG for synthetic images. More details
of used generative models can be found in Appendix B.
Evaluation Metrics. We use AP (Average Precision) and
Acc. (Accuracy) with threshold 0.5, as two main metrics to
evaluate the detection performance. We also consider F1,
ROC-AUC scores and TPRs (True Positive Rates) at low
FPRs (False Positive Rates) in Appendix P.
Baseline Methods and Implementation. We consider ten
state-of-the-art detection methods to compare with, includ-
ing CNNDet [59], FreqFD [18], Fusing [29], LNP [37],
LGrad [52], UnivFD [43], DIRE [60], FreqNet [54],
NPR [55], and DRCT [5]. We follow the official imple-
mentation to conduct the experiments. For DRCT, we adopt
CLIP as its backbone model and use SD-v1.4 to perform the
reconstruction, not introducing extra knowledge. As LGrad
is typically designed to detect GAN-based synthetic images
and DRCT targets diffusion model–generated images, we
don’t force them on unintended tasks. More details about
the baseline detectors can be found in Appendix A.

4.2. Effectiveness and Comparison with Baselines
In this section, we compare the detection performance of
CO-SPY with existing baselines, primarily focusing on out-
of-distribution detection, i.e., test set is highly different from
the training set.
Results on DRCT training set. Recently, most synthetic
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Table 2. Comparison with existing baselines, trained on DRCT [5] and evaluated on CO-SPYBENCH. The results are measured in
average precision (AP) and accuracy, with a decision threshold of 0.5. The highest AP scores are highlighted in red, and the highest accuracy
scores are highlighted in blue. Note that only CO-SPY’s results are highlighted if they match the best performance achieved by the baselines.

Detector CNNDet FreqFD Fusing LNP UnivFD DIRE FreqNet NPR DRCT CO-SPY

AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc.

LDM 90.57 77.56 74.88 54.17 98.18 83.03 96.04 84.87 85.76 79.07 86.46 66.25 92.37 74.92 93.45 84.34 88.28 79.25 98.91 95.04
SD-v1.4 97.00 89.95 92.40 62.91 99.95 99.16 99.12 95.92 88.35 80.87 96.51 83.55 90.55 69.20 96.88 90.90 91.61 81.18 97.80 91.95
SD-v1.5 97.03 89.75 92.30 62.56 99.96 99.12 99.23 96.21 88.57 80.88 96.72 83.77 90.33 68.86 97.05 91.30 91.08 81.06 98.02 91.31
SSD-1B 87.35 66.55 48.90 49.72 84.65 53.96 93.81 79.12 86.46 76.47 74.59 56.63 50.28 49.18 52.84 47.87 82.04 75.83 95.40 83.20
tiny-sd 87.44 66.37 80.01 52.19 98.01 77.12 95.03 81.48 84.58 76.96 87.83 63.65 88.03 63.56 95.67 88.42 88.06 79.99 95.99 84.80
SegMoE-SD 91.12 74.41 80.21 51.74 97.16 73.58 96.36 86.62 89.59 83.07 88.95 65.98 88.55 64.40 97.21 93.79 79.29 75.12 97.39 89.49
small-sd 89.78 70.15 81.81 52.57 99.06 82.65 94.81 80.75 85.67 77.45 91.31 68.38 89.44 65.42 95.77 89.14 90.08 81.20 96.22 85.80
SD-2-1 86.78 68.14 52.95 49.93 92.64 59.32 81.26 57.19 89.00 81.74 88.11 65.25 64.40 51.62 71.62 51.31 81.60 76.12 96.89 88.53
SD-3-medium 79.00 60.68 57.99 49.98 81.86 52.47 75.08 53.69 87.62 78.42 76.64 56.75 57.19 49.64 71.36 50.00 79.95 74.95 95.04 82.91
SDXL-turbo 96.42 88.67 92.98 61.34 95.19 59.69 95.07 83.47 90.58 84.31 90.97 72.97 87.04 66.62 94.63 83.57 90.46 80.36 99.17 95.39
SD-2 85.93 65.73 50.79 49.84 89.08 55.92 76.79 54.56 83.24 73.78 83.69 60.07 59.28 50.64 72.97 51.19 80.13 75.14 94.94 83.67
SDXL 83.39 61.79 43.93 49.70 76.81 51.01 94.00 80.33 72.48 63.64 64.48 51.95 47.90 48.84 46.99 47.75 80.62 75.18 91.68 74.12
PG-v2.5-1024 65.10 53.65 47.54 49.70 75.22 50.41 93.46 79.07 82.98 78.23 61.97 52.32 55.09 48.67 50.95 47.71 79.16 71.33 96.45 88.65
PG-v2-1024 83.85 63.48 48.93 49.70 85.62 52.08 74.18 52.48 83.77 78.55 76.95 56.63 53.95 48.79 63.62 48.40 70.06 66.62 96.72 89.14
PG-v2-512 77.73 57.94 55.59 49.87 74.90 51.58 59.60 49.40 69.21 58.90 71.35 53.63 45.21 49.09 65.15 49.09 83.55 77.61 85.02 64.86
PG-v2-256 81.40 63.30 57.88 50.19 75.17 51.10 72.63 54.77 72.40 62.99 81.13 60.32 49.26 49.47 60.43 49.74 78.19 73.55 90.22 72.92
PAXL-2-1024 71.18 56.29 54.28 49.76 86.44 53.60 74.24 53.41 84.97 80.08 70.61 54.77 64.81 49.40 72.84 51.16 76.22 71.80 97.94 93.94
PAXL-2-512 83.05 65.44 80.53 52.20 95.97 68.77 91.30 74.25 85.36 80.32 81.29 62.18 82.72 57.23 94.24 81.25 79.95 75.53 98.63 94.96
LCM-sdxl 93.11 81.55 81.10 52.44 97.74 70.75 95.96 85.46 81.52 78.04 89.14 68.57 85.17 62.29 70.29 50.87 91.96 81.05 98.72 96.20
LCM-sdv1-5 97.67 92.29 94.70 68.17 98.76 81.22 97.87 90.87 83.87 79.67 93.58 79.02 93.14 76.20 98.37 93.71 87.27 79.59 99.63 97.14
FLUX.1-sch 71.72 56.04 56.01 50.02 76.74 51.03 74.75 54.38 80.14 72.89 73.67 56.27 64.35 50.39 77.91 53.14 74.38 68.39 95.52 85.24
FLUX.1-dev 70.75 57.44 53.60 50.04 82.30 52.92 73.25 54.13 82.50 75.95 73.74 56.32 53.83 49.06 71.09 50.74 77.88 70.70 96.16 86.10

Average 84.88 69.42 67.24 53.12 89.15 65.02 86.54 71.93 83.57 76.47 81.80 63.42 70.59 57.43 77.79 65.70 82.81 75.98 96.02 87.06

Table 3. Comparison with existing baselines, trained on DRCT [5] and evaluated on CO-SPYBENCH/in-the-wild. The results are
measured in average precision (AP) and accuracy, with a decision threshold of 0.5. The highest AP scores are highlighted in red, and the
highest accuracy scores are highlighted in blue. Note that only CO-SPY’s results are highlighted if they match the best performance achieved
by the baselines.

Detector CNNDet FreqFD Fusing LNP UnivFD DIRE FreqNet NPR DRCT CO-SPY

AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc. AP Acc.

Civitai 88.08 76.85 82.61 55.95 97.22 80.40 95.83 89.85 66.05 61.25 98.34 88.60 89.13 83.80 89.34 86.20 40.94 43.30 95.82 88.95
DALL-E 3 53.83 51.10 50.23 49.68 71.33 51.50 74.61 65.18 71.14 62.98 70.33 54.33 35.70 45.52 37.12 42.98 70.33 62.62 83.94 77.03
instavibe.ai 59.01 53.60 42.76 50.12 65.02 50.90 31.00 44.42 77.97 64.35 52.89 50.82 34.47 45.67 31.59 42.15 68.27 59.80 75.21 67.73
Lexica 59.45 53.08 40.72 49.43 67.43 51.38 33.59 45.00 79.58 64.71 73.24 53.52 37.21 45.95 42.92 43.38 86.70 65.65 85.62 78.42
Midjourney-v6 44.73 48.62 39.77 49.58 55.94 49.98 37.43 45.80 67.13 60.93 61.69 51.90 35.03 45.42 35.26 42.23 60.34 57.53 82.65 74.92

Average 61.02 56.65 51.22 50.95 71.39 56.83 54.49 58.05 72.37 62.84 71.30 59.84 46.31 53.27 47.24 51.39 65.32 57.78 84.65 77.41

images available in the wild are generated by diffusion mod-
els, particularly text-to-image diffusion models. We train
CO-SPY using the DRCT training set, which comprises syn-
thetic images produced by SD-v1.4 and real images from
MSCOCO. We then compare its performance against base-
line detectors trained on the same dataset. To simulate real-
world conditions, we apply JPEG compression to the input
images. We evaluate CO-SPY and the baseline detectors
on CO-SPYBENCH, with the results presented in Table 2.
We observe that CO-SPY consistently outperforms the base-
lines in nearly all scenarios, achieving an average AP of
96.02% and an accuracy of 87.06%. This exceeds the best
baseline results by approximately 7% in AP and 11% in
accuracy. However, for some older models, such as SD-v1.4
and SD-v1.5, CO-SPY performs slightly worse than Fusing.
This may be because Fusing overfits to the specific gener-
ation styles of SD-v1.4, given that the synthetic images in

the training set are generated by SD-v1.4. In contrast, Fus-
ing struggles to detect newer synthetic images, like those
from FLUX, whereas CO-SPY significantly outperforms it
by over 30% in accuracy. This improvement is attributed to
CO-SPY’s comprehensive approach, which integrates both
semantic and artifact-based clues. We also provide evalu-
ation results on the GenImage [73] test set. As shown in
Appendix L, CO-SPY outperforms baselines.

Moreover, we conduct experiments on CO-SPYBENCH
/in-the-wild containing synthetic images from the Internet
and an equal number of real images from CC3M [4]. For
each source, we randomly select 2,000 real and 2,000 syn-
thetic images for evaluation. The results, shown in Table 3,
demonstrate that CO-SPY also outperforms existing base-
lines, achieving 14% higher accuracy than the best baseline.
These findings highlight effectiveness of CO-SPY for real-
world deployment in synthetic image detection.
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Figure 8. Robustness evaluation of CO-SPY on CO-SPYBENCH/SD-v1.5 with an equal number of real images. Each subfigure denotes
robustness evaluation against different transformation functions. In each subfigure, the x-axis denotes the varying parameters and the y-axis
denotes the accuracy.

We also compare CO-SPY with the latest baseline
AIDE [65]. Results in Appendix H show CO-SPY outper-
forms it, particularly in diverse testbeds with lossy formats.
Results on CNNDet training set. We conduct experiments
on the CNNDet training set and evaluate the performance
of the converged detectors on the AIGCDetectBenchmark,
which comprises synthetic images generated by 16 different
generative models. The results presented in Appendix K
shows that CO-SPY achieves an average accuracy improve-
ment of 8% over the best baseline, UnivFD.

4.3. Robustness against Various Transformation
We further evaluate the robustness of CO-SPY against vari-
ous input transformations that may occur in real-world sce-
narios. Specifically, we apply seven types of transforma-
tion functions, each with diverse parameters. These include
JPEG compression with quality levels ranging from 75 to
95, random blurring using Gaussian radius between 0.5 and
2.5, random resizing to resolutions from 128 to 640 pixels,
and the addition of random Gaussian noise with levels vary-
ing from 0.05 to 0.25. Additionally, we adjust brightness,
saturation, and contrast with factors between 0.5 and 2.5.
A demonstration of these transformation functions is pre-
sented in Appendix M. We evaluate CO-SPY, trained on the
DRCT training set, on CO-SPYBENCH/SD-v1.5 using an
equal number of real images. The results are illustrated in
Figure 8, where CO-SPY generally maintains robust perfor-
mance across most transformation functions. However, its
performance slightly decreases under high-strength random
blurring and noise, which is expected since severe blurring
or noise can distort the artifacts and also disrupt the semantic
content of the inputs. Despite these challenges, CO-SPY
still achieves over 75% accuracy even in such extreme cases.
These findings demonstrate the effectiveness of CO-SPY in
handling various post-processing transformations.

4.4. Ablation Study
We conduct an ablation study of CO-SPY to investigate the
integration methods for semantic and artifact features. The
results presented in Appendix O demonstrate that our adap-
tive fusion approach outperforms six straightforward meth-
ods, such as simply concatenating the two feature vectors.

5. Related Work
Synthetic Image Generation. Synthetic image generation
has rapidly advanced through deep learning over the past
decade. Early models like VAE [33] and GANs [19, 20]
enabled automated creation but lacked realism and control.
Since 2020, diffusion models such as DDPM [26], LDM [48]
and Stable Diffusion [48] have achieved higher fidelity and
enhanced text-based control. Today, diffusion models are
capable of generating high-quality images in diverse styles
by applications like Midjourney [41] and DALL-E [44].
Image Watermarking. Image watermarking [1, 15, 16,
61] prevents misuse by embedding signatures in generated
images. Traditional methods add invisible noise that can be
disrupted by cropping or blurring. Recent techniques [62]
embed watermarks in the latent space for greater resilience,
though they may impact generative performance.
Fake Image Detection. This paper focuses on detecting fake
images without using watermarking [5, 38, 43, 59]. Early
methods like CNNDet [59] employed binary classifiers (e.g.,
ResNet-50) trained on real and ProGAN-generated images.
Subsequent approaches [5, 29, 38, 43, 53, 66] enhance de-
tection based on semantic features, by incorporating multi-
modal analysis [56], pre-trained feature extractors [47], and
contrastive learning [24]. Additionally, techniques like Fre-
qFD [18], LGrad [52], FreqNet [54] and NPR [55] identify
unique artifacts in generated images, improving the gener-
alization ability across various models and objects. It is
important to note that our focus is on detecting images gen-
erated by noise-to-image and text-to-image models. This
is distinct from other research [51, 57] that targets image
editing, which primarily identifies edited or modified image
regions. Our efforts can be complementary to these studies.

6. Conclusion
We propose a novel synthetic image detection framework that
integrates enhanced semantic and artifact features, achieving
greater generalization and robustness. Our evaluations show
an average accuracy improvement of 11% over baselines.
These results underscore the need for improved detection re-
liability in real-world scenarios, supporting broader efforts to
counter misinformation and protect digital content integrity.
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