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Figure 1. Balanced Conditioning Image Generation. We analyze the sensitivity of model layers to various aspects in conditional inputs.
This allows to limit the inputs only to specific layers during inference, thereby balancing the different conditions and preventing content
and style from overshadowing each other. As a result, the generative model reduces artifacts and gains artistic freedom when combining
complex conditional inputs. As can be seen, by selecting only highly sensitive layers of style (λS) and structure (λT ) we get better color
and texture control and better geometric style control.

Abstract

Balancing content fidelity and artistic style is a piv-
otal challenge in image generation. While traditional style
transfer methods and modern Denoising Diffusion Prob-
abilistic Models (DDPMs) strive to achieve this balance,
they often struggle to do so without sacrificing either style,
content, or sometimes both. This work addresses this chal-
lenge by analyzing the ability of DDPMs to maintain con-
tent and style equilibrium. We introduce a novel method
to identify sensitivities within the DDPM attention layers,
identifying specific layers that correspond to different stylis-
tic aspects. By directing conditional inputs only to these
sensitive layers, our approach enables fine-grained control

over style and content, significantly reducing issues aris-
ing from over-constrained inputs. Our findings demonstrate
that this method enhances recent stylization techniques by
better aligning style and content, ultimately improving the
quality of generated visual content.

1. Introduction
To master different aspects of paintings such as color and
light, a notable approach practiced by artists involves creat-
ing a collection of paintings of the same subject under vary-
ing conditions. A well known example of this practice is
Claude Monet’s series of paintings of Rouen Cathedral [40].

Today, modern Denoising Diffusion Probabilistic Mod-
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els (DDPMs) allow creating high-quality images of any sub-
ject in various styles by iteratively refining random sam-
ples. To direct these models to output an image with a de-
sirable content at inference, conditional inputs were devel-
oped, starting from descriptive text prompts and continuing
with images that condition the output to align with content
and style information. This process, while powerful, tends
to lose its conditional constraining ability as the number or
complexity of constraints increase. As a result, in addition
to losing the ability to control the generated content, the
model’s attempt to satisfy all conditionals leads to more un-
desirable issues such as image artifacts.

In this work, we investigate the style-content trade-offs
of different conditional inputs separately and in combina-
tion in generative models. Our experiments reveal that
many issues in conditional generation arise from over-
conditioning and the combination of conditionals that were
underrepresented during model training. We analyze a dif-
fusion generation process (using SDXL’s architecture [26])
and isolate different aspects of its generative capabilities.

Drawing inspiration from Monet’s many series of paint-
ings, our analysis uses a collections of images where the
content subject is fixed, and a specific stylistic aspect is var-
ied. Using such collections we examine and rank the sensi-
tivity of each layer at each timestep. Later, we direct differ-
ent conditionals only to specific, sensitive layers, allowing
to better balance different conditions (see Fig. 1). We show
that even without pure disentanglement this approach re-
duces artifacts caused by over-conditioning and enhances
the model’s overall output quality, stylistic freedom, and
consistency without the need of additional training.

We summarize our contributions as follows:
1. We develop a novel analysis method inspired by classic

art and simple modern statistics which reveals sensitivi-
ties in the generation process of diffusion models.

2. We analyze SDXL and use our findings to reduce condi-
tional inputs in the generation process. This leads to bal-
ance, artifact reduction, and general image quality im-
provement for text, image, and style conditioning inputs.

3. Using our findings also allows a flexible way to control
content and style aspects of the generated image, leading
to a more stable and creative method to generate content.

Our complex-conditioning evaluation set and code are
available through our project page.

2. Related Work
Content-Style Applications. Seminal style transfer
methods [10, 15, 19, 21, 22], explore different ways to
transfer a style of a stylistic image to a given “content
image.” These works demonstrate the natural trade-off
between artistic style and content preservation, and ex-
plore ways to combine them in a visually pleasing way.
Later, inspired by the success of Generative Adversarial

Networks [16], more methods were developed for styled
generation [23, 45] enabling generating images from noise
samples. Although these methods show improvement in
combining content and style, they lack flexibility as they
can not generate combinations outside of their optimized
domain.

Diffusion Models and Conditioning. DDPMs [9, 26, 28,
30, 33] achieved a significant leap in generating novel im-
ages conditioned on text prompts by refining over text-
image paired datasets [34]. While these models combine
content and style effectively, their sole reliance on text con-
ditioning comes with shortcomings, such as failure to align
to complex text conditions [24, 39, 42] and an inferior abil-
ity to generate content and style combinations which were
underrepresented during training.

To overcome these limitations, various conditioning
methods were developed, influencing the generated image
to resemble information from another image. Control-
Net [43] conditions the output with structure information
using image maps such as Canny, depth, and pose. Gal et
al. [13], and others [2, 14, 32], condition the generated im-
age to preserve unique (personalized) properties of an ob-
ject.

Image-based style conditioning is a thoroughly re-
searched area [6, 8, 12, 17, 20, 31, 36, 38, 41], usually
demonstrated on SDXL [26] for its artistic superiority. IP-
Adapter [41] and InstantStyle [38] inject the style using a
pretrained dedicated Cross-Attention layer [37] for the con-
ditioning image. B-LoRA [12] and ZipLoRA [35] uses
LoRA [18] to fine-tune residual weights to match content
and style of conditioning images. StyleAligned method [17]
generates a style image in parallel to generating the output
image and injects the style information using AdaIN [19]
between Self-Attention layers [37] while Jeong et al. [20]
extend this idea by replacing the attention feature directly.

Even though recent methods address content and style
combinations, they still remain a challenge as methods
which excel in style, often sacrificing content fidelity [17,
20], while others which preserve content fidelity may often
show inaccurate style [12, 38].

DDPM Model Analysis. Recent works [12, 20, 38, 44]
analyze the diffusion process to pinpoint parts responsible
for generating various visual aspects. ProSpect [44] exam-
ine how varying text conditions at different timesteps im-
pact aspects like material, artistic style, and content align-
ment. Our findings align with theirs, revealing that each
timestep serves a unique conditioning function. However,
we extend this analysis by investigating the model’s internal
layers, allowing for the use of multiple conditional inputs
without interference. While ProSpect focuses exclusively
on text conditioning, our study incorporates both text and



Figure 2. Preliminary Experiment Results. We present outcomes of selecting sub-set of layers to apply conditioning. We show the
content/style tradeoff both with text conditioning (left) and with edge-map conditioning (right). As can be observed in both cases using too
much or not enough style conditioning generates an imbalanced output. Selecting layers randomly does not assist much while using our
layer reduction strategy enables achieving good quality conditional combinations with less than 50% of the layers. Note that the content
and style graphs are presented on different scales as Clip and Dino similarity values are not aligned.

image conditioning. Style conditioning works [12, 38], ex-
amine internal layers to pinpoint those sensitive to content
and style. B-LoRA tests prompt stylization effects in dif-
ferent attention blocks and employs LoRA [18] to fine-tune
style sensitive weights for specific images. InstantStyle ana-
lyzes SDXL attention layers for content alignment and style
sensitivity and concludes the same style-sensitive blocks.
In contrast, our approach thoroughly evaluates each self-
attention layer independently, ranking its sensitivity for
each timestep. Additionally, our method can analyze other
attention architectures, like the Joint-Attention layer used
by the more recent SD3 model family [11]. This methodol-
ogy maximizes style and content conditioning while mini-
mizing interference between layers, thus enhancing stylistic
freedom and reducing content artifacts.

3. Content-Style Tradeoff

In this section, we explore the issue of over-constrained
conditional image generation. To illustrate the prob-
lem, we examine two recent style conditioning methods:
StyleAligned [17] and B-LoRA [12].

To investigate the relationship between content and style,
we first choose 10 different artistic style conditionals (see
supplemental file for details) and generate images with tex-
tual prompts either with or without edge conditional maps

(using Canny edges of a real photograph). The textual
prompts were divided into two categories: Easy and Com-
plex. A prompt is considered complex based not only on its
length and details but also on how far its content deviates
from the typical subjects of the style. For example, generat-
ing a ‘fantasy’ theme is harder than a ‘rural-life’ theme for
an artistic style that follows Van Gogh, since his works often
depict European rural life in the late 19th century. This di-
vision allows us to isolate the impact of textual conditional
alone and better understand its limitations.

Next, we evaluate the style and content of all generated
images. We follow recent works [17, 20, 38] and evaluate
style using the cosine similarity of the Dino embeddings [5]
between the style image and the generated image. For con-
tent we calculate the cosine similarity between Clip embed-
dings [27] of the text prompt and the generated image.

StyleAligned method applies stylization across all
SDXL self-attention layers, often resulting in images that
are misaligned with the text prompt and exhibit noticeable
artifacts. To alleviate this, we gradually reduce the num-
ber of layers for stylization randomly (from 70 to 0). In
Fig. 2 (left) we show both a plot of quantitative results of
averaging across all generated images and a specific quali-
tative example. As can be seen, reducing the number of lay-
ers significantly improves text alignment. However, while
text compliance improves, style fidelity decreases more or
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Figure 3. Method Overview. We generate a collection of images isolating a specific aspect of interest. Then, during generation, we extract
self-attention features for each layer, at each timestep to represent the image. We calculate each layer’s clustering score of all images
sharing the same artistic aspect. The score measures both inner and outer cluster distances between all images in this representation.
Finally, we rank each layer sensitivity to this aspect by its clustering score and use this information in our balancing strategy.

less linearly as fewer layers are stylized. Hence, we find
that using all layers for stylization is an indication of Style
Over-Conditioning phenomenon.

We also observe the opposite effect which we term Con-
tent Over-Conditioning. This phenomenon is caused, for
example, by using challenging (Complex) text prompts or
by using conditional maps like edge and depth maps. In
this case, even when using all layers for stylization there is
reduction in style consistency, such as appears in the geo-
metric aspects of the target style. In Fig. 2 (right) we show
both a plot of quantitative results of averaging across all
generated images using an edge-map condition, and a spe-
cific qualitative example. This issue appears with or with-
out image-based style conditioning (as illustrated in Fig. 4),
which suggests that the output is over-constrained by the
content map rather than lacking more style conditioning.

We used a similar analysis for B-LoRA method (see sup-
plemental file) and found that the basic method often suffers
from under-stylization, resulting in images that lack style.
In addition, both methods suffer from a significant style loss
when conditioned with challenging content inputs.

These experiments suggest there is a content-style trade-
off that can possibly be alleviated by decreasing the strength
of the different conditions for better balance between them.
This can be done by limiting the influence of style and
content conditionals by applying them only to a sub-set
of the layers. However, simply selecting random layers
does not provide stable results and generates inconsistent
outputs. This motivated us to identify a smaller subset of
style-sensitive layers that could achieve effective stylization
while still maintaining good content alignment of various
types (text, shape, geometry).

Fig. 2 shows our method’s results of balancing content
and style by judiciously selecting layers compared to the
random layer selection. As can be seen, the potential in
style alignment increases dramatically faster than that of

the random selection and is significantly higher in all num-
ber of layers without sacrificing content information. Addi-
tionally, style levels are preserved when using an edge-map
condition, unlike the random layer selection which drops
dramatically compared to text-only conditioning.

In the following section, we expand our approach, which
includes a novel method for analyzing style sensitive layers
in diffusion models, and a way to apply this knowledge to
balance the use of conditionals at inference time without the
need for any additional training.

4. Method

Hertz et al. [17] demonstrate that style information is em-
bedded in attention layers during generation and applies it
for stylization. Building on this insight, we analyze atten-
tion layer data to assess style sensitivity at each timestep.
Since this information is encoded in the network, our ap-
proach implicitly extracts it using analysis of a collection
of images created in varied artistic styles to interpret these
sensitivities (see Fig. 3).

Image Collection. We first choose m distinct styles such
as Claude Monet and Winslow Homer, and for each style
s (1 ≤ s ≤ m) we create a cluster Cs by generating n
images where a single stylistic aspect is repeated multiple
times in different images by using various random seeds.
This results in a collection of m × n images.

To isolate a particular artistic aspect within each cluster,
we impose the condition that, apart from the aspect being
examined, other aspects (such as the subject) must either
remain constant across the collection or vary consistently
throughout. This ensures that the analysis is focused solely
on the chosen aspect, as will be further discussed Sec. 5.
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Image mapping. Hertz et al. [17] align a series of gen-
erated images to a single reference style image by using
Adaptive Instance Normalization (AdaIN) [19] between the
self-attention layers in the denoising UNet. For each layer,
the Key and Query features are extracted from the style im-
age and projected to an [S, H, D] shaped tensor where S is
the number of pixels, H is the number of attention heads
and D is the dimension of each head. They calculate the
mean and std of S, resulting in two mean and std vectors
of shape H × D which are used to normalize the features
of the output images. We use the same method and calcu-
late the vector of the means and standard deviations (µ, σ)
for each image in our collection from each layer before ap-
plying AdaIN. we treat this vector V of (µ, σ) as the image
representation in each layer for each timestep.

Our key idea for evaluating the sensitivity of each layer
at each timestep is to measure how well the structure of the
space created by mapping all images, using their represen-
tation V , aligns with the real clusters in the collection of
images. A Good clustering score means this layer (in this
timestep) has high sensitivity to the aspect represented by
the collection. We rank all layers based on the clustering
score and use this ranking to select the top K layers for this
aspect conditional injection (see Fig. 3).

Clustering Score. The representation of each image i
from style s, Vs

i is defined as a multi-dimensional vector
of (µ, σ). We treat this representation as simple multi-
dimension Gaussian distributions (where the covariance
matrix has entries only on the main diagonal), and mea-
sure distances in feature space using Jensen-Shannon Di-
vergence (JSD) metric, which is calculated as follows:

JSD(V1,V2) =
1

2
(DKL(V1, M) + DKL(V2, M)) (1)

Here, DKL is the KL-Divergence, V1 and V2 are the two
Gaussian distributions being compared, and M is the av-
erage Gaussian distribution defined by the means and stan-
dard deviations of V1 and V2.

Next, for a given layer l at timestep t, we calculate the
“inner distance” score by computing the average distance
between all pairs of Gaussians within the same cluster Cs

(paintings with the same artistic style):

Din
l,t =

1

m

m∑
s=1

1(
n
2

) ∑
i,j∈Cs

JSD(Vs
i ,Vs

j ) (2)

where Vs
i and Vs

j represent Gaussians for two different
paintings within the same cluster Cs.

In addition, we calculate the “outer distance,” which is
the average distance between Gaussians from different clus-
ters (paintings with different artistic styles):

Dout
l,t =

1(
m
2

)
n2

∑
s1 ̸=s2

JSD(Vs1
i ,Vs2

j ) (3)

where Vs1
i and Vs2

j are Gaussians from two different clus-
ters Cs1

and Cs2
.

Our objective is to identify layers that bring similar styles
closer together and push different styles further apart. This
means we aim to minimize Din

l,t and maximize Dout
l,t . There-

fore, to evaluate the clustering, we calculate the ratio of in-
ner to outer distances as follows (similar to Dunn index [4]):

Gl,t =
Din

l,t

Dout
l,t

=

(
m
2

)
n2

∑
JSD(Vs

i ,Vs
j )(

n
2

)
m

∑
s1 ̸=s2

JSD(Vs1
i ,Vs2

j )
(4)

After computing Gl,t for each layer l and timestep t, we
rank the layers from lowest to highest. This ranking in-
dicates the sensitivity of each layer in each timestep to the
artistic aspect being analyzed in the image collection. Then,
to balance different conditions, we apply conditioning only
on the K most sensitive layers instead of all the layers. This
allows for better balancing between multiple conditions and
creates more stable results as we will demonstrate in Sec. 6.

5. Analysis
Using our method we conduct an analysis of SDXL layers
attempting to identify layers which are sensitive to differ-
ent conditioning aspects. We concentrate on two popular
aspects: style and structure. Each analysis was repeated
5 times using different objects to ensure robustness, and the
final layer grading for each layer at each time step was aver-
aged neglecting the best and worst grade to prevent outliers.

We conduct a similar analysis on the SD3.5-Large archi-
tecture [11]. Details can be found in the supplemental file.

5.1. Style Sensitivity
To analyze style sensitivity we create a collection featuring
10 artistically varied styles but using a single object for con-
tent which is also constrained by a canny edge-image. For
each style we generate 5 images using text-prompts of the
format ”<content prompt>, <style prompt>” which cre-
ates a collection with 50 images. A sample of the collection
can be seen in Fig. 3, while the entire collection is presented
in the supplemental file.

Using this data we apply our method and find that the
dependency on timestep is small so we rank layers for any
timestep for style sensitivity. Fig. 2 shows results of ap-
plying style conditioning on decreasing subsets of layers
from 70 to 0 based on this ranking. As can be observed,
compared to a random layer choice, our ranking yields sub-
sets with stronger style consistency. This results in better
stylized output generation, while preserving content align-
ment and lowering the conditional burden of the style im-
age. To better balance the different conditions we found
that in most cases conditioning only on less than half of the
layers (K=30) yields best results.
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Figure 4. Geometric Style Control. In our experiments we found that geometric style is often lost when using structure conditional maps,
whether using style conditionals or not (left). By limiting the structure conditional inputs only to non-sensitive geometric style layers we
achieve a geometric style interpolation which combines geometric style gradually, using a timestep limiting parameter λT . Note that this
is not possible to achieve by changing the default ControlNet scale parameter. Our method keeps the structure dictated by the structure
conditional while gradually injecting geometric style to the image. (Please zoom in to view images better.)

Figure 5. Collection Example. Collection examples used for
structure sensitivity analysis. The object depicted in the collection
is constant (cat), where each cluster holds a different style for style
conditioning (top). At the bottom, we use “black and white ink”
style to normalize color balance for structure conditioning.

5.2. Structure Sensitivity
Conditioning structure in image generation is usually ad-
dressed by providing edge maps or similar maps with Con-
trolNet [43]. Structure is also linked to aspects of geometric
style of an artist’s work, like contours and brush effects.
Therefore, to analyze structure sensitivity we use Canny
edge-maps conditioning. We select 10 artists with strong
geometric styles and create five images for each artist, us-
ing a single object prompt for consistency. To further iso-
late geometric style from color, we apply an “Ink Drawing”
style. A sample of the collection can be seen in Fig. 5, while
the entire collection is presented in the supplemental file.

Applying our analysis method to this collection shows
sensitivity in various Up layers at all timesteps. Reduc-
ing ControlNet input in these layers reveals geometric style
changes as more timesteps are used. We conducted an abla-
tion study (see supplemental file) to better understand these
effects and discovered that the Up layers seem to handle the
fine details from control maps, while Middle layers main-
tain overall structure alignment. Therefore, using our analy-
sis we can rank the layers and timesteps according to struc-
ture sensitivity and apply conditioning (this time Control-

Net input) only to a subset of the layers, allowing more bal-
anced control with other conditions. Note that this kind of
geometric style control cannot be achieved by simply reduc-
ing the scale parameter of ControlNet (see Fig. 4).

6. Results
Instead of choosing the number of layers K, we define two
interpolation parameters: λS and λT , that control the per-
centage of layers used for style and structure respectively.
This allows users to control different content-style balanc-
ing ratio, so we encourage tuning λS and λT . However, to
be robust in our comparisons we set the layer subset size to
30 (λS = 0.43) for both text and content image conditioned
generations and limit the content control over 850 timesteps
(λT = 0.15) which induces geometric style and freedom.
We find these values robust for various styles, including
non-painting ones (see supplemental file.) We present re-
sults in Fig. 6 and in the supplemental file.

6.1. Evaluation Details
To evaluate our results we expand the evaluation set from
Sec. 3. For style conditionals, we use 32 different styles
varying in origin (Europe, North America, South America,
Asia), material (Oil, Watercolor, Digital, etc...) and style
(Realism, Impressionism, Expressionism, Cubism, Anime,
Pixel Art, etc...). For content conditionals, we use 10
“Easy” and “Complex” prompts each, and condition them
with “text only,” Canny and Depth maps. For generating
Depth maps we employ MiDaS [29] following [17]. We
use 4 random seeds for generation of “text only” images,
and two of these seeds for each image conditioning method,
which uses 2 different content conditional images, one for
each seed. Combining all this results in 5120 images for
each method. We evaluate the style and content of each im-
age according to the distance measures we defined in Sec. 3,
and average across all images for a given method.



Figure 6. Results. Example results generated by balanced-StyleAligned over various styles (top). Prompts used from top to bottom: “A
robot wearing a fedora holding a flower,” “A portrait of a woman,” and “A family of panda bears wearing kimonos and sharing some tea.”

Figure 7. Qualitative Comparison. Comparing various conditional combinations: “Easy” vs “Complex” prompts (rows 1,2 vs. 3,4),
Text only vs. Text and structure conditioning (rows 1,3 vs. 2,4). As can be seen, both balanced methods achieve consistency over all
conditioning combinations while imbalanced methods show inconsistent generation quality and in some examples content and style issues.

6.2. Comparisons

We apply our balancing strategy to StyleAligned and B-
LoRA and compare our method to four style-based ap-
proaches: StyleAligned and B-LoRA (without balancing),
InstantStyle, and Jeong et al. (we leave their pipeline anal-
ysis and balancing for future work) . We also compare to
other methods [8, 31] in the supplemental file. As B-LoRA
pre-trains residual LoRA weights prior to inference, we re-
place the trained layers to the ones analyzed by our method.
For fairness, we base our decision on the same number of
self-attention layers (10) used by B-LoRA, although we find
that in some scenarios using a larger number of layers im-
proves results.

By definition, B-LoRA and InstantStyle are not intended

to use a style prompt for generation, unlike the rest of the
compared methods. For fairness, we evaluate B-LoRA and
InstantStyle with style prompts like the other methods. B-
LoRA shows a significant improvement in style with a slight
decrease in content score. Since this minimally impacts its
balance, we use it with style prompts for evaluation. How-
ever, for InstantStyle, the style improvement comes with a
notable content reduction, significantly affecting balance,
so we retain its original prompt for evaluation.

We report qualitative and quantitative results in Fig. 7
and Fig. 8, respectively. As demonstrated in Fig. 7 our layer
balancing strategy preserving both style and structure (right
columns) and is more consistent over various conditioning
combinations. Meanwhile, other methods shows inconsis-
tent output quality, where some combinations show satisfy-
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Figure 8. Quantitative Comparison. We compare recent methods
to the balanced versions of StyleAligned and B-LoRA. The plot
shows the content and style tradeoff improvement (middle circle)
as well as the balancing effect over content image conditionals
(triangle vs. rhombus).

Observed (Expected) Balanced Imbalanced Total votes χ2
stat pval <

1. Multi-choice 386 (210) 244 (420) 630 35.1 0.001

2. A/B B-LoRA 195 (126) 57 (126) 252 30.0 0.001

3. A/B StyleAligned 185 (126) 67 (126) 252 21.9 0.001

Table 1. User Study. Multi-choice 1/6 methods: 2 balanced vs.
[12, 17, 20, 38] and two A/B tests: SA/B-LoRA vs. im/balanced.

ing results while others show apparent issues such as gen-
eral and geometric style loss, and content artifacts.

This balancing effect is also apparent quantitatively in
Fig. 8. While other methods show varying content and style
quality on different conditioning combinations (triangle vs.
rhombus), balanced methods show consistent high scores
in both style and content similarity. We further evaluate
these results using an additional style-representation using
GRAM matrices [15] (See supplemental file.)

6.3. User Study
We measure the balance effect on qualitative preference.
Hypothesis: people find balanced methods better than
imbalanced counterparts due to content/style condition-
ing and aesthetics. We evaluate our balanced methods,
StyleAligned (SA) and B-LoRA, with three question setups:
1. A multi-choice comparison to all other imbalanced

methods [12, 17, 20, 38] i.e., 6 options and 15 instances.
2. A/B Test: B-LoRA vs. balanced B-LoRA, 6 instances.
3. A/B Test: SA vs. balanced SA, 6 instances.
Instances were sampled at random while keeping equal con-

Figure 9. Style Transfer. A sample of style transfer using B-LoRA
with an ungenerated style image (top row) and a content image
(left column). Our balancing strategy improves style alignment
and consistency for different content inputs.

ditioning representation. In both setups users were asked:
“which of the images below follows both conditions better:
(1) shows content described in ‘prompt’, and (2) shows the
style of ‘style image’.” Examples can be found in the sup-
plemental material. The study spanned over 1,134 evalua-
tions by 42 anonymous participants. As detailed in Tab. 1,
all experiments concluded with a significant preference for
the balanced versions in a χ2 test for independence.

6.4. Additional Applications

We experiment with additional applications such as style
transfer [6, 15, 19, 22], material-style generation [7], and
flexibly-conditioned content editing [1, 3, 25]. We present
style transfer results using balanced B-LoRA in Fig. 9. Ad-
ditional results and implementation details for all applica-
tions can be found in the supplemental file.

7. Discussion and Limitations

In this paper we investigated the tradeoff between content
and style conditionals and showed that over-conditioning
prevents content and style alignment. We further present
a novel method for analyzing sensitivity in attention layers
of DDPMs by measuring the clustering score of the repre-
sentation of a collection of images. We use this method to
balance multi conditions by limiting conditioning on sensi-
tive layers only, demonstrating improved results.

We found that the main limitations of our method arise
from its dependence on the capabilities of the base model.
For instance, when generating images with a style unfamil-
iar to the base model, the result may exhibit an unintended
style, as the model lacks sufficient knowledge to properly
generate the style reference, leading to a style mismatch.
We demonstrate these limitations in the supplemental file.
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