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Abstract

Capturing high-quality photographs under diverse real-
world lighting conditions is challenging, as both natural
lighting (e.g., low-light) and camera exposure settings (e.g.,
exposure time) significantly impact image quality. This
challenge becomes more pronounced in multi-view scenar-
ios, where variations in lighting and image signal proces-
sor (ISP) settings across viewpoints introduce photomet-
ric inconsistencies. Such lighting degradations and view-
dependent variations pose substantial challenges to novel
view synthesis (NVS) frameworks based on Neural Radi-
ance Fields (NeRF) and 3D Gaussian Splatting (3DGS).

To address this, we introduce Luminance-GS, a novel
approach to achieving high-quality novel view synthesis re-
sults under diverse challenging lighting conditions using
3DGS. By adopting per-view color matrix mapping and
view adaptive curve adjustments, Luminance-GS achieves
state-of-the-art (SOTA) results across various lighting con-
ditions—including low-light, overexposure, and varying ex-
posure—while not altering the original 3DGS explicit rep-
resentation. Compared to previous NeRF- and 3DGS-
based baselines, Luminance-GS provides real-time render-
ing speed with improved reconstruction quality. The source
code is available at 1.

1. Introduction
In recent years, Neural Radiance Field (NeRF) and Gaus-
sian Splatting (3DGS) based methods [3, 4, 10, 18, 29, 34,
35, 38, 41, 44, 62] have made significant strides in recon-
structing realistic 3D scenes and generating coherent novel
views. The impressive performance of NeRF and 3DGS
has found applications across various fields, including aug-
mented and virtual reality (AR/VR), computational photog-
raphy, medical imaging, and autonomous driving, etc. Both
NeRF- and 3DGS-based methods aim to synthesize novel
views by learning from existing multi-view images, captur-

1https://github.com/cuiziteng/Luminance-GS

Figure 1. Up: The core idea of Luminance-GS is to perform view-
adaptive adjustments for images from each viewpoint, including
color matrix mapping and curve adjustment. Down: Compare with
previous SOTA solutions [15, 60], our approach achieves superior
performance and efficiency across different lighting conditions.

ing consistent geometric information and simulating non-
Lambertian effects. Despite their success under normal,
uniform lighting, these methods often struggle with real-
world challenging lighting conditions (e.g., low-light, vary-
ing camera exposure), which is primarily due to the light-
ness distortion caused by the environment or camera sensor
limitations [42, 52], and the inherent lack of illumination
modeling in both NeRF and 3DGS methods [37, 47]. To
make matters worse, de facto results [15, 24, 67] also show
that using 2D image restoration methods [1, 14, 23, 39] to
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pre-process multi-view training images is also ineffective,
as 2D models often fail to preserve 3D consistency, leading
to floaters and artifacts during rendering.

To ensure high-quality view synthesis under challeng-
ing lighting conditions, NeRF-W [40] and its following
works [11, 32, 56, 60] typically learn a separate appear-
ance embedding for each viewpoint, effectively isolating
the lighting information specific to each camera view. How-
ever, they are limited to capturing only the lighting condi-
tions present in input images, restricting the models’ abil-
ity to adapt to a new lighting condition during rendering
(e.g., achieving low-light enhancement). For low-light con-
ditions, NeRF-based solutions [15, 24, 52, 67] tend to in-
corporate different assumptions in volume rendering stage,
enabling unsupervised lightness restoration while maintain-
ing 3D multi-view consistency. For instance, LL-NeRF [24]
decomposes NeRF’s color MLP to separate each volume
particle into view-dependent and view-independent compo-
nents for distinct processing, meanwhile Aleth-NeRF [15]
introduces an additional MLP branch to learn “conceal-
ing fields”, simulating low-light conditions as occlusions,
which are later removed during testing to enhance output.

However, these solutions do not generalize well to ex-
plicit representations such as 3DGS [29], which employs
rasterization to store the color of geometric primitives in an
explicit radiance field, removing the need of implicit rep-
resentation and MLP structure, thus offers substantial ad-
vantages over NeRF-based methods in both inference speed
and training time [7, 10, 20, 29]. This raises a key ques-
tion: How can we leverage the efficiency of 3DGS’s explicit
rendering while also ensuring robust reconstruction quality
under diverse and challenging lighting conditions?

Our solution, Luminance-GS, avoids altering the orig-
inal 3DGS explicit representation or imposing additional
lighting assumptions. Instead, we employ a simple yet ef-
fective image processing technique: curve adjustment. We
use different tone curves to map input images under vary-
ing lighting conditions (e.g., low-light, overexposure) to a
consistently well-lit output, ensuring view consistency and
supporting 3DGS training. To achieve this, we design two
sub-solutions: per-view color matrix mapping and view-
adaptive curve adjustment. For each viewpoint, we project
the image into a suitable representation using a specific ma-
trix, followed by curve adjustment tailored to the current
view’s lighting condition (see Fig. 1 Up). During training
time, the projection matrix and view-adaptive curve would
be jointly optimized with other 3DGS parameters. Finally,
several unsupervised loss functions are introduced to main-
tain the shape of the curve while ensuring view alignment
across images from different viewpoints. Extensive exper-
iments under various lighting conditions demonstrate our
algorithm’s state-of-the-art (SOTA) performance, achieving
significant advantages over previous methods in both effi-

ciency and quality (see Fig. 1 Down). The contributions of
our work can be summarized as follows:
• We introduce Luminance-GS, a novel framework that ex-

tends 3DGS to handle novel view synthesis under diverse
challenging lighting conditions. By using per-view color
matrix mapping and view-adaptive curve adjustment, we
achieve view-aligned, normal-light outputs from images
captured under varying lighting conditions.

• We introduce unsupervised loss functions to guide both
curve mapping and 3DGS training. Additionally, curve
mapping is applied only during training to generate
pseudo-enhanced images, saving a significant amount of
testing time.

• Our method achieves state-of-the-art (SOTA) results in
various lighting conditions (low-light, overexposure, and
varying exposure), substantially improving both speed
and rendering quality compared to previous methods.

2. Related Works
2.1. 3D Gaussian Splatting
Neural Radiance Fields (NeRF) [41] have greatly advanced
the field of novel view synthesis (NVS), but NeRF-based
methods [3, 4, 13, 18, 34, 35, 41, 66] still struggle with real-
time rendering, as they require multiple queries to render a
single pixel, which limits their practical use. Recently, 3D
Gaussian Splatting (3DGS) [29] has emerged as a more effi-
cient alternative, enabling real-time NVS with performance
comparable to top NeRF methods like Mip-NeRF 360[3].
The efficiency of 3DGS comes from its explicit scene rep-
resentation, using learnable anisotropic 3D Gaussians and
differentiable splatting with tile-based rasterization.

Building on this, several works have been introduced to
improve the rendering quality, robustness, and generaliza-
tion of 3DGS, as well as to explore its applications in spe-
cific areas [6, 10, 12, 21, 22, 25, 30, 37, 38, 50]. For ex-
ample, 2DGS [25] simplifies the 3D volume into 2D ori-
ented planar Gaussian disks to capture more accurate sur-
face normals. MVSplat [12] and MVSGaussian [38] focus
on achieving generalizable, feed-forward NVS. Addition-
ally, X-Gaussian [6] applies 3DGS to X-ray NVS, demon-
strating its effectiveness in sparse-view CT reconstruction.

2.2. Curve Adjustment in Image Processing
Curve-based adjustment modifies an image’s tonal range or
brightness by altering pixel values with a tone curve, which
is commonly applied in commercial image software like
Adobe Lightroom®. In earlier time, predefined curves (e.g.,
power curves, S-curves) were often used, with experts man-
ually adjusting them to enhance detail and align with human
visual perception [5, 28, 46, 59].

In the deep learning era, data-driven solutions have be-
come popular, using curves learned from datasets to per-
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Figure 2. Ablation analysis of different curve settings in LOM
dataset [15] “buu” scene: (a). All views low-light images share a
single curve, (b). each view low-light image adopts an individual
trainable curve and (c). our Luminance-GS solutions.

form global or local adjustments on images [9, 16, 23,
26, 31, 33, 43, 48, 51, 55]. For example, CURL [43]
learns curves across multiple color spaces (RGB, HSV,
CIELab) for targeted adjustments, and Zero-DCE [23] es-
timates pixel-wise, high-order curves, leveraging unsuper-
vised loss functions for low-light enhancement. Recently,
NamedCurves [48] decomposes images based on the color
naming system and applies Bézier curves for each color
category. Unlike these 2D methods, our approach applies
view-dependent curve adjustments across multiple views.
We aim to correct brightness and contrast while ensuring
3D consistency, facilitating stable 3DGS training.

2.3. NVS in Challenging Lighting Conditions
While NeRF and 3DGS-based methods have achieved sig-
nificant success in novel view synthesis (NVS) under nor-
mal lighting, a parallel line of research has emerged to en-
hance NVS performance under diverse, challenging real-
world lighting conditions. Methods like NeRF-W [40] and
follow-up works [11, 17, 32, 56, 60] address NeRF render-
ing under inconsistent lighting and the presence of occlud-
ing objects. For low-light conditions, RAW-NeRF [42] and
its extensions [27, 36, 49, 63] improve details by training
with high dynamic range (HDR) camera RAW data. How-
ever, these methods are constrained by challenges in RAW
data capture and storage, as well as longer training times.

Similar to our work, several studies focus on address-

ing NVS in challenging lighting conditions using sRGB in-
puts [15, 24, 45, 52, 53, 57, 67], like Aleth-NeRF [15] in-
troduces the concept of “concealing field” to control light-
ness, BilaRF [52] optimizes 3D bilateral grids to simu-
late camera pipeline effects for each view, and Thermal-
NeRF [53] fuses low-light sRGB images with thermal im-
ages to achieve normal-light reconstruction results. Un-
like previous methods, our Luminance-GS focuses more on
using curve adjustment to generate and optimize pseudo-
enhanced images. Moreover, our method can adapt to vary-
ing different challenging lighting conditions without modi-
fying any training strategies or hyper-parameters.

3. Proposed Method
3.1. Preliminary: 3D Gaussian Splatting
3D Gaussian Splatting (3DGS) [29] is an explicit
point-based 3D representation with a set of Gaussians
{𝐺1, ..., 𝐺𝑀 }. Each Gaussian 𝐺𝑖 is characterized by center
position 𝜇𝑖 , covariance matrix Σ𝑖 , spherical harmonics co-
efficients 𝑐𝑖 (which represent color) and opacity 𝑜𝑖 . During
rendering, each Gaussian will be projected and accumulated
on the 2D image plane with camera parameters [68]:

𝐶̂ (𝑥) =
𝑁∑︁
𝑖=1

𝑐𝑖𝑜
′
𝑖

𝑖−1∏
𝑗=1

(1 − 𝑜′𝑗 ), (1)

where 𝑁 is the set of Gaussians (sorted along the depth after
projection) that affect the pixel 𝑥, The 𝑜′

𝑖
is the opacity after

multiplying with projected Σ𝑖 . Then 3D Gaussians will be
optimized through a mixed loss function L3DGS between the
predicted image 𝐶̂ and ground truth 𝐶:

L3DGS (𝐶̂, 𝐶) = 𝜆LDSSIM (𝐶̂, 𝐶) + (1 − 𝜆)L1 (𝐶̂, 𝐶), (2)

where LDSSIM denotes DSSIM loss and L1 denotes L1 loss,
𝜆 is a balancing weight. We refer more details such as adap-
tive Gaussian densification to original 3DGS paper [29].

3.2. Luminance-GS Pipeline
Fig. 3 provides an overview of Luminance-GS. Begin-
ning with SfM points, we model a set of 3D Gaussians,
{𝐺1, . . . , 𝐺𝑀 }, with color attributes 𝑐𝑖 to render multi-
view images

{
𝐶𝑖𝑛1 , 𝐶

𝑖𝑛
2 , . . . , 𝐶

𝑖𝑛
𝑁

}
, captured under challeng-

ing lighting conditions (e.g., low-light, varying exposure).
Within original 3DGS framework, we additional learn a

set of color adjustment parameters a𝑖 and b𝑖 , jointly opti-
mized with other 3DGS parameters. a𝑖 and b𝑖 transform
color 𝑐𝑖 into 𝑐𝑜𝑢𝑡

𝑖
using a least-squares formula [32]:

𝑐𝑜𝑢𝑡𝑖 = a𝑖 · 𝑐𝑖 + b𝑖 , (3)

3D Gaussians 𝐺𝑖∈ (1,𝑀 ) are simultaneously applied along-
side the transformed colors 𝑐𝑜𝑢𝑡

𝑖
to render pseudo-enhanced
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Figure 3. Overview of Luminance-GS pipeline. Up: Our method jointly optimize 3D Gaussians with two set of color attributes 𝑐𝑖 and
𝑐𝑜𝑢𝑡
𝑖

to render out input images 𝐶𝑖𝑛 and pseudo enhanced images 𝐶𝑜𝑢𝑡 . Down: To translate 𝐶𝑖𝑛 in to view-aligned enhanced 𝐶𝑜𝑢𝑡 , we
design 3 steps: (I). per-view color matrix mapping, (II). view-adptive curve adjustment and (III). color matrix mapping back.

images 𝐶𝑜𝑢𝑡 , which are translated from the input images
𝐶𝑖𝑛. During training time, Luminance-GS jointly predicts
both 𝐶𝑖𝑛 and 𝐶𝑜𝑢𝑡 , leading to an extension of Eq.1 as:

𝐶̂𝑖𝑛 (𝑥) =
𝑁∑︁
𝑖=1

𝑐𝑖𝑜
′
𝑖

𝑖−1∏
𝑗=1

(1 − 𝑜′𝑗 )

𝐶̂𝑜𝑢𝑡 (𝑥) =
𝑁∑︁
𝑖=1

𝑐𝑜𝑢𝑡𝑖 𝑜′𝑖

𝑖−1∏
𝑗=1

(1 − 𝑜′𝑗 ).
(4)

During inference time, 3D Gaussians would only applied
alongside 𝑐𝑜𝑢𝑡

𝑖
to render out novel view 𝐶̂𝑜𝑢𝑡 (𝑥). In fol-

lowing section, we would explain how to convert the in-
put images

{
𝐶𝑖𝑛1 , 𝐶

𝑖𝑛
2 , . . . , 𝐶

𝑖𝑛
𝑁

}
into view-aligned, pseudo-

enhanced images
{
𝐶𝑜𝑢𝑡1 , 𝐶𝑜𝑢𝑡2 , . . . , 𝐶𝑜𝑢𝑡

𝑁

}
.

3.2.1. Problem Setup
Given multi-view images 𝐶𝑖𝑛

𝑘∈ (1,𝑁 ) captured under chal-
lenging lighting conditions (e.g., low-light, overexposure,
or varying exposure), our primary goals for effective 3DGS
training—which requires uniform lighting for optimal per-
formance—are: (1) restoring lighting to approximate nor-

mal conditions, and (2) ensuring consistent illumination
across views to preserve multi-view consistency in 3D. We
adopt a straightforward curve adjustment process to achieve
these two goals, the basic operation maps input pixel val-
ues to corresponding output values, enabling brightness and
contrast adjustments [5, 48, 59]. By applying tone curves to
map the input images𝐶𝑖𝑛

𝑘∈ (1,𝑁 ) to a set of uniformly normal-
light images 𝐶𝑜𝑢𝑡

𝑘∈ (1,𝑁 ) , we aim to ensure color and lumi-
nance consistency across views 𝑘 ∈ (1, 𝑁), thereby facili-
tating 3DGS novel view synthesis.

In our implementation, we initially applied a single tone
curve to all input views 𝐶𝑖𝑛

𝑘∈ (1,𝑁 ) , however, as illustrated
in Fig. 2(a), even under relatively consistent low-light con-
dition, single curve approach introduced view inconsisten-
cies and rendering artifacts. We then experimented with as-
signing a unique curve to each view, but this only wors-
ened the problem (see Fig. 2(b)), the individual curves
quickly became unstable and overfitted during training, re-
sulting in pronounced inter-view discrepancies and signif-
icantly degraded rendering quality. To address this, we
developed two solutions: Per-view Color Matrix Mapping
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Figure 4. (a). Per-view Color Matrix Mapping with learnable matrix M𝑘 . (b). Structure of view-adaptive curve generator, given input
image 𝐶𝑖𝑛

𝑘
and corresponding camera pose to predict curve bias L𝑏

𝑘
. (c). Structure of view-adaptive parameters generator.

and View-adaptive Curve Adjustment. With additional loss
constraints, our Luminance-GS model effectively resolves
these issues, achieving high-quality rendering results (see
Fig. 2(c)). The detailed explanations are as follows.

3.2.2. Per-view Color Matrix Mapping
In multi-view scenes, differences in lighting and camera ex-
posure settings often result in color variations among im-
ages [32, 60]. To address this, we first learn a unique matrix
M𝑘 for each view 𝑘 . Before curve adjustment, each input
image is projected into its suitable view-dependent coordi-
nate system via M𝑘 [16]. A demonstration of color matrix
mapping can be found in Fig. 4(a).

As indicated by the blue arrow in Fig. 3, given input im-
age𝐶𝑖𝑛

𝑘∈ (1,𝑁 ) (𝑟, 𝑔, 𝑏) in the RGB color space I(𝑅, 𝐺, 𝐵), for
each view 𝑘 , we optimize a per-view 3 × 3 invertible matrix
M𝑘 . Initially set as an identity matrix, M𝑘 is jointly op-
timized with other 3DGS parameters. We define the color
matrix mapping process as 𝐹, shown as follow equation:

𝐹 (𝐶𝑖𝑛𝑘 ) = 𝐶𝑖𝑛𝑘 · M𝑘

=
[
𝐶𝑖𝑛𝑘 (𝑟), 𝐶𝑖𝑛𝑘 (𝑔), 𝐶𝑖𝑛𝑘 (𝑏)

]
·

𝑎11 𝑎12 𝑎13
𝑎21 𝑎22 𝑎23
𝑎31 𝑎32 𝑎33


=
[
𝐶𝑖𝑛𝑘 (𝑟 ′), 𝐶𝑖𝑛𝑘 (𝑔′), 𝐶𝑖𝑛𝑘 (𝑏′)

]
,

(5)
𝐹 (𝐶𝑖𝑛

𝑘
) is the output in view 𝑘 , where RGB channels of

input image 𝐶𝑖𝑛
𝑘
(𝑟), 𝐶𝑖𝑛

𝑘
(𝑔), 𝐶𝑖𝑛

𝑘
(𝑏) are transformed by ma-

trix M𝑘 . Each element M𝑘 (𝑎𝑖 𝑗 ) is a learnable parameter
that enables color matrix mapping to adjust view charac-
teristics. The transformed values 𝐶𝑖𝑛

𝑘
(𝑟 ′), 𝐶𝑖𝑛

𝑘
(𝑔′), 𝐶𝑖𝑛

𝑘
(𝑏′),

represent the image in the projected coordinate system,
ready for subsequent view-adaptive curve adjustments.

3.2.3. View-adaptive Curve Adjustment
For curve design, we first learn a global curve L𝑔 that is
shared across all views 𝑘 ∈ (1, 𝑁). Then, for each view

𝑘 , we learn a curve bias L𝑏
𝑘
, which is added to the global

curve to obtain the final tone curve L𝑘 : L𝑘 = L𝑔 + L𝑏
𝑘
. Here

the global curve L𝑔 helps keep brightness and color tone
consistent across all views, which works well in evenly lit
environments (see Table.4). Additionally, the view-specific
curve bias L𝑏

𝑘
allows each view to fine-tune its brightness,

providing flexibility for individual adjustments.
In our implementation, global curve L𝑔 is set as a one-

dimensional parameter with a length of 256 (ranging from
0 to 255). For curve bias L𝑏

𝑘
, to avoid overfitting, we in-

corporate an attention block as a view-adaptive curve gen-
erator, inspired by [8, 14]. The detailed structure is shown
in Fig. 4(b). For each view 𝑘 , image 𝐶𝑖𝑛

𝑘
is encoded by

two down-scaling convolution layers and two linear layers
to produce attention’s key and value. Then camera matrix at
view 𝑘 would set as query to calculate cross attention [19]
with key and value, followed by a feed-forward network
(FFN) that projects the output to a 1×256 dimension L𝑏

𝑘
.

Afterward, L𝑏
𝑘

is added to L𝑔 to produce L𝑘 , which is
then applied to map the image 𝐹 (𝐶𝑖𝑛

𝑘
) to the output value

L𝑘 (𝐹 (𝐶𝑖𝑛𝑘 )) Finally, the result is multiplied by the inverse
of M𝑘 and mapped back to the RGB color space, generating
the pseudo-enhanced image 𝐶𝑜𝑢𝑡

𝑘
, as follow:

𝐶𝑜𝑢𝑡𝑘 = L𝑘 (𝐶𝑖𝑛𝑘 · M𝑘) · M−1
𝑘 . (6)

In next section, we would introduce how to set effective loss
functions to control curve L𝑘 and our model training.

3.3. Optimization Solution
3.3.1. Image-level Loss Constraints
We begin by introducing the image-level loss functions,
as shown in Eq.4, Luminance-GS jointly predicts the in-
put multi-view images 𝐶𝑖𝑛

𝑘∈ (1,𝑁 ) and the pseudo-enhanced
images 𝐶𝑜𝑢𝑡

𝑘∈ (1,𝑁 ) consequently, the regression loss Lreg for
Luminance-GS is updated from Eq.2 as follows:

Lreg = L3DGS (𝐶̂𝑖𝑛, 𝐶𝑖𝑛) + L3DGS (𝐶̂𝑜𝑢𝑡 , 𝐶𝑜𝑢𝑡 ). (7)
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Secondly, inspired by Zero-DCE [23], we introduce loss
function Lspa, to preserve structural similarity between the
predicted enhanced image 𝐶̂𝑜𝑢𝑡 and the input image 𝐶𝑖𝑛.
Lspa will compute the difference between the neighboring
pixel distances of 𝐶̂𝑜𝑢𝑡 and 𝐶𝑖𝑛, equation as follow:

Lspa =
1
𝐾

𝐾∑︁
𝑥=1

∑︁
𝑦∈Ω(𝑥 )

( | (𝐶̂𝑜𝑢𝑡 (𝑥) − 𝐶̂𝑜𝑢𝑡 (𝑦)) |

− 0.5
𝐶𝑖𝑛 (𝑥)

| (𝐶𝑖𝑛 (𝑥) − 𝐶𝑖𝑛 (𝑦)) |)2.

(8)

Here, 𝑥 denotes the pixel location, and 𝑦 ∈ Ω(𝑥) represents
neighboring pixels of 𝑥. Unlike [15, 23], which set differ-
ence parameter to be fixed, we treat it as an adaptive pa-
rameter 0.5

𝐶𝑖𝑛 (𝑥 )
, where 𝐶𝑖𝑛 (𝑥) denotes the mean pixel value

of the current view image 𝐶𝑖𝑛 (𝑥), which better ensures the
handling of input images with varying lighting conditions.

3.3.2. Curve-level Loss Constraints
Beyond image-level losses, we introduce curve-level loss
constraints on L to control both its values and shape, which
is essential for generating pseudo-enhanced images 𝐶𝑜𝑢𝑡

and for overall Luminance-GS training stability.
To prevent excessive divergence of the curve L, we in-

corporate a shape regularization term that guides the curve
to approximate specific patterns: the Power Curve L𝑝𝑜,
and the S-Curve L𝑠 , equation as follows. This regular-
ization term serves as a prior, effectively restricting the
curve’s shape and ensuring that the generated images re-
main smooth (see supplementary). Equation as follows:

L𝑝𝑜 : 𝑦 = (𝑥 + 𝜖)G𝑘 , 𝜖 = 1𝑒−4 0 ≤ 𝑥 ≤ 1

L𝑠 : 𝑦 =


A𝑘 − A𝑘 ·

(
1 − 𝑥

A𝑘

)B𝑘

, if 0 ≤ 𝑥 ≤ A𝑘

A𝑘 + (1 − A𝑘) ·
(
𝑥−A𝑘

1−A𝑘

)B𝑘

, if 1 ≥ 𝑥 > A𝑘
(9)

where {G𝑘 ,A𝑘 ,B𝑘} are the view-adaptive learnable param-
eters, same as the view-adaptive curve generator, we addi-
tionally design another view-adaptive parameter generator
to learn and predict {G𝑘 ,A𝑘 ,B𝑘} (see Fig. 4(c)). Addition-
ally, to control curve value, we use cumulative distribution
function (CDF) Lcdf of the histogram-equalized (HE) in-
put image 𝐶𝑖𝑛 (𝑥) as the initial target values, the curve loss
Lcurve is set to learn both Lcdf and shaped parameters:

Lcurve = 𝜔 | |L − Lcdf | |2 + 0.5| |L − (L𝑝𝑜 · L𝑠) | |2 (10)

where 𝜔 is a weight parameter, set to 1.0 for the first 3,000
iterations and set to 0.1 after 3,000 iterations, please refer
to our supplementary for more details. Additionally, a total
variation (TV) loss is incorporated between adjacent values
in L to enforce smoothness, defined as follows:

Ltv = (1/255) ·
∑︁

𝑖∈ (0,254)
|L(𝑖 + 1) − L(𝑖) |2 (11)

Table 1. Mean results of LOM dataset [15] low-light subset (PSNR
↑, SSIM ↑, LPIPS ↓). Best results are bolded, second-best under-
lined, per-scene results please refer to supplementary.

Method PSNR/ SSIM/ LPIPS Method PSNR/ SSIM/ LPIPS

GS [29] 6.88/ 0.157/ 0.662 GS + Z-DCE [23] 13.64/ 0.672/ 0.408

Z-DCE [23] + GS 13.45/ 0.702/ 0.349 GS + SCI [39] 15.22/ 0.748/ 0.430

SCI [39] + GS 11.73/ 0.692/ 0.407 GS + NeRCo [54] 17.21/ 0.712/ 0.421

NeRCo [54] + GS 17.59/ 0.727/ 0.345 LLVE [61] + GS 16.43/ 0.728/ 0.399

SGZ [64] + GS 14.14/ 0.706/ 0.353 AME-NeRF [67] 17.65/ 0.729/ 0.405

Aleth-NeRF [15] 19.87/ 0.754/ 0.417 Luminance-GS 18.34/ 0.799/ 0.294

Finally, the total loss of Luminance-GS is defined as:

Ltotal = Lreg + Lspa + Ltv + 10 · Lcurve. (12)

4. Experiments
Our code is based on open-source toolbox GS-Splat [58].
We evaluate our model under 3 different lighting conditions:
(a) low-light, (b) overexposure, and (c) varying exposure.
We present the dataset information and comparative meth-
ods, followed by experimental results and ablation details.

Dataset: For (a) low-light condition, we adopt low-light
subset of the LOM dataset [15], which includes five scenes:
“buu,” “chair,” “sofa,” “bike,” and “shrub.” Each scene
provides low-light base views for training and normal-light
novel views for evaluation. For (b) overexposure condition,
we use the overexposure subset of the LOM dataset, which
includes the same scenes but provides overexposed views
for training and normal-light views for evaluation. For
(c) varying exposure condition, we adopt unbounded Mip-
NeRF 360 dataset [3], we synthesize each training views
with different exposure conditions [1], meanwhile we also
apply a slight gamma adjustment to each view to increase
the difficulty (see Fig. 1 and Fig. 3 for examples). The un-
bounded 360◦ scene and varying exposure conditions would
make NVS task more challenging.

Comparison Methods: For (a) low-light condition, we
first compare with original 3DGS [29]. Then, we compare
with combination of SOTA 2D image & video enhancement
methods (Z-DCE [23], SCI [39], NeRCo [54], SGZ [64],
LLVE [61]) with 3DGS, includes using enhancement meth-
ods to pre-process images for training (“ ” + 3DGS in Table
1) and applying enhancement methods to post-processing
images during rendering (3DGS + “ ” in Table 1). Finally,
we compare with two NeRF-based enhancement methods:
AME-NeRF [67] and Aleth-NeRF [15].

For (b) overexposure condition, we compare with
3DGS [29], combination of 3DGS and 2D exposure cor-
rection methods (MSEC [1], IAT [14], MSLT [65], Adobe
Lightroom® manually adjustment) and 3DGS, as well as
NeRF-based exposure correction method Aleth-NeRF.
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Figure 5. Novel view synthesis results on LOM dataset [15] low-light “buu”, “bike” scenes and overexposure “shrub”, “sofa” scenes.

For (c) varying exposure conditions, we compare with
3DGS [29], NeRF-based enhancement method Aleth-
NeRF, NeRF-based in-the-wild method NeRF-W [40], and
its recent 3DGS follow-up, GS-W [60]. Due to page limita-
tion, we only show 3 scenes results “bicycle”, “garden” and
“counter here, full results please refer to supplementary.

4.1. Experimental Results

The (a) low-light experimental results is shown in Table. 1,
we show the mean results of all 5 scenes 2, with compar-
ison of various methods, our Luminance-GS achieved the
best results in both SSIM and LPIPS, outperforming the
previous SOTA method [15] with an improvement of ↑ 0.44
in SSIM and ↓ 0.123 in LPIPS, although our PSNR is the
second best, we achieve better detail recovery and more re-
liable depth maps (see Fig. 5). The (b) overexposure ex-
perimental results is shown in Table. 2, our Luminance-GS
achieved the best results in all metrics, showing significant
improvement over other methods. Fig. 1 showcases a com-

2Per scene results is shown in our supplementary part.

Table 2. Mean results of LOM dataset [15] overexposure subset.
Best results are bolded, second-best underlined.

Method PSNR/ SSIM/ LPIPS Method PSNR/ SSIM/ LPIPS

GS [29] 9.64/ 0.726/ 0.392 GS + MSEC [1] 19.56/ 0.805/ 0.382

MSEC [1] + GS 17.20/ 0.767/ 0.363 GS + IAT [14] 20.23/ 0.821/ 0.347

IAT [14] + GS 17.56/ 0.800/ 0.311 GS + MSLT [65] 20.39/ 0.815/ 0.345

MSLT [65] + GS 20.25/ 0.824/ 0.262 Lightroom + GS 19.91/ 0.785/ 0.308

Aleth-NeRF [15] 18.09/ 0.745/ 0.488 Luminance-GS 20.71/ 0.835/ 0.222

parison of efficiency. Some qualitative results can be found
in Fig. 5, compared to other approaches, our Luminance-GS
effectively preserves 3D multi-view consistency meanwhile
retains rich details and vivid color appearance.

The (c) varying exposure experimental results are shown
in Table 3. Our method achieves state-of-the-art (SOTA)
image quality with rendering FPS on par with the original
3DGS [29], though with a slightly longer training time. The
visualization results is shown in Fig. 6, we can find that
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Figure 6. Novel view synthesis results on our synthesized varying exposure unbounded dataset (from Mip-NeRF 360 dataset [2]) “counter”
and “bicycle” scenes, with comparison of NeRF-W [40], Aleth-NeRF [15], 3DGS [29] and GS-W [60].

Table 3. Comparison on varying exposure dataset, red color shows
best result meanwhile yellow color shows second best result.

scene metric 3DGS NeRF-W Aleth-NeRF GS-W Ours

“bicycle”

PSNR ↑ 18.87 13.87 11.45 19.00 18.90

SSIM ↑ 0.618 0.231 0.154 0.603 0.640

LPIPS ↓ 0.333 0.603 0.772 0.356 0.302

“garden”

PSNR ↑ 19.05 10.71 11.34 20.49 21.01

SSIM ↑ 0.731 0.222 0.245 0.765 0.786

LPIPS ↓ 0.242 0.687 0.758 0.222 0.219

“counter”

PSNR ↑ 18.90 14.19 10.11 18.92 19.81

SSIM ↑ 0.670 0.319 0.187 0.677 0.698

LPIPS ↓ 0.276 0.641 0.745 0.328 0.271

GPU hrs ↓ ∼ 5min ∼ 38hrs ∼ 8hrs ∼ 45min ∼ 14min

FPS ↑ ∼ 150 0.138 0.875 ∼ 80 ∼ 150

Aleth-NeRF [15] and 3DGS [29] are unable to handle the
variations in lighting and color, meanwhile NeRF-W [40]
faces challenges in unbounded scenes. Finally, compared to
GS-W [60], our method achieves better color recovery and
results closer to the ground truth.

4.2. Ablation Analyze
We conducted additional ablation studies to verify the ef-
fectiveness of each module in our curve design, we analyze
the different part of curve L, and the results is shown in
Table. 4, we performed experiments on scenes under three

Table 4. Ablation details of different parts in the curve design.

curve type “buu” (low-light) “buu” (overexposure) “garden” (varying)

L𝑔 only 17.98/ 0.796/ 0.211 19.00/ 0.789/ 0.343 12.46/ 0.542/ 0.588

L𝑏
𝑘

only 17.78/ 0.653/ 0.377 16.43/ 0.712/ 0.461 19.05/ 0.777/ 0.256

L𝑔 + L𝑏
𝑘

18.05/ 0.859/ 0.198 19.37/ 0.804/ 0.344 20.08/ 0.788/ 0.234

L𝑔 + L𝑏
𝑘

+ M𝑘 18.09/ 0.877/ 0.193 19.67/ 0.811/ 0.311 21.01/ 0.786/0.219

different lighting conditions. From Table. 4 we can find that
the global curve L𝑔 performs well in evenly lit environments
(low-light, overexposure), meanwhile L𝑘𝑏 plays a key role
in varying exposure scenarios, our approach of combining
L𝑔 and L𝑘𝑏 leads to improvements across all lighting sce-
narios. Meanwhile, the design of the projection matrix M𝑘

has also proven effective in nearly all scenarios, demonstrat-
ing the effectiveness of per-view color matrix mapping. For
more ablation analysis regarding the loss function, please
refer to our supplementary material.

5. Conclusion
In this paper, we propose Luminance-GS, which improves
the robustness of 3D Gaussian Splatting under challeng-
ing lighting conditions, such as low-light, overexposure,
and varying exposure. Compared with previous meth-
ods, Luminance-GS offers superior illumination general-
ization and speed advantages, while achieving state-of-the-
art (SOTA) performance on both real-world and synthetic
datasets. In the future, we aim to extend our method to
achieve scene generalization, enabling it to handle both il-
lumination and scene variability.
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