
SAMWISE: Infusing Wisdom in SAM2 for Text-Driven Video Segmentation

Claudia Cuttano1 Gabriele Trivigno1 Gabriele Rosi1,2 Carlo Masone1,2 Giuseppe Averta1,2
1 Politecnico di Torino 2 Focoos AI

{name.surname}@polito.it {name.surname}@focoos.ai

+ Global context

   RVOS Streaming processing   

SPATIAL
PROMPT

CORRECTION
MECHANISM

TEMPORAL
FEATURES

human

Segment Anything 2 SAMWISE (ours)
TEXT

PROMPT
SPATIAL
PROMPT

CORRECTION
MECHANISM

TEMPORAL
FEATURES

learnable

TEXT
PROMPTSAMWISE

 - Require entire video

Context propagation

TARGET: absent
MATCH: red shirt

LEARNABLE CORRECTION:
detected object     switch

Query: 'The cyclist in red that overtakes others on the left'

MOTION REASONING:
action that unfolds over multiple frames

TRACKING:
occlusion handling

Offline

+ Efficient processing
 - No global context
Clip-based

Figure 1. SAMWISE. Our approach infuses knowledge about natural language in the Segment-Anything 2 model, adding explicit temporal
cues in the feature extraction for the task of streaming-based Referring Video Segmentation (RVOS). We use a learnable mechanism to
mitigate the so-called tracking bias, i.e. SAM2 tendency to overlook a correct object once it becomes identifiable, due to its ongoing
tracking of a different object. Our design enables effective streaming processing for RVOS, exploiting the memory from previous frames
to propagate past context. The figure shows an example where the target object is not present in the first frame, leading SAM2 to start
tracking the wrong one. Afterwards, when the correct object appears, our learnable correction mechanisms guides SAM2 to switch its
tracking focus. By adding in its features the notion of temporal evolution, the model is able to recognize that the new object is more aligned
with the provided textual query. Finally, we exploit SAM2 tracking skills and robustness to occlusions to keep following the object.

Abstract

Referring Video Object Segmentation (RVOS) relies on nat-
ural language expressions to segment an object in a video
clip. Existing methods restrict reasoning either to indepen-
dent short clips, losing global context, or process the en-
tire video offline, impairing their application in a streaming
fashion. In this work, we aim to surpass these limitations
and design an RVOS method capable of effectively operat-
ing in streaming-like scenarios while retaining contextual
information from past frames. We build upon the Segment-
Anything 2 (SAM2) model, that provides robust segmenta-
tion and tracking capabilities and is naturally suited for
streaming processing. We make SAM2 wiser, by empow-
ering it with natural language understanding and explicit
temporal modeling at the feature extraction stage, without
fine-tuning its weights, and without outsourcing modality
interaction to external models. To this end, we introduce
a novel adapter module that injects temporal information

and multi-modal cues in the feature extraction process. We
further reveal the phenomenon of tracking bias in SAM2
and propose a learnable module to adjust its tracking fo-
cus when the current frame features suggest a new ob-
ject more aligned with the caption. Our proposed method,
SAMWISE, achieves state-of-the-art across various bench-
marks, by adding a negligible overhead of less than 5 M
parameters. Code is available at https://github.com/
ClaudiaCuttano/SAMWISE.

1. Introduction
Referring video segmentation (RVOS) [9, 17, 24, 38, 43,
48] aims at segmenting and tracking specific objects of in-
terest within video content, guided by natural language ex-
pressions [3, 10, 28]. Existing RVOS methods are mostly
based on a divide and conquer paradigm, where the video is
divided into shorter clips that are processed independently
[3, 39, 43]. However, as demonstrated by MeViS [7], this
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solution fails in examples that require taking into account
long-term motion and global context. As a workaround to
handle this challenge, the state-of-the-art method [11] pro-
cesses the entire video in an offline fashion, first model-
ing trajectories of all instances throughout the entire clip
and then selecting the most appropriate one. Albeit effec-
tive, this approach is not applicable when the model has
access only to a portion of the video, for example when the
data at inference time are presented in a streaming fashion
or due to limitations in the computational resources. The
trade-off of these two paradigms is schematized in Fig. 1.
To this end, OnlineRefer [42] introduced a context prop-
agation scheme for online RVOS but relies solely on past
context from a single frame, limiting its ability to capture
long-term dependencies. In this work, we investigate how
to exploit the memory from past frames to design an RVOS
method capable of retaining global context while operat-
ing within a streaming paradigm, i.e., without requiring ac-
cess to the whole video at once. This idea is inspired by
the recent release of Segment-Anything 2 (SAM2) [35], a
foundational model that has shown impressive capabilities
in various Video Segmentation tasks thanks to a memory
bank that allows to leverage long-range past information.
Since SAM2 operates in a streaming fashion, extending
this method to enable context-aware streaming processing
in RVOS would appear a natural step. However, this entails
some non-trivial challenges:
i) Text understanding. SAM2 original design accounts
only for spatial prompts (e.g. points) and lacks mechanisms
to interpret semantic prompts like text, which require rea-
soning over visual and textual modalities. While we are the
first to address the challenge of adding textual prompts to
SAM2, previous methods have explored this problem for
SAM-1 at image-level. These solutions [19, 50] delegate
visual-textual interaction to an off-the-shelf large VLM (
like BEIT-3 [41], LLaVa [21]), which generates a multi-
modal embedding that is used to prompt SAM-1.
ii) Temporal modeling. To segment the referred object
throughout the video, it must be first recognized and then
tracked. While the latter requires matching objects visual
appearance across adjacent frame, the recognition problem
entails modeling temporal evolution to reason over actions
that unfold over multiple frames. However, SAM2 extracts
frame features independently, lacking such reasoning.
iii) Tracking bias. In RVOS, the target object might be
unrecognizable during certain time intervals, due to occlu-
sions, presence of multiple instances or forthcoming ac-
tions, as in the first frames of Fig. 1. In such cases, SAM2
may start tracking an incorrect object that partially matches
the textual prompt, and persist in following it, leading to
what we denote as tracking bias. While SAM2 original de-
sign allows for a user to manually correct the prediction by
providing a new prompt, such a strategy is not applicable in

tasks without a human-in-the-loop like RVOS.
In this work, we aim at making SAM2 wiser, by address-
ing these limitations without fine-tuning SAM2 weights,
thereby preserving its original capabilities, and without out-
sourcing modality interaction to external, heavy models.
To overcome challenges i) and ii), we design a learn-
able Adapter [12] module, named Cross-Modal Tempo-
ral Adapter (CMT), with two key principles in mind: a)
enabling mutual interaction between visual and linguistic
modalities; and b) encoding temporal cues into visual fea-
tures. Then, to generate a prompt, we follow [21, 51] and
employ a learnable MLP to project the sentence embedding
for the SAM2 Mask Decoder, which then outputs the fi-
nal segmentation mask. In this way, we can exploit SAM2
tracking capability to segment an object given a textual
query across the video. Finally, to mitigate the tracking bias
problem iii), we introduce a lightweight Conditional Mem-
ory Encoder (CME) which detects when a candidate object,
aligned with the text, appears in the frame, thus enabling
SAM2 to dynamically refocus its tracking to the correct
object as it becomes distinguishable.
Summarizing, this paper contributes with the following:
• We present SAMWISE, the first method that integrates

natural language knowledge into SAM2 in an end-to-end
solution tailored to address the challenges of RVOS. We
introduce a novel adapter, namely Cross Modal Tempo-
ral (CMT) Adapter, which purposefully models temporal
evolution and multi-modal interaction;

• We provide insight into the functioning of SAM2, high-
lighting the phenomenon of tracking bias, and introduce
a learnable module (Conditional Memory Encoder) to ad-
just tracking based on new information;

• Our methods achieves state-of-the-art results both on tra-
ditional RVOS benchmarks (Ref-Youtube-VOS [38], Ref-
DAVIS [17]), as well as the more challenging MeViS [7],
without compromising SAM2 capabilities and adding
less than 5M learnable parameters.

2. Related works

Referring Video Segmentation. In RVOS, the goal is to
segment an object in a clip described with natural language
[8, 17, 24]. Earlier works adapted image-based methods
[2, 9, 17, 48], or used a spatio-temporal memory to attend to
masks of previous frames [31, 38]. Subsequent works em-
ploy a DETR-like [4] structure to process multiple frames
and text embeddings [3, 10, 29, 43]. All these methods pro-
cess short clips independently, thus losing global context.

Recently, [7] showed how traditional RVOS benchmarks
lack challenging captions that require to disambiguate be-
tween instances and their actions, as well as occlusions and
dynamic queries, highlighting how they could be solved
even with image-based methods. The MeViS dataset [7] tar-

3396



CMT CMT CMT

Memory
Encoder

[CLS]
cat

climbing
on
cat
tree

mask points box

Memory
Attention

TEXT ENCODER

IMAGE ENCODER

Mask Decoder

'cat climbing on
cat tree'

CONTEXTUAL MOTION

SAM2  TEXT ENCODER OURS

memory-less token

memory token

Prompt Encoder

pick from
memory bank

update
memory bank

CONDITIONAL 
MEMORY
ENCODER

Figure 2. Overview of SAMWISE. We build on a frozen SAM2 and a frozen Text Encoder to segment images in video given a textual
description. We incorporate the Cross-Modal Temporal Adapter (CMT) into the text and visual encoders at every intermediate layer k to
model temporal dynamics within visual features while contaminating each modality with the other. Then, we extract the [CLS] and verb
embeddings, namely Contextual and Motion prompts, from the adapted textual features and project them through a learnable MLP. The
final embedding is used to prompt the Mask Decoder, which outputs the segmentation mask. Finally, the Conditional Memory Encoder
detects when a new candidate object, aligned with the caption, appears in the frame, enabling SAM2 to dynamically refocus its tracking.

gets these scenarios, with challenging examples that previ-
ous image or clip-based methods fail to address. To this end,
a few works proposed offline methods to explicitly model
multiple object trajectories [11, 28], with the latter repre-
senting the state-of-the-art on MeViS. Concurrently, On-
lineRefer [42] proposed a first attempt towards an online
RVOS setting, with a query propagation scheme. However,
its effectiveness is limited as predictions are based on a sin-
gle frame. Our method builds on this paradigm by leverag-
ing SAM2 memory bank to encode long-range past context.

Text-prompted Segment-Anything. Recent works have
provided solutions to adapt SAM-1 for text-prompted seg-
mentation. Grounded SAM [36] employs a two step
pipeline where GroundingDINO [25] generates bounding
boxes for SAM-1 to produce segmentation masks. Apply-
ing such pipeline in RVOS is problematic, as potential er-
rors in the first frame are propagated throughout the whole
video. To directly prompt SAM-1, RefSAM [20] exploits
a projection layer to map the textual embedding into the
prompt space, while [1, 19, 45] resort to large off-the-shelf
VLM to generate a multi-modal embedding that is used to
prompt SAM-1. Both solutions finetune the Mask Decoder,
thereby compromising its capabilities on its original task.
In contrast, our work is the first to propose an end-to-end
model that incorporates textual knowledge within SAM2
without fine-tuning nor relying on external models.

Pre-Trained Knowledge Transfer. In recent years, the
release of powerful pretrained models has sparked inter-
est in the question of how to extend their skills to novel
tasks, as full fine-tuning becomes increasingly impracti-
cal with growing model sizes [16, 33]. A powerful strat-

egy to address this problem relies on using Adapters [12],
small trainable modules that enable efficient adaptation
of pre-trained models. Following this paradigm, recent
studies have explored adapting CLIP [34] for downstream
tasks. At the image level, [44] inserts Transformer De-
coder blocks within CLIP encoders, which entail costly
Self-Attentions on all tokens. For video tasks, [40] places
independent adapter modules within each encoder, whereas
[15, 16, 27, 47] rely on a weight-sharing mechanism to
project both modalities in a shared sub-space. Nevertheless,
as features of each modality are independently extracted,
none of these adapters allows explicit feature interaction,
unlike our CMT, which also incorporates temporal model-
ing. Lastly, all these works start from a model that already
includes a text encoder (CLIP), whereas ours is the first to
propose an adapter for the Segment-Anything 2 model to
add textual understanding, achieving robust performances
while introducing less than 5 M parameters.

3. SAMWISE

Problem setting. Given an input video V = {It}TV
t=1 with

TV frames and a referring expression, we aim to predict a
set of binary masks S = {st}TV

t=1, st ∈ RH×W of the re-
ferred object. We tokenize the textual query in a set of L
words, E = {el}Ll=1, and add a global sentence represen-
tation token [CLS]. The tokens are then processed using a
frozen text encoder to extract language features E ∈ RL×Ct .
We process videos in a streaming fashion, collecting clips
of T frames as they are available. Throughout the rest of
the section, we use T to indicate clip length.

Overview. We first provide a brief discussion of the SAM2
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Figure 3. Architecture of our Cross Modal Temporal (CMT)
Adapter, made up of Hierarchical Selective Attention (HSA) to
model temporal cues, a Visual-to-Text Attention (VTA) and Text-
to-Visual Attention (VTA) modules.

model (Sec. 3.1). We then outline the pipeline of our pro-
posed SAMWISE, starting from the prompting strategy in
Sec. 3.2. In Sec. 3.3, we detail our novel Cross-Modal Tem-
poral Adapter. Lastly, in Sec. 3.5, we discuss our learnable
correction strategy, named Conditional Memory Encoder,
to address the issue of tracking bias.

3.1. Background: Segment-Anything
The Segment-Anything Model 2 (SAM2) builds upon
SAM-1 [18] to tackle the task of Promptable Video Object
Segmentation, i.e., tracking an object in a video given a tex-
tual prompt. Following SAM-1, it consists of an image en-
coder, a Prompt Encoder and a Mask Decoder, which com-
bines the image and prompt embeddings to predict segmen-
tation masks. To enable video processing, SAM2 comes
with a few modifications: i) the original ViT backbone is
replaced by Hiera [37], roughly 3 times faster, which pro-
cesses frames independently to provide hierarchical visual
features. Hereinafter, we refer to them as memory-less fea-
tures F ; ii) frame embeddings are not directly fed to the
Mask Decoder, but they are first conditioned on memories
of past predictions from a Memory Bank. We refer to these
conditioned features as memory features Fmem. Lastly, iii)
once the mask for the current frame is predicted, the Mem-
ory Encoder updates the Memory Bank. By design, SAM2
handles video frames as they become available, progres-
sively encoding the past in its Memory Bank. We argue that
this streaming approach is especially valuable in RVOS, en-
abling reasoning over a wide temporal horizon.

3.2. Prompting SAM2
To guide the SAM2 decoder, we use a Contextual Prompt,
EC ∈ R1×Ct , which encodes the high-level semantic in-
formation for the given text query, emphasizing the essen-
tial aspects of the query while downplaying less relevant
elements. To this end, we employ the [CLS] embedding
of text features, E . Furthermore, we also introduce a sec-
ond prompt, the Motion Prompt EM ∈ R1×Ct , which cap-

tures action-related cues by using verb embeddings from
E . These prompts are concatenated and projected through a
learnable three-layer MLP:

ρ = Wprompt(CAT[EC , EM ]). (1)

In this way, the provided prompts encode both subject-
related and motion-based information. Given that in our
task the textual prompt is not referred a-priori to any par-
ticular frame, we prompt SAM2 at each frame, so that the
model has to balance the influence of tracking while also
considering the content of each frame. We discuss more in
depth this aspect in Sec. 3.5.

3.3. Cross-Modal Temporal Adapter
An adapter consists of a linear down-projection (Wdown) to
a bottleneck dimensionality, followed by an up-projection
back (Wup) in the original space, separated by a non-linear
activation function σ. Formally, given an input feature x ∈
R1×d, the adapter function is defined as:

Adapter(x) = x+ σ(xWdown)Wup (2)

We build on this popular Adapter framework [12] and
propose a novel Cross-Modal Temporal Adapter (CMT)
(see Fig. 3) which models temporal dynamics within vi-
sual features while enriching each modality with the other.
Formally, given the visual features in a clip Fk ∈
RT×Hk×Wk×Ck and the textual features Ek ∈ RL×C ex-
tracted at layer k of the image and text encoders, respec-
tively, the CMT can be formulated as:

Adapter(Fk) =Fk + h(FkWdown,v, EkWdown, t)Wup,v

Adapter(Ek) =Ek + h(EkWdown,t,FkWdown,v)Wup,t
(3)

where Wdown,v, Wdown,t, Wup,v,Wup,t are modality specific
down- and up-projections weights and h is our proposed
adapter function. The adapter output is summed with the
original features, allowing the model to retain the origi-
nal encoding while incorporating temporal and cross-modal
reasoning. We integrate the Cross-Modal Temporal Adapter
(CMT) into the frozen text and visual encoders at every in-
termediate layer k. In the following paragraphs we detail
the temporal and cross-modal adaptation functions, which
are tightly coupled in our Adapter module.

Temporal Adaptation. Our approach aims to embed mo-
tion cues directly into the frame-level features of SAM2.
Previous works based on Adapters either perform self-
attention (SA) over all tokens in a clip [16], which is costly,
or restrict the attention to the temporal axis for each pixel
[22, 23]. We observe that, within a video, object motion
across adjacent frames typically spans a localized region
of the image [32]. Consequently, a given element of the
feature map primarily benefits from interactions with its
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Figure 4. Scheme of our Hierarchical Selective Attention
(HSA), modeling temporal evolution of features in our adapter.

spatial and temporal neighbors, rather than requiring long-
range connections across the entire feature map. Building
on this intuition, we introduce a Hierarchical Selective At-
tention (HSA) mechanism, illustrated in Fig. 4. By mod-
eling interactions among spatially and temporally proximal
regions, HSA reduces unnecessary computations while cap-
turing motion-based context.

Formally, at layer k, given the set of feature maps for a
T -frames clip: Fk ∈ RT×Hk×Wk×Ck , we decompose this
feature volume into non-overlapping, 3-D spatio-temporal
patches of size T × P × P , obtaining N = HkWk/P

2

sub-volumes. These sub-volumes, considered pixel-
wise, can be represented as a set of tokens F k[n] ={
xk,n
i,j,t ∈ RCk : i ∈ 1, . . . , P, j ∈ 1, . . . , P, t ∈ 1, . . . , T

}
.

To encode spatio-temporal positioning, to each vector
we add a spatial (e[i, j]) and a temporal (e[t]) sinusoidal
positional embeddings, in 2-D and 1-D formats, respec-
tively. Specifically: xk,n

i,j,t = xk,n
i,j,t + e[i, j] + e[t]. Each

sub-volume contains M = P 2 ∗ T tokens, on which we
perform self-attention as follows:

xk,n
i,j,t := SA

{
xk,n
i′,j′,t′

}
i′=1..P
j′=1..P
t′=1..T

 . (4)

At each layer k of the feature extraction process, the
patch size P is progressively scaled, as depicted in Fig. 4-
d. This scaling adapts the sub-volume to the hierarchy of
feature resolution, encoding information at multiple scales.

Cross-Modal Adaptation. To unify text and visual rep-
resentations, we encourage modality interaction from early
stages of the feature extraction process through two sym-
metric operations: Visual-to-Text Attention (VTA) and
Text-to-Visual Attention (TVA).

Within the former, each visual feature, already enriched
with temporal information through the HSA, attends to the
full textual expression, allowing the model to identify can-
didate regions within the image based on both categorical
details (e.g., the subject described in the text) and motion

IMAGE
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IMAGE
ENCODER

TEXT
 ENCODER

ORIGINAL FEATURES (SAM2)

TEXT-AWARE FEATURES (OURS)

CMT

  Prompt: 'The cow walking towards us'

  Prompt: 'Cow swinging its head but not moving'

Figure 5. Cross Modal Temporal Adapter: we show via PCA
that our CMT provides contextualized visual features based on the
given textual prompt, compared to SAM2 original ones.

cues (e.g., actions), facilitating early alignment with the
prompt, as visible in Fig. 5.

Formally, at layer k, we consider the feature of each
frame in the clip, i.e. Fk[t] ∈ RHk×Wk×Ck , t = 1, . . . , T ,
and the set of textual embeddings Ek ∈ RL×C to compute:

Fk[t] := Fk[t] ∗ CA(Fk[t], Ek). (5)

In parallel, as the meaning of a caption can shift signifi-
cantly depending on the visual content of the associated im-
age [6], we aim at contextualizing the textual query with
the semantics provided by the visual modality. To this
end, the TVA progressively enriches the linguistic tokens
Ek ∈ RL×C with information from the visual feature maps,
averaged over the video clip Fk

avg:

Ek := Ek ∗ CA(Ek, Fk
avg). (6)

3.4. Mask prediction
At the end of the feature extraction process, we obtain the
adapted visual and linguistic features, respectively E and F .
To perform the final prediction, we extract the prompt ρ as
in Eq. (1), while the Memory Attention module generates
the memory features Fmem by conditioning the visual fea-
tures F on past predictions from the Memory Bank. The
prompt ρ is fed into the frozen Mask Decoder Ddec, which
generates the output mask PM ∈ R1×H×W and the mask
token τm ∈ R1×d, i.e. an embedding representing the seg-
mented object. Formally:

τm,PM = Ddec(Fmem, ρ),

Y = PM > 0,
(7)

where Y ∈ R1×H×W denotes the output binary segmenta-
tion mask. Finally, the Memory Encoder updates the mem-
ory bank with PM .

3.5. Conditional Memory Encoder
We identify as tracking bias the phenomenon of SAM2
tracking the wrong object when the correct one is not yet
identifiable in the video, and persist in following it. This
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Figure 6. Effect of our Conditional Memory Encoder. The cap-
tion above requires disambiguating multiple instances of the same
class (e.g., “cat”) by identifying a specific action (e.g., “climb-
ing”). Since none of the instances perform this action initially, the
model begins tracking the wrong instance and fails to correct it-
self once the target object performs the action. The top section
visualizes the effect of this tracking bias in the memory features of
SAM2. Our CME detects that the cat that starts climbing is more
aligned with the caption, and encodes its presence in the memory
bank, allowing SAM2 to switch its focus.

bias, as exemplified in Fig. 6, is encoded in the mem-
ory features, which are propagated to subsequent frames
through the Memory Encoder. On the other hand, we ob-
serve that the memory-less features: i) contain an unbiased
representation of the current frames, ii) are aligned with
the textual prompt via our CMT (cf. Fig. 5), and iii) can
thus be used to propose candidate instances that match the
prompt without being biased by past predictions. Build-
ing on these intuitions, we derive a memory-less token τl
from a cross-attention between the unbiased feature maps
and the prompt. Such token represents a summary of the vi-
sual features that match the prompt. The idea is to compare
it with the mask token τm generated by the Mask Decoder,
to detect when they represent different objects, i.e., to de-
tect when SAM2 is tracking an object that is not the one
currently most aligned with the caption. Formally:

τl = CA (F , ρ) (8)

We note that we initialize (and keep frozen) the weights of
the cross-attention with those from SAM2 Mask Decoder.
We introduce a small learnable module, named Conditional
Memory Encoder (CME), to detect such situations. When
a new object is detected, a naive solution would be to com-
pute its mask and use it to re-prompt the model at the given
frame, just like a user would do, forcing SAM2 to switch
its prediction. However, since the prediction computed on
the memory-less features does not have access to past video

context, it might generate false positives. Thus, we propose
a soft assignment, obtained by encoding the masks of both
objects in the memory bank. Essentially, the CME allows
SAM2 to ‘see’ other objects beyond the currently tracked
one, and balance the influence of past context with new in-
formation, to select the one that fits the prompt the most.
In detail, our CME, illustrated in Fig. 6-bottom, concate-
nates the two tokens τm, τl with a learnable decision token
[DEC], and performs a self-attention followed by a Linear
classifier:

[zDEC , zMT , zML] = SA
([

[DEC], τm[t], τl[t]
])

pdetect = ϕ(zDEC)
(9)

where ϕ is a linear function Rd → R1. When detecting
a candidate text-aligned object, (i.e., pdetect > 0.5), in-
stead of directly feeding the predicted output mask Pm to
the Memory Encoder, our module computes the unbiased
output mask, namely PL ∈ R1×H×W , to fuse it with Pm:

Pl = Ddec (F , ρ)

M(h,w) = 1(h,w) [h,w : Pl > 0]

P = λ ∗ Pl ◦M+ Pm ◦ (1−M)

(10)

where M(h,w) is a binary mask whose value is zero ex-
cept for the pixels corresponding to the object, and λ is
an hyperparameter weighing the influence of the memory-
less prediction. The resulting mask P is fed to the Mem-
ory Encoder. We train the CME via self-supervision with a
standard Cross-Entropy loss, by providing examples where
the memory-less features highlight different objects w.r.t the
one currently tracked. We discuss in detail our training pro-
tocol in the Supp. Mat..

4. Experimental results

Dataset. We evaluate our method on MeVis [7], Ref-
Youtube-VOS [2] and Ref-Davis [17]. MeViS includes
2,006 videos and features a total of 28K annotations that
capture various aspects of motion. Ref-Youtube-VOS en-
hances the original YouTube-VOS benchmark by incorpo-
rating textual descriptions. It contains a total of 3,978
videos and approximately 15K language expressions. Ref-
DAVIS17 builds upon DAVIS17 dataset, adding more than
1.5K linguistic annotations to 90 videos.

Evaluation Metrics. We utilize standard evaluation met-
rics, region similarity (J ), contour accuracy (F), and their
average (J & F). For MeViS and Ref-Youtube-VOS we
conduct the evaluation using the official challenge servers;
for Ref-DAVIS17, we used the official evaluation code.

Implementation Details. We employ Hiera-B [37] as
visual extractor. As text encoder, we experiment with
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Method Visual Text Total MeViS Ref-YouTube-VOS Ref-DAVIS17
Encoder Encoder Params J&F J F J&F J F J&F J F

Large VLM based
LISA [19] [CVPR’24] ViT-H LLaVa 7 B 37.2 35.1 39.4 53.9 53.4 54.3 64.8 62.2 67.3
VISA [45] [ECCV’24] ViT-H Chat-UniVi 7 B 43.5 40.7 46.3 61.5 59.8 63.2 69.4 66.3 72.5
One-Token-Seg-All [1] [NIPS’24] ViT-H Phi-3 3.8 B 42.3 39.4 45.2 61.7 60.2 63.3 67.7 63.8 71.5

MTTR [3] [CVPR’22] V-Swin T RoBERTa - 30.0 28.8 31.2 55.3 54.0 56.6 - - -
TCE-RVOS [14] [WACV’24] ResNet-50 RoBERTa - - - - 59.6 58.3 60.8 59.4 56.5 62.4
ReferFormer [43] [CVPR’22] V-Swin B RoBERTa 237 M 31.0 29.8 32.2 62.9 61.3 64.6 61.1 58.1 64.1
SOC [28] [NIPS’23] V-Swin B RoBERTa 220 M - - - 66.0 64.1 67.9 64.2 61.0 67.4
OnlineRefer [42] [ICCV’23] Swin L RoBERTa 232 M 32.3 31.5 33.1 63.5 61.6 65.5 64.8 61.6 67.7
LMPM [7] [ICCV’23] Swin T RoBERTa 195 M 37.2 34.2 40.2 - - - - - -
RefSAM [20] [arXiv] ViT-B T5 3 B - - - 58.4 57.4 59.4 62.1 59.0 65.3
DsHmp [11] [CVPR’24] V-Swin B RoBERTa 339 M - - - 67.1 65.0 69.1 64.9 61.7 68.1
DsHmp [11] [CVPR’24] Swin T RoBERTa 272 M 46.4 43.0 49.8 - - - - - -
MUTR [46] [AAAI’24] V-Swin B RoBERTa 250 M - - - 67.5 65.4 69.6 66.4 62.8 70.0
GroundingDINO [25]+SAM2 Hiera-B BERT 240 M 37.7 34.9 40.5 57.5 55.6 59.5 66.4 62.8 69.9
SAMWISE (ours) Hiera-B CLIP-B 150 M 48.3 45.4 51.2 67.2 65.2 69.3 68.5 65.6 71.5
SAMWISE (ours) Hiera-B RoBERTa 202 M 49.5 46.6 52.4 69.2 67.8 70.6 70.6 67.4 74.5

Table 1. Comparison of SAMWISE against state-of-the-art RVOS methods on MeViS, Ref-Youtube-VOS and Ref-DAVIS datasets. We
further include methods based on large VLMs for comparison. Bold and underline indicate the two top results.

CLIP [34] and RoBERTa [26]. We note that the text en-
coder and SAM2 weights are entirely frozen and we train
only the Adapters and the CME module (4.2M parameters
when using CLIP and 4.9M with RoBERTa). Following
[10, 20, 28, 42, 43], we undergo pre-training for 6 epochs on
RefCOCO/+/g [30, 49] with a learning rate at 1e-4 and fine-
tune on Ref-Youtube-VOS [38] for 4 epochs with a learning
rate of 1e-5, using the Adam optimizer. The model trained
on the Ref-YouTube-VOS is directly evaluated on DAVIS-
17 [17]. On MeViS [7], we train for 1 epoch. We set T = 8.

4.1. Main Results

In this section, we compare against existing works in the
literature, and ablate our contributions. In the Supp. Mat.
we report additional qualitative results and ablations.

Baselines. To asses the validity of our approach, we divide
the experimental comparison in the following categories:
• Standard RVOS methods: we compare against recent

relevant works in RVOS. The main comparison is w.r.t.
the previous state-of-the-art, namely DsHmp [11];

• Methods with Context propagation: OnlineRefer [42]
was the first to propose this setting. RefSAM [20] relies
on SAM1 to provide frame-level masks, and then prop-
agates the mask token to subsequent frames. A baseline
that we propose is GroundingDINO + SAM2, where we
use the popular grounded detector to provide boxes for
the first frame, and let SAM2 track the object;

• Large VLM based: Although these methods [1, 19, 45]
are not comparable to ours, or previous ones, in terms of
model size, we include them in the table to provide an
interesting reference of performance.

Comparison with standard RVOS methods. Traditional

RVOS methods, such as ReferFormer [43] and MTTR [3],
suffer a significant performance drop on the MeViS bench-
mark, as they are unable to solve queries which require to
model long-term context. An exception is represented by
LMPM and its follow up work DsHmp, which represents
the state-of-the-art: these methods process the entire video
clip at once, modeling multiple trajectories for all the in-
stances in the video to select the one that fits the prompt the
most. Despite this, SAMWISE outperforms DsHmp [11]
on all three datasets, improving J&F of +3.1%, +2.1%,
and +5.7%, while utilizing a smaller model in terms of to-
tal parameters. Notably, we achieve this by training only
4.9 M parameters out of 202 M. This result is particularly
impressive, as offline methods exploit information from the
entire video to handle challenges such as late-appearing ob-
jects or motion-dependent disambiguation, as opposed to
our streaming approach. With respect to other methods, we
outperform them significantly on MeViS, whereas the gap is
smaller on Ref-YouTube-VOS and Ref-DAVIS, which con-
tain more descriptive captions, and object-centric videos.
Lastly, we also experiment with the text encoder of CLIP,
which achieves state-of-the-art results on MeViS, and com-
petitive performance on other benchmarks, while providing
a more compact model with just 150 M params.

Comparison with Context Propagation methods. Our
proposed baseline GroundingDINO [25]+SAM2, while ob-
viously flawed, being forced to predict the desired instance
based on the first frame only, achieves acceptable results on
Ref-DAVIS, whereas on MeViS and Ref-Youtube-VOS its
performance drops of 11.8% and 11.7%, respectively. Dif-
ferently, SAMWISE, demonstrates excellent performance
in both motion-dependent and static scenarios. Specifically,
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MLP-only Text-to-Visual Visual-to-Text HSA CME J&F
✓ 45.2
✓ ✓ 47.5
✓ ✓ 48.3
✓ ✓ ✓ 50.3
✓ ✓ ✓ ✓ 54.2
✓ ✓ ✓ ✓ ✓ 55.5

Table 2. Ablation of our Cross-Modal Temporal Adapter
(CMT). We show the effect of not using CMT (i.e. MLP-only to
prompt SAM2), vs. adding one at a time its core components.
Lastly, the Conditional Memory Encoder (CME) is added.

on MeViS, we outperform OnlineRefer [42] by +17.2%. On
Ref-YouTube-VOS and Ref-DAVIS, the gap is of +5.7%,
and +5.8%, respectively.

Comparison with Large-VLM based. While compar-
isons with Large-VLM based approaches are not standard in
RVOS evaluations, we include them in this work to provide
additional context. The VLM-based solutions [1, 19, 45] are
designed to leverage the extensive reasoning capabilities of
VLMs to address complex textual instructions and implicit
descriptions that require world knowledge [19]. This leads
to improved performance in tasks like MeViS, where rea-
soning over motion patterns is required. However, delegat-
ing cross-modal reasoning to these VLMs incurs in signif-
icant computational overhead, whereas SAMWISE incor-
porates visual-text interaction directly at the feature level.
Notably, SAMWISE outperforms VISA, the best VLM-
based competitor by a substantial margin, respectively +6%,
+7.7%, +2.9% on the three benchmarks.

4.2. Ablation Studies
We conduct our ablations on MeViS, as it embodies the
core challenges of online RVOS. We report results on the
‘valid u’ set [7], employing CLIP-B as text encoder.

Making SAM2 Wiser. We start by showing, in Tab. 2, how
each of the core components of our CMT Adapter progres-
sively injects wisdom (i.e. knowledge about language and
temporal context) into SAM2. The first line reports the re-
sult using the ‘naive’ solution of aligning the textual prompt
to the visual features using a single learnable MLP [51].
While effective to some extent, the results show that al-
lowing early interaction of the two modalities grants a sub-
stantial boost (+5.1% with both adapters). Adding explicit
temporal feature modeling provides an additional improve-
ments of +3.9%. These results sustain our intuition that
adding frame-level alignment through a MLP is not enough
to obtain robust performances, and that it is essential to cou-
ple the text and visual semantics, as well as modeling tem-
poral context. Lastly, the table shows how adding our CME
is effective in mitigating SAM2 tracking bias.

Hierarchical Selective Attention. In the top section of
Tab. 3, we study the effect of the spatial patch size in our

HSA Patch Size
Fixed Size Hierarchical

1 4 8 8 / 4 / 2 16 / 8 / 4
J&F 49.7 52.3 53.1 54.2 53.8

CME vs Random choice
Never Always 1 every 4 CME

J&F 54.2 50.7 52.4 55.5

Table 3. Top: Ablation of the Patch size in our HSA, with the ef-
fect of a fixed size vs Hierarchical. Bottom: Effect of not predict-
ing detections (Never), predicting them at every frame (Always),
randomly (1 in 4) vs. using predictions of our CME.

HSA module, which models the temporal evolution of over
a spatial patch of size P across the temporal axis. Using
P = 1 is equivalent to processing each pixel independently
across frames. The table shows that including spatial con-
text, up to 8 pixels, is beneficial. Using a hierarchical patch
size that scales with the feature map resolution yields a gain
of +1.1% over the fixed sized alternative.

Conditional Memory Encoder. The bottom section of
Tab. 3 provides insight into our CME module. The CME,
essentially, detects whenever an object in the unbiased fea-
ture maps of the current frame displays higher alignment
with the textual prompts w.r.t. the currently tracked one, but
SAM2 fails in noticing it due to the tracking bias (Fig. 6).
The table compares the effect of Never applying such strat-
egy (i.e., not using CME), doing it Always (i.e., at every
frame), or once every 4 frames. The results show that in-
creasing the frequency of artificial detection worsens per-
formances, adding noise to the tracking, whereas the pre-
dictions of our CME are beneficial, with a boost of +1.3%.

Adaptation strategy. In Tab. 4 we compare different adap-
tation strategies, including Full Fine-Tuning (FT), LoRa
[13], AdaptFormer [5], and the proposed CMT.

Full-FT LoRa [13] AdaptFormer [5] CMT (ours)
MeViS J&F 43.1 44.2 43.9 48.3

Table 4. Baselines: prior adapters and full-finetune, with CLIP-B.

5. Conclusion
In this work, we introduced SAMWISE, a novel approach
for RVOS that builds upon the SAM2 model by incorpo-
rating i) natural language understanding, ii) temporal fea-
ture modeling, and iii) a learnable strategy to adjusts track-
ing focus according to visual cues that emerge over time.
SAMWISE achieves SOTA performance across bench-
marks while adding less than 5M parameters, without mod-
ifying SAM2 weights or using external models for visual-
text alignment. We obtain an effective pipeline for appli-
cations of streaming video segmentation, addressing limita-
tions of existing RVOS approaches, which either lack long-
term context or rely on single-frame context propagation.
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