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Abstract

The customization of multiple attributes has gained pop-
ularity with the rising demand for personalized content
creation. Despite promising empirical results, the contex-
tual coherence between different attributes has been largely
overlooked. In this paper, we argue that subsequent at-
tributes should follow the multivariable conditional distri-
bution introduced by former attribute creation. In light of
this, we reformulate multi-attribute creation from a condi-
tional probability theory perspective and tackle the chal-
lenging zero-shot setting. By explicitly modeling the depen-
dencies between attributes, we further enhance the coher-
ence of generated images across diverse attribute combina-
tions. Furthermore, we identify connections between multi-
attribute customization and multi-task learning, effectively
addressing the high computing cost encountered in multi-
attribute synthesis. Extensive experiments demonstrate that
Z-Magic outperforms existing models in zero-shot image
generation, with broad implications for AI-driven design
and creative applications.

1. Introduction

With the rapid advancement of generative AI, particularly in
the widespread adoption of image generation applications,
the paradigm of controlled image creation has gained con-
siderable attention from both industry and the image synthe-
sis community [34, 36–38]. In this context, guiding the im-
age creation process through multimodal conditions, such
as text prompts and reference images, becomes more popu-
lar.

In reality, conditional dependence is a fundamental prop-
erty in multi-attribute guided creation. For example, in fash-
ion design, the selection of a color scheme is often influ-
enced by the style or cut of the clothing, and vice versa;
similarly, in face synthesis, the presence of gender implies
facial features, and this contextual information should guide

BCorresponding author: Fan Tang.
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Figure 1. We visualize the cosine similarity between gradients
introduced by two conditions (i.e., landmark g0 and face ID g1)
during the diffusion process of face synthesis. In the vanilla set-
ting, each condition is applied separately without considering con-
textual coherence, causing the gradient directions to be nearly or-
thogonal, as random vectors in high-dimensional space are often
orthogonal. In contrast, our method adjusts each condition based
on the preceding ones, resulting in an obtuse-angled optimization
direction where later conditions refine the gradients of earlier ones.
In other words, our approach has two degrees of freedom to con-
struct the gradient direction: angle and length.

subsequent attribute choices. These examples intuitively il-
lustrate that attributes do not exist in isolation but are mu-
tually informative and conditionally dependent, forming a
naturally coherent whole. While existing diffusion-based
approaches have achieved impressive results in conditional
generation [3–5, 15, 19, 22, 44, 48], the underlying struc-
ture that inherently links multiple attributes into a cohesive
creation has been rarely discussed. Besides, for the sake
of practical simplicity, previous methods often assume in-
dependence among different attributes, which limits their
capacity to model inter-attribute relationships.

In the score-based conditional diffusion model, condi-
tioning is facilitated through a gradient-based approach, for-
mulated as gc = ∇xt log p(c|xt), where the gradient gc
represents the conditioning mechanism. When each at-
tribute is generated under the assumption of independence,
the gradients associated with distinct attributes exhibit near-
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zero cosine similarity. As shown in Figure 1(a), for any
two conditional gradients, gc0 and gc1 , during the diffusion

process, we observe that E
[

gT
c0

gc1
∥gc0∥∥gc1∥

]
≈ 0. This behav-

ior aligns with the properties of random high-dimensional
vectors, which are typically nearly orthogonal in high-
dimensional spaces . This result is somewhat surprising, as
these conditions apply to the same image, and ideally, they
should exhibit a degree of contextual correlation to support
coherent and harmonious synthesis.

In light of this, we present a novel approach that ex-
plicitly models conditional dependencies, ensuring each at-
tribute is generated in the context of previously selected
ones. Specifically, our method employs a conditional dis-
tribution framework, where each subsequent attribute is de-
rived from a multivariable conditional distribution informed
by the attributes generated earlier, aligning with the joint
distribution p(c0, c1|xt). Each conditionally dependent
gradient progressively refines image generation. Initially,
we apply g0 = ∇xt log p(c0|xt) to capture the influence of
the first attribute, followed by g1 = ∇xt log p(c1|c0,xt),
which adjusts the generation to align with the contextual
influence of the first attribute. As shown in Figure 1(b),
this sequential conditioning introduces a gradient refine-
ment mechanism whereby g1 partially aligns with g0 and
corrects the vector length along the g0 direction, enhancing
attribute coherence.

Further, while models can be fine-tuned for specific at-
tribute combinations, training-based approach is resource-
intensive and lacks scalability, particularly in the face of
high-dimensional attribute spaces. Thus, exploring meth-
ods for zero-shot multi-attribute synthesis has the poten-
tial to unlock new avenues for practical AI-driven creative
tools. In response to these challenges, we introduce Zero-
shot Multiple Attributes Guided Image Creator (Z-Magic),
an approach designed to address the complex requirements
of multi-attribute customization. By reformulating multi-
attribute synthesis as a problem of conditional dependency
across attributes, Z-Magic leverages principles from condi-
tional probability and multi-task learning to generate coher-
ent images without extensive attribute-specific tuning. In
our experiments, this method not only reduces human label-
ing overhead for attribute combinations but also paves the
way for harmonious customization across diverse domains.

2. Related Works
2.1. Conditional Diffusion Model

Recent advances in Denoising Diffusion Probabilistic Mod-
els (DDPMs) [18] have demonstrated exceptional capabili-
ties in various image synthesis tasks, including image ma-

In high-dimensional spaces, two random vectors are almost always
nearly orthogonal [39].

nipulation and conditional generation. Classifier-Guidance
[13] introduces an additional classifier to guide the genera-
tion toward specific categories, while classifier-free guid-
ance models [17] combine conditional and unconditional
models to enhance generation quality.

Several landmark architectures have further shaped this
field. GLIDE [31] employs a pre-trained CLIP model
[35] for text-guided image synthesis, and Stable Diffusion
[38] improves computational efficiency by performing text-
conditioned denoising in latent space. ControlNet [48] in-
corporates a parallel U-Net architecture to enable diverse
visual conditions, including landmarks, edge maps, and
skeletal structures. Similarly, T2I-Adapter [30] proposes a
lightweight adapter network to integrate various visual con-
trol signals.

Despite their impressive performance, these approaches
demand substantial computational resources for training. In
contrast, our work explores a training-free paradigm for
controlling diffusion models, offering greater flexibility and
broader applicability.

2.2. Multiple Attributes Customization

Multi-attribute control in image generation—encompassing
aspects such as style, structure, textual descriptions, and se-
mantic segmentation—has become a critical research focus
in computer vision, particularly in tasks like style trans-
fer and facial image synthesis. StyleGAN [21] pioneered
this field by introducing a style-based generator architecture
that enables precise control over visual features at multi-
ple scales, setting new standards in high-quality face image
generation.

Subsequent advances have further extended the capa-
bilities of attribute-controlled generation. HairCLIP [45]
built on the StyleGAN framework by integrating both tex-
tual and reference image conditioning. TediGAN [46] ad-
vanced semantic control by combining GAN inversion tech-
niques with style-based generation. In diffusion models,
recent research has shown significant progress: for in-
stance, [25] achieved control over both identity and expres-
sion attributes, while [22] demonstrated the complementary
strengths of diffusion models and GANs for text and visu-
ally guided face generation. Additionally, [19] introduced a
multi-modal face control framework using pre-trained dif-
fusion models. Various style transfer techniques [9–12, 15]
have also been developed to jointly address style and con-
tent conditions.

While these methods deliver impressive results, they of-
ten face limitations in scalability for additional control con-
ditions. To address this, we propose a unified paradigm that
enables the seamless integration of multiple attribute con-
trol signals. Our framework provides a more flexible and
generalizable approach to multi-attribute-controlled image
generation.
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3. Approach

3.1. Preliminaries

Score-based diffusion models [20, 40–42], as a unifying
framework, consolidate previous methodologies in both
score-based generative modeling and diffusion probabilistic
modeling. These models describe the forward diffusion pro-
cess {x(t)}Tt=0 as a stochastic differential equation (SDE).
Given this forward SDE, the reverse process can be formu-
lated by solving the corresponding reverse-time SDE in the
context of controlled generation [2, 42]:

dx =
{
f(x, t)− g(t)2

[
∇x log pt(x)+ (1)

∇x log pt(c|x)
]}

dt+ g(t)dw̄,

where f(x, t) denotes the drift coefficient, and w̄ represents
the standard Wiener process for reverse-time dynamics.
Additionally, [42] proposes a time-dependent score-based
model, sθ∗ , to approximate ∇xt

log p(xt), thereby enabling
the construction and numerical solution of the reverse-time
SDE. Our subsequent discussion focuses on the discretiza-
tion of these stochastic dynamics.

3.2. Multiple Attributes Guided Creation

There are numerous numerical methods for solving SDEs
mentioned above, in this section, we use the ancestral sam-
pling adopt in the popular DDPM [18] to ease the derivation
. The sampling method serves as the solver to the reverse-
time VP SDE [42], formulated as

xt−1,c = (2−
√

1− βt)xt + βt∇xt
log p(xt|c) +

√
βtϵ.

Given the approximation that ∇xt log p(xt) ≈ sθ∗(xt, t),
we have

∇xt log p(xt|c) ≈ sθ∗(xt, t) +∇xt log p(c|xt)︸ ︷︷ ︸
controllable term

. (2)

where sθ∗ is the pre-trained unconditional score estimator
model, c refers to the set of conditions, such as text prompts,
landmark points, and reference images. By expanding the
single condition guidance p(xt|c) to the multiple attributes
guidance

p(xt|c1, ..., cn) =
p(c1, ..., cn|xt)p(xt)

p(c1, ..., cn)
, (3)

it contributes to more delicate manipulations on xt−1 with
∇xt log p(c1, ..., cn|xt).

Please note that our approach is not limited to DDPMs and is also
compatible with other solvers.

3.3. Conditional Independent Creation

When facing multiple attributes prior ci, suppose we were
considering the position of the target object or the style of
the image, these conditions themselves are independent, if
they are measuring the target image among different dimen-
sions. For instance, we have a cat in the middle of the image
would not tell you anything about Van Gogh’s art style. For-
mally,

p(c1, ..., cn) = p(c1)p(c2)...p(cn) =

n∏
i=1

p(ci), (4)

Following the above derivation, it seems quite straightfor-
ward to assume the conditional independence given the
noisy data xt

p(c1, ..., cn|xt) = p(c1|xt)p(c2|xt)...p(cn|xt) =

n∏
i=1

p(ci|xt),

Then, we have the summation formulation to rewrite the
gradient term in score function

∇xt log p(c1, ..., cn|xt) =

n∑
i=1

∇xt log p(ci|xt). (5)

Pioneering work [49] uses an energy function to approxi-
mate log p(c|xt) and [4, 47] empirically proposes to use the
summation of multiple energy functions to solve the multi-
condition guidance problem, which happens to follow the
result in Eq. (5).

However, the equation in Eq. (5) can not hold owing
to the basic probabilistic theory that independence neither
implies conditional independence

p(c1, ..., cn) =

n∏
i=1

p(ci) ⇏ p(c1, ..., cn|xt) =

n∏
i=1

p(ci|xt).

In fact, the noisy data xt for ∀t < n contains the informa-
tion of all conditions involved in the inverse process. For
example, if we have already known that xt reflects the im-
age of artwork “Sunflowers” polluted by noise, then know-
ing that c1 refers to the object of image is sunflowers tells
you a lot about the van Gogh’s art style, i.e., c2. Hence,
p(c1|xt) and p(c2|xt) are not conditionally independent.

3.4. Conditional Dependent Creation

Since the hypothesis on conditional independence is too
strong, we consider the real case of conditional dependence
where

p(c1, ..., cn|xt) = p(c1|xt)p(c2|c1,xt)...p(cn|c1, ..., cn−1,xt),

=

n∏
i=1

p(ci|{cj∈(0,i−1]},xt).

Sunflowers is the title of two series of still life paintings by the Dutch
painter Vincent van Gogh.
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Figure 2. Illustration of the multi-condition optimization land-
scape with and without the our strategy (best viewed in color).
Our approach ∇xt log p(c1, c2|xt) navigates the valleys, achiev-
ing lower condition losses, whereas the vanilla counterpart
∇xt log p(c1|xt) +∇xt log p(c2|xt) requires more steps to find
a decreasing direction, resulting in higher loss values.

To simplify the derivation, we begin with the case with two
constraints, i.e., {c1, c2}. The controllable term is in the
form of

∇xt
log p(c1, c2|xt) = ∇xt

log p(c1|xt)︸ ︷︷ ︸
term I

+∇xt
log p(c2|c1,xt)︸ ︷︷ ︸

term II

,

where the first term serves as the single condition term as
discussed in previous work, and the second term relies on
the c1 guided result, which inspires us first to calculate the
intermediate x̂t,c1

as

x̂t,c1
= (2−

√
1− βt)xt+βt

(
sθ∗(xt, t)

+∇xt
log p(c1|xt)

)
+

√
βtϵ,

then use x̂t,c1
to derive ∇xt

log p(c2|c1,xt) ∈ R1×HW as

∇xt
log p(c2|c1,xt) = ∇xt

x̂t,c1
· ∇x̂t,c1

log p(c2|x̂t,c1
),

= ∇xt x̂t,c1 · gx̂t,c1
,

where gx̂t,c1
denotes ∇x̂t,c1

log p(c2|x̂t,c1) for short and

∇xt
x̂t,c1

= (2−
√
1− βt)I+ βt

(
∇xt

sθ∗(xt, t) +Hxt

)
.

It is easy to calculate the Jacobian matrix of
∇xt

sθ∗(xt, t) via standard deep learning libraries such
as TensorFlow[1]/PyTorch[33]. However, the Jacobian
and Hessian matrix Hxt = ∇2

xt
log p(c1|xt) can be the

bottleneck of computation cost and memory footprint .
Fortunately, by utilizing the product of ∇xt

x̂t,c1
and gTx̂t,c1

,
we can avoid the direct calculation of the Hessian matrix.

To simplify the derivation, we denote (2−
√
1− βt)I+

βt∇xtsθ∗(xt, t) as matrix A, then

∇xt log p(c2|c1,xt) = A · gx̂t,c1
+ βtHxt · gx̂t,c1

. (6)

Taking image with 256 × 256 resolution as an example, the Hessian
matrix consumes 5124 × 4 bytes, i.e., 256GB, which is impractical.

Similar to gx̂t,c1
, we further rewrite ∇xt log p(c1|xt) as gxt ,

then we have

Hxt · gx̂t,c1
=

∂gTxt

∂xt
· gx̂t,c1

=
∂gTxt

∂xt
· gx̂t,c1

+ gTxt
·
∂gx̂t,c1

∂xt

=
∂(gTxt

gx̂t,c1
)

∂xt
. (7)

Here, we make use of the trick that
∂gx̂t,c1

∂xt
= 0, which

convert the product between the Hessian matrix and gra-
dient vector to the gradient of xt with respect to a scalar
gTxt

gx̂t,c1
. The computing cost and GPU memory footprint

can be much lower than the vanilla formulation. The con-
clusion also holds for ∇xt

(
sθ∗(xt, t) · gx̂t,c1

)
in A · gx̂t,c1

.
We summarize the pipeline with PC sampler [42] to

solve Equation (1) in Algorithm 1. Note that our approach
only modifies the sampling process to apply the multiple at-
tribute generation leaving out the training procedure, which
naturally fits the need of zero-shot learning. Figure 2 further
illustrates the superiority of Algorithm 1 compared to con-
ditional independent generation. We randomly sample ten
thousands results from the space of xt, then project them to
2D via PCA to construct the loss landscape.

Algorithm 1 Conditional Sampling

1: xN ∼ N (0, I)
2: for t = N to 1 do
3: ∇xt log p(xt|c1)← sθ∗(xt, t) +∇xt log p(c1|xt)
4: x̂t,c1 ← (2−

√
1− βt)xt + βt∇xt log p(xt|c1)

5: z ∼ N (0, I)
6: x̂t,c1 ← x̂t,c1 +

√
βtz

7: ∇xt log p(c2|c1,xt)← solve Eq.(6) with Eq.(7)
8: ∇xt log p(c1, c2|xt) ← ∇xt log p(c1|xt) +
∇xt log p(c2|c1,xt)

9: xt−1 ← (2 −
√
1− βt)xt + βt

(
sθ∗(xt, t) +

∇xt log p(c1, c2|xt)
)

10: xt−1 ← xt−1 +
√
βtz

11: return x0

3.5. A Multi-task Learning Perspective

Though Section 3.4 alleviates the image customiza-
tion with two conditions, the complexity for solving
p(ci|c1, ..., ci−1,xt) still increases with the number of con-
ditions. For example, ∇xt

log p(c3|c2, c1,xt) should intro-
duce a third-order derivative, which corresponds to a 3D
tensor. Therefore, we propose a simple heuristic method to
solve the multi-condition customization.

Given multiple conditions {c1, ..., cn}, we may go
through every ci from c1 to cn as the initial con-
dition. Then, follow the derivation in Section 3.4,
we obtain ∇xt

log p(cj , ci|xt) for ∀i, j. If we regard
∇xt

log p(c1, c2|xt) as the gradient descent step for the
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Figure 3. We visualize the loss curves for generating a face image under three guided conditions using∇xt log p(c1, c2, c3|xt), comparing
results with vanilla

∑
i∇xt log p(ci|xt). The proposed method achieves relatively lower metric values across all conditions, indicating a

better balance in multi-condition control.

Algorithm 2 Multi-condition Approximation

1: c ∈ [0, 1)
2: for i = 1 to n do
3: for j = 1 to n do
4: ∇xt log p(cj |ci,xt)← solve Eq.(6) with Eq.(7)
5: ∇xt log p(ci, cj |xt) ← ∇xt log p(ci|xt) +
∇xt log p(cj |ci,xt)

6: g0 ← 1
n(n−1)

∑
i

∑
j ∇xt log p(ci, cj |xt)

7: ϕ← c2||g0||2
8: gw ← 1

n(n−1)

∑
i

∑
j wi,jp(ci, cj |xt)

9: w∗ = argminw gTwg0 +
√
ϕ||gw||

10: return g0 +
√
ϕ

||gw∗ ||gw∗

loss function min− log p(c1, c2|xt), then the optimal gra-
dient step gxt

satisfying all losses min− log p(cj , ci|xt)
where {∀i, j ∈ [1, n]} serves as an approximation to
∇xt log p(c1, ..., cn|xt). Formally, the optimal gradient
step gxt solves the following goal

x∗
t = argmin

{
L(xt) ≜

∑
i

∑
j

− log p(cj , ci|xt)
}
, (8)

which is the standard formulation of Multi-Task Learning
(MTL) [43]. It uses gxt to find an optimal x∗

t that achieves
low losses across all tasks.

In this paper, we adopt conflict-averse gradient de-
scent (CAGrad [24]) to tackle the MTL problem.
Algorithm 2 further illustrates how to approximate
∇xt log p(c1, . . . , cn|xt) by CAGrad. Consequently, Fig-
ure 3 demonstrates that our approach performs effectively
in multi-condition generation.

3.6. Choice of Condition Classifier p(c|xt)

The remaining challenge in implementing Algorithms 1
and 2 lies in determining p(c|xt). A common approach
for class-conditional sampling involves employing a pre-
trained, time-dependent classifier model for p(c|xt) [13, 31,
42], or using a handcrafted energy function for conditional
control [26, 49], where ∇E(c,x, t) ∝ ∇ log p(c|xt). Re-

cent studies [4, 6, 28, 32, 47] leverage the predicted clean
image x0|t to eliminate the dependency on timestamp t,
using ∇E(c,x0|t) as an approximation of ∇ log p(c|xt).
While our approach is compatible with all these strategies,
the latter is particularly advantageous for our multi-attribute
customization, as it functions as a plug-and-play module
that circumvents the need to explicitly train pt(ci|xt) with
xt ∼ pt(xt|cj). Consequently, we focus on using a differ-
entiable guidance function f , such as a pre-trained percep-
tual model for image classification, detection, or segmenta-
tion, to represent E(c,x0|t).

4. Experiments
4.1. Implementation Details

We apply our approach to various pre-trained open-source
diffusion models to enable zero-shot manipulation of mul-
tiple attributes. Following the settings of recent conditional
creation methods [6], we perform ancestral sampling as pro-
posed in [18] with 100 steps. We focus on multi-modal
face generation using an unconditional human face diffu-
sion model [29] as the base model and stylized, text-guided
image creation based on the stable diffusion model [38] to
ensure fair comparisons with other approaches. Attribute
control is achieved by integrating text, segmentation, land-
marks, face ID, content, and style information. To address
potential challenges with learning rate selection in score-
based conditional models, we adopt the same settings re-
ported in [47] to avoid extensive search. As for the formu-
lation of condition classifier, we use the following strategy:
Text: We employ the pre-trained CLIP model [35], which
includes both text and image encoders (with the input size
of 224×224), to project the generated image and guide-text
into a shared feature space. To align these representations,
we minimize the cosine similarity between them.
Segmentation: For segmentation, we utilize the face pars-
ing network [51] to generate segmentation maps for both
the input reference image and the denoised image. We then
apply Mean Squared Error (MSE) loss to minimize the dis-
tance between these segmentation maps.
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a)  ID + Landmark (1st. Row) v.s. Landmark + ID (2nd. Row)

b)  Seg. map + Text (3rd. Row) v.s. Text + Seg. map  (4th. Row)

Figure 4. Illustration of the effect of different condition sequences.
When two conditions modify the same facial features, as shown in
a), the sequence becomes important. However, if the conditions
are weakly correlated, such as hair color and face parsing, the se-
quence has minimal impact as shown in b).

Landmark: Using a well-known open-source framework
for human face landmark detection [7], we identify precise
landmark positions based on face detection results. As with
segmentation, we compute the Euclidean distance between
the landmarks on the target and generated images.
Face ID: To capture discriminative facial features, we lever-
age ArcFace [8]. In line with common practice for facial
similarity assessments, we calculate Cosine similarity to de-
termine the match between two faces.
Content: For content creation, we use the standard v1.4
stable diffusion model [38] as our base and its output size
is 512 × 512. This model generates images guided by a
prompt, or if no specific guidance is required, we use a wild-
card (“*”) to produce an unconditioned output.
Style: To ensure stylistic consistency, we draw on the neu-
ral style transfer framework [14]. Here, the style similarity
is quantified by comparing the Gram matrices produced by
the image encoder for both the reference and generated im-
ages.

4.2. Effect of Condition Sequence

We conduct an ablation study on the impact of us-
ing different condition sequences, such as {c1, c2}
or {c2, c1}, during the diffusion process. Specif-
ically, we examine the differences between apply-
ing ∇xt log p(c1|c2,xt) + ∇xt log p(c2|xt) versus
∇xt log p(c2|c1,xt) + ∇xt log p(c1|xt) to the denoised
intermediate result. As shown in Figure 4, the results reveal

 Style  Ours FreeDoM UGD StyleAligned 
Figure 5. Visualization of image creation guided by text and style
reference images. All images are generated using the prompt “cat
wearing glasses,” with style reference images displayed in the first
column.

that if both conditions strongly influence the same facial
features, we adhere to the preference of the pre-trained
model. For example, when applying face ID and landmark
conditions, we find that establishing face ID first for a
facial generation model pre-trained on CelebA and then
refining landmarks contributes to superior outcomes. If the
attributes do not directly conflict, the sequence has minimal
effect.

4.3. Evaluation

In this section, we present both quantitative and qualitative
evaluations. We assess the generated results using quali-
tative metrics, including Frechet Inception Distance (FID)
[16] calculated on CelebA-HQ [23], as well as the dis-
tance to the given conditions (ID, segmentation, landmarks,
and text) using five hundreds randomly selected samples
coupled with corresponding reference images, labels and
prompts.
Face Segmentation, ID and Text Control: As with dual-
condition generation, the independent assumption used in
[47] becomes even less realistic in three-condition (text,
face parsing and face ID) guided creation. Consequently,
our approach (i.e., Algorithm 2) outperforms the baseline
method, as shown in Figure 6 and Table 1. The text distance
appears inconsistent with Figure 3 because we did not ap-
ply condition control in the final steps, resulting in a slightly
larger final text distance.
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Figure 6. Visualization of face synthesis guided by text, face ID
and parsing conditions.

Method FID ↓ Seg. Dist. ↓ ID Dist. ↓ Text Dist. ↓

FreeDoM [47] 136 1771 0.501 0.774
Ours 123 1677 0.475 0.769

Table 1. Quantitative comparison with a condition-independent
baseline, evaluating FID, segmentation (Seg.) distance, identity
(ID) distance, and text distance. Lower values indicate better per-
formance.

Text and Style Control: When coupled with the sta-
ble diffusion model, we treat prompt-guided generation as
p(xt|c1) and then apply the style condition c2 to complete
the derivation. As shown in Figures 5 and 7, our approach
continues to perform well even under highly abstract style
conditions. For comparison, we use two popular methods,
UGD [4] and StyleAligned [15], as baseline methods. Our

Ours FreeDom UGD StyleAligned

“Dog”

“Nike”

“Sunflower”

“Dog”

“Nike”

“Sunflower”

Figure 7. Visualization of image creation guided by text and style
reference images. We use various prompts and style reference im-
ages, shown in the first column, to perform conditional image gen-
eration.

Method Content Loss ↓ Style Loss ↓ Text Distance ↓

StyleAligned [15] - 11.35 0.7475
UGD [4] - 18.04 0.7682
FreeDoM [47] 1.93 10.21 0.7156
Ours 1.82 10.14 0.7152

Table 2. Quantitative comparison with other approaches based on
stylized results. We use plain SD-v1.4 results with prompts but
without style priors as original content images to calculate content
loss. Style loss follows the standard settings in style transfer meth-
ods, and text loss is computed using the CLIP model.

approach captures the patterns and color schemes of the ref-
erence images more effectively, reflecting greater creativity.
Quantitative results are shown in Table 2.
Face Segmentation and Text Control: We compare our
method with state-of-the-art approaches, including Col-
laborative Diffusion [19], TediGAN [46], and FreeDoM
[47], using segmentation and text guidance as conditions,
as shown in Figure 8 and Table 3. Although TediGAN
achieves a high FID score, it frequently generates face im-
ages that do not match the segmentation mask or deviate
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Figure 8. Visualization of face synthesis guided by text and face
parsing conditions.

Method FID ↓ Text Distance ↓ Seg. Distance ↓

TediGAN [46] 98 0.763 2344
Collaborative [19] 122 0.758 2162
FreeDoM [47] 136 0.764 1569
Ours 127 0.752 1502

Table 3. Quantitative comparison of recent open-source facial con-
ditional generation methods, assessing Fréchet Inception Distance
(FID), text embedding distance, and segmentation distance.

from the specified guide text. Collaborative Diffusion per-
forms slightly better but still fails to consistently follow the
instructions in certain cases.
Face ID and Landmark Control: Figure 9 presents our
visual results controlled by Face ID and landmark posi-
tions, compared with the conditional independent baseline
method, FreeDoM. While FreeDoM can generate face im-
ages that align with the input conditions, it often struggles
to balance multiple attributes effectively as shown in Table
4. The SOTA face swapping methods [27, 50] also result in
issues such as weakened ID consistency or inaccurate land-
mark adherence, though, landmark is required during gen-
eration. [50] fails to consider the target face, resulting in a
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Figure 9. Visualization of face synthesis guided by face ID and
landmark conditions.

Method FID ↓ Landmark Distance ↓ ID Distance ↓

DiffSwap [50] 119 0.103 1.167
E4S [27] 92 0.282 0.977
FreeDoM [47] 134 0.195 0.740
Ours 124 0.194 0.549

Table 4. Quantitative results for the two tasks, ID + Landmark,
evaluating FID, landmark distance, and identity (ID) distance.
Lower values indicate better performance.

high landmark score, since the original face without ID con-
ditioning should yield a zero landmark distance. Although
[27] achieves high-fidelity results, it does so at the cost of
partially disregarding both conditions.

5. Conclusion

This paper introduced a novel approach for multi-attribute
guided generation that explicitly models the conditional de-
pendencies among attributes, enhancing coherence in gen-
erated images. Unlike traditional models that assume condi-
tional independence, our method uses a score-based condi-
tional diffusion model to sequentially condition attributes,
refining each with contextually-aware gradients. Experi-
mental results demonstrate that Z-Magic effectively over-
comes inconsistencies inherent in independent condition-
ing, achieving high coherence and computational efficiency.
Acknowledgements. This work was partly sup-
ported by Beijing Science and Technology Plan
Project under No. Z231100005923033 and L221013.
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