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Aiming to reduce the computational cost of Softmax in mas- £ :
sive Iabel' space of Face Recognlthn (FR) benchmarks_, re- w ‘
cent studies estimate the output using a subset of identities. —
Although promising, the association between the computa- 0!
tion cost and the number of identities in the dataset remains - T e T - ™ o . Lot et

a, C

linear only with a reduced ratio. A shared characteristic

ilable ER hods is th | f ._Figure 1. a) lllustrating the growth in the number of identities in
among avariable methods Is the employment o atomlcthe FR datasets over time. b) Conventional scalar label leads to the

scalar labels during training. Consequently, the input t0 |inear association between computational cost and the number of
label matChlng IS thrOUgh a dot prOdUCt between the fea- identities.D = f(xi;yi) 2 X Yg is the training benchmarkn

ture vector of the input and the Softmax centroids. Inspired number of identities, an¥ is set of all possible codes. c) Com-
by generative modeling, we present a simple yet effectiveparing the increase in the computational cost of Fully Connected
method that substitutes scalar labels with structured iden- (FC) [11], PFC [2], DCQ [32], EC [63] and GIF as the number of
tity code,i.e., a sequence of integers. Speci cally, we pro- identities increases. GIF signi cantly reduces the growth rate by
pose a tokenization scheme that transforms atomic scalarchanging the scaling from linear to logarithmic.

labels into structured identity codes. Then, we train an FR
backbone to predict the code for each input instead of its

scalar label. As a result, the associated computational COStsequentIy AMS matches an input to the scalar label by the
becomes logarithmic w.r.t. number of identities. We d?mon'dot product of the feature vector and AMS centroids, as il-
S”?‘e the bene ts c_)f the proposed method by condL_Jctlng ®Xustrated in Figure 1b. This matching framework results in
per_lments. In particular, our method outperforms its com- O(m) computation cost whenm is the number of classes
petitors by 1.52%, and 0.6% at TAR@FARe 4onlJB- 1535 33 (31 A potential solution is substituting the AMS

B and UB-C, respectlv_ely, while transforming the associa- yyith pair-wise cost function®.g, contrastive loss, or triplet
tion between computational cost and the number of identi- loss [25, 35, 52]. However, the combinatorial explosion of

ties from linear to logarithmic. Code

The common design choice of current FR training asso-
ciates identities with atomic scalar labels [2, 11, 26]. Con-

the number of possible pairs in the large-scale datasets leads
to unstable training and slow convergence [2, 11, 26, 66].
The AMS computation cost stems from its normalization
Angular Margin Softmax (AMS) has been widely used in over all classes [40, 55]. Current Ef cient Training (ET)
modern Face Recognition (FR) methods due to its desirablenethods [2, 32, 33, 63] estimate the AMS output with a
discriminative power and convergence [11, 35, 61]. How- portion of classes. As scalar label setup lacks privileged in-
ever, AMS training suffers from excessive computational formation, these approaches resort to randomly selecting a
costs in large label spaces [2, 32, 55]. Moreover, the sizesubset of identities, leading to suboptimal metric-space ex-
of FR datasets is steadily increasing in both the number ofploitation and performance [1, 36, 40]. Moreover, the com-
samples and identities [32, 46, 63], shown in Figure 1a. Forputation cost of the current ET methods still scales linearly
instance, CASIA-WebFace (2014), consists of 500K sam- with the number of identities, although at a reduced ratio,
ples from 10K identities [70], while WebFace260M (2021), as shown in Figure 1c. Speci cally, the performance of Vir-

1. Introduction

contains 260M samples from 2M identities [76]. tual FC [33], DCQ [32], BC [63], and PFC [2] peaks at
O('m ),whenthe ,i.e, the parameter de ning the portion
1Commercial datasets are much larger [32, 52]. of classes to select, is 0.01, 0.1, 0.1, and 0.3, respectively.
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semantically structured and discriminative set of code vec-
tors. Then, we construct the identity codes by applying the
hierarchical clustering on the code vectors, as shown in Fig-
ure 2a. Our proposal decomposes FR training into two inde-
pendent steps: 1) identity tokenization and 2) FR training.
This decoupling alleviates theninority collapséissue of
conventional FR since the organization of code vectors is
independent of a number of per-class instances. The main
(b) contributions of this paper can be summarized as follows:

We propose an FR training framework that facilitates
training on large-scale benchmarks. Specically, we

— forward

---# clustering
— backward
2z W CC o log(m)

A1l
‘W: classifier centroid

|— v = 1: token range is [0,1] 2: feature vector
1= 3: code lenght H: matrix of code vectors

Input

m: number of identities

CC: compute cost

> code vector

Figure 2. a) We rst convert scalar labels to identity codes. We use
CLIP [47] visual encoder to initialize code vectors. Circles with

the same colors represent identities with similar generic informa-
tion. b) Our framework utilizes the identity codes to train the FR
model.D = f(xi;yi) 2 X Yg is the training benchmark, and

formalize FR training so that the linear growth rate of
the computational cost with the number of classes,
O(m), changes to logarithmic.e., O(log(m)).

V denotes set of all possible codes. We propose a strategy for converting FR scalar labels into

structured identity codes in which identities with similar
generic information share some code tokens.

We show that the proposed method resolves thanor-
ity collapse problem of the conventional classi cation
framework given an unbalanced dataset.

Current FR methods handle the computational cost of
AMS through distributed training on multiple GPU<., a
split of computation on every GPU [1, 24, 26]. However, the
computational constraint remains, and working with limited
resources is infeasible. Moreover, large-scale FR bench-
marks follow an unbalanced distribution where some iden-
tities contain numerous instances, while others have only2. Related Works
a few [2, 12, 71]. In this case, theull-push mechanism
of the AMS for minor classes is dominated by the pushing
force, driving them into a common subspace [12, 76]. The FR benchmarks have been growing in the number of iden-
centroids of the minor classes would be closed or merged tities and samples [3, 5, 16, 44, 45, 59, 60, 70, 76]. Speci -
dubbed minority collapsg leading to suboptimal metric  cally, early FR benchmarks consisted of thousands of iden-
space exploitation [12, 15, 68]. Therefore, FR training on tities/samples, while current benchmarks contain millions
large-scale datasets is still far from being solved [33]. of identities/samples, as shown in Figure la. Large-scale

Recent advances in large-scale entity recognition and in-FR benchmarks and Angular Margin Softmax (AMS) em-
formation retrieval have shifted from conventional Softmax power the FR community to train high-performance models
classi cation to generative modeling [8, 10, 48]. Specif- [11, 26, 76]. However, integrating the AMS classi er with
ically, these approaches encode instances as compact senillion-scale identitiesj.e., classes, results in huge com-
guences of integers, allowing a generative framework to re-putational complexities [2, 32, 33, 63]. Speci cally, com-
trieve an instance’s code given a query, rather than directlyputing the AMS output involving matrix multiplication be-
predicting a class label. Inspired by this generative model- tween the feature vector and AMS centroids [26, 35, 61].
ing, we propose the rst large-scale FR training framework Consequently, as the number of identities increases, this
that substitutes the scalar labels with identity codes, a process becomes prohibitively expensive [1, 2, 63].
sequence of integer tokens. Consequently, during training, An intuitive solution is to substitute the AMS with pair-
GIF predicts codes’ tokens instead of scalar labels. Notewise supervision [25, 35, 52]. However, the combinatorial
that the number of identities that can be presented usingexplosion of possible pairs in large-scale datasets leads to
codes is the product of the cardinality of each tokiem, unstable training and convergence issues [2, 11, 26, 50, 56,
exponential w.r.t. range of tokens. Therefore, the associa-66]. Recent studies try to reduce the computational cost
tion between the token range and the number of identitiesthrough approximating AMS output with a subset of classes
is logarithmic. In this manner, the GIF formulation changes [1, 32, 33, 72]. Zhangt al. [72] propose partitioning the
the linear growth rate of the classi er parameter with the AMS centroids using a hashing forest and employing the
number of classes to logarithmicg., O(log(m)), as shown  classes within for every sample to compute the output. An
in Figure 1c. et al [1] randomly samples a portion of classes to com-

Constructing the identity codes for FR benchmarks is not pute the output. Let al [33] randomly split label spaces
trivial since 1) no privileged information is accessible, and into groups. Each group shares the same anchor, which is
2) unstructured (atomic) codes are inadequate in large-scaleised in AMS computation. Lét al. [32] abandoned learn-
classi cation [8, 10, 20, 30, 58]. We circumvent this issue able centroids and utilized a momentum-encoder [18] to
with a priori approximation of the unit hypersphere with a compute centroids. Although promising, the growth rate

2.1. Face Recognition at Scale
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of computational cost with the number of identities remains
linear. Moreover, employing a limited number of negative
classes leads to suboptimal performance [2, 32, 40, 63].

3. Method

3.1. Notation

LetD = f(xi;yi) 2 X Yg [.; bethe training dataset, con-
sisting ofn faces fromm identities. In this work, we sub-

[0;v  1]M,i.e., a sequence of integers. The variabtie-
notes the length of the code ands the range of all inte-
ger values that each code toquh takes. This forms the
codes’ vocabulary with up tojVj = v(") unique codes,
i.e., the total number of identities th&t can present. Note
that the vanilla scalar label ts into our code formulation
whenl| = 1 andv m, i.e., the codes will be equiva-

is the matrix storing code vectorf. denotes a deep neu-
ral network with trainable parameterthat maps an input
facex 2 R® " Y to ad-dimensional representatian=
F(x)2RIL W =
trix storing Softmax centroide/;; 2 RY. For convenience
of presentation, all representations agenormalized.

3.2. Problem De nition

Current state-of-the-art (SOTA) FR training frameworks
employ the AMS for end-to-end training [11, 35, 61]:

eShWyi Fo(xi)i
Lee (Vi) Vi = PEH_ém”f e (1)

i=1

whereL cg represents the Cross-Entropy (CE) IS in-
troduced as the scaling hyper-parameter which affects th
curves of the output [73], anldh; bi denotes the cosine of
the angle between two vectoasandb. Here, we remove
angular margins for notational convenience. The global nor-
malization of Equation 1i,e., multiplication betweegm; and
Wy in the denominator, leads ©®(m) computation cost.
Existing methods [2, 32, 33, 63] reduce this computa-
tional load by approximating with a subset of identities.

€,

Note thatv!  m re ects the total number of classes that
can be presented using codes,, logarithmic association
betweerv and number of classes/ log(m). Therefore,
m-way classi cation of GIF leads to a logarithmic scaling
of computational cost with the number of identities.

It is not trivial to convert scalar labels to identity codes
as 1) the atomic code fails in large-scale classi cation [8,
40, 58], and 2) no privileged information is accessible in
FR [40, 49]. We circumvent these issues with a two-stage
approach: 1) assigning each identity to a code vector on
the unit-hyperspherg? 1,i.e.,y; ! hy,, and 2) assigning
eachhy, to a code inV, i.e, hy, ! ¢¥'. We note that
the consistency between dataset semanities,inter-class
relations, and the organization of code vectors is crucial for
structured code. Therefor, we follow [40, 41], and employ
the CLIP [47] visual encoder to initialiZd , i.e.,y; ! hy,.

Although CLIP embedding provides semantic consis-
tency betweerH andD, it lacks the inter-identity sepa-
ration. We follow recent works on hyperspherical metric-
space [19, 39, 40, 43, 55, 65] to enhance inter-identity sep-
aration among code vectors: in hyperspherical embedding,
the uniform distribution of classes enhances inter-class sep-
aration and metric-space exploitation. We optimiteto
follow a uniform distribution overS® ! in the sense that
each pair of théhy, andhy, is maximally separated. We
formulate this optimization independent of tBe circum-
venting the Minority collapséissue.

To construct the identity codes, we form a tree structure
by applying hierarchical clustering over code vectdrsas
shown in Figure 2a. The code for each identty is the
concatenation of the node indic@‘é along the path from
the root to a corresponding leaf node,, hy, ! ¢, In
this manner, faces with similar generic information have
some overlapping code tokems, i.e. structured identity
codes. Please note that we obtain identity codes before
the main training for a giveild. Then, we use codes to
train an arbitrary FR backbone on tBe Code vectoré,
and identity codesY' are xed during the training and GIF
FR training solely involves an optimization problem.t.
model parameters. Hence, our main objective is:

However, the association between computational cost and

m remains linear, only with a reduced raticg., O(m )
where0 < < 1. Moreover, real-world FR bench-
marks follow an unbalanced distribution where some iden-
tities have plenty of instances, while others have only a few,
[12, 50, 76]. In this scenario, AMS optimizatiare., Equa-
tion 1, suffers from minority collapsé Please see Section

6 in Supplementary Material for a detailed analysis.

3.3. Overview.

GIF substitutes scalar labels with structured identities
codes. In this way, instead of solving amway classi -
cation problem, GIF solvesparallelv-way classi cations.
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wherel represents the learning objective function, &hd
is the classi er forl-th token with trainable parametey.
During training, GIF predicts the identity code of the
by solvingl parallelv-way classi cation. In this way, GIF
circumvents the requirement for computing global normal-
ization overm entities. Instead, our method computes nor-
malization overv / log(m) possible token values. Further-
more, the distribution of code vectobrs, is xed before
training independently of the number of samples associated
with each identity. This effectively circumvents thaihor-
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Figure 3. Left) Overview of proposed tokenization. We position gaan theS® * using hyperspherical code vectdrg in a way that
the pair-wise distance among arbitrdry, andhy; is maximized. Then, we construct identity codes by applying hierarchical clustering
overH . Right) Overview of proposed FR training pipeline.

ity collapse problem in the unbalanced distribution sample mal solution exists ind 3 [29, 51F. Inspired by the
per-classes in FR benchmarks. Figure 3 and Algorithm 1recent progress in hyperspherical representation learning
provide an overview of the proposed method. [6, 25, 64], we employ a metric based on the Gaussian
potential kernel to encourage uniform distribution of code
3.4. Substituting Scalar Labels with Identity Codes  vectors overS? . Letp(:) be the distribution oveg? .
Gi(a;b), S sd4 11 R, isthe Gaussian potential

The intuitive way of creating codes is to tokenize the text kernel-

assigned to entities b, i.e., either classes’ name, cap- _ tia bj2. ]
tion, or description [10, 20, 30, 40]. In this way, each token Gi(a;b), e 5o t> 0 “)
value maps to a sub/word in a pre-de ned vocabulary, then the uniformity loss can be de ned as:

the entity codes correspond to the tokenized text used in the

dataset to describe clags [30, 31, 54, 62]. However, in L, log E [Gi(ab), t>0; ()
FR, such privileged information is inaccessible and inade- hizh; 'V pn

guate, rendering the employment of text tokenizers imprac-

tical. Here, we detail the proposed tokenization scheme thatvhich isdnicely tied with the uniform distrib_ution of_poi_nts
operates independently of privileged information. on theSY 1! [4]; please refer to [64] for detailed derivative.
We use iterative optimization to minimize Equation 5.

3.4.1. Structured and Separable Code Vectors Speci cally, we optimize a subset ¢f at every iteration:
In FR, tokenization using scalar labels is infeasible since 1 NG
scalar labels lack inter-identity relations. We circumvent Ler =log(— Gij ); (6)

this issue by a tow steps tokenization scheme: 1) assign- i=1j=1

ing each scalar label to a hyperspherical code vegior (\yhererh < m | i.e., a subset oft is randomly selected, and
hy,), Iand y2i) constructing .|dent|ty codes fro.m cpde vectors g;; is the element oG that re ects the pairwise Gaussian
(hy, ! c”). ltis essential that the organization of code stantial betweeh; andh; . Equation 6 merely depends on
vectors re ects dataset semanti¢s., inter-identity rela- 1o metric space dimensiod, and the number of classes,
tions. To inject dataset semantics into the distributiohiof ., Therefore. the distribution of the resultiity is not af-
we leverage the CLIP [47] visual embedding as the initial- ¢o.teq by the unbalanced distribution of sampleBirand
ization forH . Formally, eaclhy, is initialized by averaging  5\0ids finority collapsé

over the CLIP representations from clagss
3.4.2. Constructing Identity Codes from Code Vectors

hy, = i X CLIP (x); ®) Each entity inH, i.e., code vector, refers to an identity of
Pyl op v D. To construct codes frol, we apply the hierarchical
k-means algorithm oveld . Given the instances dfl to
whereDy, refers to all the samples from identigy. H ob- be indexed, alh; are rst assigned intk clusters using
tained from Equation 3 provides semantic alignment; how- their angular similarityi.e., cosine. Here, thiein clustering
ever, it lacks adequate inter-identity separation. refers to the token range For each subsequent tokegn
Studies [14, 23, 40, 64, 68, 69] have shown that uni- where2 j | 1, thek-means algorithm is applied re-
formly distributed hyperspherical points enhance metric- cursively on every cluster. This iterative division results in a
space exploitation and inter-entity separation. Har 2 hierarchical token structure where each cluster at token po-

and m points, this problem reduces to splitting the cir- sitionj encapsulates no more then! entities. Finally, for

. . 2 .
cle into equal slices wn% angles. However, no opti- 2This is known as the Tammes problem [57].
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MS1MV2 (balanced) WebFace4M (unbalanced)

1o s Algorithm 1: GIF
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Figure 4. The maximurfi, minimum", and meari pairwise co- UpdateH usingr 1 Luy . optimizing code vectors

sine distance among Softmax centroids of Fully Connected (FC) & end

ArcFace (FC) [11], PFC [2], and the code vecthgsof our pro- o for f(:)rtatcohlclus:![.e(:?rom thej 1)t leveldo
posal wherd = 512. More separation among; re ects better 1 | Divide intov sub-clusters Recursive clustering
metric-space exploitation, leading to more discrimination power 2 end
in the embedding oF . The separation of Softmax centroids is 3 for:dh% inH do
based on the nal training checkpoint. 15 i
. . . 16 forj =1 tol do
thel-th token, each_element is aSS|gned an arbl?r_ary_number17 ¢/l = cluster index ohy at level
from[0;v 1]. In this way, we organize all identities intoa 1 Appendd) tocY’
tree structure. Each identity is associated with one leaf node enﬂ .
with a deterministic routing patt¥' = fcf';:::;¢" g from T C
the root. Eaclyy 2 [O;v 1] represents the internal cluster I+ End Tokenization */
index for levelj, andg 2 [0;v  1]is the leaf node. The [~ & f3nng - *
code for an identity is the concatenation of the node indices 2 for BatchinD do
along the path from the root to its corresponding leaf node. * 27 :F[ffaﬁ';));:::;H (@
3.5. The GIF Training §§ Undaer e
Our proposal substitutes scalar labels with identity codes. jj end end
Consequently, the training objective of GIF is to predict to-
kens of identity codes given the input face image:
_ X o Equation 8 is only concerned with aligning the samples
Le(xize) = iLee (@ d"); to their assigned prototype. Speci cally, the partial deriva-
i=1 tive of Equation 8 can be given as:
hugyiH | (F (i) (7)
i
=i — [ i1 [— . @I.A > > )
o =[and'l o TPy hugcH [(F )i @iR = (1 zihy)z hy; )
k=0

where | balances the contributions of the each token which is identical to thepull’ force in the CE derivative.

H () is the projection head with trainable parameter Plegse_ see Section 6in Supp'lementar_y Matejnal.fordetalled
corresponding tg-th token andu! = [ub::::ul ] 2 derivative of CE. Thus, Equation 8 avoids timihority col-

RY V is its Softmax classi er Compari,ng I,Eq\(Jaltions 7 lapseé issue since there is ngusHh force in its derivative.
and 1, the single normalization factor with operation is Mor_eov_er, the same global minimizes., equ_langular or
changed td m normalization factors witlv / logm ganization ofH andW , holds for both Equations 1 and 8.
operations. This signi cantly reduces training memory Please refer to [68] for detailed derivative. Finally, the main

costs and simpli es distributed implementation. GIF training objective is:

Although ef cient, solely optimizing Equation 7 does X0
not explicitly encourage the intra-class compactness prop- ~ min [Le(xisei)+ Lar(Xithy)l;  (10)
erty in theF embedding. Thus, we employ regression su- vl [
pervision, which dlrgctly encourage_s.the intra-class COM-\vhere balances the contribution of each loss to the train-
pactness of . Speci cally, for a training sample;, we

. . . . ing. This optimization implicitly and explicitly encourages
seek tq Iea‘rn a,ma[:iplng from the mput. to its assigned codethe discriminative power of the embedding.
vector,i.e., ‘pull’ zi = F (x;) towardhy, :

4. Experiment
this loss directly encourages the alignment betwgesnd 4.1. Datasets

hy, , supervising the intra-class compactness by decreasingVe utilize the cleaned versions of WebFace260M [76],
the angular distance of samples and their assi¢myed i.e., WebFace42M (42M images from 2M identities), Web-

Lam (xiihy) = 30y, D)% ®
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Method | TrainSet | F | O() |LFW CFP-FP AgeDB IJB-B IJB-C with different numbers of identities. These results show-

\é"CtUQaEgFZ? (53] mgimg Eigg ™M gggg g:ii 08,23 case the generalizability of using the Gaussian potential to
T5M . . . - - . .

PC[63] MSiMvZ | RSO ligm 0950 9846 9783 - 9491 encourage separability across rangemofit is worth not-

GIF MS1MV2 |R100/logm|99.85 98.80 98.58 95.05 96.77 ing that since the embedding dimension is conventionally

PFC[2] WebFace4M‘ R100 %m ‘99.85 99.23 98.01 95.64 97.22 constant across different FR methods [2’ 11' 26, Bé]”

oF e S d = 512, Figure 4 does not illustrate the results when

PFC[2] WebFacel2MR100| 3m [99.83 99.40 98.53 96.31 97.58 - » F19

GIF WebFacel12M R100|logm | 99.85 99.46 98.81 97.08 97.82 changes.

F2C [63] WebFaced2MIR100| f5m [99.83 99.33 9833 - - Moreover, results in Figure 4 empirically illustrate the

eer WebFacedoN R10{1og 6065 9640 09 40 s790 ea43 . Minority collapseissue when the FR dataset follows an

PFC ] WebFace42M VIT | 2m |99.83 99.40 98.53 96.56 97.90 unpalgnceq distribution. Speci cally, a near zero minimum

GIF WebFace42V VIT |logm|99.83 99.48 96.16 97.24 97.99 pair-wise distance among the centroids of the FC and PFC

Table 1. Performance comparison with SOTA ET approaches. on WebFace4M shows that at least two classes in their set
Veri cation accuracy (%) is reported for LFW, CFP-FP, and of centroids are merged or extensively close to each other.
AgeDB. TAR@FAR=1e 4is reported for IJB-B and 1JB-C. Our proposal resolves this issue by eliminating the effect of

Facel2M (12M images from 600K identities) and Web- Per-identity samples im; optimization. Speci cally, our
Face4M (4M images from 200K identities), as training sets. ProPosed optimization fad operates independently of the
For evaluations, we employ the standard academic benchdistribution of samplgs across 'classgs. Instead, it merely
marks of LFW [21], CPLFW [74], CALFW [75], CFP-FP depends on the metric-space dimensihrgnd the number
[53], AgeDB [42], 1JB-B [67], and 1JB-C [37]. As per the of cl_ass_esm. Please note MS1MV2 follqws a balanced
conventional FR framework, all datasets used in our work distribution of samples across classes with an average of

are aligned and transformed1d2 112pixels. 100 images for each identity [11, 32].
4.2. Implementation Details 4.4. Comparison with SOTA Approaches

To initialize H, we employ CLIP image features to obtain To demonstrate the effectiveness of GIF, we conduct eval-
per-class mean representation. For the optimizatiod of  uations with two sets of approaches: 1) Ef cient Training
i.e., minimizing Equation 6, we used SGD optimizer with a (ET), and 2) Conventional Distributed Training (CDT).
constant learning rate of 0.1 for 1000 epochs with the batchComparison with ET: Table 1 illustrates that GIF outper-
size of 2K on each GPU. The hyperparameter govern- forms prior ET methods across different datasets with iden-
ing the balance betwedn: andL 5r is set to one, and; tities ranging from 85K to 2M. Notably, GIF improves ET

is set to one for all 2 [1;1]. Furthermore] in different baselines on LFW, CFP-FP, and AgeDB even though the
training datasets is setin away tfat v 20. Section performance on these celebrity benchmarks tends to be sat-
6 in Supplementary Material provides detailed experimentsurated. Using MS1MV2 and R100, GIF improves prior
on these parameters. We construct identity codes by ap-methods by remarkable margins of 0.34%, and 0.35% on
plying the hierarchical k-means algorithm on the optimized CFP-FP and AgeDB, respectively. Using variants of Web-
H. For the backbone, we employ ResNet-100 [11, 17] and Face, GIF enhances all previous ET methods across LFW,
ViT-base architectures [13]. Moreoveét, is a small MLP CFP-FP and AgeDB evaluations. The GIF enhancements
consisting of two hidden layers with sizkand ReLU ac-  extend beyond large-scale or unbalanced training bench-
tivation. When the backbone is ResNet, we use SGD op-marks, including both balanced., MS1MV2) and unbal-
timizer, with a cosine annealing learning rate starting from anced é.g, WebFace), as well as large-scale dataset, (

0.1 for 20 epochs with a momentum of 0.9 and a weight WebFace12M and WebFace42M). Importantly, GIF obtains
decay of 0.0001. We employ the AdamW optimizer, which these improvements while signi cantly reducing the com-
has a base learning rate of 0.0001 and a weight decay ofutational burden of prior approaches, underscoring its ca-
0.1, to train ViT for 40 epochs using a 512 batch size on pability to generalize and effectively exploit metric-space in
each GPU. All experiments utilize eight Nvidia A100. real-world FR applications.

Moreover, using R100 as the backbone and WebFace4M,

WebFacel2M, and WebFace42M as the training data, GIF
Separation among; affects the discrimination power of surpasses its competitors by considerable margins of 1.26%,
our nal FR model since 1h; remain xed during the train-  0.77%, and 1.52% at FARe 4 on 1JB-B, respec-
ing, and 2h; are explicitly and implicitly employed to train  tively. Consistently, employing MS1MV2, WebFace4M,
F . Figure 4 compares inter-class separation of FC [11], WebFacel2M, and WebFace42M training sets and R100
and PFC centroids [2], with the proposed code vecias, as the backbone, GIF outperforms prior ET approaches
min, max, and mean pair-wise cosine distance [40]. The en-by large margins of 1.86%, 0.61%, 0.24%, and 0.6% at
tities in H show superior separation scores across datasetJAR@FAR=le 4 on IJB-C, respectively. These consis-

4.3. Hyperspherical Separation
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Method | Train Set [LFW CPLFW CALFW CFP-FP Age-DBIJB-BIJB-C  per of identities changes from 1M to 64M. As illustrated

CosFace [61] MS1IMV2 199.81 92.28 95.76 98.12 98.11 94.80 96.37 in Figure Sa, the bene ts of GIF become more evident as
ArcFace [11] MS1MV2 |99.83 92.08 95.45 98.27 98.28 94.25 96.03 . . . .
GroupFace [27] | MS1MV2 |99.85 93.17 9620 98.63 9828 94939626 the number of identities increases. Speci cally, when the

DUL [9] MS1MV2 199.83 - - 9461 number of identities reaches 8M [32, 52], conventional FC
CurricularFace [24] MSIMV2 (99.80 93.13 96.20 98.37 98.32 94.80 96.10 .

BroadFace [28] | MSIMV2 [99.85 93.17 96.20 98.63 98.38 94.9796.38 layers lead to an out-of-memory (OOM) error, even with
MagRace [36] | MSLMV2 199.83 287 jonio 9040 9817 9io192.97 distributed training across eight Nvidia A100 80G GPUs.

MS1MV2 |99.85 94.45 96.94 98.86 98.5é 95.0596.77 _— .
PFC [2] consumes less memory by utilizing a fraction of

ArcFace[11]  |WebFace4Np9.83 94.35 96.00 99.06 97.93 95.75 96.63 , 3 . "
GIF WebFace4N99.85 95.03 96.85 98.36 98.55 96.9097.83 classesi.e., 1oM. However, when the number of identities
AdaFace (ViT) [26]WebFace4NP9.80 94.97 96.03 98.94 97.48 95.60 97.14 , i -
exceeds 16M, the PFC cannot be implemented on the afore
GIF (VIT) WebFace4N99.83 95.97 97.19 99.69 98.19 96.6897.92 mentioned machine. GIF framework signi cantly decreases

Table 2. Performance comparison to SOTA FR training ap- the training memory cost with almost negligible additional
proaches. Veri cation accuracy (%) is reported for LFW, CFP-FP, memory consumption when the number of identities ranges
and AgeDB. TAR@FAR 1e 4isreported for 1JB-B and 1JB-C. from 1M to 64M

- . Moreover, Figure 5b compares the training speed of
tent _advancements Wlth different training datasets on ChaI'GIF with FC [11] and PFC [2], using the WebFace42M as
Ignglng IJB evaluations showcagg that GIF can be eﬁec'training dataset and ResNet-100 as the backbone. Results
tively scaled to real-world FR training frameworks. More- show that GIF signi cantly enhances training speed, achiev-

over, GIF outperforms PFQg., previous SOTA ET, across ing more than 20% and 15% improvements over FC [11]

ResNet-100 and ViT-base networks, using WebFace42M as,, prc [2], respectively. These substantial improvements
a training dataset. Notably, GIF outperforms PFC with a

in training speed and reductions in memory consumption,
considerable margin of 0.68% and 0.1% in 1JB-B and 1JB- g sp Y b

C luati el h along with enhanced performance as demonstrated in Ta-
evaluations at TAR@FAR 1e 4, respectively. These bles 1 and 2, highlight our method’s ef cacy for large-scale

improvements across different network .architectures Show'face recognition. For a detailed analysis of the computa-

case the_ genergllzanon of GIF across different backbqnes. tional costs of optimizing code vectors, see Section 8 in the

Comparison with CDT: Table 2 _compares G]F with Supplementary Material.

SOTA CDT methods across varying dataset sizes. Us-

ing MS1MV2 as the training set, GIF improves previous 4.5. Ablations

CDT approaches across all evaluations. Moreover, employ-

ing WebFace4M dataset and ResNet-100, GIF outperforms™-2-1. Loss Components

ArcFace with 1.15%, and 1.2% at TAR@FARLe 4 Here, we investigate the effect of each component of Equa-

on 1JB-B, and 1JB-C, respectively. Concretely, with Web- tion 10,i.e., the main FR training objective, on the perfor-

Face4M as the training set and ViT-base backbone, GIFmance of GIF. To this end, we conduct a series of ablation

supersedes AdaFace with a considerable margin of 1.08%studies on 13B-B and IJB-C datasets using MS1MV?2 train-

and 0.78% at TAR@FAR1e 4onlJB-B, andIJB-C,re- ing set and ResNet-100, as shown in Figure 5c. The results

spectively. These enhancements across diverse evaluatioiflustrate the bene ts of adding explicit embedding supervi-

metrics, training benchmarks, and backbones underscoresion,i.e., L ar , to the code prediction losse., Lc. These

the ef cacy of GIF in metric-space exploitation. improvements showcase the ef cacy of our approach to or-
The improvements on WebFace4M are more signi cant ganizing semantically structured and well-separated code

than on MS1MV2. Both datasets are semi-constrained [34], vectors on the unit hypersphere. Figure 5c shows that bal-

but MS1IMV2 maintains a balanced distribution of sam- ancing the coef cient ofLc andLar results in the best

ples per class. The unbalanced sample distribution in Web-performancej.e.,, = 1. We attribute this to 1) the ne-

Face4M more clearly highlights the bene ts of our method grain nature of FR, which requires explicit and implicit su-

over prior approaches. Speci cally, previous works suffer pervision over embedding in the GIF framework, and 2) the

from ‘minority collapsé while GIF circumvents this is- complementary role df sr to L. Additionally, Figure 5¢

sue by decoupling the optimization of code vectors from also compares scenarios where training relies solely®n

the number of per-class instances. Moreover, GIF improves( = 0) or Lar (indicated by horizontal dashed lines). In

over its competitors with signi cantly less computational both 1JB-B and 1JB-C evaluationk,c consistently outper-

cost, underscoring its ef cacy in developing discriminative formsLar . These results con rm that open-set FR is too

power using structured identity code vectors. complex for the backbone to merely learn embeddings via

n _ angular regression loss.

4.4.1. Training Cost and Ef ciency

To empirically study the GPU memory consumption of GIF, 4-5-2. Structured vs. Atomic Codes

we conduct experiments using ResNet-100 as the backboneHere, we compare the performance of GIF when using ran-

Each GPU processes a batch size of 512, and the numdomly constructed identity codese., atomic codes, with
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Figure 5. (a, b) GPU memory consumption and Training speed comparison between FC, PFC and GIF: GIF signi cantly improves training
cost compared to both FC [11] and PFC [2]. (c) Ablation on loss components when the training data is MS1MV2, backbone is ResNet-100.
(d) Comparing the evaluation performance between employing structured vs. atomic identity codes during training: training using atomic
code fails. (e) Effect of the length of codes in the performance when the dataset and label space changes. The average performance across
LFW, CFP-FP, CPLFW, CALFW, and AgeDB is reported. (f) The range of tokemsy, when thd changes across datasets.

1JB-B 1IB-C
le-4 le-3 le-2 le-4 le-3 le-2

2430 4483 69.66 29.62 50.63 73.32

. 9505 97.04 9802 96.77 9717 97.79
randomly pick one code for every scalar label from the set \ymproverment | 70.75" ' 52:21 " 28:36 67.15 4654 2447

.Of all possuble_ codes. Results in Figure 5d S_hOW that EV€NTable 3. Abblation on the distribution ¢f . Performance using

in datasets with almost saturated performanee, _LFW' ResNet-100 as the backbone and MS1MV2 as the training data.
CFP-FP, CPLFW, CALFW, and Age-DB, atomic codes najvely employingH initialized from CLIP lacks the discrimina-
struggles to perform slightly better than the random guess.tive power required for FR.

Given FR benchmarks’ massive label space and FR open-

set nature, these results align with the ndings of [8, 40].

We note that initializing code vectors from a random dis- way thatv; <v <v , wherev; =5, andvy, = 25.

tribution instead.of using.the C?LIP [47] yisual SNConenIS 4.5.4. Effect of Separability of Code Vectors in FR

the same as having atomic codis,, applying k-means on

the random discrete approximation of hypersphere results'@Ple 3 compares FR performance when GIF uses opti-
in atomic codes. mized code vectors and when it uses the initial per-identity

mean CLIP embeddings. These results underscore the im-
4.5.3. Length of Codes and Range of Tokens portance of integrating the notion of separability into the

Here, we explore the effect df i.e., the length of iden- ~ code vectors organizations. Speci cally, the optimized

tity codes, when the number of identities changes. To thismarkedly enhances performance across datasets. The re-
end, we run experiments using three different datasets ofsults from initialized code vectors are much better than the
CASIA-WebFace, MS1IMV2, and WebFace4M consisting random gues.g, nearly 0.01% TAR@FAR 1e 4, in

of 10k, 85k, and 200k identities, respectively. To solely in- 1IB-B. This shows that, although CLIP embeddings provide
vestigate the effect of the codes length, we only used a reasonable level of identity similarity, they lack the dis-
as the training signal. Figure 5e shows that employing two Criminatory power necessary for FR.

tokens results in suboptimal performances across datasets. )

We attribute this to the inadequacy of tokenization in captur- 5. Conclusion

ing the da:uaset’s hlerarchlcal structgre usirg2, making In this paper, we proposed an FR training framework based
the model's learning more challenging. _ on predicting identity coded,e., a sequence of integers,
Figure 5e shows that the performance of GIF increasesto address the prohibitive computational complexities of
drastically froml = 2 to| = 4 across all training bench-  current SOTA FR approaches. Our method converts the
marks. Concretely, Figure 5f illustrates that withe 4, scalar labels of current FR benchmarks into identity codes,
the range of the tokens is <= 25. These experiments i.e., tokenization, without requiring privileged information.
empirically demonstrate that tokenization best captures theThe proposed tokenization scheme constructs a structured
hierarchical structure of current public training benchmarks identity code in which faces with similar general informa-
when the length of codes is chosen so that each token dion share some code tokens. Signi cantly, our formulation
from [0; 25]. Furthermore, as expected, increasinglthé changes the linear association of FR training computation

ter some points results in signi cant performance degrada- requirement with a number of classem) into a log-
P 9 P 9 arithmic relationO(log(m)). It is worth noting that the

tion, i.e, | = 6. Largel results in small clusters densely ron0sed method reduces the computational cost of the
scattered in the embedding. Therefore, the learning for thecyrent FR method without sacri cing the FR performance
model becomes more challenging and causes convergencgnd outperforms its competitors across different evalua-
issues. Based on these observations, in different datasetfons. The efcacy of the proposed method is evaluated
with varying sizes of identities,e., m, we choosd in a through experiments across diverse training benchmarks.

the structured codes. To purely investigate the effect of ;.04
codes, we solely useldc as the training signal in the ex-

periments of this section. To construct atomic codes, we g::z-cup
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