This CVPR paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;
the final published version of the proceedings is available on IEEE Xplore.

ColabSfM: Collaborative Structure-from-Motion by Point Cloud Registration
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Figure 1. Our proposed registration paradigm for collaborative SfM reconstructions (ColabSfM). Given two input SfM reconstruc-
tions P; Q of the same scene, the task is to estimate the relative similarity transform (s; R; t) between them. Our first contribution is
to address this as a point cloud registration problem, using only 3D SfM tracks. For this, we do not rely on the visual descriptors, but
on the 3D coordinates of the points P; Q, their normals N; M and, optionally, but not necessarily, features X; Y. To make point cloud
registration methods perform well on this task, we propose as our second contribution a scalable pipeline to construct synthetic training
datasets for SfM registration. Finally, we propose an improved version of RolTr [64] as registration method f .

Abstract

Structure-from-Motion (SfM) is the task of estimating 3D
structure and camera poses from images. We define Collab-
orative SfM (ColabSfM) as sharing distributed SfM recon-
structions. Sharing maps requires estimating a joint refer-
ence frame, which is typically referred to as registration.
However, there is a lack of scalable methods and train-
ing datasets for registering SfM reconstructions. In this
paper, we tackle this challenge by proposing the scalable
task of point cloud registration for SfM reconstructions. We
find that current registration methods cannot register SfM
point clouds when trained on existing datasets. To this end,
we propose a SfM registration dataset generation pipeline,
leveraging partial reconstructions from synthetically gen-
erated camera trajectories for each scene. Finally, we pro-
pose a simple but impactful neural refiner on top of the SotA
registration method RolTr that yields significant improve-

*Work done during an internship at Ericsson Research.
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ments, which we call RefineRolTr. Our extensive exper-
imental evaluation shows that our proposed pipeline and
model enables ColabSfM. Code is available at https:
//github.com/EricssonResearch/ColabSTtM

1. Introduction

For robots and extended reality (XR) devices to become
ubiquitous in our lives, they must be able to accurately build
and localize in maps of the environment. Most available so-
lutions rely on visual data and onboard computing, which
can limit the accuracy in the context of small devices. Thus,
in the last years there has been a push from industry to move
computation to the cloud (e.g. Google’s Visual Positioning
System [40], Microsoft’s Azure Spatial Anchors [27], and
Niantic’s Lightship [47]). However, the heterogeneous na-
ture of these systems prevents devices of different vendors
from interoperating, i.e., sharing their maps and localizing
in others” maps. If we are to make visual localization in-
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Figure 2. Qualitative comparison. We compare our approach to the previous point cloud registration method OverlapPredator [24] on
the St. Peter’s Basilica test scene. Without training on our proposed SfM registration dataset (column 1), previous methods are unable to
produce sufficiently good matches (top row) and accurate relative pose estimation results (bottom row). In contrast, our proposed model
RefineRolTr, trained on the proposed dataset, is able to find better matches and hence register the scenes well. The source and target point

clouds are depicted in yellow and blue, respectively.

teroperable, we need ways to merge such maps. Structure-
from-Motion (SfM) [44] is the most used method to pro-
cess images and produce 3D maps (scene reconstructions
consisting of a set of 3D points and the poses of the images
expressed in a common coordinate system). To enable lo-
calization, a visual descriptor is stored for each map point,
and for localization, 2D-3D matches are found by matching
the descriptors of the query image with those of the map.
Typically, SfM maps are merged using these visual descrip-
tors, by finding 3D-3D matches [22, 33], or inserting new
sub-maps based on 2D-3D correspondences [50].

However, these methods have limitations. First, dif-
ferent SfM pipelines tend to use different feature extrac-
tors, which yield incompatible descriptors. This is par-
tially addressed by the cross-descriptor approach proposed
in [17], but the assumption that the descriptors are com-
puted from the same keypoints is unrealistic. Additionally,
exposing visual descriptors may allow feature inversion at-
tacks [12, 15, 38, 58], which can recover private elements
from the images. The second limitation concerns scala-
bility, since storing visual descriptors leads to a map size
increase between two and three orders of magnitude [67];
and matching using a traditional pipeline [35] may suffer
in performance; which can be enhanced by using learned
methods [31, 43] at the cost of excessive runtimes. Visual
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localization without descriptors was tackled in [55, 66, 67],
demonstrating competitive performance, but since they rely
solely on 2D-3D geometry, which suffers from perspective
distortions, their accuracy is not as high as their descriptor-
based counterparts. Furthermore, they still rely on image
retrieval, which again raises privacy, scalability, and inter-
operability concerns. Nevertheless, their results show that
geometry alone could be sufficient for matching. Based on
that observation, we pose the following question

Can we merge SfM maps using only 3D geometry?

To this end, we propose to merge SfM 3D maps through 3D
point cloud registration methods [1, 65], which rely solely
on geometric information, see Fig. 1. We call our proposed
paradigm Collaborative SfM (ColabSfM). In contrast to vi-
sual localization, which aims to localize a single image to a
map, our proposed task involves registering a map to a map,
and is image retrieval-free.

State of the art methods for 3D point cloud registration
rely on learned features [24, 39, 64], therefore it is necessary
to provide suitable datasets to train such networks. There is
a wide range of datasets available [34] for the point cloud
registration task. However, those mostly consist of 3D sen-
sor data, e.g., RGB-D [65] and/or LiDAR scans [20], which
differ from SfM point clouds. To the best of our knowl-



edge, there are no large datasets for SfM point cloud reg-
istration. SfM datasets [30] provide a 3D point cloud for
each scene, but since each scene is disconnected, no match-
ing is possible between different scenes. To tackle this is-
sue, we propose a pipeline to generate synthetic datasets
for SfM point cloud registration, which generates multi-
ple synthetic trajectories for each scene. The synthetic tra-
jectories provide a trade-off between random internet im-
ages and sequential images (e.g., Cambridge Landmarks
Dataset [28]). We apply our pipeline and generate train-
ing and benchmarks datasets from MegaDepth [30] and a
benchmark dataset from Quad6k [11]. Our pipeline is pre-
sented in detail in Sec. 3.

SfM reference frames may be arbitrarily aligned relative
to each other. As such, using a registration model invariant
to rotation and translation SE(3), and robust to scale Sim(3),
is important. To this end, we build on top of the recently
proposed SotA rotation invariant model RolTr [64]. While
this method already produces good results when trained on
our dataset, we find that we can further improve results on
ColabSfM by introducing a neural refinement stage to the
model. We introduce our baseline model and our improved
version, which we call RefineRolTr, in Sec. 4.

To summarize, our contributions are:

A simple but powerful pipeline to synthetically generate
SfM registration datasets, detailed in Sec. 3.

An improved model for SfM Registration, detailed in
Sec. 4.

The task of SfM point cloud registration, with extensive
experiments in Sec. 5 demonstrating its potential.

1.
2.

3.

2. Related Work

Point cloud registration is typically defined as estimat-
ing the rigid transform that aligns two 3D point clouds to
a joint reference frame. The classic approach is the Iter-
ative Closest Point (ICP) algorithm [3, 6], which estimates
the pose by alternating between computing point correspon-
dences using the current pose and estimating the pose using
those correspondences. Several improvements have been
proposed over the years to handle outliers and to attempt to
find a global minimum [29, 60]. More recently, point cloud
registration has been addressed with neural networks, such
as DCP [56] and its iterative extension [57], with similar
methods presented in [19, 62]. Another class of iterative
methods [1, 25, 59], extract global features from each point
cloud, and exploits them to regress the pose.

An alternative approach, which will be our main focus,
consists of finding and extracting correspondences between
the two point clouds, being those points [37, 45], planes
and lines [36], and finding the pose using robust estima-
tors such as RANSAC [18]. Several point correspondence
methods have been proposed, both handcrafted [16, 41] and
learned [7, 14, 21]. In [24] an overlap-attention block is
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proposed to improve matching of point clouds with low
overlap. Overlap-aware methods are also presented in
[26, 39, 63], which focus on improving the matching ac-
curacy and thus avoid the use of RANSAC to filter out-
liers. The previous methods are not robust to large rotations,
which are common in SfM. This issue has been tackled by
proposing methods that are rotation invariant [4, 13, 64].
In this paper we will mainly consider point pair features
(PPFs) [16] to ensure invariance to global rigid transforma-
tions, which have recently shown SotA performance [64].

Localization without descriptors has recently received re-
newed attention as a way to reduce computation, and pre-
serve privacy. BPnPNet [5] jointly estimates the pose and
the correspondences between 2D keypoints on a query im-
age and 3D points from a scene point cloud. However, it
is susceptible to outlier correspondences. This issue was
tackled by Zhou et al. [67], who use only 2D keypoints
and the 3D map point cloud to localize a query image to
a 3D map. They do this by projecting the map point cloud
into retrieved map images and estimating 2D-2D correspon-
dences with a graph neural network. A similar method
DGC-GNN [55] proposes to exploit geometry and color in-
formation to guide point matching by computing a geomet-
ric embedding of Euclidean and angular relations. These
methods have the advantage of not requiring storage of de-
scriptors. However, they still require image retrieval to get
sufficiently close map images to the query. This is problem-
atic if the map is sparse in the region of the query, and in-
troduces additional complexity. Furthermore, the projection
from 3D into 2D loses important geometrical information,
which we retain by directly registering the point clouds.

Collaborative mapping is a general term, typically re-
ferring to fusion of partial 3D reconstructions. Cohen et
al. [8] use the Manhattan world assumption [10] to derive
geometric constraints on partial reconstructions to enable
model fusion. Cohen et al. [9] fuse indoor and outdoor re-
constructions by first leveraging images to obtain semantic
masks with window positions. They then match the win-
dows between the two models to solve for the pose with
RANSAC [18]. This approach requires images to be stored
alongside the point clouds which brings additional space
constraints [67]. Strecha et al. [48] and Untzelmann et
al. [54] merge multiple building reconstructions to a joint
map by combining GPS coordinates and known building
outlines to construct an alignment optimization objective.
This has the downside of restricting the reconstructions to
buildings that have previously been mapped and requires
geo-tags. Dusmanu et al. [17] investigated collaborative
mapping and localization by translating descriptors to a
joint embedding space. They consider a closed set of de-
scriptors and learn a common embedding space for them.
Collaborative mapping is achieved through embedding the
descriptors into the joint space and running feature match-



ing on the joint space. This requires access to all features
for all images, which is expensive, and the required com-
pute scales as standard SfM with the number of images. In
contrast to these methods, we make far fewer assumptions
on the data available. Namely, we do not store any descrip-
tors (neither local nor global), do not make assumptions on
the structure of the scenes, and do not use any topological
maps or data. Thus, we constrain ourselves to using only the
geometry. Closest to our work Liu et al. [32] align line re-
constructions and simulate partial reconstructions by adding
noise and dropout of lines to a single reconstruction. In
contrast we consider point-based reconstructions and pro-
pose a more realistic way to generate partial reconstructions
through synthetic camera trajectories and retriangulation.

3. Pipeline for STM Registration Dataset Gen-
eration

We find that current SotA point cloud registration models
trained on 3DMatch [65], the most commonly used training
set for 3D registration, are not able to register SfM recon-
struction out of the box (cf. Tabs. 1, 2 and 4). Intuitively this
is due to the large distribution shift between registration of
RGB-D and/or LiDAR scans, and the much larger scenes
covered by SfM reconstructions. However, it is not obvi-
ous how to generate a diverse dataset with multiple aligned
reconstructions. Manually collecting such datasets is pro-
hibitively expensive, and publicly available datasets typi-
cally contain a single reconstruction per scene.

To tackle this issue, we propose a pipeline to gen-
erate a large synthetic dataset for registration between
SfM models from random image collection datasets, e.g.,
MegaDepth [30]. Our key insight is that we can leverage
these models and for each scene to construct partial re-
constructions by sampling subsets of images/cameras. An
overview of our approach is presented in Fig. 3. In the next
sections we describe our approach in more detail.

3.1. Creating Partial Reconstructions

We use hloc [42] with COLMAP [44] to create partial re-
constructions from scenes. We use SIFT [35] and SOS-
Net [51] retriangulations for training and evaluation. We
consider two approaches to create partial reconstructions.

Random point sampling: In the simplest approach, we
sample a set of 3D points from the scene for each partial
reconstruction, and add the images in which they are vis-
ible until reaching approximately 200 images. For each
scene we create 10 such partial reconstructions. We found
that while this approach works well when registering re-
constructions from collections of random images, it does
not generalize as well to reconstructions from a single cam-
era trajectory, which are common in real-life scenarios, e.g.,
video. We believe that this is due to the point clouds ex-
hibiting more significant variance when the scene is cap-

6576

tured from different viewpoints. For example, keypoints are
likely to be denser for nearby cameras, and natural occlu-
sions will depend on viewpoints. As random image based
datasets are not naturally divisible into videos, it is not obvi-
ous how to bridge this gap. We next describe our approach
addressing this.

Partial Trajectories: Our approach to bridge the ran-
dom image ¥ video gap is to generate synthetic trajecto-
ries from reconstructions of random images. Concretely,
we randomly pick a starting image, and then sequentially
(without replacement) pick the nearest neighbour of the im-
age using a distance metric (which we refer to as dist). In
practice we found that, for each trajectory, using a randomly
weighted combination of geodesic rotation distance and Eu-
clidean distance on the translation produced satisfactory re-
sults.Each trajectory has a size between ny,, = 75 and
Nhigh = 300. The algorithm is presented in Algorithm 1.
We show a qualitative example of three generated synthetic
trajectories in Fig. 4. Running this on all scenes gave us
between 5 to 20 synthetic trajectories per scene. Training is
conducted on an equally weighted combination of the ran-
dom point sampling approach and the synthetic trajectories.

Algorithm 1 Generation of synthetic trajectory from a set
of posed images

Precondition: T set of posed images, | remaining index
set, distance function dist

1: function GENERATETRAJECTORY(T; I)
2: ;
3 i Random sample from I
4 n  Random sample from fnjo; ;@ :; Nhigh
5: I Ini
6 Li
7 fork 1ltondo
8 i’ argminj, dist(T;; Tio)
9 [
10: I Ini
11: i i
12: end for
13: return ;I

14: end function

3.2. Pipeline and Dataset

Reconstruction Pipeline:  We are interested in having
good ground truth correspondences between the partial re-
constructions. As the SfM pipeline accuracy usually de-
grades with fewer available cameras, we use fixed camera
poses from the joint reconstruction using all images and
simply run triangulation from feature matching. This also
has the benefit of being significantly less computationally
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Figure 3. Overview of our pipeline. For each scene, from a random image SfM dataset, e.g., MegaDepth [30], we retriangulate partial
reconstructions using partial trajectories from the scene. Since these trajectories are in the global SfM reference frame, the relative

transformation is simply the identity mapping.

Original dataset cameras Generated trajectories

Figure 4. Example of synthetic trajectories in our proposed
dataset. We start with a large scale scene, consisting of hundreds
of cameras (left). From this set of cameras we run Algorithm 1
until the remaining set of cameras is small. Plotting the trajectories
shows that plausible camera motion is achieved by this procedure
(right). Sampling in this way bridges the gap between random
image collections and video-based trajectories.

demanding than running the full reconstructions.

Dataset Construction: We run our pipeline on all 196
MegaDepth scenes where 10 of them are reserved for the
test benchmark. We use either SIFT [35] or SOSNet [51]
features for the retriangulation, however any local features
could be used. We compute the overlap between all pairs
of partial reconstructions. To train models we enforce the
overlap to be larger than 30%. In total, after enforcing suf-
ficient overlap, we are left with about 22000 pairs ( 20000
for training and 2000 for testing), which constitutes our
dataset. Details on how point cloud overlap is computed are
presented in the supplementary material.

4. RolTr and RefineRolTr for ColabSfM

In this section, we discuss our baseline and our proposed
improvements for ColabSfM. An overview of the proposed
registration model f is presented in Figure 5. For consis-
tency we follow the notation of Yu et al. [64].
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4.1. Preliminaries

We are interested in registration methods that are robust to
the challenges posed by SfM reconstructions. In particular,
one of the main challenges is that SfM reconstructions are
defined up-to-scale, and the rotation and origin of the refer-
ence frame is arbitrary’. Hence, we would like the registra-
tion model to be approximately invariant to the action of the
similarity group, i.e., Sim(3) = SE(3) + scale. In practice
we will achieve this by using an SE(3) invariant model, and
learn approximate scale invariance. We next describe our
baseline, and then our proposed improvements.

4.2. Baseline Model

As a strong baseline, we base our approach on the SotA
SE(3) invariant registration method RolTr [64]. We next
give an overview of our baseline. An more thorough de-
scription of the architecture is given in the supplementary
and by Yu et al. [64].

Rotation Invariance through PPFs:  RolTr [64] is
based on point pair features (PPFs) [16], which com-
putes a 4D feature for point pairs by the angles be-
tween their relative position and their normals. Math-
ematically, the PPF is defined as PPF(p1;p2;n1;ng) =
[kdk; \(nq;d); \(nz;d); \(ng; n2)], whered = p2  ps.
It can easily be shown that this construction is invariant to
rotations,

PPF(Rp1; Rp2; Rng; RNy) = [kRdk; \(Rny; Rd);
\(Rnz; Rd); \(Rny1; Rnz)] = [kdk; \(ny; d); \(nz; d);
\(n1; n2)] = PPF(p1; p2;n1;N2); (1)

since norms and angles are invariant to rotations.

L Although in practice, approximate scale can be obtained by, e.g., stan-
dardization, objects with known size, or additional sensors.
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Figure 5. Overview of our proposed model RefineRolTr. As input we take two point clouds P = (P;N; X), Q = (Q; M;Y),

consisting of 3D points P=Q 2 R™™ 2, and normals N=M 2 R™™ 3,

In this work the features X=Y are always assumed to

be constant. We ensure rotation invariance by Point Pair Feature (PPF) encoding. The PPFs are fed together with the features into an
encoder e , producing N° coarse superpoints P°=Q% These are passed through a global Transformer g , from which the top-k coarse
correspondences C° 2 R¥ 2 are extracted. A decoder d takes the coarse features from g and the finer features from e and produces
fine features X; ¥. Using the coarse correspondences we extract neighbourhoods G>; &Y 2 R 8 ¢ which we feed into our proposed
refinement Transformer. The refined features from the Transformer are used to construct a cost matrix, where the Sinkhorn algorithm [43,
54, 64] is used to solve the optimal transport (OT) problem, producing our final matches C. The network is trained using Ls + Lp.

Normalization Procedure: SfM reconstructions do not
in general come with metric scale. This poses several chal-
lenges for registration methods, that typically assume both
point clouds to share the same scale. We tackle this by nor-
malization. Specifically, for Sirﬁ@) trairiylg we normalize
the point clouds P; Q with p=" 2; o= 2, where isthe
largest singular value of the centered point cloud. For SE(3)
training, we simply use p to normalize both P and Q. We
find that this simple approach leads to models robust to scale
variation, as we demonstrate in Tab. 1.

Normal Estimation: We follow RolTr [64] and use
Open3D [68] with a neighborhood size of 33 for estimating
normals, we found that this works well in practice. In con-
trast to the RGB-D scans of 3DMatch, our dataset consists
of point clouds from multiple sensors. This means that the
simple approach of aligning the normal orientation towards
the origin of the coordinate system, as done in RolTr, will
not be consistent in general. To remedy this, we use the fact
that all cameras observing a 3D track will yield consistent
orientation estimates. In practice, we align the orientation
towards the camera center of a random image observing the
track, which we found yields consistent orientation.

Overview of Architecture: RolTr consists of an en-
coder e , a global Transformer g , and a decoder d . e
and d take as input sets of PPF encoded local neigh-
bourhoods (typically around 8=16 points) around each
point/superpoint. In contrast, g performs global attention
on the coarse point cloud P. e ;d ;g all use the Trans-
former architectures as described by Yu et al. [64]. Note
that RolTr does not include the refining Transformer r
which will be detailed in our RefineRol Tr.

Losses: RolTr uses a superpoint matching loss Lg and
a point matching L, loss for training. We follow RolTr
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and use their overlap-aware [39] circle loss [49] as Ls.
The point matching loss L, is the Negative Log Likeli-
hood (NLL) of the GT correspondences after running the
Sinkhorn algorithm [43] on the fine feature similarities S.

4.3. RefineRol Tr (Ours)

Refinement Transformer r : The refinement in RolTr
is performed by optimizing the Sinkhorn [54] distance be-
tween shallow features in a local neighbourhood around
the coarse matches, denoted G>; &Y . While this provides
satisfactory results on 3DMatch, we found that we could
improve results by incorporating a joint local Transformer
r . This Transformer takes %; G Y as inputs and outputs
enriched neighbourhoods G*;GY. We found that these
cross-point cloud enriched fine features from r yielded im-
proved results.

Architectural Details of r : r takes in local neighbour-
hoods of shape m 64 ¢, where m is the number of
neighbourhoods, 64 is the number of neighbours (identical
to RolTr), and c is the feature dimensionality. We use layers
of interleaved self-attention and cross-attention as in Light-
Glue [31]. Note however, that in contrast to LightGlue that
performs global attention, our refinement Transformer per-
forms attention locally, which is significantly cheaper. We
use an input/output dimensionality of ¢j, = Cout = € = 64,
and 4 self+cross attention layers. Each self/cross attention
layer consists of single head attention, using dim c, which is
stacked with the input into a 1 hidden layer MLP (input dim
2c¢, hidden dim 2c, output dim c) using the GELU [23] acti-
vation function, with layer normalization [2] applied before
GELU. Each self/cross block is residual, i.e., the output of
the block is the output of the MLP plus the input.



Table 1. Results of SfM registration on MegaDepth. We eval-
uate 2 different scenarios. Unknown relative orientation SO(3)
+ unknown relative position = SE(3), SE(3) + unknown relative
scale = Sim(3). The top portion contains methods only trained on
the 3DMatch (3DM) dataset, the middle portion methods trained
only on our proposed dataset (Mega), while the lower portion con-
tains methods trained on the former and fine-tuned on the latter.

SE(3) Sim(3)
Method IR FMR RR IR FMR RR
OverlapPredator [24] (3DM) 61 355 100 36 213 21
GeoTransformer [39] (3DM) 21 146 33 13 8.6 0.4
PareNet [61] (3DM) 73 386 52 47 217 08
RolTr [64] (3DM) 30 126 00 16 70 08
RefineRolTr (3DM) 100 328 139 62 228 35
RefineRolTr (Mega) 51.0 965 702 446 928 427
OverlapPredator [24] (3DM + Mega) 21.3 749 354 114 562 107
RolTr [64] (3DM + Mega) 446 909 600 384 861 387
RefineRolTr (3DM + Mega) 487 951 67.7 446 939 443

5. Experiments

In this section, we evaluate the RefineRolTr model pre-
sented in Sec. 4. Three different model instances were
trained: 1) pre-trained RefineRolTr on 3DMatch [65]; 2)
the model in 1) fine-tuned on the dataset in Sec. 3 and; 3)
RefineRolTr trained from scratch on our dataset. For com-
parison, we used RolTr [64]and OverlapPredator [24] , both
with pre-trained weights from 3DMatch, and fine-tuned
weights trained on our dataset. Additionally, we tested Geo-
Transformer [39]also pre-trained on 3DMatch [65]. As we
found that the performance, of fine-tuning 3DMatch trained
models, on our dataset was similar for our proposed model,
we did not train other models in our dataset from scratch.

Metrics: We use the standard registration metric Inlier
Ratio (IR). This measures the percentage of estimated cor-
respondences lying within a threshold distance g = 0:1
from each other. We additionally measure the Feature
Matching Recall (FMR), which is defined as the percent-
age of point cloud pairs whose IR is above a threshold
rmr = 5%. Finally, we use Registration Recall (RR),
which consists of the percentage of pairs for which the ro-
tation error and translation error are below 5 and 0:05, re-
spectively. We solve for the pose using the RANSAC [18]
implementation from Open3D [68] on the matches retrieved
by the neural networks. Details on error computation and
RANSAC can be found in the Supplemental material.

Computational cost: On a desktop machine equipped
with an i9-13900K @ 3.00GHz CPU and an NVIDIA 4090
GPU, the median runtime for RolTr is 99.94 ms and for
RefineRolTris 102.84, which shows that the computational
burden added by the modifications described in Sec. 4.3 is
around 3%.
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5.1. MegaDepth SfM Registration Benchmark

We select 10 scenes from MegaDepth [30] dataset, which
consists of 196 large scale 3D scenes reconstructed from
internet images for our benchmark. The test scenes are, in
order, [0008, 0015, 0019, 0021, 0022, 0024, 0025, 0032,
0063, 1589]. The average size of the pointclouds is 15:3K
points, using either SIFT or SOSNet features for the re-
triangulation. To train and evaluate the network presented
in Sec. 4 on our dataset, we define two different scenarios
SE(3) and Sim(3). We define a random rotation by sampling
three Eulerangles ; ; 21[0;2 1.

The results of the RefineRolTr method and the baselines
are presented in Tab. 1. As expected, the methods which are
not fine-tuned in our data perform the worst in both SE(3)
and Sim(3) data. This shows the lack of generalization of
current registration methods on SfM point clouds. When
considering FMR, the methods trained from scratch or fine-
tuned on our data obtain high scores (>90%) on SE(3) data
with slightly lower scores on Sim(3). When looking at the
three variations of RefineRolTr, we see that while the ver-
sion trained on 3DMatch outperforms vanilla RolTr, the
major boost in performance is due to fine-tuning the model
on our dataset. The best overall version is the one trained
from scratch on our dataset, even though the improvement is
not as significant. Qualitative results are presented in Fig. 2
and the Supplementary material.

5.2. Standard Benchmark: Cambridge Landmarks

The Cambridge Landmarks [28] dataset consists of 5 large-
scale 3D scenes recorded with a smartphone by a pedes-
trian in Cambridge, each of which consisting of a train and
a test trajectories with camera poses. We retriangulate the
train/test sequences independently, which results in two re-
constructions for each scene. In this case, we evaluate the
IR and number of matches. Here we only test the SE(3)
case. Rotation and translation errors and qualitative results
for this dataset are reported in the supplementary material.
The results are presented in Tab. 2. Similar to the evalua-
tion results in the previous section, the models trained only
on 3DMatch [65] perform poorly, while the ones fine-tuned
and or trained from scratch on our dataset present the high-
est IR and number of matches, with small differences in
favor of the version trained from scratch.

5.3. Noisy Indoor Reconstructions: 7-Scenes

The 7-Scenes [46] dataset is an indoor RGB-D dataset. This
dataset is challenging for SfM, since untextured regions
lead to significantly more noisy point clouds, and less ge-
ometric features. We present results in Tab. 3. Encourag-
ingly, we find that models trained using our pipeline per-
form well also on these indoor scenes, showing the general-
izability of our approach.



Table 2. Results of SfM registration on Cambridge Landmarks [28]. We evaluate unknown relative orientation SO(3) + unknown
relative position = SE(3). The top portion contains methods only trained on the 3DMatch (3DM) dataset, the middle portion methods
trained only on our proposed dataset (Mega), while the lower portion contains methods trained on the former and fine-tuned on the latter.

Great Court Kings College Old Hospital Shop Facade St Mary’s Church
Method IR Matches IR Matches IR Matches IR Matches IR Matches
OverlapPredator [24] (3DM) 1.4 356 0.5 372 0.0 363 25 354 0.2 382
GeoTransformer [39] (3DM) 0.0 382 0.1 785 0.0 438 0.1 1368 0.0 431
PareNet [61] (3DM) 43 2000 1.6 2000 0 2000 1.2 2000 6.7 2000
RolTr [64] (3DM) 0.0 285 0.0 447 0.0 321 0.3 959 15 407
RefineRol Tr (3DM) 0.2 412 2.2 408 0.0 544 0.9 737 2.8 567
RefineRolTr (Mega) 709 4538 576 3977 315 2214 416 1325 8138 5167
RolTr [64] (3DM + Mega) 52.1 1426 39.6 1377 219 603 28.0 700 64.5 2481
RefineRolTr (3DM + Mega) 69.4 4551  54.0 3246 280 1591 39.1 1342 778 5168

Table 3. Results of SfM registration on 7-Scenes. We evaluate unknown relative orientation SO(3) + unknown relative position = SE(3).
The top portion contains methods only trained on the 3DMatch (3DM) dataset, the middle portion methods trained only on our proposed
dataset (Mega), while the lower portion contains methods trained on the former and fine-tuned on the latter.

Chess Fire Heads Office Pumpkin Red Kitchen Stairs
Method IR Matches IR Matches IR Matches IR Matches IR  Matches IR  Matches IR  Matches
RolTr [64] (3DM) 0.0 307 0.0 1004 0.0 1699 0.0 1322 0.0 327 0.0 1163 0.0 730
RefineRolTr (3DM) 0.0 842 0.0 2204 0.0 1104 0.0 1073 0.0 1016 0.0 1721 0.0 1043
RefineRolTr (Mega) 234 6717 388 9043  50.6 5419 68.0 9461 14.9 2893 279 8050 6.2 3230
RolTr [64] (3DM+Mega) 204 2098 305 4165 364 3812 50.0 4752 7.9 1271 185 2438 9.1 1883
RefineRolTr (3DM+Mega) 23.6 5632 333 8339 505 5996 627 8887 8.9 2268 268 6616 64 2863

Table 4. Results of SfM registration on Quad6k [11]. We eval-
uate unknown relative orientation SO(3) + unknown relative posi-
tion = SE(3). The top portion contains methods only trained on the
3DMatch (3DM) dataset, the middle portion methods trained only
on our proposed dataset (Mega), while the lower portion contains
methods trained on the former and fine-tuned on the latter.

Method IR FMR Matches RR
OverlapPredator [24] (3DM) 1.6  10.2 121 0.0
GeoTransformer [39] (3DM) 0.6 0.0 1936 0.0
PareNet [61] (3DM) 16 104 2000 0.0
RolTr [64] (3DM) 0.4 0.0 574 0.0
RefineRol Tr (3DM) 1.7 6.1 617 2.0
RefineRolTr (Mega) 172 674 878 224
RolTr [64] (3DM + Mega) 142 633 492 245
RefineRolTr (3DM + Mega) 18.1 65.3 715 16.3

5.4. Low Overlap: Quad6ék

The Quad6k dataset [11] consists of about 6500 images
from the Arts Quad at Cornell University. To create partial
reconstructions for testing, we first perform a full scene re-
triangulation using the refined poses provided by [52] and
then follow the procedure in Sec. 3.1, generating a total of
24 trajectories, and 49 pairs. The results are presented in
Tab. 4. Similar to the previous datasets, the performance
of the methods has a substantial boost after training on the
dataset presented in Sec. 3. GeoTransformer [39] trained
only on 3DMatch [65] presents the most matches on av-
erage, but only a small fraction (0:6%) are inliers, and its
FMR and RR are both zero. Our Quadék benchmark is
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more challenging and thus the performance is lower than
in Tabs. 1 and 2, due to a low overlap of 16.5%, in compar-
ison with the 61.2% of MegaDepth. Qualitative results for
this dataset are shown in the supplementary material.

6. Conclusion

We have proposed Collaborative Structure-from-Motion by
Point Cloud Registration, ColabSfM, a challenging new
task to enable scalable collaborative mapping and localiza-
tion. By extensive experiments we showed that with our
proposed dataset generation pipeline and SE(3) invariant
model, this task is solvable, and showed that our model,
while trained only on MegaDepth, is able to generalize to
several challenging scenarios, such as noisy indoor recon-
structions, and low-overlap registration. We believe our
initial results will encourage further research on collabo-
rative 3D reconstruction. Limitations: a) Our proposed
model RefineRolTr is E(3) invariant like RolTr, and there-
fore can struggle with estimating correct matches in sym-
metric scenes. b) Our models are trained and evaluated
on retriangulated partial reconstructions. In practice, issues
such as drift occur, making global alignment more difficult,
however we find that our model still performs well in this
setting in Table 7.
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