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Abstract

A person downloading a pre-trained model from the web
should be aware of its biases. Existing approaches for bias
identification rely on datasets containing labels for the task
of interest, something that a non-expert may not have access
to, or may not have the necessary resources to collect: this
greatly limits the number of tasks where model biases can be
identified. In this work, we present CLASSIFIER-TO-BIAS
(C2B), the first bias discovery framework that works with-
out access to any labeled data: it only relies on a textual
description of the classification task to identify biases in the
target classification model. This description is fed to a large
language model to generate bias proposals and correspond-
ing captions depicting biases together with task-specific tar-
get labels. A retrieval model collects images for those cap-
tions, which are then used to assess the accuracy of the
model w.r.t. the given biases. C2B is training-free, does
not require any annotations, has no constraints on the list
of biases, and can be applied to any pre-trained model on
any classification task. Experiments on two publicly avail-
able datasets show that C2B discovers biases beyond those
of the original datasets and outperforms a recent state-of-
the-art bias detection baseline that relies on task-specific
annotations, being a promising first step toward addressing
task-agnostic unsupervised bias detection.

1. Introduction

The wide availability of pre-trained machine learning mod-
els allows anyone to access them. A user may search in on-
line libraries (e.g., HuggingFace [27]) for models address-
ing their task of interest, download the most suitable one,
and use it for their specific use case. As the user did not de-
velop the model, they may not be aware of potential failure
modes [28, 60, 63] or harmful biases [9, 10, 24, 49, 69, 70].
These are usually reported on model cards [47], describing
how the model has been developed, in which cases it has
been tested, its recommended use, and its potential biases.

Task information Bias attributes and classes

Bias attributes  Bias classes

rectangular
Shape cylindrical
spherical

) Bias )
proposal in a garden
Context near a door
near a window
E E € Image ¢ |

y |
retrieval
Bias classes  Bias scores

rectangular
I_—) ) cylindrical I m

spherical
Figure 1. We explore the novel task of bias discovery when we are
only given a specific classification task and a pre-trained model.
We propose CLASSIFIER-TO-BIAS (C2B), which automatically
detects potential biases in the model, categorizes these biases, and
assigns scores to each category.
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While model cards are a useful tool to describe a model
and its shortcomings, (i) a lot of models still come with-
out them; (ii) even if they are present, they may not de-
scribe specific cases or biases of interest to the users. This
means that a user would need to assess the weaknesses of
the downloaded model independently.

Various tools have already been proposed to measure and
mitigate biases in datasets [8, 64] and models [2, 8, 11].
While these tools rely on bias labels, recent work has made
progress toward open-set failure mode extraction [16, 19,
22, 30, 53] and bias detection [6, 17, 33, 34, 68] without
bias labels, even removing the need for a predefined list of
biases. However, in the context of discriminative models
such as visual classifiers, all existing methods rely on task-
specific labeled data to be able to identify failure modes
and measure the biases, limiting the number of tasks where
model biases can be identified, and preventing the automa-
tion of bias detection.

To address this problem, we present CLASSIFIER-TO-
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B1AS (C2B), the first framework that, given a pre-trained
visual classifier and its task specification, automatically
identifies its biases (Fig. 1) in an unsupervised manner, re-
moving the need for task-specific labeled data. We build
C2B on two components: a large language model (LLM)
and a text-to-image retrieval engine. First, the task specifi-
cations are fed to the LLM to produce a series of candidate
bias attributes for the task (e.g., gender, ethnicity), and their
corresponding bias classes (e.g., male, female). The list of
candidate bias classes is fed again to the LLM to generate
a set of captions describing both the biases and the task-
specific target classes they are associated to. These captions
are used by the retrieval module to get images from a large
database: the images will constitute our dataset, where, for
each image, both the target and bias labels are given by the
constructed caption itself. By testing the pre-trained model
on this dataset, we can compute the standard bias metrics,
verifying which bias class the model is most biased against.

Importantly, C2B is fully unsupervised and does not suf-
fer from the need of costly annotations, thus it can be ap-
plied to automatically detect biases for virtually any classi-
fication task. Moreover, the list of biases is class-specific,
as different classification tasks and categories (e.g., birds,
deers) may exhibit different biases (e.g., tail color, horns
size). Finally, the model is modular and can readily in-
corporate more powerful LLMs, retrieval approaches, or
databases as they become available. We test our framework
on two datasets, i.e., CelebA [41], and ImageNet-X [28].
Results indicate that C2B can uncover biases beyond those
annotated in the original datasets, outperforming a recent
supervised open-set bias detector [33].

Contributions. To summarize, our contribution is three-
fold: (i) We propose the new task of unsupervised bias de-
tection in a pre-trained model given only a textual descrip-
tion of the classification task without requiring any anno-
tated dataset or manual intervention, and define a protocol
to evaluate methods on this setting; (ii) We present C2B,
the first framework for this task that uses an LLM to pro-
pose a list of biases and generate captions, and multimodal
retrieval to produce a dataset from which biases can be esti-
mated; (iii) We show that C2B can discover biases beyond
those annotated in the original datasets, being the first step
toward addressing this challenging problem and democra-
tizing bias discovery.

2. Related Work

Bias Detection and Mitigation. Bias detection and mitiga-
tion are essential to ensure fairness and robustness in ma-
chine learning models. Several approaches tackle hidden
subgroup imbalances without relying on explicit group an-
notations [35, 37, 59, 61], e.g., by analyzing the mistakes
on annotated task data and re-weighting misclassified sam-
ples [37]. Other methods focus on open-set or annotation-

free bias discovery [34, 36, 68]. UDIS [34] uses hierarchi-
cal clustering to surface systematic biases without prede-
fined subgroup definitions. DebiAN [36] alternates train-
ing between a bias discoverer and a classifier to identify
and mitigate multiple biases. DIM [68] decomposes feature
spaces using Partial Least Squares to uncover multiple un-
known biased subgroups and describes them using vision-
language models. More recently, language-driven methods
have also gained prominence, using captions and keyword
extraction to detect and name potential biases learned by
models [14, 33, 71]. B2T [33] and Zhao et al. [71] relies
on captions derived from annotated datasets or misclassi-
fied samples with known labels, validating these biases us-
ing, e.g. vision-language similarity. SaMyNa [14] empha-
sizes interpretability by extracting semantic bias descriptors
from large-scale captioning, supporting bias analysis and
debiasing. However, all these methods require access to an-
notated, task-specific datasets.

In contrast, our approach, C2B, operates without any
kind of annotated data. It relies solely on a natural lan-
guage description of the classification task and a pre-trained
classifier. Using LLM-generated, class-specific bias pro-
posals combined with retrieval-based evaluation, C2B en-
ables fully unsupervised, task-agnostic bias discovery.

Other related methods focus on bias detection or fair-
ness in generative models [17, 32, 57]. For instance, Open-
Bias [17] uses LLMs and VQA models to detect and quan-
tify open-set biases in text-to-image generative models,
while GELDA [32] reveals visual biases in image gener-
ators by generating domain-specific attributes with LLMs
and annotating them using selected VLMs.

Inspired by these works, we choose to leverage an LLM
as well as a text-to-image retrieval engine to tackle the
new task of unsupervised bias detection, where only a pre-
trained model and a textual description of the classification
task are available, thus eliminating the need for annotated
datasets or manual intervention.

Explainability and Failure Mode Detection. A parallel
research direction focuses on systematic failure mode dis-
covery and interpretability [3, 4, 16, 25, 29]. VoG [3] high-
lights difficult examples by analyzing gradient variance, and
Spotlight [16] identifies contiguous underperforming re-
gions in representation space. Saliency-based methods [29]
provide local visual explanations, while counterfactual ex-
planations are generated in either natural language [25] or
visual form using diffusion models [4].

Recent work has scaled these efforts using embeddings
and generative models. Wiles et al. [65] leverages large-
scale generative models to automatically find and describe
failure clusters. Domino [19] uses cross-modal embeddings
and mixture models to identify and describe coherent data
slices where models underperform. Jain et al. [30] extracts
latent directions corresponding to consistent model errors
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and generates challenging counterfactual examples for data
augmentation. AdaVision [22] enables interactive discov-
ery of failure modes by combining CLIP-based retrieval
with GPT-generated prompts. PRIME [53] prioritizes inter-
pretability by starting from human-defined tags and iden-
tifying minimal descriptive combinations that explain fail-
ures. MAIA [56] automates interpretability workflows us-
ing vision-language models for feature analysis and failure
mode discovery. Csurka et al. [15] formalizes language-
based error explainability and proposes evaluation metrics
to assess the quality of generated explanations.

While these methods analyze model behavior and fail-
ure patterns through model outputs or datasets, our work in-
troduces a complementary approach: starting from a high-
level task description, C2B uses LLM-based bias propos-
als and retrieval-based validation to automatically identify,
validate, and quantify biases in pre-trained classifiers, en-
abling large-scale, unsupervised bias discovery across arbi-
trary classification tasks.

3. Method

In this section, we first define bias attributes and bias classes
(Sec. 3.1), and formulate the problem of identifying bi-
ases of pre-trained models from their task specifications
(Sec. 3.2). We then describe C2B, that proposes a list of bi-
ases (Sec. 3.3) and collects data for testing them (Sec. 3.4).
Finally, we describe how we measure model’s biases from
the collected data (Sec. 3.5).

3.1. Bias definition

Formally, we denote the target classification model as f :
X — ), mapping an image in the space X to labels in the
space ). We define as bias attributes 5= {B,--- ,By}
the different categories of bias, i.e., factors that can impact
its performance [44]. For each bias attribute, we define
a list of bias classes B; = {b; 1, - ,b; n, }, the different
values that each bias attribute can take. For a given target
class, we define the model to be biased or unfair w.r.t spe-
cific bias classes depending on the per-class accuracy dif-
ference of the model. Let us denote the per-class accuracy
of a model f on a target class y on data that matches a bias
class b; ; as Ay (f,b; ;). We define the bias score ¢, ; ; for
each bias class b; ; as

1
Pyig = Ay(f:bij) — P > Ayfibik) (D

bk €B;,k#]

3.2. Problem formulation

Given a pre-trained model f, our goal is to identify its bi-
ases. We assume f to be a generic classification model that
we did not develop and that we aim to use (e.g., downloaded
from the web). Thus, we also assume to have no access to

additional data f had access to (e.g., the dataset set used
for training). As we want to avoid costly annotation pro-
cedures, we also assume to have no access to any dataset
containing labeled images of the classes in ).

To address this problem, we can rely only on what we
know about the model: i.e., the task it has been designed
for, the input domain it expects, and the output it predicts.
This information can all be expressed using simple, natural
language. Specifically, we assume to have a general de-
scription of the model’s task 7', the input the model expects
to process, and its output (i.e., classes in ).

This task is challenging as (i) detecting biases requires
measuring the performance of the model on a labeled
dataset, potentially containing annotations for the factors of
interest and (ii) we have no pre-defined list of biases to start
with. This implies that we have to both generate a list of po-
tential biases and to collect a dataset to test them. In the fol-
lowing, we will describe our framework, C2B, that exploits
LLMs for proposing biases, and a combination of LLMs
and multimodal retrieval for scoring them. An overview of
C2B is illustrated in Fig. 2.

3.3. Generating bias proposals

The first step of C2B is to generate a list of bias attributes
and classes that we can explicitly test for. To generate the
list, we cannot rely on attribute annotations, as we have no
access to labeled data. Moreover, we cannot use lists avail-
able online, as biases depend on the task of interest.

To address this problem, we exploit the reasoning ca-
pabilities of LLMs. Specifically, let us denote as @y a
generic LLM, mapping textual inputs to textual outputs, i.e.,
Pm 0 T — T, with T being the space of natural lan-
guage. To generate the candidate set of biases, we prompt
the LLM to produce a list of bias attributes and classes
for the given model and task description. Because differ-
ent classes may have different biases, we query the LLM to
give us a list of potential biases B¢ for each class y € ).
Formally, we have:

BY = ®rim(mpias © T 0 y) ()

where o is the string concatenation operation, i, 1S the
system prompt that instructs the LLM about the task it
should perform (Supp. Mat., Appx. I), and T is the model’s
task description, including input/output specification.

The output of Eq. (2), BY, is a list' of bias attributes
BY = {Bf,---,BY }, of size N,. We prompt the LLM
so that each bias attribute is associated to a list of n,, ; bias
classes BY = {b7,--- .0/, }.

’ i,ny,i

IFor simplicity, we assume that the natural language output of the LLM
is already formatted as a list.
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Figure 2. Overview of C2B. Given a specific task with an associated description and a pre-trained classification model , our approach
leverages an LLM to identify potential candidate bias attributes and corresponding classes. These candidate biases are then used to
prompt the LLM to generate captions, which are subsequently utilized by a retrieval module to collect a dataset of images for bias testing.
This dataset enables evaluation of the target classification model, producing scores for each identified bias category.

3.4. Collecting data

Given the list of candidate bias attributes and classes, we
still need a dataset to score them. Ideally, for each tar-
get class y € ) and bias class b¥Y € BY, with BY € BY,
we would like to have a dataset D(bY,y) depicting images
of class y exhibiting the bias class bY, ie., D(bY,y) =
{(z:,yi,bY)}M, of size M. Unfortunately, we cannot rely
on labeled data for this task as (i) we do not have access to
it; (il) biases change w.r.t. the particular application, thus
it is very hard to collect beforehand a dataset containing all
possible target and bias classes of interest.

To address this problem, we resort to external sources.
In particular, we assume to have access to a large-scale
database D containing images. Note that D has no an-
notations: we just assume it to be large-scale (i.e., poten-
tially web-scale). From this database, we can collect images
for each target-bias combination of interest using a text-to-
image retrieval model. This is achieved in two steps: cap-
tions generation and cross-modal retrieval.

Caption generation. A straightforward solution to create
captions is to use a fixed template (e.g., an image of
[target class] with [bias class]). How-
ever, this would not consider the specificity of the consid-
ered task and thus may lead to retrieving erroneous images.
For instance, the biases and captions associated to a facial
attribute classification task should be different from those
in a natural scene classification task. To avoid this issue,
we resort to using the LLM, querying it in two steps: first
to create a template for the specific task, and then to gener-

ate captions specific for target and bias class. Formally, we
obtain the initial template as:

3)

temp = (I)LLM(Wtemplate o T)

where Template 18 the system prompt that instructs the LLM
about the task it should perform (Supp. Mat., Appx. D).
Then, we ask the LLM to refine this template for each spe-
cific target class y and bias class b, as follows:

“4)

C:g = (I)LLM(Wcaption otempobo y)

where ¢} is the resulting caption. Note that, while with this
strategy we obtain one caption per target-bias class pair, in
principle we can also generate multiple captions per pair to
have more variability, beneficial for more complex tasks.

Image retrieval. The obtained captions can be used to
retrieve images from a large scale image database, and
we implement the retrieval by using a contrastive vision-
language model (VLM) that can score the similarity be-
tween a text and image. Formally, we can decompose the
VLM in three elements: a visual encoder ¢y : X — R4,
a text encoder @iy : 7 — R? and a similarity function
sim: R xR? - R (e.g., cosine similarity for CLIP [51]).
Given a caption, we can retrieve a set of images X for each
class label y and bias b as follows:

X} = top-k sim (pyis(T), Prxs(c))) )

z€D

where we retrieve the k& images with the highest match-
ing score. While these images do not have a ground-truth,
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they can still help to estimate the biases of the model, with
the fidelity of the latter depending on the retrieval accuracy
(Sec. 4.4). We also experiment with a different type of re-
trieval system, a Web search engine (details in Sec. 4.1).

3.5. Measuring biases

In the previous section, we have collected a dataset with
pseudo-annotations for all bias values and classes of inter-
est. We can now test the target model on this dataset to com-
pute its performance, using the variation across bias classes
to score each bias. We use the formula defined in Eq. (1) to
score each target-bias pair relative to other target-bias pairs.
For each bias class, we obtain a bias score between -1 and
1. If the per-class accuracy is higher for a given bias class,
the classifier is biased toward the bias class (positive bias
score). Reciprocally, if the per-class accuracy if lower for
a given bias class, the classifier is biased against the bias
class (negative bias score). Intuitively, larger absolute bias
score values also correspond to stronger biases.

To quantitatively evaluate the quality of the biases de-
tected by C2B, we propose two novel evaluation settings
that complement each other. First, in Sec. 4.2.1, we pro-
pose to match the detected biases with ground-truth anno-
tations using SBERT embeddings for tasks where datasets
with additional bias annotations exist. Second, in Sec. 4.2.2,
we propose to assign bias labels (based on the initial pro-
posed biases) to ground-truth task-specific data with a VQA
model, to check the agreement between the bias detection
method and an expert VQA model.

Collecting scores for all bias attributes and classes en-
ables various types of analyses to explore the biases. Biases
can be ranked by score, to assess which attributes are more
critical than others. Bias class scores can also be aggregated
across bias attributes, to measure which bias attributes ex-
hibit a larger bias. We provide examples of qualitative anal-
yses in Sec. 4.3, and more in the Supp. Mat., Appx. D.

4. Experiments

In this section, we present the results of our experiments,
where we apply C2B to detect biases for different models
on two different image classification tasks. We first describe
our experimental protocol (Sec. 4.1), we then quantitatively
compare the biases detected by C2B with a state-of-the-art
competitor (Sec. 4.2), and we provide qualitative examples
of detected biases (Sec. 4.3). Finally, we analyze the core
component of our approach (Sec. 4.4).

4.1. Experimental protocol

Tasks and models. We test C2B on two different tasks:

facial attribute classification and image classification.
Facial attribute classification. We consider the CelebA

dataset [41], which is composed of 200k images of celebrity

faces annotated with 40 facial attributes, such as male,
blond hair, young, or high cheekbones. To evaluate C2B,
we choose to detect the biases of a recent state-of-the-art
model, FaceXFormer [48]. This model relies on a pre-
trained Swin/B [42] backbone, coupled with an MLP-based
fusion module and an attention-based decoder, which are
co-trained on several face datasets.

Image classification. We focus on the widely
used ImageNet-1K [54] dataset, where each image
is associated to one of the 1000 ImageNet classes.
We choose to detect the biases of four widely used
models, easily accessible through TorchVision [43],
comprising both convolutional networks and trans-
formers: ResNet50_V2 [23], ResNetl01_.V2 [23],
ResNet152_V2 [23], VIT_.B_L16_.SWAG_E2E_V1 [58].

Competitors. As we introduce the new problem of unsu-
pervised bias detection relying solely on a textual descrip-
tion of the classification task, there are no existing baseline
methods designed for this specific setting. Nevertheless,
we still compare C2B to a recent supervised open-set bias
detection method, Bias-to-Text (B2T) [33]. However, un-
like C2B which does not requires task-specific labeled data
to identify biases in an image classifier, B2T depends on
ground-truth task labels to identify model failures. It then
employs a pre-trained captioning model to generate descrip-
tions of misclassified images, extracts common keywords,
and computes a bias score based on the difference between
(1) the similarity (CLIP score) between the discovered bias
keyword and misclassified images, and (ii) the similarity be-
tween the discovered bias keyword and well-classified im-
ages. Thus, we test B2T using the labeled validation sets of
the two datasets (i.e., CelebA and ImageNet).

Implementation details. C2B comprises two components:
the LLM that proposes biases and captions, and the retrieval
module. For the former, we use Llama 3.1 8B [18] (see
Supp. Mat., Appx. J for qualitative LLM comparisons).
For the retrieval, we explore two strategies: (i) CC12M:
we consider the large Conceptual Captions 12M (CC12M)
dataset [12] and retrieve images based on CLIP embed-
dings [7], and (ii) BING: instead of using a VLM to retrieve
images from an existing database where some image do-
mains may not be well-represented, we propose to retrieve
images from the Web using a publicly available search en-
gine, Bing. For both datasets, we retrieve 20 images per
caption, and we measure biases as in Eq. (1), comparing the
difference in the model’s per-class accuracy between im-
ages that match different candidate bias classes.

4.2. Quantitative evaluation

In this section, we provide a quantitative evaluation to as-
sess the quality of biases identified by C2B. First, we
present results based on ground-truth bias annotations, i.e.,

15155



exploiting attributes annotated in the validation sets of the
datasets. For biases not in the ground-truth annotations, we
introduce an evaluation based on Visual Question Answer-
ing (VQA) to measure the relevance of the proposed biases.

4.2.1 Evaluation with ground-truth annotations

Setting. In this setting, we exploit the available attribute an-
notations, checking if models can detect and quantify those
biases correctly. In the case of CelebA, when we focus on
a specific attribute classification task (e.g., blonde hair) we
consider all other 39 attributes (e.g., young) as biases mea-
surable with the ground-truth. For ImageNet-1K, we use
ImageNet-X [28], i.e., the validation set of ImageNet-1K
with 16 labeled “factors” distinguishing images from typi-
cal prototypes (e.g., orientation), as ground-truth biases.
To obtain ground-truth biases, we test the model on each
validation set and check the difference in per-class accuracy
among images where the bias attribute is present and images
where it is absent. We consider a ground-truth bias to be
present if this difference is higher than a threshold (i.e., 7 =
0.05) using the same threshold to assess bias identification
on both C2B and B2T scores. We refer to the sign of the
bias score as the direction of the bias. We provide more
results with a varying threshold in the Supp. Mat., Appx. C.
Due to the open-set nature of the detected biases for both
C2B and B2T, there are almost no exact matches between
them and ground-truth biases. To compare the two sets,
we compute the cosine similarity between SBERT embed-
dings [52] of the ground-truth and detected biases. We em-
pirically set the similarity threshold to 0.9 to avoid having
too many false positives. We provide more details and qual-
itative examples of matches in the Supp. Mat., Appx. K.

Metrics. We report results from two complementary
perspectives: GT — Detected and Detected — GT. 1In
GT — Detected, we start from each ground-truth bias and
check whether it was correctly detected with the same bias
direction (HIT), detected with the opposite direction (false
hit, FH), or not detected (Mi1ssS). This perspective focuses
on recall. However, methods that propose many biases
may artificially reduce misses. Therefore, we also report
Detected — GT, where we start from each detected bias and
verify whether it matches a ground-truth bias with the cor-
rect direction. This second view measures precision and
helps assess the quality of the proposed biases.

Results. In Tabs. | and 2, we report the results of our anal-
ysis. On CelebA (left side of Tab. 1, GT — Detected), C2B
outperforms B2T in detecting ground-truth biases, regard-
less of the retrieval source. We obtain the best results with
Bing, detecting between 10.8% and 12.3% of the ground-
truth biases, compared to only 4.5% for B2T. However, B2T
exhibits a lower proportion of false hits (3.1%), whereas

Table 1. Proportion (%) of ground-truth biases detected on CelebA
(GT — Detected) and of detected biases corresponding to ground-
truth ones (Detected — GT). FH=False Hit.

GT — DETECTED ‘ DETECTED — GT

METHOD Hir(t) FH(]) Miss (}) | HIT(T) FH(}) Miss())
FaceXFormer
B2T [33] 4.53 3.14 92.32 6.59 4.10 89.29

C2B (BING) 12.29 6.88 80.83
C2B (ccl2m) | 10.76 7.75 81.49

14.18 7.34 78.48
12.75 8.15 79.09

Table 2. Proportion (%) of ground-truth biases detected on
ImageNet-X (GT — Detected) and of detected biases correspond-
ing to ground-truth ones (Detected — GT). FH=False Hit.

GT — DETECTED DETECTED — GT

METHOD Hir(t) FH(}) Miss(}) | HIT(t) FH(l) Miss(l)
ResNet50.V2
B2T [33] 2.40 2.19 95.41 0.80 0.71 98.49

C2B (BING) 7.80 8.53 83.66 2.60 2.98 94.42
C2B (ccl2m) | 11.18 11.30 77.52 2.99 2.87 94.14
ResNet101.V2

B2T [33] 2.55 2.11 95.33 0.84 0.69 98.47

C2B (BING) 7.91 8.41 83.68 2.56 277 94.67

C2B (ccl2m) | 11.21 11.68 77.11 2.76 2.96 94.28
ResNet152_v2

B2T [33] 2.53 1.72 95.75 0.83 0.58 98.59

C2B (BING) 7.53 7.93 84.54 2.75 2.79 94.46
C2B (ccl2m) | 11.10 12.01 76.90 2.81 2.95 94.24
ViT_B_16_SWAG

B2T [33] 2.11 1.98 95.90 0.72 0.67 98.61
C2B (BING) 7.72 7.18 85.10 248 2.48 95.05
C2B (ccl2m) | 10.85 11.07 78.08 2.64 2.70 94.66

C2B shows slightly higher false hit rates (6.9-7.8%). This
is largely due to retrieval noise and the broader search
space introduced by LLM-generated proposals, which can
sometimes lead to less precise bias candidates. Neverthe-
less, C2B misses fewer ground-truth biases (80.8-81.5%
vs. B2T’s 92.3%). These trends remain consistent when
considering the proportion of detected biases that corre-
spond to ground-truth biases (Detected — GT), where C2B
achieves 12.8-14.2%, compared to 6.6% for B2T.

On ImageNet-X (Tab. 1), across four -classifiers,
C2B again detects more ground-truth biases than B2T
(7.5-11.2% vs. 2.1-2.6%), at the cost of higher false hit
rates (7.2-12.0% vs. 1.7-2.2%). As before, these false
hits are attributable to noisy retrieval and the open-ended
nature of bias proposals. Still, C2B misses significantly
fewer ground-truth biases (76.9-85.1% vs. 95.3-95.9%).
Interestingly, on ImageNet-X, retrieving from CC12M pro-
vides better results than Bing. The Detected — GT evalua-
tion confirms these findings, with a larger fraction of C2B-
detected biases aligning with ground-truth ones (2.5-3.0%
vs. 0.6-0.7% for B2T).

Discussion. Due to the limited human annotations available
in CelebA and ImageNet-X, the proportion of matching bi-
ases is low across all methods, particularly on ImageNet-
X. Furthermore, since we are using text embeddings to
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Table 3. Detected biases and VQA agreement on CelebA.

MODEL B2T [33] C2B (BING) C2B (ccl12m)

FaceXFormer 0.10 0.22 0.25

Table 4. Detected biases and VQA agreement on ImageNet-X.

MODEL | B2T[33] C2B (BING) C2B (ccl2m)
ResNet50.V2 0.20 0.26 0.20
ResNet101.v2 0.19 0.28 0.20
ResNet152.V2 0.20 0.28 0.20
ViT_B_16_SWAG 0.20 0.32 0.21

match the biases, the numbers are also influenced by the se-
mantic proximity between LLM-proposed biases, caption-
extracted keywords, and ground-truth annotations. More-
over, a high number of MISS in the Detected — GT case
is not necessarily a bad thing, as C2B and B2T may be de-
tecting accurate biases that are not present in the annotation.
For these reasons, in the next section we introduce a differ-
ent evaluation based on visual question answering.

4.2.2 VQA-based evaluation

As ground-truth bias annotations may not always be avail-
able, we also propose an alternative evaluation scheme
based on VQA, measuring the quality of the proposed bi-
ases that are not present in ground-truth annotations.

Metric. We use a VQA model (LLaVA-1.5-13B [38, 39])
to pseudo-label each image of the validation sets with each
of the proposed bias by C2B or B2T. Additional details can
be found in the Supp. Mat., Appx. G. From these pseudo-
labels, we can use the ground-truth task labels (i.e., class an-
notations) to check how the per-class accuracy varies over
different bias classes, using the same threshold 7 = 0.05
of Sec. 4.2.1. For each bias class b proposed by the model,
there are three cases: a positive bias is detected (¢p > 7), a
negative bias is detected (¢, < —7), or the bias is not de-
tected (|¢p| < 7). For each bias class, we define the agree-
ment score to be 1 if both scores fall in the same case, -1 if
they detect opposite biases, and O otherwise.

Results. Tabs. 3 and 4 present the results of our VQA-
based evaluation on CelebA and ImageNet-X. On CelebA,
C2B achieves higher agreement with VQA pseudo-labels
(0.22 for Bing and 0.25 for CC12M) than B2T (0.10), indi-
cating that the biases discovered by C2B are more aligned
with visually detectable and semantically coherent bias at-
tributes. On ImageNet-X, while C2B often achieves higher
agreement scores than B2T with Bing (i.e., +0.09 on av-
erage), results with CC12M are either the same or com-
parable to those of B2T (i.e., +0.005 on average). We at-
tribute this to the challenge of relying on retrieval-based
data collection, without access to annotated failure cases or

task-specific captions. In contrast, B2T benefits from cap-
tions derived from known misclassifications. Despite this
more challenging and fully unsupervised setting, C2B still
achieves agreements that are competitive with or superior
to B2T. This confirms that C2B’s proposals are not only
meaningful and visually grounded but also relevant for bias
detection in settings where no annotations are available.

Discussion. The results presented in this section are influ-
enced by both the types of questions posed to the VQA
model and the model’s own inherent biases. Given these
limitations, evaluations based on ground-truth annotations
and those derived from VQA outputs serve as complemen-
tary approaches. Overall, biases proposed by the LLM tend
to offer more relevant bias indicators than keywords ex-
tracted from captions as in B2T [33], allowing C2B to de-
tect a greater proportion of ground-truth biases and achieve
higher agreement with the VQA model than B2T.

4.3. Qualitative evaluation

In this section, we show examples of biases discovered by
C2B for different models on different tasks.

In Fig. 3, we show biases that C2B detects for the high
cheekbones attribute on face attribute classification, with
bias scores from different retrieval methods. We can see that
a strong bias was detected on the expression attribute: the
classifier appears to perform better when people are smiling
and worse when they appear angry. Other smaller biases
were detected, such as young, and male.

Fig. 4 shows a similar analysis for biases detected by
C2B for the minibus class on image classification for the
ResNet50_V2 model. Strong biases were detected on the
lighting, orientation, and presence of reflection bias at-
tribute: the classifier appears stronger on daytime images,
portrait-oriented images, and images without reflections,
while performing worse on nighttime images, landscape-
oriented images, and images with reflections. Finally, Fig. 5
depicts biases for the birdhouse class again for image classi-
fication, but for the ViT_B_16_SWAG model. A strong bias
is found on the shape bias attribute: the classifier seems to
be performing better on images of rectangular birdhouses,
while it underperforms on images of spherical birdhouses.

4.4. Evaluation of VLM-based retrieval

Retrieving images matching the target classes and biases
present in the captions is essential for the detected biases
to be trustworthy. Therefore, in this section, we analyze
the CLIP-based retrieval approach used by C2B, by trying
to retrieve images for which we have annotations. For a
VQA-based analysis of both the Bing-based retrieval and
CLIP-based retrieval on CC12M, please refer to Supp. Mat.,
Appx. F. To perform our analysis, we use CLIP to retrieve
images from the validation sets of CelebA and ImageNet-
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Figure 5. Examples of biases found by C2B for the birdhouse
class on ImageNet-X (ViT_-B_16_SWAG).

X, using handcrafted captions as input: combinations of at-
tributes on CelebA, and classes and factors on ImageNet-X.

Metric. We use recall@ K, where K varies for each caption
to match the number of corresponding ground-truth samples
in the dataset. We show results using recall @ A - K, where
A is a coefficient that varies between 0.01 and 1.0.

Results. We present the results in Fig. 6. For CelebA
(left), the recall is the same for both target and bias at-
tributes, as expected, since both are drawn from the same
set of attributes. On the same dataset, CLIP struggles to

Figure 6. Accuracy of VLM-based retrieval.

retrieve images with combinations of attributes, with a re-
call @ 0.01 - K just above 40%. For ImageNet-X (right),
CLIP is fairly accurate, especially for low values of A, with
more than 80% and 70% recall at 0.05- K to retrieve images
with specific biases and classes, respectively. Generally, the
recall is higher when the number of retrieved images de-
creases relative to the number of potential matching images
present in the dataset, which suggests that, the larger the
dataset, the more accurate the retrieval is.

5. Conclusion

We introduced CLASSIFIER-TO-BIAS (C2B), a novel
method for automatically detecting biases in visual classi-
fiers entirely in an unsupervised manner, without the need
for task-specific labeled data. Starting from a simple tex-
tual description of the classification task and a pre-trained
model, C2B generates bias hypotheses, retrieves relevant
images to test them, and produces a list of biases with their
scores. Although C2B is the first approach to operate in
such challenging setting, our results show that it surpasses
a recent supervised open-set bias detector across two eval-
uation settings: one based on ground-truth annotations and
another on VQA-based pseudo-labels. We believe our work
marks an important step toward automated, open-set, and
task-agnostic bias detection.
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