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Figure 1. FirePlace enables multi-modal large language models (MLLMs)to place new 3D objects into complex, preexisting 3D scenes,
given (1) a 3D scene, (2) a 3D object, and (3) a language prompt. It uses a combination of MLLM common sense and low-level geometry
constraints through the process described in this paper. Object placements generated by FirePlace are shown in Red.

Abstract

Scene generation with 3D assets presents a complex chal-
lenge, requiring both high-level semantic understanding
and low-level geometric reasoning. While Multimodal
Large Language Models (MLLMs) excel at semantic tasks,
their application to 3D scene generation is hindered by their
limited grounding on 3D geometry. In this paper, we investi-
gate how to best work with MLLMs in an object placement
task. Towards this goal, we introduce a novel framework,

1Work done during an internship at DeepMind. Correspondence to:
ianhuang@cs.stanford.edu.

FirePlace, that applies existing MLLMs in (1) 3D geomet-
ric reasoning and the extraction of relevant geometric de-
tails from the 3D scene, (2) constructing and solving geo-
metric constraints on the extracted low-level geometry, and
(3) pruning for final placements that conform to common
sense. By combining geometric reasoning with real-world
understanding of MLLMs, our method can propose object
placements that satisfy both geometric constraints as well
as high-level semantic common-sense considerations. Our
experiments show that these capabilities allow our method
to place objects more effectively in complex scenes with in-
tricate geometry, surpassing the quality of prior work.
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1. Introduction
Generating scenes with preexisting 3D assets is crucial for
diverse applications like architecture, game development,
and virtual reality. While constructing a scene can be
seen as an iterative process of object placement, doing so
even for a single object requires complex understanding of
both high-level considerations for why an object should be
placed at a particular location, as well as low-level under-
standing of the geometry of that object and its environment.
Constructing such scenes requires placing objects in a way
that is both physically feasible and contextually appropriate.
This involves understanding high-level concepts like object
relationships and aesthetics, as well as low-level geometric
constraints.

Multi-modal Large Language Models (MLLMs) [33, 43]
offer a promising approach due to their real-world knowl-
edge and common-sense reasoning capabilities [29, 58],
which have been leveraged for tasks such as graphical edit-
ing [10, 14, 19, 20, 24, 47, 52], scene understanding [3],
and question answering [25, 53]. However, applying them
to object placement leads to many failure cases, for the
reason that MLLMs struggle with precise 3D spatial rea-
soning and fine-grained geometry [9, 55]. Existing ef-
forts often resort to training or fine-tuning these models on
extensive 3D datasets to enhance their spatial capabilities
[5, 17, 21, 27, 30, 59].

This paper introduces FirePlace, a novel approach for
placing new 3D objects into existing scenes using off-the-
shelf MLLMs, guided by natural language instructions.
Concretely, our method takes as input a Universal Scene
Descriptor (USD) of a 3D scene (including 3D assets within
the scene), a camera angle capturing the scene, a new object
mesh to be placed, and a language instruction describing the
desired placement. FirePlace then outputs an edited USD
file representing the scene with the object inserted.

Our system iteratively translates abstract constraint de-
scriptions (e.g., “a book should be on the shelf”) into lower-
level grounded 3D constraints (i.e. Which part of the book
should be related to which part of the shelf, and in what
way?). To accurately determine the parts of the scene that
are relevant to the placement task, FirePlace introduces a
way for the MLLM to interrogate, visualize, and reason
about relevant 3D information from the scene, by giving it
access to a range of 3D processing tools. FirePlace is able
to combine the 3D processing capabilities of such tools with
the common-sense reasoning capabilities of MLLMs to pro-
duce placements of objects that are feasible (i.e., satisfy
geometric constraints) and plausible (i.e., satisfy common-
sense reasoning about aesthetics, function and accessibility
of object placements). Figure 1 shows some object place-
ments generated by FirePlace.

While recent works have introduced systems that gen-
erate object placements in scenes from scratch [1, 10, 18,

34, 42, 46, 47, 51, 52], we note that they would perform
poorly on the task of object placement in complex preexist-
ing scenes since they lack the following three capabilities:
Reasoning with Fine-grained 3D Geometry. Prior works
in scene-generation propose methods that act upon bound-
ing boxes of objects [1, 18, 20, 34, 51, 52], attending to
coarse physical relationships between objects to be synthe-
sized. However, such representations fail when the key sur-
faces for the placement task lie within the bounding box,
as with shelves in Figure 1. For example, placing a book
on a shelf requires reasoning about the specific geometric
features of the shelf’s surface, such as its top plane and its
depth, rather than simply its overall bounding box. To over-
come the limitations of bounding-box-based approaches,
FirePlace reasons with fine-grained 3D geometry from an
explicit 3D scene representation by extracting, visualizing,
and reasoning about object surfaces. This allows it to gen-
erate scenes that are more realistic and physically plausible.
Reasoning about object instances. Existing scene gen-
eration methods lack the ability to reference specific ob-
ject instances (e.g. which chair, which wall). These meth-
ods rely on pre-defined assumptions about wall layouts
[1, 10, 51, 52] and assume either that the specific in-
stance choice is irrelevant or predetermined by construc-
tion [1, 18, 52]. This assumption fails when inserting ob-
jects into complex scenes, where the correct instance choice
may be context-dependent. For example, hanging a picture
in a room with multiple walls requires understanding the
specific context to identify the intended wall. To tackle this,
FirePlace enables MLLMs to precisely reference object in-
stances through visual selection.
Common-sense placement. Existing methods [10, 18,
34, 46, 51, 52] often neglect the final visual result and
common-sense considerations such as aesthetics, function-
ality, and accessibility during object placement. FirePlace
addresses this limitation by leveraging the knowledge em-
bedded in MLLMs, selecting among potential placements
based on a wider range of criteria, including aesthetic ap-
peal, functional appropriateness, and accessibility consid-
erations. This results in more realistic and plausible scene
configurations that go beyond mere geometric feasibility.

In order to enable MLLMs to reason about fine-grained
3D geometry and object instances, the MLLM must select
among many discrete choices (of objects, and of surfaces)
to choose the right ones for the placement task. However,
MLLMs become substantially more prone to error as the
set of options gets larger. We introduce a visual selection
method that uses inference-compute scaling [2, 39] to miti-
gate this, called Batched Visual Selection, whereby choos-
ing a single surface/object among a set of options is broken
down into a multi-round decision process, and each round
limits the number of options that the MLLM has to “look
at”. To summarize, our contributions are:
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1. A 3D reasoning framework that enables an off-the-shelf
MLLM to translate high-level understanding of object
placement requests into geometrically grounded 3D con-
straint functions while also adhering to common sense.

2. Batched Visual Selection: A method that enhances the
reliability of MLLMs in complex visual selection tasks
by increasing computational resources during inference.

3. Experiments: Our results show that FirePlace surpasses
existing LLM-based methods in generating realistic and
plausible object placements within complex 3D scenes.
Human evaluations confirm that FirePlace produces
placements that are both physically feasible and aligned
with common-sense expectations.

Our investigation demonstrates the nuanced design choices
and trade-offs needed when using MLLMs for downstream
3D tasks that require 3D understanding capabilities to be
externally provided.

2. Related Works

3D scene generation and object placement. Significant
efforts have been made towards collecting 3D scene datasets
[4, 13, 36, 38, 40, 41], enabling the community to train
and develop systems that generate and/or position elements
within indoor scenes [11, 32, 34, 37, 44–46, 51]. While
they demonstrate that object placement rules can be dis-
tilled from scene databases, these were not designed to han-
dle open vocabularies of objects, and even less so to take
into account the level of common sense reasoning that un-
derlies human decisions to place objects where they are
placed within our living environments. FirePlace intro-
duces a method to leverage the knowledge of MLLMs to
do this in a training-free manner. While other works [6–
8, 12, 15, 16, 22, 23, 26, 28, 31, 35, 50, 54, 56, 57] use
2D image priors to generate scenes and objects, they often
have issues preserving object identity and physical plausi-
bility of the final object arrangement. In contrast, FirePlace
works with an explicit 3D scene representation, where ex-
plicit geometric constraints are enforced.
Foundation models for 3D graphics. More recent
works [14, 19, 20, 24, 47] have demonstrated the potential
of involving large pretrained models for different stages of
the 3D graphical design process. While they demonstrate
capabilities in editing materials [20], texture [19], and con-
trolling animation [14], they struggle with tasks that require
complex spatial reasoning, like object placement. Existing
works like [10] have attempted to position objects in a scene
by directly using LLMs through predicting the position and
orientation of objects as LLM outputs. More recent works
[1, 18, 42, 52] have demonstrated the benefit of using LLMs
to predict constraints instead, before using a solver to solve
for final object placements. However, despite being able
to create large-scale scenes, they represent each object us-

ing bounding boxes, making it impossible to express fine-
grained constraints between parts of objects, leading to con-
straints that can only explain placements of box-like objects
(as opposed to putting a book on a shelf, or a stuffed toy on
a chair with a backrest and armrests). This design choice is
understandable, since parts of objects become increasingly
hard for LLMs to reason about. FirePlace introduces a way
to overcome this limitation.

3. Method

As input, FirePlace is given (1) a 3D scene D = {o1, o2...}
defined as a collection of objects in world frame (along with
a camera pose that captures the scene), (2) a transformable
3D object OT to be inserted, and (3) a text instruction l that
describes the desired placement of the object. FirePlace re-
turns a single transformation matrix T , for the final place-
ment of the object T (OT ) in the world frame. We desire a
D′ = D ∪ {T (OT )} that best matches the description l.

FirePlace can be seen as executing a visual chain-of-
thought process that breaks down the visual reasoning task
of object placement into individual steps. FirePlace starts
by leveraging MLLMs’ world knowledge to generate “con-
straint sketches”, which is a representation that references
a list of constraint functions, and textually annotates the
surfaces that these constraints should act upon. FirePlace
then performs three 3D reasoning stages of (1) resolving
the surface references (e.g. “the seat of the chair”) to the
3D surfaces of the objects, (2) estimating continuous pa-
rameters, if applicable, of the constraint functions chosen
in the constraint sketch, and (3) using a constraint solver to
produce candidate object placements that satisfy the con-
straints. FirePlace finally prunes the set of candidate object
placements based on their renderings, selecting ones that
adhere the most to common-sense reasoning of aesthetics,
functionality and accessibility. Figure 2 shows the outcome
of these stages in action.

3.1. Constraint Outline Generation [Stage 1]

Given text l, constraint library F (described in Section 3.4),
and the rendering HR(D) of the scene (for some rendering
function HR), the MLLM is prompted to produce a list G
of triplets (f, tA, tT ), where f ∈ F references the specific
constraint that should be followed, and tA and tT are text
descriptions describing the relevant surfaces participating
in this constraint. tA corresponds to the surface of the an-
chor object (e.g. “the top surface of the white cabinet) and
tT to that of the transformable object (e.g. the bottom of the
TV screen). Generating constraint outlines can be accom-
plished simply by appropriately prompting the MLLM and
parsing its results, which we will show in the Supp. Mat..
An example of this can be seen in Stage 1 of Figure 2.
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Figure 2. FirePlace pipeline. [Stage 1] FirePlace first generates a set of constraint outlines, describing in text from the applicable constraints
and the corresponding interacting surfaces. [Stages 2-4] FirePlace then selects the anchor object using Batched Visual Selection on instance
segmentation masks. It extracts the surfaces that best match the constraint outline, and then uses a constraint solver to produce feasible
layouts. [Stage 5] Finally, it uses an MLLM to select a subset of placements that adhere to common sense principles.

3.2. 3D Reasoning for Feasibility [Stages 2-4]

In the 3D reasoning stage, the objective is to form place-
ment candidates {Ti} that satisfy geometric constraints ex-
pressed by the constraint outline. In order to do so, Fire-
Place must resolve the references of tA and tT down to the
level of 3D surfaces, for every triplet within outline G.

The method is described in Algorithm 1. For each triplet,
the method starts by running a visual selection process
among the objects within the scene D = {o1, o2...} for the
object, OA, that best matches the description tA. FirePlace
renders the segmentation masks of every object visible in
the camera viewpoint, HS(oi), and tasks the MLLM with
“pointing” to the object by naming the color of the associ-
ated segmentation mask. This enables FirePlace to reason
about object instances. See Stage 2 of Figure 2.

Then, FirePlace renders HR(OA), and tasks the MLLM
in DirExtr(.) to extract the normal facing direction for the
surfaces of OA that best correspond with tA. For instance,
if tA mentions the seat of the chair, DirExtr() will return
up. The same is done for OT and tT . FirePlace then uses
geometric processing algorithms (described further in the
Supp. Mat.) to extract sets of surfaces from both OT and
OA based on their face-normals and their alignment with
the surface directions extracted previously. This gives us
a set of candidate interaction surfaces {sA

1 ...} for OA and
{sT

1 ...} for OT . Each surface is expressed as a planar con-
vex hull in 3D, circumscribing the faces that match.

It’s expected that within a complex 3D asset, there will
be many candidate interaction surfaces for any particular di-
rection. FirePlace therefore uses a visual selection process
once again to choose the best match among them (sT

∗ and
sA

∗ ) corresponding to tT and tA. FirePlace renders the inter-
action surfaces {sA

1 ...} and {sT
1 ...}, overlaid on top of OT

Algorithm 1 3D Reasoning of FirePlace
1: procedure CONSTRUCT CONSTRAINTS( 3D Scene D,

Target Object OT , Constraint outline G )
2: Constraints R ← ∅
3: for (f, tA, tT ) in G do
4: OA ← V (D, tA) ! Choose anchor object
5: "dA ← DirExtr(OA, tA) ! OA surface normal
6: "dT ← DirExtr(OT , tT ) ! OT surface normal
7: {sA

1 , ...} ← SurfExtr(OA, "dA) ! OA surfaces
8: {sT

1 , ...} ← SurfExtr(OT , "dT ) ! OT surfaces
9: sA

∗ ← V ({sA
1 , ...}, tA) ! Choose OA surface

10: sT
∗ ← V ({sT

1 , ...}, tT ) ! Choose OT surface
11: π ← ContinuousParam(f ) ! Guess params
12: R ← R ∪ {(f, sA

∗ , sT
∗ , π)} ! Add to constraints

13: end for
14: {T ∗

1 ...} ← arg minT
∑

(f,sA,sT ,π)∈R f(sA, T (sT ), π)
! Solve for feasible set of transformations

15: return {T ∗
1 , ...}

16: end procedure

and OA, and renders these surfaces in different colors. It
then tasks the MLLM to “point” to the best plane by nam-
ing its color. This allows FirePlace to express constraints in
terms of fine-grained geometry. See Stage 3 of Figure 2.

Finally, the MLLM is prompted to estimate continu-
ous arguments π (e.g. such as distances for distance con-
straints), completing the last piece of a fully 3D-grounded
constraint function (Supp. Mat. shows the prompts used).
This function can then be evaluated for some transformation
T as f(sA

∗ , T (sT
∗ ), π). After accumulating this for every

outline in G, FirePlace minimizes the sum of the constraint
functions with respect to T using simulated annealing, as
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done in [36], and returns the set of candidate placements
that successfully minimize the sum of the constraint func-
tions below a scalar threshold. See Stage 4 of Figure 2.

3.3. Plausibility Pruning [Stage 5]

As done in [20], we use MLLM-based pruning of the fi-
nal results to remove placements that are geometrically fea-
sible but implausible based on considerations such as aes-
thetics, functionality, and accessibility. This is done by run-
ning visual-selection on the renderings HR(D∪{T ∗

i (OT )})
through tasking the MLLM to find the most plausible place-
ments. This stage guides the MLLM to first generate con-
siderations for what good placements would look like be-
fore picking between pairs of renderings shown. By the end
of this stage, the selected placement adheres more to com-
mon sense. See Stage 5 of Figure 2.

3.4. Constraint Library

We provide FirePlace with a small constraint library
composed of binary constraint functions. They take in two
interaction surfaces (from the anchor and target objects)
and output a loss, which is minimal (i.e. 0) when the
constraint is met. We provide FirePlace with the following
constraint functions: (1) Parallel(p1, p2): p1 and
p2 are parallel. (2) CloseTo(p1, p2, dist):
the maximum distance between p1 and p2 is
dist. (3) FarFrom(p1, p2, dist): the min-
imum distance between p1 and p2 is dist. (4)
InfrontPlane(p1, p2): p2 is on the “front-facing”
side of p1 (in the direction of its surface normal). (5)
Contact(p1, p2): p1 and p2 are in contact. (6)
NoOverhang(p1, p2): p1’s projection onto p2 is
entirely contained within p2. This is useful for expressing
that an object placed on another should not overhang the
edge of the top surface it sits upon.

While this library is small, we find that this set of pla-
nar constraint functions can, in combinations, communicate
most, if not all, of the constraint functions in prior works
like [18, 52]. We provide more details in the Supp. Mat..

3.5. Batched Visual Selection

FirePlace uses visual selection pervasively throughout its
3D reasoning and plausibility pruning. However, select-
ing among many visual options is a challenge for MLLMs.
Similar to findings in [48], we found that overwhelming
the MLLM with visual options heavily impacts its ability
to choose the correct object or interaction surfaces.

Inspired by the use of inference compute scaling to over-
come inherent limitations in MLLMs [2, 20, 39], we pro-
pose Batched Visual Selection (outlined in Algorithm 2), a
method that recursively breaks down the set of options into
batches of size m. The method shows at most m options
to the MLLM at a time, merges the ones that get selected

Algorithm 2 Batched Visual Selection
1: procedure V(candidates {c1, c2, ...ck}, objective t,

batch size m)
2: C ← [c1, c2, ...ck] ! List of candidates
3: if |C| < m then
4: return Best match among C according to t
5: end if
6: while |C| > 1 do ! If multiple candidates exist
7: C ← Shuffle(C) ! Shuffle before batching
8: C ←

⋃|C|/m−1
i=0 V ({Cim+1...Cm(i+1)}, t, m)

! Break into m-sized batches then recursively call self.
9: end while

10: return C
11: end procedure

within each batch, and repeats this process until a single
option remains.

In the context of visual-selection for anchor objects, m
candidate objects within a certain batch are masked out
from the scene rendering in m different colors. The MLLM
is provided a list of these color names alongside the image,
and selects options by referencing color names. Similarly,
m candidate interaction surfaces within a mask are visual-
ized on top of the original object mesh in m different colors,
and the MLLM is prompted to choose the most relevant in-
teraction surface in a similar fashion.

4. Experiments
4.1. Dataset, Metrics & Baselines

To demonstrate FirePlace’s ability to perform object place-
ment in complicated scenes, we conduct our experiments on
50 photorealistic 3D scenes with fixed camera viewpoints
designed by human experts. To create placement tasks, we
select one object for each placement task (transformable ob-
ject OT ) and caption its placement in the scene using lan-
guage annotation l. We then remove the object from the
scene and save the modified scene as the initial scene D.
Doing so for a number of objects in each of the 50 scenes
creates an evaluation dataset of 266 placement tasks. More
details on these 3D scenes and tasks can be found in the
Supp. Mat..

We use five metrics to evaluate our placements:
1. Min L2 Error: L2 error of the closest match to the

groundtruth translation among multiple tries per place-
ment task, generated by each method.

2. Mean L2 Error: L2 error in the groundtruth transla-
tion and the predicted translation of the object, averaged
across multiple tries per placement task.

3. Energy Score: the proportion of constraint functions
generated by the constraint generator that outputs LOW
energy at the groundtruth placements ( < 0.01).
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Figure 3. Qualitative samples of object placements (shown in red masks) within 3D scenes based on language instructions. FirePlace can
place diverse objects in a variety of settings, and produce geometrically feasible and semantically plausible object placements.

4. Plausibility Score: Inspired by the latest works that use
MLLMs for evaluation of 3D generative models [49],
the plausibility score is generated by Gemini, and ranges
from 1 (poor) to 4 (great). We provide it a concrete rubric
for evaluation of every sample, which is shown in detail
in the Supp. Mat.. Section 4.3 also shows great align-
ment between the plausibility score and human prefer-
ences in our user preference study.

5. Visibility Score (in range [0,1]) is the rate which trans-
formable objects are observable within the generated
placement renderings after placement.
We compare against Holodeck[52] and LayoutGPT[10],

works that use LLMs for the generation of constraints of ob-
ject bounding boxes [52] or 3D position of object bounding
boxes [10]. For both methods, we provide a list of Gemini-
generated captions for the objects within the scene (gen-
erated based on per-object renderings) and ask their con-
straints/positions to be generated in the context of preexist-
ing objects in the scene. Our full prompts for both meth-
ods are shown in the Supp. Mat.. For Holodeck, we only
use the “Constraint-based Layout Design Module” [52], the
module relevant to placement.

We choose to compare with both methods because both
leverage the common-sense reasoning of large pretrained

Metric LayoutGPT Holodeck Ours

Min L2 error cm (↓) 89.01 113.17 48.39
Mean L2 error cm (↓) 132.96 137.60 69.89

Visibility score (↑) 0.79 0.63 0.88
Plausibility score (↑) 2.14 2.13 2.95

Energy score (↑) N/A 0.22 0.42

Table 1. Comparison with Holodeck[52] and LayoutGPT[10].
LayoutGPT does not use constraints, so Energy Score is N/A. Fire-
Place outperforms both baselines in all of the 5 metrics. See Fig-
ure 4 and Figure 5 for visual samples.

foundation models, but are lacking in the 3 capabilities en-
abled by FirePlace in different ways. For our method and in
all baselines, Gemini-1.5 Pro [43] is used.

4.2. Qualitative Examples & Baseline Comparisons

Like Figure 1, Figure 3 shows the breadth of objects that
can be placed into a variety of existing 3D scenes using Fire-
Place. This demonstrates FirePlace’s capabilities in produc-
ing object placements compatible with visual context and
lower-level geometry like the surfaces of bookshelves.

Figure 2 shows the intermittent steps of placing animal
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Figure 4. Comparisons against Holodeck. Holodeck fails to put the collection of books onto the shelf (due to its bounding box represen-
tation), and produces many implausible placements due to incorrect selection of anchor objects using the caption-based selection method.

Physics Semantics Com. Sense

Win vs. Holodeck 60.27% 65.70% 62.08%
Tie vs. Holodeck 19.69% 20.77% 19.81%

Win vs. LayoutGPT 76.02% 76.10% 76.42%
Tie vs. LayoutGPT 11.39% 11.47% 11.22%

Table 2. User preference study shows that FirePlace placements
are preferred over both baselines along all 3 axes of comparisons.
figurines on the window seat. Note that for the figurines to
be put onto the window seat, the 3D reasoning stage must
both select the window seat from the many segmentation
masks in the image and extract the surface that corresponds
to placeable parts of the window seat. Despite the fact that
cushions and plant vases are attached to the window seat
mesh, FirePlace extracts and chooses the placeable surface.
Additionally, note that among the feasible placements, a
few are aesthetic/accessible positions. Plausibility pruning
is able to select more centered placements among these as
the final output.

Table 1 shows a comparison of our method against
Holodeck and LayoutGPT across the 266 placement tasks.
All methods are given language descriptions of the desired
placement. FirePlace achieves close to half the L2 losses of
baselines, and additionally scores higher on visibility, plau-
sibility, and energy. Qualitatively comparing outputs (Fig-
ure 4 and Figure 5) shows that our method is able to produce
higher quality placements.

4.3. Human Evaluations

We perform user preference studies (30 participants, 2075
side-by-side comparisons to LayoutGPT and Holodeck) on
randomly chosen outputs of FirePlace, LayoutGPT, and
Holodeck. Human participants are shown masked render-
ings of two placements (presented as option A and B in ran-

Ablation L2 (↓) Vis(↑) Plaus.(↑) Energy (↑)

Ours 62.52 0.87 2.94 0.34
− Constraints 124.11 0.24 1.95 N/A
− Vis. Select. 67.61 0.82 2.85 0.25

− Geometry 63.44 0.79 2.89 0.44
− Com. Sense 66.08 0.87 2.60 0.34
− Vis. Scale. 83.95 0.84 2.55 0.19

Table 3. Ablations of design decisions in FirePlace. L2, Vis, Plaus,
and Energy are short for mean L2 error, visibility, plausibility, and
energy score, respectively.

dom order) and the original language prompt. Participants
are tasked with annotating which of two placements (or tie)
is (1) more physically plausible (e.g. objects are not float-
ing in space), (2) more semantically aligned with the input
language prompt, and (3) more plausible according to com-
mon sense – with considerations for aesthetics, functional-
ity, and accessibility within living spaces. We show the re-
sults in Table 2 for the win-rate of outputs from our method
compared to baselines for questions (1), (2) and (3) under
“physics”, “semantics” and “com. sense” respectively. We
surpass the performance of prior works quite notably, and
predominantly tie in human preferences when our method
does not clearly produce a better result, as judged by our hu-
man annotators. These human annotations also show a high
correlation with plausibility. Among the cases when a clear
winner is decided by human raters, plausibility metrics and
human judgment agree 89.82% of the time.

4.4. Ablation Studies

FirePlace introduces many design choices that we validate
through ablations. The results are shown in Table 3.



Figure 5. Comparisons against LayoutGPT. LayoutGPT produces implausible object placements with intersections, showing that LLMs
often fail to accurately estimate object positions and should be guided by constraints, as done in FirePlace.

Use of geometric constraints. To what extent can the
placement problem be solved by asking the MLLM to pick
the best placement among random guesses of placement?
The “− Constraints” row in Table 3 demonstrates the con-
sequences of doing this – FirePlace generates 100 random
placements, renders them all, and asks the VLM to choose
among them. The result has substantially worse L2 error,
visibility (notably, placed objects are only visible 24% of
the time), and plausibility scores, motivating the need for
a method that uses fine-grained geometric constraints to
guide the common-sense selection.
Visual selection of anchor objects. What happens when
we remove the visual selection process from FirePlace, and
use caption-based selection (as done for the baselines) in-
stead? The results are shown in the “− Vis. Select.” row
in Table 3. Removing the ability to visually select object
instances for the anchor objects heavily relies on robust
captioning for the assets, leading to drops in performance
across the board. Moreover, the generated constraints match
groundtruth placements less well, as shown by the substan-
tial decrease in energy score.
Fine-grained geometry. We replace interaction surfaces
extracted in Algorithm 1 with the bounding box surfaces
facing that direction in row “−Geometry” of Table 3. In-
terestingly, we find that the energy score becomes higher,
likely due to the fact that among the fewer constraints pre-
dicted by FirePlace, many are explainable using bounding
box constraints. However, this leads to a lower expressivity
of the constraints, evidenced by the dip in plausibility and a
higher chance of the object being placed out of view, shown
by the lower visibility score. Qualitatively, this leads to
the observation that objects are often unable to be put onto
shelves or flat surfaces that are circumscribed by bounding
boxes substantially larger than it or at a different elevation.
Plausibility pruning. Row “− Com. Sense” in Table 3

shows the consequences of simply using the geometri-
cally feasible placement solutions as final solutions, without
plausibility pruning. This causes a large dip in plausibility,
leaving visibility and energy scores largely unchanged.
Inference compute scaling for Batched Visual Selection.
We gradually increase the batch size (from size 3 in our sys-
tem), to the point where the MLLM must select among up
to 100 options at a time. The consequence of doing this is
shown in the “− Vis. Scale.” row in Table 3. Anchor objects
and interaction surfaces chosen become significantly less
accurate, shown by the substantially lower energy score,
plausibility, and L2 errors. In fact, removing inference-
compute scaling for Batched Visual Selection lowers per-
formance along three of the four metrics below that of ab-
lating low-level geometry, plausibility pruning, and remov-
ing visual-selection. This shows the importance of Batched
Visual Selection to FirePlace. More in the Supp. Mat..

5. Conclusion & Discussion
FirePlace addresses the task of 3D object placement by inte-
grating the geometric reasoning capabilities of 3D process-
ing tools with the common-sense reasoning of MLLMs. By
leveraging inference-compute scaling for the visual selec-
tion task through Batched Visual Selection, FirePlace trans-
lates language instructions into grounded 3D constraints,
producing object placements that are not only geomet-
rically feasible but also semantically plausible according
to common-sense. FirePlace highlights the potential for
MLLMs in 3D environments to solve spatial reasoning tasks
when complemented by external geometric reasoning tools.
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