
T-CIL: Temperature Scaling using Adversarial Perturbation for Calibration in

Class-Incremental Learning

Seong-Hyeon Hwang Minsu Kim Steven Euijong Whang*

KAIST
{sh.hwang, ms716, swhang}@kaist.ac.kr

Abstract

We study model confidence calibration in class-incremental

learning, where models learn from sequential tasks with

different class sets. While existing works primarily focus

on accuracy, maintaining calibrated confidence has been

largely overlooked. Unfortunately, most post-hoc calibra-

tion techniques are not designed to work with the lim-

ited memories of old-task data typical in class-incremental

learning, as retaining a sufficient validation set would be

impractical. Thus, we propose T-CIL, a novel temperature

scaling approach for class-incremental learning without a

validation set for old tasks, that leverages adversarially per-

turbed exemplars from memory. Directly using exemplars

is inadequate for temperature optimization, since they are

already used for training. The key idea of T-CIL is to per-

turb exemplars more strongly for old tasks than for the new

task by adjusting the perturbation direction based on fea-

ture distance, with the single magnitude determined using

the new-task validation set. This strategy makes the per-

turbation magnitude computed from the new task also ap-

plicable to old tasks, leveraging the tendency that the ac-

curacy of old tasks is lower than that of the new task. We

empirically show that T-CIL significantly outperforms var-

ious baselines in terms of calibration on real datasets and

can be integrated with existing class-incremental learning

techniques with minimal impact on accuracy.

1. Introduction

Nowadays it is essential for deep neural networks to de-
liver not only precise predictions, but also trustworthy con-
fidence levels indicating the likelihood that predictions are
correct. However, with the enhancement of the model’s ca-
pabilities, there is a tendency for the model to exhibit ex-
cessive confidence in its predictions compared to the actual
accuracy [13]. This discrepancy between the confidence
levels of the model and the actual accuracy makes model
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predictions unreliable to use for decision making. The dis-
crepancy also results in severe failures in real-world safety-
critical applications that require reliable models such as au-
tonomous driving [12] and medical diagnostics [15].

With the growing need for reliable models, confidence
calibration [13], which adjusts confidence levels of the
model to match their actual accuracies, has gained increas-
ing attention. To enhance the calibration of deep neural net-
works, both post-hoc and training-time methods have been
introduced. Post-hoc methods adjust the confidence levels
of a model after training by applying a calibration func-
tion to the predictions made on a hold-out validation set,
such as temperature scaling [13] or histogram binning [41].
Training-time methods refine model calibration during the
training phase by altering the loss function [27], implement-
ing label smoothing [36], or using Mixup [43] training on
interpolated data samples.

However, conventional post-hoc calibration approaches
struggle in class-incremental learning scenarios, where
models must continuously adapt to new classes with suf-
ficient data while retaining performance on previously
learned classes. Existing works for class-incremental learn-
ing [3, 25, 34, 38, 39, 46] focus on preventing catastrophic
forgetting [26], losing knowledge of old tasks as they learn
new ones. They often assume a limited memory size for
old classes, as storing all data may be impractical due to
memory constraints and privacy concerns. For post-hoc ap-
proaches, the primary challenge stems from this memory
limitation. This limitation restricts the retention of a suf-
ficient validation set from old tasks. If a portion of the
stored data is reserved solely for validation and excluded
from training, model accuracy on old tasks will likely de-
cline due to the reduced amount of training data.

To effectively calibrate models in class-incremental
learning, we propose T-CIL, a novel temperature scaling ap-
proach that operates without validation data from old tasks
(see Figure 1). While exemplars from memory are the only
available source of information for old tasks, directly us-
ing them for temperature optimization yields abnormally
small values due to their use in training. Thus, we optimize
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Figure 1. Overview of our proposed framework, T-CIL, a post-hoc calibration framework for class-incremental learning when a validation
set only from the new task is available with memory. Our method leverages exemplars from memory by applying adversarial perturbations,
whose direction and magnitude are determined based on feature distance and new task validation data, respectively. The temperature is
then optimized using these perturbed exemplars.

the temperature on adversarially perturbed exemplars. We
introduce adversarial perturbation of exemplars, designed
with two key components: direction and magnitude.

The key idea of T-CIL is to perturb exemplars more
strongly for old tasks than for the new task by adjusting
the perturbation direction based on feature distance, with
the magnitude determined using the new-task validation set.
While the perturbation levels can be controlled simply with
two magnitude parameters for old and new tasks, determin-
ing the proper magnitude for old tasks is unrealistic without
a validation set, as it is impossible to know how much the
magnitude affects temperature optimization exactly. There-
fore, we use a single magnitude determined using a new-
task validation set and adjust the levels by setting the pertur-
bation direction using target class selection. Since old tasks
generally exhibit lower test accuracy than new tasks, we in-
duce easier mispredictions on exemplars from old tasks than
new task with the same magnitude. T-CIL is guiding the
model to misclassify old-task data into their closest classes
in feature space, while mispredicting new-task data into the
farthest classes. This strategy makes the perturbation mag-
nitude computed from the new task also applicable to old
tasks, leveraging the tendency that the accuracy of old tasks
is lower than that of the new task.

We perform comprehensive experiments on various im-
age classification datasets in class-incremental learning set-
tings. We demonstrate the effectiveness of T-CIL in terms of
confidence calibration while minimally changing accuracy
without a validation data from old tasks. We show that T-
CIL consistently outperforms existing post-hoc calibration
methods and can be integrated with any class-incremental
learning technique. Even if there is enough data to con-
struct a validation set, this may result in a tradeoff in accu-

racy, which T-CIL does not have. For instance, when us-
ing Experience Replay (ER) [6] with 100% of the memory
for training exemplars, instead of reserving 25% for val-
idation, we observe an improvement in average accuracy
on CIFAR-100 from 53.56% to 56.25%. This performance
gain is comparable to the accuracy improvement achieved
by EEIL [3] (a method specifically designed to mitigate for-
getting) over ER, but with the significant advantage of not
requiring an additional old-task validation set. See Sec-
tion 6.2 for more details.

Summary of Contributions: (1) We propose a new
post-hoc calibration method, called T-CIL, specifically de-
signed for class-incremental learning; (2) We introduce a
novel temperature optimization approach using adversar-
ially perturbed exemplars without a validation set from
old tasks; (3) We demonstrate the effectiveness of T-CIL
through comprehensive experiments, showing superior cali-
bration performance and compatibility across various class-
incremental learning methods.

2. Related Work

Confidence Calibration The purpose of confidence cali-
bration is to narrow the discrepancy between a model’s ac-
curacy and its confidence levels. Existing calibration works
can be categorized into two main types: training-time meth-
ods and post-hoc methods. Training-time methods consider
calibration during model training. Using other types of loss
functions instead of a vanilla cross-entropy loss are con-
sidered training-time methods [10, 27]. Implicit regulariza-
tions are also widely used during training including label
smoothing [24, 31, 36] and Mixup [29, 43].

In comparison, our focus is on post-hoc approaches
where the model’s output logits are adjusted after training
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while preserving the order of predicted classes. Post-hoc
methods include Platt scaling [33], histogram binning [41],
dirichlet scaling [20], isotonic regression [42]. In particu-
lar, temperature scaling [13] is a technique that scales the
model’s output logits using a temperature parameter de-
termined on a validation set and is known to be effec-
tive in in-distribution contexts. Many variants [9, 16, 44]
of temperature scaling have also been proposed. How-
ever, the performance of temperature scaling deteriorates
in out-of-distribution scenarios. Despite this challenge,
temperature scaling has been utilized in various settings
including distribution shifts [30], distribution overlaps [7],
multi-domain [40], out-of-domain [8], and domain drift sit-
uations [37]. More recently, [23] is the first calibration
study in continual learning that uses some of the above ex-
isting methods along with an old-task validation set. All of
these works assume access to the information of all classes
via a validation set. In comparison, we assume that the val-
idation set only contains data for classes from the new task
and that any data from old tasks is unavailable. Under this
condition, T-CIL is the first effective temperature scaling
without a validation set from old tasks.

Class-Incremental Learning (CIL) Class-incremental
learning [4, 21, 46, 47] is a type of continual learning in
which new tasks are learned sequentially, each with unique
sets of classes. The main objective in class-incremental
learning research is to mitigate the catastrophic forget-
ting problem to maintain accuracy across tasks. From a
data-centric perspective, some studies use a small num-
ber of exemplars from old tasks [1, 6] to adjust the direc-
tions of the gradient [5, 25] or apply knowledge distilla-
tion [3, 34, 38, 45]. For an architecture perspective, dy-
namic architecture expansion approaches [39] have been
proposed. A particular study [17] addresses model confi-
dence within class-incremental learning, focusing mainly
on the confidence of the latest task rather than the older
ones. In contrast, our study focuses on recalibrating the
confidence of both old and new tasks. While existing class-
incremental learning approaches often overlook confidence
calibration, T-CIL specifically addresses this crucial aspect.

3. Preliminaries

Notation for CIL Suppose we are at the t-th incremen-
tal task in an offline class-incremental learning setting. Let
Ct,old =

∑t→1
j=1 Cj denote the number of classes from old

tasks, where Cj is the number of classes at j-th task, and
Ct represents the number of classes in the new task. We
train a model to classify an image into a total of Ct,old+Ct

classes, combining both old and new tasks.
We consider a scenario after the model training at the

t-th incremental task, as our focus is on the post-hoc pro-
cess. Before training, we have a dataset of the new task,

Dt = {(xi, yi)}, where xi → Xt is an input sample and
yi → Yt = {Ct,old + 1, ..., Ct,old + Ct} is its correspond-
ing label. Also we obtain a memory set from the t ↑ 1-th
task, Mt→1 = {(xj , yj)}, containing a subset of data (ex-
emplars) from old tasks, where yj → {1, ..., Ct,old}. We
split Dt into a training set, Dt,train, and a small valida-
tion set Dt,valid. The memory is significantly smaller than
the training set for the new task, such that |Dt,train|/Ct ↓
|Mt→1|/Ct,old. When training the t-th task, we use both
Dt,train and Mt→1. After training, we update the memory,
denoted as Mt, by storing a portion of Dt,train in it. Cal-
ibration is then performed using Dt,valid and Mt, which
contains data from both old and new tasks.

Notation for Calibration Let fω be a classifier with pa-
rameters ω. fω outputs a logit zi = fω(xi), where fω :
X ↔ RK with dimension K = Ct,old + Ct. Let L be the
loss function that measures how well the model’s predic-
tions fω(xi) matches the true label yi. Especially, LCE is
the cross-entropy loss on a sample (xi, yi) defined as:

LCE(xi, yi; ω) = ↑
K∑

k=1

yi,k log pi,k (1)

where pi,k = ezi,k∑K
j=1 ezi,j

is the output probability of the k-th
class for the i-th input calculated by applying the softmax
function to the logit zi. p̂i = maxk pi,k is the confidence
level, and ŷi = argmaxk pi,k is the predicted class of xi.

To measure how well a model is calibrated, we in-
troduce the Expected Calibration Error (ECE) [28] de-
fined as E(xi,yi)↑P [|P (ŷi = yi|p̂i) ↑ p̂i|]. In prac-
tice, with a finite test set, we divide the interval [0, 1]
into B equal-with bins, where Bi is the i-th bin repre-
senting the interval

(
i→1
B ,

i
B

]
. We compute the average

accuracy, acc(Bi) = 1
|Bi|

∑
j↓Bi

1(ŷj = yj), where
1(·) is an indicator function, and the average confidence,
conf(Bi) = 1

|Bi|
∑

j↓Bi
p̂j . Then, ECE is calculated as

∑B
i=1

|Bi|
N |acc(Bi) ↑ conf(Bi)|, where the N is the test

data size used for evaluation. A lower ECE indicates better
calibration.

Temperature Scaling Temperature scaling [13] is a
widely used post-hoc calibration technique that assumes a
validation set. The classifier’s output logits are scaled by a
temperature value T > 0.

T
↔ = argmin

T
LCE(x, y; ω, T ) (2)

LCE(x, y; ω, T ) = ↑ 1

N

N∑

i=1

K∑

k=1

yi,k
e
zi,k/T

∑K
j=1 e

zi,j/T
(3)

If T is large, the output probability distribution would
be flattened into a uniform distribution; a small T would
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sharpen the probability distribution instead. The optimal
temperature is determined as the temperature that mini-
mizes the cross-entropy loss on a validation set.

Adversarial Perturbation Adversarial perturbations add
adversarial noise to input data to intentionally trigger mis-
classification. The Fast Gradient Sign Method (FGSM)
[11] is an effective method for generating such perturba-
tions. FGSM generates noise that maximizes the model’s
loss value for the given data and adds this noise to the data.
FGSM perturbs a datapoint x in two ways, depending on
whether a target class for misclassification is specified:

xadv = x+ ε sign(↗xLCE(x, y; ω)) (4)

xadv = x↑ ε sign(↗xLCE(x, y
↗; ω)) (5)

where ε is the magnitude of the perturbation, sign(·) is the
sign function, y is the true label, and y

↗ is the target class
different from y to induce a misclassification.

4. Temperature Bias in CIL

We investigate the calibration bias of temperature scaling
when only new-task data is available for validation in class-
incremental learning. While existing variants of tempera-
ture scaling address challenging scenarios like domain or
distribution shifts with constrained validation sets, they still
assume access to information from all classes via the valida-
tion set. In our setting, despite a consistent domain (image
data), the validation set exclusively contains data from the
new task, excluding any data from old tasks.

To verify the effectiveness of temperature scaling in this
setting, we conduct experiments on two real-world image
datasets: CIFAR-100 and Tiny-ImageNet. For CIFAR-100,
we divide the dataset into 10 incremental tasks with 10
classes per task and train a 32-layer ResNet [14] model. For
Tiny-ImageNet, we train a ResNet-18 model with 10 tasks
and 20 classes per task. In both cases, we employ Experi-
ence Replay (ER) [6] as our base learning technique.

After training, we optimize temperatures using two dif-
ferent sets: (1) a validation set containing data only from the
new task, and (2) a test set containing data from all tasks
(optimal). As shown in Figure 2, the gap between these
optimized temperatures increases as the tasks progress.
This observation suggests that using temperature optimized
solely on new task validation data leads to poorer calibra-
tion performance on the actual test set, which includes data
from both old and new tasks. This comparison highlights
the potential bias when using only new-task data for tem-
perature optimization.

5. Method

In this section, we introduce T-CIL, a novel post-hoc cali-
bration method specifically designed for class-incremental

Figure 2. Temperatures after training each task using ER method
on the CIFAR-100 (left), and Tiny-ImageNet (right) datasets. For
each task, we show two different temperatures: (1) optimized on
a validation set containing only new-task data, and (2) the optimal
temperature obtained on the test set across all tasks.

learning when a validation set only from the new task is
available. T-CIL addresses the challenge of limited access
to old-task data by leveraging adversarially perturbed ex-
emplars. We propose an adversarial perturbation approach
composed of perturbation direction and magnitude. While
one may use other augmentation techniques like Mixup for
post-hoc calibration, adversarial perturbation is a more ef-
fective method to use because we need transformed old-task
exemplars with degraded accuracy for calibration and ad-
versarial perturbation serves the purpose directly. The full
T-CIL algorithm is also presented in Section 5.3.

5.1. Perturbation Direction Policy

To address the absence of a validation set from old tasks, we
leverage exemplars from memory to gain information about
old tasks. However, directly using these exemplars for tem-
perature tuning leads to overfitting and inaccurate temper-
ature estimates. This is because the model has already en-
countered these exemplars during training and tends to over-
fit on this limited data, resulting in high-confidence outputs
and near-perfect accuracy. In fact, as shown in Figure 3,
the model accuracy on exemplars is almost 100% on the
CIFAR-100, regardless of whether the learning technique is
Experience Replay (ER) or Dynamically Expandable Rep-
resentation (DER) [39], which preserves the old task accu-
racy using a dynamic architecture.

This near-perfect accuracy disrupts the temperature opti-
mization process, as described in Equation 2. Temperature
optimization aims to find the temperature that minimizes the
cross-entropy loss. When most predictions are correct, this
process tends to lower the temperature, pushing confidence
levels closer to 1. Consequently, using exemplars directly
results in an abnormally low temperature, hindering cali-
bration performance on the test set.

Thus, we perturb the exemplars adversarially triggering
mispredictions to reduce overfitting for temperature opti-
mization. Each perturbation of an exemplar has a direction
and a magnitude. All perturbations have the same magni-
tude, which is configured with the parameter εadv . While
we could use separate magnitude parameters for old and
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Figure 3. Task-wise accuracy comparison after completing train-
ing on the final (10th) task of CIFAR-100 dataset using Experience
Replay (ER) (left), and Dynamically Expandable Representation
(DER) [39] (right).

new tasks, determining the right magnitude for the old tasks
is not easy without any validation data to tell us how the
magnitude influences the temperature optimization. Thus
we only employ a single magnitude value that is established
using the validation data from the new tasks. We explain
how to derive the magnitude in Section 5.2.

With the single magnitude, we perturb exemplars more
strongly for old tasks than for the new task by adjusting the
perturbation direction via target class selection. For exem-
plars from old tasks, we select the easiest target classes to
induce errors, while for new task exemplars, we select the
hardest target classes. This idea is based on the tendency
that the accuracy of old tasks is lower than that of the new
task as shown in Figure 3. The results show that models
after training the 10th task tend to perform better on new
tasks, where more training data is available.

We use feature distance within the feature space as an
indicator of how easily an exemplar can cause mispredic-
tions for different target classes, where the farthest class
represents the most difficult target, and the nearest class
represents the easiest target as represented in Figure 4. To
measure the feature distance, we decompose the classifier
fω as fω(·) = gw(ϑv(·)), where ω = {w, v}, ϑv(·) is
the feature extractor with parameters v, and gw(·) is the
classification layer with parameters w. For each exem-
plar xe → Mt, where Mt contains exemplars from both
old and new tasks, we compute the L2 distance between
its feature ϑv(xe) and the mean of features for each class
µc = 1

|Xc|
∑

xe↓Xc
ϑv(xe), where Xc is the set of exem-

plars of each class c → {1, ..., Ct,old +Ct}. The target label
y
↗
e of data point (xe, ye) is then defined as follows:

y
↗
e =






argmax
c,c ↘=ye

↘ϑv(xe)↑ µc↘ if ye → Yt

argmin
c,c ↘=ye

↘ϑv(xe)↑ µc↘ if ye /→ Yt
(6)

where µc =
1

|Xc|
∑

xe↓Xc

ϑv(xe)

Then, we perturb exemplars to force the model directly
to predict to the target class by using Equation 5. This ap-
proach minimizes the loss concerning a chosen target class,

Old-task class

New-task class

Target label
Target label

Figure 4. A perturbation direction policy of T-CIL visualized on a
two-dimensional feature space with decision boundaries. For old-
task data, the target class is selected based on the closest distance
in feature space, while for the new-task data, the farthest class is
selected based on maximum distance in the feature space.

thus actively pushing the model to misclassify the perturbed
exemplars intentionally. We denote the resulting perturbed
exemplar set as Madv

t . The optimized temperature, Tadv ,
is then determined by minimizing the cross-entropy loss on
these adversarially perturbed exemplars as follows:

Tadv = argmin
T

LCE(x
adv
e , ye; ω, T ) (7)

xadv
e = xe ↑ ε sign(↗xeLCE(xe, y

↗
e; ω)) (8)

where xadv
e represents the perturbed exemplar data, y↗e is

the target class of perturbation, ye is the original label of
xe, and ε is the magnitude of perturbation.

We provide supporting experiments on why it makes
sense for T-CIL to perturb old-task exemplars towards
closer classes to match the lower real accuracy. Using T-
CIL with ER on CIFAR-100 and comparing results after
training up to the 5th and 10th tasks (see Section 6 for the
setup details), the accuracy gap between old and new tasks
increases from 38% to 60%. At the same time, T-CIL’s mis-
prediction rate gap increases from 17.8% to 43.7%, which
is proportional to the accuracy gap increase.

5.2. Perturbation Magnitude Search

We determine the perturbation magnitude parameter εadv

using a new-task validation set, since existing works [2,
11] for adversarial perturbation determine the magnitude
heuristically as a hyperparameter. εadv is selected to yield a
temperature on perturbed exemplars that matches the opti-
mal temperature from the new-task validation set.

Initially, we determine a target temperature by minimiz-
ing the cross-entropy loss on Dt,valid, a validation set from
the new task. We find the magnitude of perturbation, εadv
that results in this target temperature when applied to per-
turbations on Mt,new, the exemplar set from the new task.
Note that Mt,new is sampled from Dt,train after training,
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Algorithm 1: The T-CIL algorithm.
Input: Exemplar set Mt, validation set from new

task Dt,valid, model parameters ω = {w, v},
tolerance ϖ

1 /* At the t-th incremental task */
2 Ttarget = TempOpt(Dt,valid, ω)
3 µ = {µ1, µ2, ..., µCt,old+Ct}, where

µc =
1

|Xc|
∑

xe↓Xc
ϑv(xe)

4 Mt,new = {(xe, ye) | (xe, ye) → Mt, ye → Yt}
5 εadv = MagSearch(ω,Mt,new, Ttarget, µ, ϖ)
6 Mεadv

t = { }
7 for (xe, ye) → Mt do

8 y
↗
e =






argmax
c:µc↓µ,c ↘=ye

↘ϑv(xe)↑ µc↘ if ye → Yt

argmin
c:µc↓µ,c ↘=ye

↘ϑv(xe)↑ µc↘ if ye /→ Yt

9 xadv
e = xe ↑ εadv sign(↗xeLCE(xe, y

↗
e; ω))

10 Mεadv
t ≃ Mεadv

t ⇐ {(xadv
e , ye)}

11 Tadv = TempOpt(Mεadv
t , ω)

Output: Tadv

which itself is obtained by splitting the whole new-task data
Dt into a training set, Dt,train, and a validation set, Dt,valid.

Since the increase in ε leads to more incorrect predictions
by the model, resulting in higher optimized temperatures,
we adopt a binary search algorithm to identify the εadv . We
denote the perturbed new task exemplar set with magnitude
ε as Mε

t,new. The εadv value is determined as follows:

εadv = argmin
ε

↘Ttarget ↑ Tadv(ε)↘ (9)

Ttarget = argmin
T

LCE(xv, yv; ω, T ) (10)

Tadv(ε) = argmin
T

LCE(x
adv
e , ye; ω, T ) (11)

where (xv, yv) → Dt,valid and (xadv
e , ye) → Mε

t,new.

5.3. Overall Algorithm

Algorithm 1 presents the overall procedure of T-CIL, which
is designed for class-incremental learning scenarios with
multiple tasks. Initially, we determine the target tempera-
ture on Dt,valid using Algorithm 3 (TempOpt, detailed in
Appendix) (Line 2). We compute the mean of features for
all classes, including both old and new task classes (Line
3). We sample the new task exemplar set, Mt,new from
Mt (Line 4). Subsequently, we employ the binary search
algorithm described in Algorithm 2 (MagSearch, detailed
in Appendix) to determine εadv on Mt,new (Line 5). Using
εadv and our perturbation direction policy, we perturb all
exemplars (Lines 6–10). Finally, we optimize the tempera-
ture on the perturbed exemplar set using Algorithm 3 (Line

11). This optimized temperature will be used for scaling the
output logits of the model.

We also analyze the computational complexity of T-CIL.
Typical class-incremental learning methods have a com-
plexity of O(T (Nnew + M)), where T is the number of
tasks, Nnew is the number of new task data points, and M

is the memory size. T-CIL itself has a complexity of O(M)
as its temperature optimization, feature means calculation,
perturbation magnitude search, and memory update takes
O(M) time (see Appendix for details). Therefore, when
combining T-CIL with class-incremental learning methods,
the overall complexity remains asymptotically unchanged
as M is fixed and significantly smaller than Nnew.

6. Experiments

We provide experimental results for T-CIL, evaluating the
calibration performance of classifiers in a class-incremental
learning setting. We report the results with the mean and the
standard deviation (± in tables) for five random seeds. We
use PyTorch [32] with NVIDIA GeForce RTX 4090 GPUs
for all experiments.

Metrics We report the top-1 Accuracy, Expected Cali-
bration Error (ECE), and Adaptive Expected Calibration
Error (AECE) in percentages. ECE [28] is defined as∑B

i=1
|Bi|
N |acc(Bi) ↑ conf(Bi)|, where acc(Bi) is the av-

erage accuracy, conf(Bi) is the average confidence of each
bin Bi, and N is the number of test data. We use B = 10
bins. AECE [27] is an another metric for calibration per-
formance evaluation with uniform number of samples for
each bin. AECE is also defined as

∑B
i=1

|Bi|
N |acc(Bi) ↑

conf(Bi)|, but each bin contains N
B samples uniformly,

sorted by ascending order of the confidence level. Similar
to how taking the average accuracy across tasks is a main
metric for class-incremental learning, we take the average
calibration error such as average ECE across tasks as a cal-
ibration performance metric for class-incremental learning.

Datasets We evaluate our method on three widely used
benchmarks for class-incremental learning: CIFAR-10,
CIFAR-100, and Tiny-ImageNet. CIFAR-10 and CIFAR-
100 [19] share similar characteristics, both consisting of
32 ! 32 RGB images. CIFAR-10 consists of 10 object
classes with 5,000 training and 1,000 test images per class,
totaling 50,000 training and 10,000 test images. Similarly,
CIFAR-100 contains 100 classes, but with fewer images per
class: 500 for training and 100 for testing, maintaining the
same total of 50,000 training and 10,000 test images. Tiny-
ImageNet [22], a compact version of ImageNet ILSVRC
2021 [35], contains 200 classes of 64 ! 64 RGB images,
with 500 training, and 50 test images per class.
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Table 1. T-CIL performance compared to the five baseline methods on three datasets.

CIFAR-10 CIFAR-100 Tiny-ImageNet

Method Acc. (→) ECE (↑) AECE (↑) Acc. (→) ECE (↑) AECE (↑) Acc. (→) ECE (↑) AECE (↑)

Vanilla 65.61± 0.49 28.16± 0.33 28.12± 0.32 56.51± 0.37 27.66± 0.29 27.64± 0.28 31.95± 0.54 32.56± 0.36 32.55± 0.35

TS 65.86± 0.09 23.97± 0.82 23.92± 0.81 56.25± 0.62 16.28± 0.32 16.22± 0.37 31.48± 0.39 19.44± 0.75 19.44± 0.75

ETS 65.86± 0.09 22.46± 1.20 22.39± 1.21 56.25± 0.62 16.83± 0.47 16.80± 0.49 31.48± 0.39 19.81± 0.65 19.83± 0.65

IRM 65.86± 0.09 22.09± 1.73 21.83± 1.73 56.25± 0.62 17.50± 0.64 17.39± 0.61 31.48± 0.39 19.77± 0.72 19.73± 0.78

PerturbTS n/a n/a n/a 56.25± 0.62 16.49± 2.19 16.49± 2.18 31.48± 0.39 10.60± 0.60 10.58± 0.61

T-CIL 65.86± 0.09 17.70± 2.60 17.64± 2.59 56.25± 0.62 5.74± 0.53 5.75± 0.50 31.48± 0.39 8.12± 0.38 8.12± 0.41

Table 2. T-CIL performance combined with four existing class-incremental learning techniques on three datasets.

CIFAR-10 CIFAR-100 Tiny-ImageNet

Method Acc. (→) ECE (↑) AECE (↑) Acc. (→) ECE (↑) AECE (↑) Acc. (→) ECE (↑) AECE (↑)

ER 65.61± 0.49 28.16± 0.33 28.12± 0.32 56.51± 0.37 27.66± 0.29 27.64± 0.28 31.95± 0.54 32.56± 0.36 32.55± 0.35

ER+T-CIL 65.86± 0.09 17.70± 2.60 17.64± 2.59 56.25± 0.62 5.74±0.53 5.75± 0.50 31.48± 0.39 8.12± 0.38 8.12± 0.41

EEIL 77.67± 0.74 15.48± 0.75 15.45± 0.74 60.61± 0.33 21.96± 0.29 21.94± 0.28 37.44± 0.85 29.69± 0.36 29.68± 0.36

EEIL+T-CIL 76.91± 1.27 10.49± 2.34 10.46± 2.32 60.74± 0.37 10.30±1.10 10.22± 1.06 37.16± 0.91 15.58± 0.76 15.56± 0.76

WA 73.06± 0.57 19.10± 0.50 19.07± 0.51 64.34± 0.40 8.89± 0.64 8.86± 0.63 39.66± 0.88 10.97± 0.41 10.96± 0.43

WA+T-CIL 72.75± 0.47 15.61± 0.23 15.58± 0.22 64.02± 0.06 3.87± 0.52 3.84± 0.55 38.59± 0.44 11.43± 1.00 11.46± 1.04

DER 74.53± 0.48 21.81± 0.46 21.78± 0.47 69.98± 0.69 22.38± 0.37 22.35± 0.35 46.62± 2.84 39.00± 1.72 38.99± 1.72

DER+T-CIL 74.93± 0.35 12.70± 1.35 12.68± 1.34 69.98± 0.58 4.37± 0.59 4.34± 0.60 47.79± 0.47 6.91± 0.86 6.90± 0.84

Experimental Settings For CIFAR-10, we employ a 32-
layer ResNet architecture (ResNet-32) [14]. We divide the
dataset into 5 incremental tasks, with 2 classes per task. We
maintain a memory of 200 samples and use a batch size of
128. For CIFAR-100, we also utilize ResNet-32 and con-
struct the learning with 10 incremental tasks, each contain-
ing 10 classes. The memory size is 2,000 samples and the
batch size is 128. For Tiny-ImageNet, we adopt ResNet-18
and organize the learning into 10 incremental tasks with 20
classes per task. The memory size is 4,000 samples, and we
use the batch size of 256.

Across all datasets, we apply data augmentation tech-
niques including random cropping and horizontal flipping.
We utilize maximum memory storage from the initial task to
the last task. For all experiments, we train a model for 200
epochs using the Adam [18] optimizer with a weight decay
of 0.0002 and use an initial learning rate of 0.1, which is
divided by a factor of 10 at epochs 100 and 150.

Baselines We compare T-CIL to existing post-hoc cali-
bration methods adaptable to class-incremental learning set-
tings as baselines: 1) Vanilla is a class-incremental learn-
ing technique without any calibration method; 2) TS [13]
is a temperature scaling; 3) ETS [44] is an ensemble tem-
perature scaling balancing between calibrated and uncali-
brated logits; 4) IRM [44] is a multi-class isotonic regres-
sion method; 5) PerturbTS [37] is an improved temperature

scaling method using a perturbed validation set. Since we
do not have a validation set from old tasks, T-CIL and the
baselines above only use a validation set from the new task.

6.1. Calibration Results

We compare the overall calibration performance of T-CIL
with the five baselines on three datasets as shown in Table 1.
We use ER [6] as a base class-incremental learning method.
For post-hoc calibration baselines except Vanilla, we use
500 samples as a validation set for the new task. While
simple calibration methods can improve model calibra-
tion in class-incremental learning, T-CIL achieves substan-
tially better calibration performance across three datasets.
Specifically, on the CIFAR-100, T-CIL shows remarkable
improvement with a 65.2% reduction in calibration error
compared to the best post-hoc calibration baselines. The
improvements are also significant for other datasets, with
20.0% and 23.4% reductions in calibration error on the
CIFAR-10 and Tiny-ImageNet, respectively, compared to
the best performing baselines. The ‘n/a’ in Table 1 for Per-

turbTS on the CIFAR-10 indicates that the method is not ap-
plicable to this dataset due to the limited number of classes
per task (see details in the Appendix).

6.2. Compatibility with CIL Techniques

We evaluate the overall performance of T-CIL when com-
bining class-incremental learning techniques in Table 2.
Since T-CIL is a post-hoc calibration method, T-CIL can
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Table 3. T-CIL performance compared to the three alternative per-
turbation direction policies on the CIFAR-100.

Method Acc. (→) ECE (↑) AECE (↑)

Random class 56.25± 0.62 15.09± 0.54 15.05± 0.59

Closest class only 56.25± 0.62 16.39± 0.73 16.32± 0.71

Farthest class only 56.25± 0.62 14.52± 0.45 14.49± 0.46

T-CIL 56.25± 0.62 5.74±0.53 5.75± 0.50

be integrated with any existing class-incremental learn-
ing technique alleviating catastrophic forgetting including
ER [6], EEIL [3], WA [45], and DER [39]. ER is a basic
experience replay approach, EEIL and WA are based on
knowledge distillation, and DER dynamically expands its
architecture as the tasks progress. All methods utilize the
memory. For details about experimental settings for each
learning techniques including the new-task validation set
size, please refer to the Appendix.

Consequently, T-CIL improves the calibration perfor-
mance across class-incremental learning techniques, which
show poor calibration due to their focus on accuracy. While
DER achieves the best accuracy on the CIFAR-100 and
Tiny-ImageNet, it exhibits the highest calibration error
among the techniques. When integrated with DER, T-CIL
reduces calibration error by 80.5% and 82.3% on these
datasets, respectively. These substantial improvements
across different techniques demonstrate T-CIL’s versatility
as a general calibration solution for class-incremental learn-
ing. When combined with WA, T-CIL shows varying per-
formances across datasets. While achieving significant cal-
ibration improvements on the CIFAR-10 and CIFAR-100, it
shows slightly higher calibration error than vanilla WA on
the Tiny-ImageNet, likely due to WA’s implicit logit scal-
ing for the new task. Nevertheless, the overall benefits of
T-CIL across different techniques and datasets demonstrate
its effectiveness as a general calibration solution.

We also present the progression of ECE across tasks on
CIFAR-100 and Tiny-ImageNet of vanilla, T-CIL, and Op-
timal TS when combined with four class-incremental learn-
ing techniques in the Appendix. When combined with var-
ious class-incremental learning techniques, T-CIL consis-
tently demonstrates strong calibration performance across
all tasks, with calibration errors approaching Optimal TS’s
ideal performance (see details in the Appendix).

6.3. Varying Perturbation Direction Policy

To demonstrate the effectiveness of the perturbation direc-
tion policy of T-CIL, we compare it against three possi-
ble policy types: (1) Random class; (2) Closest class only;
and (3) Farthest class only. ER is used as the base learn-
ing method. As shown in Table 3, T-CIL is the only ef-
fective approach outperforming other policies that exhibit
similar calibration performances with post-hoc calibration

Figure 5. The optimal perturbation magnitude differences (!ω→)
on the CIFAR-100 test sets after training each task, comparing the
gap between old and new tasks versus new tasks only. Results are
presented for the perturbation direction policies of T-CIL and three
alternative policies.

baselines. These results demonstrate that the perturbation
direction policy of T-CIL is essential for achieving effective
calibration in class-incremental learning settings.

We demonstrate that our policy makes εadv determined
from only the new-task validation set sufficient to calibrate
both old and new tasks. We analyze the optimal perturba-
tion magnitude differences (i.e., !ε

↔ = |ε↔old,new ↑ ε
↔
new|)

on the CIFAR-100, where ε
↔
old,new and ε

↔
new are searched

from both old and new task test sets and only the new task
test set, respectively. The optimal magnitude is determined
when the temperature calculated on the perturbed exemplars
matches the optimal temperature on that set. As shown in
Figure 5, our proposed perturbation direction policy main-
tains small magnitude differences consistently, while other
policies show strictly increasing differences, as the tasks
progress. This demonstrates that our method can effectively
calibrate the model on both old and new tasks using a single
εadv from only the new-task validation set.

7. Conclusion

We proposed T-CIL, a novel and effective post-hoc cali-
bration approach tailored to class-incremental learning set-
tings. The existing post-hoc calibration methods are not
designed to consider class-incremental learning settings,
where validation data of old tasks is limited. T-CIL lever-
ages exemplars for calibration by applying adversarial per-
turbation to an exemplar set and optimizing the tempera-
ture on the perturbed set. The perturbation strategy con-
sists of two key components: direction and magnitude. We
determine the magnitude from the new-task validation set
and strategically adjust the perturbation direction by guid-
ing the model to misclassify old task samples into their clos-
est classes while directing new task samples into their far-
thest classes, creating a balanced difficulty in misprediction.
We conducted extensive experiments, which showed that
T-CIL significantly outperforms post-hoc calibration base-
lines. We also showed how T-CIL is compatible with vari-
ous existing learning techniques and improves their calibra-
tion performances.
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