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Abstract

In this paper, we propose LC-Mamba, a Mamba-based
model that captures fine-grained spatiotemporal informa-
tion in video frames, addressing limitations in current in-
terpolation methods and enhancing performance. The main
contributions are as follows: First, we apply a shifted lo-
cal window technique to reduce historical decay and en-
hance local spatial features, allowing multiscale capture
of detailed motion between frames. Second, we introduce
a Hilbert curve-based selective state scan to maintain con-
tinuity across window boundaries, preserving spatial cor-
relations both within and between windows. Third, we ex-
tend the Hilbert curve to enable voxel-level scanning to
effectively capture spatiotemporal characteristics between
frames. The proposed LC-Mamba achieves competitive re-
sults, with a PSNR of 36.53 dB on Vimeo-90k, outper-
forming prior models by +0.03 dB. The code and models
are publicly available at https://github.com/Miinuuu/LC-
Mamba.git

1. INTRODUCTION

As deep learning-based image processing technologies
reach maturity, there is a rapid increase in interest and re-
search directed toward advancing video processing. Video
frame interpolation (VFI) is a technique that generates in-
termediate frames to convert low frame rate videos into high
frame rate ones through interpolation. This approach en-
hances video quality and immersion, enabling smooth play-
back on low-performance devices and in low-bandwidth en-
vironments. VFI is also critical in applications requiring
motion tracking and analysis. Improving VFI performance
largely depends on accurately capturing motion between
frames, making effective modeling of inter-frame motion
information essential.

Research on deep learning-based VFI can be broadly cat-
egorized into convolutional neural network (CNN)-based
and vision transformer (ViT)-based approaches [2, 5, 9, 11,
14-16,21,26,31-33, 35, 38, 42, 46, 51]. CNN-based meth-
ods typically use an encoder-decoder structure to extract op-

tical flow and synthesize intermediate frames. However, the
small kernels in CNNs often struggle to capture complex
motion accurately. To address this, the 4-dimensional cost
volume technique was proposed, but it incurs high com-
putational costs at high resolutions, posing limitations in
resource-constrained environments [18, 31, 40]. Recently,
ViT-based approaches have aimed to overcome the limita-
tions of CNNs by leveraging attention mechanisms to cap-
ture long-range dependencies. For this purpose, local atten-
tion has been extended to spatiotemporal dimensions, with
Sep-STS blocks introduced to enhance memory efficiency
and reduce overhead [37]. However, this approach pro-
cesses spatial and temporal information sequentially, which
can inadequately capture active motion. To address this, a
cross-attention approach has been proposed to model mo-
tion and structure simultaneously across frames [33, 46].

Recently, state space models like Mamba[10], which
combine linear computational efficiency with the ability to
handle global interactions, have emerged as promising so-
lutions for high-resolution VFI. However, VFI requires ro-
bust spatiotemporal modeling of pixel relationships, pos-
ing several challenges. First, achieving locality is essential.
Mamba performs attention by converting 2-dimensional
(2D) images into 1-dimensional (1D) tokens through scan-
ning, which leads to the loss of spatial characteristics in-
herent to images. This 1D scan introduces a historical de-
cay effect, where the influence of initially interacted tokens
diminishes under the influence of recent tokens, making
it difficult to capture neighboring pixel properties. High-
resolution frames, with their lower spatial correlation and
greater detail, particularly benefit from localized scanning
to mitigate historical decay. Second, maintaining spatial
continuity during the scanning process is another impor-
tant aspect. While some studies have attempted localized
scanning within windows to achieve locality [13], these
approaches often exhibit severe spatial discontinuities be-
tween windows. Third, capturing both spatial and temporal
features remains a significant focus. For instance, Zhang et
al. [47] proposed a selective state 2D scan that interleaves
tokens from two frames sequentially to capture motion be-
tween frames. However, a global scan alone is insufficient
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for accurately modeling the dense details present in high-

resolution frames.

In this paper, we propose LC-Mamba, a model capa-
ble of locally and precisely capturing the spatiotemporal
information of video frames. The proposed model effec-
tively addresses the limitations of prior studies that strug-
gled to capture the spatiotemporal characteristics of video
inputs, demonstrating its performance when applied to the
VFI task. The contributions of this paper are as follows:

* We implement a shifted window technique that limits the
scan area to 8x8, allowing detailed observation of local
spatial characteristics in high-resolution frames and re-
ducing the effects of historical decay. The hierarchical
shifted windowing method captures intricate motion be-
tween frames at multiple scales.

* A 2D Hilbert curve-based selective state scan is intro-
duced. This approach maintains spatial correlations both
within and between windows, preserving spatial continu-
ity.

* We propose a temporal scan using an interleaved selec-
tive state scan based on a 2D Hilbert curve, enabling the
simultaneous modeling of the spatiotemporal characteris-
tics of two frames.

2. RELATED WORK

2.1. Video Frame Interpolation

Existing VFI approaches are mainly divided into CNN-
based and Transformer-based methods. Among them, flow-
based models utilizing optical flow have shown strong
performance [2, 14, 15, 21, 35, 38, 42]. For example,
[21] proposed a CNN encoder-decoder to compute a 3D
motion field for frame interpolation, and [14] introduced
IFNet, predicting intermediate flow without pre-training.
Other techniques, such as leveraging depth information [2],
multi-scale features [35], bidirectional optical flow [38],
and asymmetric blending [42], have also enhanced perfor-
mance. Recently, CNN architectures have contributed to
motion understanding in video by capturing multi-scale fea-
tures and learning complex pixel patterns. However, CNNs’
small receptive fields limit their ability to capture long-
range dependencies. Despite attempts at deeper, more com-
plex architectures, these have led to only modest perfor-
mance gains relative to increased computational costs.

The ViT [8] enhances performance by addressing CNNs’
limited receptive fields with transformers’ long-range de-
pendency modeling and attention mechanisms [9, 19, 26,
33, 37, 41, 46, 51]. However, its use in high-resolution,
real-time tasks is constrained by the quadratic complexity
of self-attention. To mitigate this, [22] introduced the swin
transformer with a shifted window approach, effectively
capturing local features while reducing computational load.
Building on this, [37] extended local attention to spatiotem-

poral domains, and [26] incorporated a U-Net structure
for long-range correlations. Further, [33] generated bidirec-
tional motion for high-res interpolation, while [19] devel-
oped sparse global matching for effective large-motion han-
dling.

Hybrid models combine CNNs and ViTs to address lim-
itations of existing architectures. For example, [460] devel-
oped a model that preserves fine details in high-resolution
inputs by using CNNs for low-level features and ViTs for
motion and shape at lower resolutions. Likewise, [9] in-
troduced a flow transformer block that merges optical flow
with self-attention to handle large motions, enhancing per-
formance with a multi-scale architecture.

2.2. Mamba

Mamba is a continuous state-space model (SSM) designed
for efficient handling of complex, data-intensive sequences.
An SSM linearly maps an input X(t) € RM at time t to an
output y(t) € RM through a hidden state h(t) € RY:

h'(t) = Ah(t) + Bx(t) (1)
y(t) = Ch(t) 2

Here, A € RV*N B ¢ RV*1 and C € R*¥ control the
state transition, input, and output mappings, respectively.
h'(t) represents the time derivative of h(t), predicting the
future state based on the current state and input.

Data such as words and tokens are discrete rather than
continuous; therefore, Mamba discretizes the continuous
SSM to integrate effectively into deep learning frameworks
[10]. (3) shows the time update based on the previous state
and input. The matrices A and B represent the influence of
the state and input sequence at time t — 1 on the state at time
t.

h(t) = Ah(t — 1) + Bx(t) 3)
The output is computed through C in (4):
y(t) = Ch(t) )

To perform discretization, a time scale parameter A € R
and the zero-order hold (ZOH) method are used to convert
the continuous matrices A and B into discrete matrices A
and B:

A=el4 (5)
B = (AA)"1(e®4 —1)AB ~ AB: (©6)
Mamba enhances computational efficiency by calculating
the output for the entire sequence simultaneously through a

global convolution operation, as shown in (7). Here, ® de-
notes convolution, and K represents the convolution kernel.

y=x0K; K=[CB;CAB;:::;CA:"'B] (7)
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2.3. Vision Mamba

Mamba offers linear complexity with global dependency
modeling, addressing both CNN and ViT limitations [10].
VMamba [20] and Vision Mamba (Vim) [52] applied
Mamba to vision tasks, dividing images into 2D patches
for processing with Mamba blocks. VMamba uses cross-
scanning on horizontal and vertical axes, while Vim treats
2D images as sequences with bidirectional SSM. Despite
this, both face challenges against ViT-based models. The
2D-to-1D scanning process improves efficiency but dis-
rupts pixel structure, complicating information extraction.
To counter this, Vision Mamba frameworks are exploring
various scanning methods to retain spatial correlations, but
current approaches like bidirectional [12, 36], cross [20],
continuous 2D [44], and local scanning [13] still struggle
to fully capture local relationships. For example, in raster-
scanning a H = 4; W = 4 matrix X, tokens X4 and X5 may
have consecutive indices yet remain spatially distant.

From (3), we can derive the matrix hidden state H as
shown in (8), with each next state calculated by multiply-
ing matrix A with the prior hidden state, following h;; =
A;h;_1;.In (5) and (6), as A increases, A decreases (due to
the negative diagonal in A), while B grows. The value of A
is optimized based on input utility, prioritizing more useful
inputs with higher values, allowing selective focus on either
the current input or previous hidden state, which manages
spatial discontinuity. For instance, in (8), nearby tokens like
X; and X, maintain continuity, leading A, to hold a high
value. However, spatially distant tokens like X4 and X5 lack
continuity, causing A to increase, reducing A5 and weaken-
ing their connection to previous hidden states, particularly
for X5. This sequential approach can cause information loss
across distant tokens, limiting the model’s spatial percep-
tion. Resolving this requires architectural modifications be-
yond adjusting A alone.

B 0 0 1
A2 Bl Bg 0 T2
H= A4A3‘A231 A4§31§2 0 4 (8)

AsAyA3AsB1  AsA4A3B> ... 0 s
A16A1s5...A2B1 A16Ass...A3B2 ... Bie

Various scanning techniques have been studied to cap-
ture the spatial characteristics of 2D images [34, 36, 45,
49, 50, 52], but high computational costs remain an issue.
While existing scanning methods are effective for capturing
local information and global context individually, they are
limited in handling both aspects simultaneously and main-
taining computational efficiency. Addressing these limita-
tions is especially crucial for applying Vision Mamba to
tasks like video processing, where a temporal dimension is
additionally involved.

3. METHOD

3.1. LC-Mamba Overview

3.1.1. LC-Mamba for Frame Interpolation

The proposed LC-Mamba incorporates a shifted-window
selective scan to capture local motion and proposes a 2D-
selective scan based on the Hilbert curve (H-SS2D) to main-
tain spatial continuity. H-SS3D, an extension of H-SS2D to
3D, is designed to capture spatiotemporal continuity.

The architecture of LC-Mamba, as shown in Fig. 1, con-
sists of four modules: low-level feature extractor (LFE),
spatiotemporal feature extractor (STFE), motion estimator
(ME), and residual refiner (RR). LFE is CNN-based and
takes Iy and |; as inputs, extracting the low-level features
L} and L} for each frame at three pyramid levels, as shown
in 9. Here, L! represents the low-level feature of the i-th
frame, with each feature map having a size of £ x ¥ x 2!C.
The resolution decreases by a factor of 1/4 at each level,
while the number of channels doubles. H and W represent
the frame height and width, and C denotes the number of
channels.

Ly; L5 LY = LFE(l,) ©)

The STFE in (10) takes the final layer outputs of LFE,
L2 and L2, as inputs to extract the spatiotemporal motion
characteristics V3 and V # of the frames. It is composed of
hierarchical LC-Mamba blocks, which observe motion be-
tween the low-level features of each frame to identify the
motion feature map.

V3;V4 = STFE(]L2; L?)) (10)

The ME uses the spatio-temporal features V3 and V4
to generate the bidirectional flows F;_,y and F;_,1, along
with a mask M. These are used to warp the input frames
to time t, and the mask blends the two warped frames to
produce the preliminary interpolated frame I, as shown in

“—
(11). Here, W denotes backward warping, and ® represents
the Hadamard product.

Finally, in (12), the RR utilizes the low-level features, flow,
mask, and input images to generate a residual image, which
is then added to I; to produce the final intermediate frame
;.

I, = I, + RR(I;L;F; M) (12)

3.1.2. LC-Mamba Block

The core module of STFE, as shown in Fig. 1, is the LC-
Mamba block, which consists of an H-SS3D block for se-
lective scanning and a channel attention block (CAB). Each
(S)W H-SS3D and CAB is preceded by layer normaliza-
tion (LN) and followed by residual connections to enhance
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Table 1. Quantitative comparison across benchmarks (IE on Middlebury, PSNR/SSIM on other datasets). The best and second-best results
are bolded and underlined, respectively. “Out of Memory” is marked as "OOM,” and “” denotes results obtained by us; other results are
cited from [11, 14, 15, 26, 35, 46]. Testing was performed following the procedures in [14] for Vimeo90K/UCF101/Middlebury, [30] for
Xiph, and [15] for SNU-FILM, with Test-Time Augmentation (TTA) disabled to ensure a fair comparison.

Xiph

SNU-FILM

Method Vimeo90K UCF101 7K I8 Fasy Mediom Tard Extreme Params (M)
ToFlow [1] 33.73/0.9682 34.58/0.9667 33.93/0.922 30.74/0.856 39.08/0.9890 34.39/0.9740 28.44/0.9180 23.39/0.8310 1.4
IFRNet [15] 35.80/0.9794 35.29/0.9693 36.00/0.936 33.99/0.893 40.03/0.9905 35.94/0.9793 30.41/0.9358 25.05/0.8587 5
M2M [11] 35.47/0.9778 35.28/0.9694 36.44/0.943 33.92/0.899 39.66/0.9904 35.74/0.9794 30.30/0.9360 25.08/0.8604 7.6
SoftSplat [30] 36.10/0.9802 35.39/0.9697 36.62/0.944 33.60/0.901 39.88/0.9897 35.68/0.9772 30.19/0.9312 24.83/0.8500 71
RIFE [14] 35.61/0.9779 35.28/0.9690 36.19/0.938 33.76/0.894 39.80/0.9903 35.76/0.9787 30.36/0.9351 25.27/0.8601 9.8
BMBC [31] 35.01/0.9764 35.15/0.9689 32.82/0.928 31.19/0.880 39.90/0.9902 35.31/0.9774 29.33/0.9270 23.92/0.8432 11.1
Ours-E 36.19/0.9803 35.33/0.9695 36.67/0.943 34.26/0.903 39.82/0.9907 35.87/0.9797 30.54/0.9373 25.33/0.8626 6.7
EMA-S [46] 36.07/0.97941  35.34/0.9696F  36.54/0.942%  34.24/0.9027% 39.81/0.9903+  35.88/0.97921  30.68/0.9371%  25.47/0.86271 14.5
VFIMamba-S [47] 36.09/0.98001  35.35/0.9696%  36.71/0.942%  34.26/0.902% 40.21/0.99121  36.17/0.9802+  30.80/0.93827  25.59/0.8655+ 16.8
VFIFormer-S [26] 36.37/0.9810%  35.36/0.9698F  36.55/0.943F  33.37/0.899+ 40.02/0.99061  35.91/0.9793+  30.22/0.9348F  24.80/0.8568 17.1
ABME [32] 36.18/0.9805 35.38/0.9698 36.53/0.944 33.73/0.901 39.59/0.9901 35.77/0.9789 30.58/0.9364 25.42/0.8639 18.1
Ours-B 36.43/0.9813 35.39/0.9698 36.90/0.945 34.26/0.904 40.07/0.9909 36.08/0.9801 30.59/0.9375 25.35/0.8630 16.2
SGM-VFI-S-1/2[19] ~ 35.81/0.9785f  35.33/0.9692%  36.06/0.9401  33.26/0.897F 40.36/0.99001  36.12/0.9787+  30.62/0.9351F7  25.38/0.8615F 20.8
SepConv [5] 33.79/0.9702 34.78/0.9669 34.77/0.929 32.06/0.880 39.41/0.9900 34.97/0.9762 29.36/0.9253 24.31/0.8448 21.7
AdaCoF [16] 34.47/0.9730 34.90/0.9680 34.86/0.928 31.68/0.870 39.80/0.9900 35.05/0.9754 29.46/0.9244 24.31/0.8439 21.8
DAIN [2] 34.71/0.9756 34.99/0.9683 35.95/0.940 33.49/0.895 39.73/0.9902 35.46/0.9780 30.17/0.9335 25.09/0.8584 24.0
VFIFormer [26] 36.50/0.9815F  35.42/0.96997 OOM+ OOM+ 40.12/0.99071  36.09/0.9798+  30.67/0.9378F  25.43/0.8643 24.1
Ours-P 36.53/0.9816 35.42/0.9699 36.99/0.946 34.49/0.906 40.16/0.9909 36.17/0.9802 30.72/0.9382 25.48/0.8645 254
CAIN [6] 34.65/0.9730 34.91/0.9690 35.21/0.937 32.56/0.901 39.89/0.9900 35.61/0.9776 29.90/0.9292 24.78/0.8507 42.8
EMA [46] 36.50/0.98141  35.38/0.96971  36.74/0.944%  34.54/0.905+ 39.57/0.9905+  35.85/0.97971  30.80/0.9389F  25.59/0.86501 65.6
VFIMamba [47] 36.45/0.98071  35.37/0.9699+  37.02/0.944%  34.39/0.9047% 40.41/0.99031  36.30/0.9794+  30.89/0.93871  25.68/0.86617 66.1
Ours-P 36.53/0.9816 35.42/0.9699 36.99/0.946 34.49/0.906 40.16/0.9909 36.17/0.9802 30.72/0.9382 25.48/0.8645 254

to 4 per stage, a window size of 16, and omitted shift-
ing. This configuration enhanced interpolation capabilities
across resolutions, especially in complex tasks, demonstrat-
ing LC-Mamba’s effectiveness at capturing intricate local
details. Notably, it achieved competitive performance even
compared to models with 2—-3 times more parameters. In
summary, the proposed LC-Mamba model’s robust perfor-
mance can be attributed to the window-based Hilbert se-
lective scan, which effectively captures information from
fine details to broader context. This highlights LC-Mamba’s
potential as a parameter-efficient, high-performing solution
for video frame interpolation across a range of applications.
Further experimental and analytical results can be found in
the supplementary material.

4.3.2. Qualitative Evaluation

Table 2 shows that the proposed Ours-E model achieved
competitive learning-based perceptual image patch simi-
larity (LPIPS) [48] and flow-based LPIPS (FloLPIPS) [7]
scores across various datasets. Here, lower values of LPIPS
and FloLPIPS indicate better visual quality.

Interpolating frames by focusing too much on either
global or local aspects alone can adversely affect sub-
jective image quality. The window-based Hilbert selective
scanning method effectively provides balanced image qual-
ity performance by leveraging both local and global fea-
tures. To verify this, we visually compared the interme-
diate frames generated by various VFI models, including
the proposed model. As shown in Fig. 5, in the areas
marked by orange squares, the results are generally simi-
lar, but some contain sharper details. Despite being an ef-
ficient model, it effectively captures precise spatial details
in scenes with complex motions, maintaining high quality
and demonstrating superior visual performance. In conclu-

sion, the LC-Mamba model demonstrates high performance
in both quantitative and qualitative evaluations, proving ex-
cellence in parameter efficiency and visual quality.

Table 2. Evaluation of LPIPS and FloLPIPS. The top-performing
results are highlighted in bold, with the second-best results
underlined. All reported results are derived from our own exper-
iments.

Method Vimeo90K Xiph-2K Xiph-4K SNU-FILM(avg.) Params (M)
VFIFormer-S [26] 0.0219/0.0415 0.1074/0.1506  0.2266 / 0.2581 0.0678 /0.1142 17.1
SGM-VFI-S-1/2 [46] 0.0227/0.0405 0.1011/0.1430 0.2205/0.2534 0.0612/0.0984 20.8
EMA-S [19] 0.0219/0.0400 0.0970/0.1271 0.2178/0.2415 0.0610/0.0984 14.5
VFIMamba-S [47] 0.0214/0.0390  0.1007/0.1304  0.2182/0.2414 0.0592/0.0957 16.8
Ours-E 0.0215/0.0398 0.0995/0.1310 0.2144/0.2428 0.0601 /0.0989 6.7
.
4.4. Ablation Study

In Table 3, the proposed scanning method is compared
with cross [20, 25], continuous [44], local [13], bidirec-
tional [4, 52], and Z-order scanning methods across the
Vimeo90K, Xiph, and SNU-FILM datasets.To clearly ob-
serve the impact of scanning, comparisons were made us-
ing the Ours-E model. The proposed SW-H-SS3D uses
window-based Hilbert selective scanning, while compari-
son methods employ interleaving (ILV) without windows.
Differences were minimal in low-resolution results but
emerged significantly in high-resolution, complex-motion
datasets. Bidirectional scanning, limited to the horizontal
direction, fails to fully capture 2D spatial locality. Cross
scanning, covering both horizontal and vertical directions,
achieves good average performance, while continuous scan-
ning, using a snake pattern, performs well in high resolu-
tions but struggles with complex motion. Local and Z-order
scanning, which prioritize inter-window continuity, main-
tain spatial locality and generate high-quality frames but
face challenges with global feature capture at higher res-
olutions. In contrast, the proposed window-based Hilbert
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