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Abstract

The advancement of Generative Adversarial Networks
(GANs) and diffusion models significantly enhances the re-
alism of synthetic images, driving progress in image pro-
cessing and creative design. However, this progress also
necessitates the development of effective detection methods,
as synthetic images become increasingly difficult to distin-
guish from real ones. This difficulty leads to societal issues,
such as the spread of misinformation, identity theft, and on-
line fraud. While previous detection methods perform well
on public benchmarks, they struggle with our benchmark,
FakeART, particularly when dealing with the latest mod-
els and cross-domain tasks (e.g., photo-to-painting). To ad-
dress this challenge, we develop a new synthetic image de-
tection technique based on color distribution. Unlike real
images, synthetic images often exhibit uneven color distri-
bution. By employing color quantization and restoration
techniques, we analyze the color differences before and af-
ter image restoration. We discover and prove that these dif-
ferences closely relate to the uniformity of color distribu-
tion. Based on this finding, we extract effective color fea-
tures and combine them with image features to create a de-
tection model with only 1.4 million parameters. This model
achieves state-of-the-art results across various evaluation
benchmarks, including the challenging FakeART dataset.

1. Introduction

Ongoing technological advancements have made gen-
erative models like GANs [1, 6, 12, 18–20, 30] and dif-
fusion models [7, 8, 13, 14, 28, 32, 36] popular research
topics. These models can create highly realistic synthetic
images that are almost indistinguishable from real photos,
raising serious concerns about fraud and social security.
Therefore, the technology for automatically detecting AI-
generated images has become crucial to prevent the spread
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of misinformation and potential social harm.
To address security challenges, researchers develop var-

ious techniques for detecting fake images. These in-
clude capturing visual artifacts through image enhancement
[11, 44] and analyzing high-frequency patterns [41, 49].
Recent studies [24, 29] also explore using pre-trained mod-
els to detect image noise and anomalies. Although these
methods show good performance on existing benchmarks,
their effectiveness is still challenged by the latest generative
models and cross-domain evaluations.

To better evaluate AI-generated image detection mod-
els, we propose a new benchmark dataset called FakeArt.
Unlike traditional benchmarks, FakeArt uses natural land-
scape photos as the training set, while the test set includes
real artworks from WikiArt [26] and images synthesized by
various generative models. This design helps avoid over-
reliance on high-level features such as semantic content
and style. Additionally, we incorporate the latest genera-
tive models to ensure the benchmark remains timely and
challenging. Experimental results show that even the most
advanced detection models exhibit significant performance
degradation when handling the FakeArt dataset, with some
models performing close to random guessing.

In this paper, we present a novel perspective on detecting
generated images through the analysis of color distribution.
We observe that generative models typically produce im-
ages with richer and more vivid colors compared to real im-
ages. By conducting statistical analyses of the color distri-
butions across multiple generative models, we have noticed
significant differences in the RGB channel color distribu-
tion between generated and real images. Generative models
tend to create images with uneven color to enhance color
contrast, making the images more eye-catching. This ten-
dency stems from the models’ inability to fully grasp the de-
tail of real-world visuals, leading to overly idealized results.
In contrast, real images benefit from advanced color correc-
tion technologies found in cameras and smartphones, which
ensure natural and accurate colors under varying lighting
conditions. These technologies include automatic white
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Figure 1. We present an innovative method for detecting synthetic images by exploiting the differences in color distribution between
AI-generated and real images. (a) We devise a straightforward technique to evaluate the uniformity of color distribution in images. This
involves repeatedly adding Gaussian noise to the original image and then quantizing the color depth. We reconstruct the color depth
by averaging the RGB channels of these quantized images. (b) The reconstruction results indicate the uniformity of color distribution,
highlighting significant differences between generated and real images. Visualizing the color difference map, magnified 20 times, shows
that generated images have more pronounced color changes after restoration. Extracting features from these maps improves detection
accuracy across various benchmarks, including our newly proposed and more challenging benchmark, FakeART.

balance [9], color space conversion [33], color correction
matrices [43], and gamma correction [10], all of which work
together to ensure nearly uniform color distribution and pre-
vent abrupt changes in color.

Based on these observations, as shown in Figure 1, we
propose a straightforward image processing algorithm to
visually reflect the differences in the uniformity of color
distribution. The process involves overlaying several quan-
tized and noise-added versions of an image to restore its
original color. Here’s the simplified approach: For a real
image α, we quantize its colors depth to 4-bit Q(α). Then,
we add different Gaussian noises to α to get noisy versions
β, γ, . . ., which are also quantized to Q(β), Q(γ), . . .. Av-
eraging these quantized noisy images gives us the restored
image α′. In the analysis section, we demonstrate that this
image-processing algorithm reflects the uniformity of the
original image’s color distribution. Comparing α and α′

reveals distinct characteristics: real images show minimal
color change after noise reduction, whereas generated im-
ages display substantial color variations.

Experimental results show that color-based features im-
prove the detection of AI-generated images. We develop a
compact network with 1.4 million parameters that combines
image and color features. This network achieves state-of-
the-art performance on GAN and Diffusion model bench-
marks and excels on the FakeArt dataset, demonstrating its
robustness and broad applicability.

Our contributions can be summarized as follows:
• We introduce a novel perspective to distinguish between

real and generated images by leveraging differences in
color distributions.

• We develop a new evaluation dataset called FakeART,
which is designed to reduce the influence of high-level
semantic information and to incorporate the latest gener-
ative models for enhanced evaluation.

• We propose and demonstrate a method for extracting fea-
tures based on color distribution differences, and we com-
bine these features with image features to construct a
lightweight model for detecting generated images.

• Extensive experiments demonstrate that our model per-
forms excellently on benchmarks for both GANs and dif-
fusion models, and it also significantly outperforms base-
line models on the FakeART dataset.

2. Related Work

As generative model technology rapidly advances, ensuring
the accurate identification of synthetic images becomes in-
creasingly important. Currently, synthetic image detection
techniques can primarily be categorized into three types:

Image Analysis-Based Detector [23, 27, 45, 48] focus
on utilizing the inherent characteristics of images to distin-
guish between real and synthetic ones. For instance, Rossler
et al. [38] demonstrate the superior performance of the
Xception model in recognizing synthetic faces. Yu et al.
[47] point out that images generated by GANs have unique
”fingerprints,” which can serve as indicators of forgery.
Wang et al. [44] improve the model’s adaptability to un-
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(a) Results generated by different models. (b) Statistical distribution of color in 10,000 generated images. The x-axis
represents pixel values from 0 to 255, and the y-axis represents frequency (10!).

Figure 2. (a) illustrates the output of various diffusion models for the prompt “bear on the grass” and different GANs for the category
“horse.” Notably, AI-generated images tend to have richer and more vibrant colors than real images, imparting a cinematic quality. (b)
compares the color distribution of 10,000 images from the COCO and LSUN datasets with those generated by diffusion models and GANs.
The real datasets display a balanced color distribution, whereas the generated images exhibit distinct and uneven color distributions. This
highlights the differences in color distribution between generated images and real ones.

seen test data by employing various data augmentation tech-
niques and large-scale GAN-generated image datasets.

Frequency Analysis-Based Detector [3, 16, 25] focuses
on identifying specific frequency patterns in generated im-
ages. Spectral analysis is a widely used method to detect
abnormal patterns in these images. For instance, F3Net [34]
integrates frequency analysis into detection algorithms, uti-
lizing local frequency statistics and high-frequency compo-
nents to identify forgeries. BiHPF [15] employs high-pass
filters to detect forgeries. Ricker et al. [37] observe that dif-
fusion models (DMs) do not exhibit obvious artifacts in the
frequency domain. Wang et al. [45] use the error between
an input image and its reconstruction by a pre-trained diffu-
sion model to identify fake images; however, this method
does not generalize well to GAN-based models. Recent
studies [4, 49] also demonstrate a significant difference in
the results of simple color block high-pass filtering from
diffusion models.

Pre-Trained Model-Based Detector [2, 21, 39] rely
on pre-trained models to extract features and use ensem-
ble classifiers to determine whether an image has been tam-
pered with. For example, the Lgrad method [40] pays spe-
cial attention to extracting gradient features from images.
Ojha et al. [29] propose a method called UniFD, which uti-

lizes frozen CLIP [35] models to extract features and make
final judgments through linear classifiers. FatFormer [24]
proposes CLIP-based FAA blocks for adaptive frequency
forgery extraction.

Although synthetic image detection has been developing
for many years, it still faces challenges. Image feature ex-
traction techniques struggle to keep up with rapid advance-
ments in generation technologies and diverse image styles.
Frequency features are ineffective on diffusion models, and
methods relying on pre-trained model features have issues
with interpretability and inference speed. To address these
issues, we propose a novel detection feature based on color
distribution analysis. This approach is independent of the
existing three detection techniques.

3. Color-Based Detection Feature

3.1. Motivation
In studying how humans distinguish between synthetic im-
ages and real photos, we observe that visual perception
plays a decisive role. Synthetic images often appear overly
idealized or inconsistent with the color distribution of natu-
ral images, making them look unusually perfect or unreal-
istic. For example, synthetic portraits may have unnaturally
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smooth skin, lacking the texture and light-shadow variations
of real skin, giving a plastic-like appearance. Additionally,
these images may feature exaggerated artistic effects, simi-
lar to those seen in movies or magazine covers, lacking the
natural ambiance of everyday life.

Based on these observations, we explore the differences
in color distribution between synthetic and real images. We
find that synthetic images typically exhibit higher color sat-
uration and more concentrated color peaks, whereas real
images display a more even color distribution. To accu-
rately measure this difference, we conduct experiments. As
shown in Figure 2, we randomly select 10,000 images from
the COCO [5] and LSUN [46] datasets and generate corre-
sponding images using various GAN and diffusion models.
By comparing color histograms, we discover that synthetic
images have more concentrated color areas, while real im-
ages have a more dispersed and smooth color distribution.

Inspired by the astronomical technique of stacking mul-
tiple images to enhance color depth [31], we propose a
method based on color depth quantization and restoration to
represent the uniformity of color distribution. In astropho-
tography, long exposures produce random noise, which can
be reduced by averaging multiple frames, thereby improv-
ing color depth and quality. Building on this principle, we
analyze and mathematically demonstrate the close relation-
ship between color depth restoration and color distribution
uniformity. Subsequently, we introduce a Color-Based De-
tection Feature (CoD) to identify generated images. This
method first quantizes the color depth of an image and then
restores the color levels by stacking multiple noise-added
quantized image frames. By comparing the differences be-
tween the restored image and the original, we provide a
novel and effective feature for AI-generated image detec-
tion models.

3.2. Analysis
In this section, we explore the relationship between the ef-
fectiveness of color depth recovery post-quantization and
the uniformity of the color distribution. Given that images
consist of three RGB channels, we define X as the ran-
dom variable corresponding to the color of each pixel, with
its range being x ∈ {Iw,h,c|w ∈ [1,W ], h ∈ [1, H], c ∈
{R,G,B}}, and xwhc is a specific color value. W , H , C
represent the width, height, and channels of the image, re-
spectively. We first mathematically define the quantization
process with added noise, using the round function [·], ex-
pressed as:

yhwc = [xhwc + n], where N ∼ N (0, σ2). (1)

We denote the quantization value function as yhwc. The
quantized random variable is represented by Ywhc, while
Y ′
hwc refers to the random variable of x+ n, where Y ′

hwc ∼

Real

Fake

Figure 3. Comparison between the original image and the color
difference map. We have enlarged the color difference map by
20 times to allow for a clearer comparison. From top to bottom:
Real image, Playground v2.5, Stable Diffusion 3, XL, and v2.1
generated results.

N(x, σ2). For brevity, we will refer to these as y, Y and Y ′,
respectively. The probability distribution of Y is given by:
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where F represents the cumulative distribution function

(CDF), Φ represents the CDF of the normal distribution,
which can be converted into the error function erf(x) :
Φ(x) = 1

2 + 1
2 erf

(
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2

)
. For ease of derivation, we intro-
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s , where
s is the stride during quantization. We express P (y) using
error function as:
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The discrepancy between the pixel values of the restored
image and the original image is measured by E(Y ) and x:

E(Y )− x =
∑
y∈Y

yP (y)− x =

∞∑
η=−∞

ηsP (y)− µs

=
1

2
s

(
−1− µ+

∞∑
η=−∞

erf

(
η + 1

2 + µ
√
2

s

σ

))
.

(4)
Considering the periodic nature of the round function,

we employ the Fourier series to assess this difference. We
define the error function in equation (4) as f , with k repre-
senting the constant component:

f = erf

(
η + 1

2 + µ
√
2

s

σ

)
= erf

(
(η +

1

2
+ µ)k

)
. (5)

We then expand f using the sine-cosine form of the
Fourier series: F(f) = a0 +

∑
m∈Z\{0} am.

Expanding the summation, we observe that many terms
cancel out, as detailed in Appendix. This leads us to:

∞∑
η=−∞

∞∑
m=1

am =

∞∑
m=1

i(−1)m exp
(
−m2π2/k2

)
mπ

, (6)

∞∑
η=−∞

a0 = 0. (7)

Consequently, we derive the color difference E(Y ) − x
for the restored image relative to the actual image:

E(Y )− x = s

∞∑
m=1

(−1)m exp
(
−m2π2/k2

)
mπ

sin(2πmµ).

(8)
Given the rapid decay of the coefficients, the subsequent

terms in the summation are significantly smaller than the
first term. Thus, we approximate this distribution as a sine
function distribution, with k being a constant coefficient:

E(Y )− x ≈ k sin(2πµ). (9)

When the distribution X is uniform, the periodicity and
symmetry of the sine function ensure the mean of multiple
superimposed samples E(Y )− x to approach zero:

∑
w

∑
h

∑
c

(E(Yhwc)− xhwc)

{
= 0, if X ∼ U(0, 1)

̸= 0, if X ≁ U(0, 1)

(10)
This means that after multiple noisy quantizations,

whether the distribution of X is uniform or not will result
in different means after restoration, leading to variations in
color changes after restoration, as shown in Figure 3.

3.3. Networks

Figure 4. The network architecture of our Color-Based Detecting
Model (CoD).

We extract features from each input image, including im-
age features and color features, and feed these into a binary
classifier to determine whether the image is real or fake. For
fast detection, we use a lightweight ResNet model with only
1.4 million parameters, as shown in Figure 4. During fea-
ture extraction, we deploy two convolutional modules: one
for the original image and another for the color difference
map. The outputs of these modules are merged along the
channel dimension and then fed into the ResNet for classi-
fication.

To enhance the model’s generalization and robustness,
we apply various data augmentation techniques to the origi-
nal images during training, including resizing, cropping, ro-
tation, flipping, random occlusion, and color jittering. Due
to the efficiency of color gradient features, even a simple
network structure can effectively detect generated images.

4. Experiments
4.1. Datasets and Metrics
4.1.1. Prior Benchmarks
In alignment with prior research, our detection model is
trained on a single GAN network and subsequently eval-
uated on the synthetic outputs from various other GAN net-
works and diffusion models.

Training: We adopt ProGAN [17] for training. Specif-
ically, we use 350,000 synthetic images generated by Pro-
GAN and real images from LSUN [46]. Our training set
consists of 20 classes, where each class contains 18,000
synthetic images generated by ProGAN and an equal num-
ber of real images from LSUN.

Evaluation: The Forensic Synthetics [44] benchmark
comprises real images from six distinct datasets and in-
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Figure 5. The FakeART dataset’s training set mainly consists of real photographic images, whereas the test set features artistic works that
are markedly different in style from photographs. Additionally, the FakeART dataset incorporates the latest image generation models.

cludes synthetic images generated by eight different gen-
erators, with some deepfake images based on real faces.

Ojha [29] encompasses real images from the LAION
dataset and synthetic images generated by four contempo-
rary diffusion models. For the Glide series, the author in-
troduces variations like Glide 100 10, Glide 100 27, and
Glide 50 10. In the LDM series, besides LDM 200, ver-
sions with classifier-free guidance (LDM 200 cfg) and
fewer denoising steps (LDM 100) are included.

GenImage [50] compiles real images from 1,000 cate-
gories within the ImageNet dataset and synthesizes fake im-
ages using eight cutting-edge generators. Each subset con-
tains between 6,000 to 8,000 synthetic images, paired with
an equal number of real images, and includes synthetic im-
ages of various dimensions.
4.1.2. FakeART
To more effectively evaluate the effectiveness and robust-
ness of image generation detectors, we introduce FakeART.
By incorporating training and test data from entirely dif-
ferent domains, FakeART avoids the reliance of detection
methods on high-level semantic features. As shown in Fig-
ure 5, the FakeART training dataset consists of 50,000 im-
ages from COCO [5] and LSUN [46], covering a wide range
of real-world scenes. We used Stable Diffusion v1.4 and
GAN-based ProGAN to generate synthetic images. Al-
though the image quality from these models may vary, they
provide a more precise measure of detector performance.
For evaluation, we carefully selected 7,000 real artworks
from the WikiART dataset, which are significantly differ-
ent from the training data. These artworks display a variety
of artistic styles and are visually distinct from typical real-
world scene images. Using state-of-the-art diffusion mod-

els, we generated corresponding synthetic images to form
our test dataset. Due to its cross-domain characteristics
and advanced generation techniques, FakeART presents a
greater challenge than previous academic benchmarks.

4.1.3. Metrics

Building on previous research in AI-generated image detec-
tion, we use accuracy (ACC) and mean average precision
(mAP) as our evaluation metrics. For calculating accuracy,
we set the threshold at 0.5.

4.2. Implementation Details

We employ a lightweight ResNet as the feature extractor,
with a parameter count of only 1.44M to meet real-time
processing requirements. For image preprocessing, we ap-
ply random cropping of 256×256 during training and cen-
ter cropping of 256×256 during testing. We use the image
encoder from the OpenAI version of the CLIP model [35]
for pre-trained feature extraction. During training, we use
the Adam optimizer [22] with an initial learning rate set to
10−4. The batch size is set to 256, with a weight decay of
0.01, and the training lasts for a total of 40 epochs. For data
augmentation, we apply random cropping, ColorJitter, ran-
dom rotation, and random occlusion to the original images.
The random rotation angle ranges from -90 degrees to 90
degrees, the probability of a random mask is 50%, and the
mask ratio is randomly chosen between 25% and 50%. For
the chromatic aberration images, we only use random crop-
ping and flipping for augmentation. Our proposed method
is implemented using the PyTorch library. All experiments
are conducted on two NVIDIA A10 GPUs.
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Method Ref ProGAN StyleGAN StyleGAN2 BigGAN CycleGAN StarGAN GauGAN Deepfake Mean

CNNDet CVPR 2020 [44] 91.4 / 99.2 63.8 / 91.4 76.4 / 96.7 52.9 / 73.3 72.6 / 88.2 63.8 / 90.7 63.8 / 92.2 51.7 / 62.3 76.0 / 86.7
FreDect ICML 2020 [11] 90.3 / 85.2 74.4 / 72.2 73.1 / 71.4 88.7 / 86.5 75.4 / 71.7 99.5 / 99.5 69.0 / 77.4 60.7 / 49.2 78.9 / 76.6
LGrad CVPR 2023 [40] 99.8 / 100.0 94.8 / 99.9 96.0 / 99.9 82.9 / 90.5 85.3 / 94.7 99.6 / 100.0 72.4 / 79.2 58.1 / 67.8 86.1 / 91.6
UFD CVPR 2023 [29] 99.8 / 100.0 89.0 / 98.8 83.8 / 98.6 90.5 / 99.1 87.8 / 99.6 91.2 / 100.0 89.9 / 99.2 80.1 / 90.2 89.1 / 98.2
PatchCraft Arxiv 2023 [49] 100.0 / 100.0 93.0 / 98.7 89.7 / 97.7 95.7 / 99.3 70.0 / 85.1 100.0 / 100.0 71.9 / 81.8 58.6 / 79.6 84.8 / 92.7
FreqNet AAAI 2024 [41] 99.6 / 100.0 90.2 / 99.6 88.0 / 95.5 90.5 / 95.5 95.5 / 99.7 85.8 / 100.0 93.4 / 98.6 88.9 / 94.5 91.5 / 97.9
NPR CVPR 2024 [42] 99.8 / 100.0 96.3 / 100.0 97.2 / 100.0 87.5 / 94.5 95.0 / 95.7 99.7 / 100.0 86.6 / 88.2 77.4 / 86.1 92.4 / 95.6
FatFormer CVPR 2024 [24] 99.7 / 100.0 97.2 / 99.6 98.7 / 99.8 99.5 / 100.0 99.2 / 99.8 99.7 / 100.0 99.3 / 100.0 93.2 / 97.6 98.2 / 99.5
SAFE Arxiv 2024 [23] 99.9 / 100.0 97.8 / 99.8 98.6 / 100.0 89.5 / 95.4 99.6 / 99.8 99.7 / 100.0 91.4 / 97.0 91.4 / 97.5 96.0 / 98.7

CoD (Ours) - 99.9 / 100.0 98.2 / 99.9 98.6 / 99.9 93.6 / 98.0 99.1 / 99.9 100.0 / 100.0 99.9 / 99.9 93.4 / 98.5 98.2 / 99.6

Table 1. Comparison of Accuracy with State-of-the-Art Methods on GANs Datasets [44].

Method Ref DALL-E Glide 100 10 Glide 100 27 Glide 50 27 ADM LDM 100 LDM 200 LDM 200 cfg Mean

CNNDet CVPR 2020 [44] 51.8 / 61.2 53.3 / 72.9 53.1 / 71.3 54.2 / 76.1 54.9 / 66.6 51.9 / 63.7 52.0 / 64.5 51.6 / 63.1 52.8 / 67.5
FreDect ICML 2020 [11] 57.0 / 62.5 53.6 / 44.3 50.4 / 40.8 52.0 / 42.3 53.4 / 52.5 56.6 / 51.3 56.4 / 50.9 56.4 / 52.4 54.5 / 49.6
LGrad CVPR 2023 [40] 88.5 / 97.3 89.5 / 94.9 87.4 / 93.2 90.6 / 95.0 86.7 / 99.8 94.8 / 99.2 94.2 / 99.1 95.8 / 99.2 90.9 / 97.3
UFD CVPR 2023 [29] 89.3 / 96.5 90.0 / 96.5 90.7 / 97.0 90.8 / 97.2 75.1 / 84.5 90.1 / 97.0 90.2 / 97.0 77.3 / 88.6 86.7 / 94.3
PatchCraft Arxiv 2023 [49] 83.3 / 93.0 80.1 / 92.0 83.4 / 93.9 77.6 / 88.7 80.9 / 90.5 88.9 / 97.7 89.3 / 97.9 88.1 / 96.9 84.0 / 93.8
FreqNet AAAI 2024 [41] 97.2 / 99.5 87.8 / 96.1 84.4 / 96.6 86.5 / 95.0 67.2 / 74.5 97.8 / 99.6 97.4 / 99.0 98.2 / 99.0 89.6 / 94.9
NPR CVPR 2024 [42] 94.5 / 99.5 98.2 / 99.8 97.8 / 99.7 98.2 / 99.8 75.8 / 81.0 99.3 / 99.0 99.1 / 99.9 99.0 / 99.9 95.1 / 97.4
FatFormer CVPR 2024 [24] 98.7 / 99.8 94.5 / 99.5 94.1 / 99.3 94.2 / 99.1 75.9 / 91.8 98.5 / 99.8 98.5 / 99.8 94.8 / 99.0 93.6 / 98.4
SAFE Arxiv 2024 [23] 97.5 / 99.7 97.2 / 99.4 95.8 / 98.9 96.6 / 99.2 82.4 / 95.7 98.8 / 100.0 98.8 / 100.0 98.7 / 99.8 95.7 / 99.0

CoD(Ours) - 98.1 / 99.6 97.6 / 99.6 97.4 / 99.5 97.7 / 99.5 92.8 / 97.4 98.8 / 99.8 98.9 / 100.0 98.7 / 99.8 97.5 / 99.4

Table 2. Comparison of Accuracy with State-of-the-Art Methods on diffusion model Datasets from Ojha [29].

Method Ref Midjourney SD v1.4 SD v1.5 ADM GLide Wukong VQDM BigGAN Mean

CNNDet CVPR 2020 [44] 50.1 / 53.4 50.3 / 55.9 50.3 / 56.1 53.0 / 69.2 51.7 / 66.9 51.4 / 62.4 50.0 / 53.5 69.8 / 91.5 53.3/ 63.6
FreDect ICML 2020 [11] 32.1 / 35.7 28.8 / 34.9 28.9 / 34.6 62.9 / 70.1 42.8 / 42.2 35.9 / 38.0 72.1 / 84.2 26.1 / 34.7 41.2 / 46.7
LGrad CVPR 2023 [40] 73.7 / 77.5 76.3 / 80.1 77.4 / 80.1 51.8 / 51.0 49.8 / 50.5 73.1 / 75.4 52.1 / 51.5 40.5 / 30.2 61.8 / 62.0
UFD CVPR 2023 [29] 56.9 / 68.5 65.1 / 81.5 64.7 / 81.0 69.2 / 84.2 60.1 / 73.5 73.5 / 89.0 86.0 / 95.0 89.3 / 97.0 70.6 / 83.7
PatchCraft Arxiv 2023 [49] 89.7 / 96.2 95.0 / 98.9 94.6 / 98.8 81.6 / 93.3 83.5 / 93.8 90.9 / 97.4 88.2 / 95.9 91.5 / 97.8 86.3 / 96.4
FreqNet AAAI 2024 [41] 69.7 / 78.5 64.2 / 74.5 64.9 / 75.6 83.5 / 92.0 81.2 / 88.5 57.8 / 67.0 81.4 / 90.0 90.5 / 95.0 74.1 / 82.6
NPR CVPR 2024 [42] 77.8 / 85.4 78.6 / 84.0 78.9 / 84.6 69.7 / 74.6 78.4 / 85.7 76.1 / 80.5 78.1 / 81.0 80.1 / 88.2 77.2 / 83.0
FatFormer CVPR 2024 [24] 56.0 / 62.7 67.8 / 81.1 67.3 / 81.4 78.2 / 91.5 87.9 / 95.5 73.0 / 85.7 86.8 / 96.9 96.7 / 99.0 76.7 / 86.7
SAFE Arxiv 2024 [23] 95.2 / 99.0 99.4 / 99.1 99.3 / 99.7 82.2 / 96.7 96.2 / 99.3 98.1 / 99.8 96.2 / 99.4 97.7 / 99.8 95.5 / 99.1

CoD(Ours) - 96.0 / 99.0 99.7 / 99.9 99.8 / 100.0 85.2 / 97.4 95.9 / 99.2 98.2 / 99.9 96.8 / 99.9 98.3 / 99.9 96.2 / 99.4

Table 3. Comparison of Accuracy with State-of-the-Art Methods on diffusion model Datasets from GenImage [50].

4.3. Experiments on Previous Datasets

As shown in Tables 1-3, our Color Distribution Detection
Model (CoD) shows excellent performance across multiple
academic datasets. On the GAN dataset, CoD achieves an
accuracy of 98.2% and a mean precision of 99.6%, almost
reaching the upper limit of the test set after comparisons
with eight other GAN networks. In diffusion model test
datasets, CoD also performs exceptionally well. Trained
on four different ProGAN datasets, CoD maintains its edge
when tested on forged images generated by varying mech-
anisms. For example, on the early diffusion model test
dataset Ojha, CoD improves upon the previous best model
SAFE by 1.8% in accuracy and 0.4% in mean precision. On
the GENImage dataset, which comprises a substantial num-
ber of images generated by diffusion models, CoD reaches
an accuracy of 96.2% and a mean precision of 99.4%, mark-

ing it as a state-of-the-art model.
It is noteworthy that many methods based on frequency

domain and image features while showing significant ef-
fectiveness in processing GAN-generated images, struggle
with diffusion models. Even recent models utilizing pow-
erful CLIP models for pretraining, such as UniFD and Fat-
former, have shown performance declines when handling
the latest diffusion models, like SD v1.4 and SD v1.5. This
indicates that pretrained features lack the robustness of the
color gradient features proposed in our paper.

4.4. Experiments on FakeART

As shown in Table 4, Compared to other evaluation bench-
marks, FakeART poses greater challenges by integrating ad-
vanced generative models and using cross-domain training
and testing datasets. Most existing models experience a sig-
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Methods FakeART Mean

SD-1.5 SD-2.1 SD-Turbo SD-XL SD-3 PlayGround-2.5 PixArt-α

CNNDet [44] 45.1 / 50.4 42.9 / 43.4 48.7 / 47.6 49.1 / 46.4 37.5 / 36.1 37.3 / 40.6 38.3 / 39.7 42.7 / 43.4
UFD [29] 36.7 / 38.5 44.1 / 42.3 24.5 / 34.6 27.3 / 34.1 32.6 / 32.1 35.6 / 37.3 28.9 / 31.2 32.8 / 35.7

PatchCraft [49] 70.2 / 71.4 66.8 / 68.3 55.5 / 56.3 53.0 / 55.1 56.3 / 57.7 57.3 / 58.2 51.6 / 49.3 58.7 / 59.5
NPR [42] 63.5 / 63.7 63.1 / 62.9 52.2 / 52.8 42.5 / 47.6 55.9 / 57.1 47.5 / 46.8 51.0 / 51.7 53.7 / 54.6

FatFormer [24] 68.3 / 69.4 66.2 / 67.8 57.7 / 58.6 50.1 / 53.2 58.7 / 56.9 53.2 / 58.6 51.2 / 50.3 57.9 / 59.3
SAFE [23] 63.7 / 66.3 62.8 / 65.2 54.6 / 57.8 53.7 / 55.6 51.4 / 52.3 53.7 / 55.6 54.6 / 56.9 56.4 / 58.4

Ours 76.8 / 78.9 72.1 / 73.4 65.8 / 66.2 61.9 / 63.4 61.7 / 62.8 62.3 / 64.6 65.2 / 68.1 66.5 / 68.2

Table 4. Comparison on our proposed FakeART Datasets

nificant drop in accuracy on this new benchmark. How-
ever, our CoD model continues to perform exceptionally
well. Specifically, the CoD model achieves an average ac-
curacy of 66.5% and an average precision of 68.2% across
various diffusion models, significantly outperforming other
detection models, especially on the latest diffusion mod-
els PlaGround-2.5 and PixArt-α. It underscores the impor-
tance of robust detection features. Relying too heavily on
high-level semantic features, such as image-based and pre-
trained features, can lead to significant performance loss in
practical applications. In contrast, color-based features of-
fer better generalization.

4.5. Ablation Study
To validate the effectiveness of the color feature, we con-
duct ablation studies across multiple benchmarks:

Effectiveness of Color Feature: We compare three fea-
ture extraction strategies: using only image features, using
only color features, and combining both. The results show
that even with significant image information loss, color fea-
tures alone perform well in discriminating GANs and dif-
fusion models. Importantly, combining color features with
traditional image features significantly improves model ac-
curacy (see Table 5, rows 1 to 3). This finding further con-
firms the effectiveness of color features in distinguishing
generated images.

Impact of Noise Addition: We study the impact of
noisy image quantity on our method’s effectiveness (see Ta-
ble 5, rows 4 to 6). Increasing noisy images enhances color
features distinction but increases processing time.

Pre-trained Features : We further evaluate the impact
of combining pre-trained features. Analysis (see Table 5,
rows 7 to 9) shows that while CLIP-based image features
slightly improve performance, their contribution is less sig-
nificant than color features. Combining all three features
enhances GAN and diffusion model performance in early
benchmarks, but on FakeART, this combination is less ef-
fective than using image and color features.

Impact of Quantizing Color Depth : We also compare
the impact of different color depth quantizations on feature

Model setting GANs Ojha GenImage FakeART

(1) Image 95.5 94.9 95.3 56.9
(2) Color 78.6 84.6 89.1 59.3
(3) Image & Color 98.7 97.5 96.2 66.5

(4) 200 noise images 98.0 96.8 95.7 65.1
(5) 300 noise images 98.5 97.5 96.0 65.7
(6) 500 noise images 98.7 97.5 96.2 66.5

(7) w/ Color 98.7 97.5 96.2 66.5
(8) w/ CLIP 96.1 95.3 95.8 54.8
(9) w/ CLIP & Color 98.7 97.8 96.4 64.3

(10) 4-bit 98.7 97.5 96.2 66.5
(11) 8-bit 96.4 96.9 95.8 63.9
(12) 2-bit 95.9 96.1 95.4 61.1

Table 5. Ablation studies on the accuracy (ACC) of CoD network.

extraction (see Table 5, rows 10 to 12). The results show
that 4-bit color depth quantization performs best. Lower
color depth makes restoration difficult, while higher color
depth fails to highlight color variations effectively.

5. Conclusion

This paper proposes a new color-based feature for synthetic
image detection. We discovered significant differences in
color distribution between synthetic and real images, and
developed color feature extraction methods and efficient
detection models accordingly. Our approach leverages
statistical patterns in color space that remain consistent
regardless of image content or generation method. We also
introduce the FakeART benchmark dataset, which reduces
the influence of high-level semantic features through cross-
domain training and evaluation. Experiments show our
lightweight detector performs excellently across multiple
benchmarks. Despite these achievements, the continuous
advancement of generative technologies and increasing
data diversity still pose challenges to synthetic image
detection, necessitating ongoing research and innovation.
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