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Abstract

Video large language models (Video-LLMs) can tempo-
rally ground language queries and retrieve video moments.
Yet, such temporal comprehension capabilities are neither
well-studied nor understood. So we conduct a study on
prediction consistency — a key indicator for robustness and
trustworthiness of temporal grounding. After the model iden-
tifies an initial moment within the video content, we apply
a series of probes to check if the model’s responses align
with this initial grounding as an indicator of reliable com-
prehension. Our results reveal that current Video-LLMs are
sensitive to variations in video contents, language queries,
and task settings, unveiling severe deficiencies in maintain-
ing consistency. We further explore common prompting and
instruction-tuning methods as potential solutions, but find
that their improvements are often unstable. To that end, we
propose event temporal verification tuning that explicitly
accounts for consistency, and demonstrate significant im-
provements for both grounding and consistency. Our data
and code are open-sourced at https://github.com/
minjoong507/Consistency—of-Video-LLM.

1. Introduction

Video large language models (Video-LLMs) [4, 16, 20, 23,
24, 41] have shown great promise for video understanding.
Yet they can follow only coarse-grained concepts and are
challenged by identifying specific video moments for fine-
grained comprehension. Recent works [8-10, 13,29, 31, 33]
try to improve temporal comprehension in Video-LLMs to
handle time-related tasks, including video temporal ground-
ing [7, 14], dense video captioning [14, 45], and grounded
video question answering [37]. Despite their effectiveness,
such capabilities of fine-grained temporal comprehension are
not necessarily robust and trustworthy. For example, Figure
1 shows that Video-LLMs are inconsistent when asked to
check their own video moment predictions, raising concern
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Figure 1. Top: An example of inconsistent behavior of Video-
LLMs, where the answer contradicts the initial temporal prediction
in self-verification. Bottom: We reveal that most Video-LLMs
struggle to reliably confirm their initial moment predictions, achiev-
ing a near chance-level consistency (50%).

about their capabilities in faithful temporal reasoning.

Consistency is a key indicator of robustness and trustwor-
thiness, so we study how well current models maintain it
when conversing about fine-grained video moments. Specifi-
cally, we focus on video temporal grounding, where the task
involves identifying timestamps in a video that correspond to
language queries. Intuitively, a model that links a language
query to visual content in a specific temporal moment should
remain robust to rephrasing queries and temporal shifts in
the visual content. We refer to this quality as grounding
consistency. Furthermore, if a model can identify a specific
moment, its understanding should be bidirectional. As such,
the model should be able to confirm that the said event and
its components did occur within the predicted moment. We
refer to this quality as verification consistency.
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To evaluate such consistencies, we construct new evalu-
ation sets, Charades-CON and ActivityNet-CON, based on
two popular video temporal grounding datasets: Charades-
STA [7] and ActivityNet-Captions [14]. We curate test
data by rephrasing the original queries and shifting the
ground-truth moments in videos for probing grounding con-
sistency. To measure verification consistency, we curate
binary-choice questions to verify if the grounded moments
truly reflect the queries and their key components. With
the probes and corresponding data, we evaluate a range
of prominent models, including two closed-source models:
GPT-40 [1] and Gemini [30] and eight open-source Video-
LLMs, including three ‘time-aware’ models TimeChat [31],
VTimeLLM [9], VTG-LLM [8] which have been developed
specifically to grasp temporal moments.

Interestingly, we find that open-source models like Video-
LLaVA [20] and Video-ChatGPT [24] are often inconsistent
in grounding video content and perform near chance-level
when verifying their own answers. Despite their special-
ized designs, the time-aware models demonstrate limited
improvements, particularly in verification consistency. Al-
though the closed-source models may not be designed for
temporal grounding, they demonstrate superior consistency,
outperforming most open-source models. With the above
observations, we further analyze two common solutions for
Video-LLMs to improve consistency: prompting and instruc-
tion tuning with target data. We find that prompting cannot
improve performance across different models. While in-
struction tuning consistently boosts grounding performance,
it remains ineffective in improving consistency. Their im-
provements are often unstable, highlighting the challenges
in enhancing the models’ temporal comprehension.

To this end, we propose event temporal verification tun-
ing (VTune) - a method that extends instruction tuning by
explicitly accounting for consistency. Rather than simply
instructing the models to localize the video moment based
on the query, we reformulate the task as a verification pro-
cess. Specifically, we instruct the models to confirm aligned
(rephrased) queries with positive moments. Furthermore, we
prompt the model to identify and correct content changes
by providing misaligned queries with positive moments and
aligned queries with negative moments. By verifying such
modified queries, we aim to enhance the model consistency
while strengthening their original grounding capabilities.
Our experiments show that VTune significantly improves
both grounding and consistency across different models and
datasets, demonstrating it to be a superior method for robust
and trustworthy temporal comprehension.

Our primary contributions are summarized as follows:

* We study the model’s consistency in temporal compre-
hension by assessing whether its responses align with the
initial grounding, using dedicated probes and datasets.

* We provide comprehensive consistency evaluation results,

revealing significant deficiencies in Video-LLMs for ro-
bust and trustworthy temporal comprehension.

* We further share insights about the inadequacy of common
prompting and instruction tuning solutions and propose
VTune towards faithful temporal comprehension.

2. Related Work

Video Temporal Grounding (VTG). VTG requires fine-
grained video-language understanding and sensitivity to
temporal dynamics, similar to other tasks [11, 15]. Exist-
ing VTG models can be categorized as proposal-based [34,
42], proposal-free [26, 40], or transformer-based [12, 25].
Proposal-based methods generate a set of candidate video
moments with a sliding window and rank them by relevance
to the query. Proposal-free methods directly regress times-
tamps within videos. Transformer-based methods are now
popular solutions for temporal grounding; they adapt the
detection capabilities of DETR [3] to find video moments.
Video-LLMs for VTG. Video-LLMs [4, 17, 20, 23, 24, 41]
can chat about videos, but most are limited to coarse-grained
understanding. A handful of recent Video-LLMs [8, 9, 29,
31, 33] target grasping fine-grained temporal moments. Typ-
ically, these models are instruction-tuned to answer with
timestamps to enhance their temporal comprehension ca-
pabilities. They have impressive progress in identifying
moments or providing specific details in videos, but their
strengths in temporal understanding are not well understood.
Specifically, is their performance truly grounded in video
comprehension, or is it due to other spurious factors and
correlations [28, 37, 38]? We thus analyze such capabilities
by focusing on prediction consistency.

Analysis of Video-LLMs. A line of works [17, 18, 22,
27, 36] analyze and assess the temporal understanding of
Video-LLMs from multiple aspects. However, they primarily
focus on understanding model behaviors about temporal
dynamics through question-answering rather than evaluating
and improving model response consistency. Inconsistent
behaviors in LLMs have been reported in previous studies
for text [6, 19, 32, 44] or image-text [39, 43] understanding.
Unlike prior efforts, we focus on the consistency of moment
predictions in Video-LLMs. Additionally, we explore and
analyze potential solutions to improve consistency.

3. Consistency Evaluation

In this section, we describe the construction of evaluation
sets (§3.1) designed to support our probes (§3.2) and con-
clude with the evaluation configurations (§3.3).

3.1. Dataset Construction

We construct Charades-CON and ActivityNet-CON by cu-
rating test sets from two popular video temporal grounding
datasets, Charades-STA [7] and ActivityNet-Captions [14],
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Figure 2. Illustration of our consistency evaluation process. For each query-moment pair in the video, we shift the ground-truth moment to a
different moment and prompt GPT-40-mini to generate aligned, misaligned, and compositional queries. We measure consistency as an IoU
for grounding probes and design a GPT-based evaluation to assess the model’s response for verification probes.

respectively. These datasets mainly cover daily human ac-
tivities with average video durations of 30 and 120 seconds,
respectively. As temporal grounding datasets, they include la-
beled queries with corresponding timestamps for each video.
We sample 500 videos from each test set and filter out the
annotations where the query sentence or the moment is too
short (i.e., less than 5 words or 5 seconds). We also exclude
the moment annotations that exceed 70% of the correspond-
ing video length to avoid unreliable assessments, as models
can simply predict the entire video length to recall these
moments [38]. After filtering, there are 707 and 1,422 query-
moment pairs for Charades-CON and ActivityNet-CON, re-
spectively. We then use a strong LLM (i.e., GPT-40-mini)
to generate aligned, misaligned, and compositional queries
to support our evaluation (please refer to Supplementary
Figure 12 for the prompt design). Queries are labeled as
“aligned” or “misaligned” depending on whether they have
the same or different meanings from the original query, re-
spectively. Compositional queries partially overlap with the
original by retaining some information, and we also generate
them in both aligned and misaligned forms.

Aligned & Misaligned Queries. Simply prompting GPT to
rephrase the original queries often results in rephrased sen-
tences too similar to the original. To introduce meaningful
variations, we apply a set of carefully designed modification
rules: (1) Word Replacement: Substituting key nouns and
verbs, (2) Active to Passive Conversion: Changing active
sentences to passive ones, and (3) Word Order Modification:
Rearranging the sentence structure. These transformations
generate aligned queries intended to preserve the original
query’s meaning while introducing differences in phrasing,
aiming for a nuanced approach. For misaligned queries, we

focus on slight alterations to key components. We prompt
GPT to identify the main components in the original query
and generate queries that are subtle yet irrelevant. Each query
sentence is paired with three aligned and three misaligned
queries to balance the distribution of “Yes/No” answers.
Compositional Query. We decompose query sentences
down into three key components: (1) Subject Identification:
Identifying the main entities involved in the sentence, (2)
Action: Describing what the subjects are doing or what is
happening to them, and (3) Relations: Determining the rela-
tionship between the subjects and other elements. For exam-
ple, given the query, “A young girl is outside raking leaves
out of the backyard,” the model identifies “a young girl” as
the subject, “raking” as the action, and associates “outside”
and “backyard” as relational details. These components are
converted into questions like “Is a young girl outside?” that
ask for sub-information about video moments. Similarly,
we generate misaligned ones by altering the components
(e.g., “Is she inside the house?”). On average, each query
has 3.9 and 4.3 compositional queries in Charades-CON and
ActivityNet-CON, respectively.

Human Study. Lastly, we randomly sample 700 question-
moment pairs from the datasets, which have 2,100 aligned,
misaligned, and compositional queries. We then ask humans
to evaluate whether each sentence meets our expectations
on a scale of 1 to 3—(1) Not matched, (2) Matched, and
(3) Well-matched. If a misaligned query indeed unmatches
the video content, it will be assigned a score of 3. Annota-
tors independently evaluate the queries, and any ambiguities
raised are cross-validated. The evaluators rate 92.2% of
the sentences with a score of 3 and 6.4% with a score of 2,
demonstrating the high quality of the curated data.
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Figure 3. Examples of the model responses for verification probes. We first ask the model to predict the timestamp of the given sentence,
then query it based on its own predictions. For holistic and compositional verifications, we replace the m in the questions with each model’s
moment prediction. The red text indicates misaligned queries or highlights inconsistent model responses.

3.2. Consistency Probes

Consider a video Vv, a query sentence (, and its ground-
truth moment as Mg P ttg, teU defined by start and end
timestamps in V respectively. The temporal grounding task
(Ground) is defined as

m ** Tempgpv, qq, (D

where m is the model’s predicted moment. Verifying if the
query ( corresponds to the m in v can be defined as

a ““ Temp,, pv, ¢, mq P tYes, Nou, 2)

where a is the model’s answer to verification probes. Tempg
and Tempy denote the same model for different tasks. To
probe prediction consistency, we introduce two grounding
probes: Shifted (S-Ground) and Rephrased Grounding (R-
Ground) and two verification probes: Holistic (H-Verify)
and Compositional Verification (C-Verify). The probes are
illustrated in Figure 2 and we detail them below.
Rephrased Grounding evaluates if the model’s moment
predictions are consistent across queries ( and its aligned
variant §. Specifically, we measure the IoU between m “*
Tempgpv, qq and M “* Tempgpv, 0. We consider three
aligned queries and report the average of their IoU values to
measure the alignment between the moments.

Shifted Grounding measures if the model consistently
grounds the same visual content even if the content is shifted
to different temporal positions. Specifically, while preserv-
ing the sequence of frames within the ground-truth moment

Mg, we randomly shift it to a new moment, Ms. In our
implementation, the shifted moments overlap their original
moments only 20% on average, allowing us to assess whether
the model can adjust their predictions accordingly.

Holistic Verification confirms whether the model can con-
firm the presence of the query q within the moment predic-
tion m, aligning with its initial prediction. This task assesses
whether the model can respond affirmatively to confirm that
all aspects of the query are represented within the moment,
i.e., Tempy, pv, g, mq ““ “Yes.” To prevent artificially high
consistency scores from blanket affirmative answers, we use
misaligned queries q to test if the model correctly denies
their occurrence, yielding responses of Temp,, pv, g, mq “*
“No.” Additionally, we vary the prompt templates, includ-
ing templates like “Is the event ¢ missing in m?” to shift
the correct answer “Yes.” to “No.” Templates designs for
verification prompts are listed in Supplementary Table 6.
Compositional Verification verifies whether the model’s
moment predictions are based on compositional reasoning
rather than shallow pattern recognition. Specifically, given
and its predicted moment m, we ask if the model correctly
confirms the compositional visual facts of g within m. For
example, if the model answers “0 to 20 seconds.” for the
query “A young girl is outside raking leaves out of the back-
yard”, we verify whether it accurately identifies essential
components, such as the presence of a young girl, the out-
door setting, and the action of raking leaves, within O to 20
seconds in the video. To further assess the model’s under-
standing, we also ask questions like “Is she raking grass?”
or “Is she inside the house?”” with irrelevant components.
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Charades-CON

ActivityNet-CON

Method LLM # Frames

Ground R-Ground  S-Ground H-Verify C-Verify ~ Ground R-Ground  S-Ground H-Verify C-Verify
Open-source (general-purpose)
VideoChat2 [17] Vicuna-7B 16 72 5.4 (74.5) 1.0 (13.7) 3.8(52.1) 3.6 (50.0) 10.5 8.7 (82.8) 0.6 (6.0) 5.6 (53.3) 5.4 (51.9)
Video-LLaVA [20] Vicuna-7B 8 94 7.6 (80.8) 2.8(303) 5.0(52.8) 4.7(50.0) 134 10.0 (74.5)  3.1(23.0) 6.3 (46.9) 7.0 (52.3)
Video-LLaMA [41] Vicuna-7B 8 14.2 10.6 (74.9) 5.3(37.6) 7.5(53.3) 7.3(51.7) 12.8 8.5(66.8) 7.2(56.8) 7.3(57.5) 1.5(58.9)
Video-ChatGPT [24] Vicuna-7B 100 14.4 12.8 (89.2) 1.3 (8.8) 6.5(44.8)  7.2(50.0) 33 2.8 (84.0) 0.1 (4.1) 1.7 (50.4) 1.6 (49.2)
Video-LLaMA2 [4] Mistral-7B 8 20.0 16.8 (83.8) 3.8(19.0) 10.3(51.5) 10.6(52.9) 10.4 8.2 (78.6) 1.5 (14.8) 5.4(52.4) 5.7 (54.7)
Open-source (time-aware)
VTG-LLM [8] Llama2-7B 96 26.0 16.1(62.1) 83(32.0) 6.0(23.1) 10.0(38.4) 6.8 5.3 (78.0) 0.2 (3.0) 0.7 (10.9) 1.7 (24.9)
VTimeLLM [9] Vicuna-7B 100 273 22.7(832) 17.3(269) 11.9(43.7) 13.6(49.8) 31.9 264 (82.7) 89(279) 14.1(44.2) 15.8(49.5)
TimeChat [31] Llama2-7B 96 30.5 25.0(82.1) 5.6(18.5) 14.0(459) 15.6(51.2) 4.6 2.9 (64.1) 1.0 (21.2) 2.1(46.7) 24(52.2)
Closed-source
GPT-4o0 [1] 10 28.5 21.2(743) 9.3(32.8) 17.8(62.4) 20.3(71.3) 26.8 18.1(67.5) 10.4 (38.8) 16.5(61.7) 18.4(68.8)
Gemini 1.5 Flash [30] 1 fps 34.6 29.7 (85.7) 24.8(71.7) 22.8(65.8) 24.5(70.8) 37.8 30.8 (81.4) 24.8(65.6) 22.4(59.3) 26.8(70.8)

Table 1. Consistency evaluation of Video-LLMs and closed-source models. The time-aware models are specifically designed to grasp
temporal moments. For each model, we specify the language model backbone (LLM) and the number of input frames (# Frames) used.
Relative consistency scores are in brackets. Video-LLMs often struggle to consistently respond to the probes, revealing their deficiencies in
reliable video temporal understanding. In contrast, the closed-source models demonstrate relatively superior consistency across all probes.

3.3. Evaluation Configuration

We focus on correctly grounded queries, as evaluating consis-
tency on incorrect predictions is less meaningful. Otherwise,
any consistency check would merely test blanket response
patterns rather than its true comprehension of the content.
Thus, we filter out inaccurate moment predictions with an
IoU below 0.5 relative to their ground-truth moments, apply-
ing “Recall@1, IoU=0.5" metric. We use the same metric
for grounding probes. Results with different IoU values (e.g.,
0.7) are shown in Supplementary Table 10. For verification
probes, we assess QA accuracy as a consistency score based
on correct moment predictions. However, models some-
times provide indirect answers instead of simple “Yes/No”
responses (e.g., responding “The event g does not happen in
m.” to “Does the event q happen in m?”). In such cases, we
prompt GPT-4o0-mini for evaluation; see Supplementary Fig-
ure 13. For clarity, we report both the absolute consistency
score (consistent predictions across the whole test set) and
the relative consistency score (normalized within accurately
grounded predictions).

4. Experiments

In Table 1, we present the evaluation results with 10 promi-
nent models. The following sections introduce the tested
models (§4.1) and analyze the results (§4.2 and §4.3).

4.1. Tested Models

Open-source Models. We select eight Video-LLMs whose
official checkpoints are available, covering general-
purpose conversation models: Video-LLaMA [41], Video-
LLaVA [20], Video-ChatGPT [24], VideoChat2 [17], Video-
LLaMA?2 [4] and models which are expressly time-aware:
TimeChat [31], VTimeLLM [9], and VTG-LLM [8]. Typi-
cally, models like Video-LLaMA and Video-ChatGPT - we
refer to these as general-purpose models - are developed by
answering queries related to the video content. On the other

hand, models like TimeChat are specifically designed to an-
swer questions requiring precise timestamps within videos.
We categorize these as time-aware models. The split allows
us to assess how well the time-aware models have enhanced
their grounding capabilities compared to the general-purpose
ones and whether these advancements extend to consistency.
Closed-source Models. We select GPT-40 [1] and Gem-
ini 1.5 Flash [30], as they represent state-of-the-art closed-
source models. Although they may not be specifically de-
signed for temporal grounding, evaluating them allows us to
explore how they handle such tasks.

Implementation Details. Since the closed-source and
general-purpose models are not specifically designed for
temporal grounding, we design prompts to guide them to
include timestamps in their answers for reliable evaluation.
Details on the models and their evaluation setup can be found
in Supplementary B.1 and B.2.

4.2. Grounding performance

Table 1 shows that the grounding performance varies across
the models and datasets. The time-aware models demon-
strate their superior grounding ability on Charades-CON,
consistently outperforming the general-purpose models.
While VTimeLLLM performs well on both datasets, VTG-
LLM and TimeChat fall short on ActivityNet-CON, show-
ing significantly lower performance than on Charades-CON
and underperforming most general-purpose models. This
suggests their limitations for longer videos. The two closed-
source models outperform most open-source models on both
datasets, demonstrating their strong capabilities.

4.3. Consistency Analysis

Rephrased grounding. All models behave relatively well in
this probe, with a relative consistency score exceeding 60%,
likely due to the use of LLMs for language comprehension.
Yet, despite the variations in performance across different
models, further investigations (refer to Supplementary Ta-
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Figure 4. Consistency evaluation of Video-LLMs using different prompting methods. The Standard indicates the original performance. The
highest improvement is highlighted in red for Chain-of-Thought prompting and in blue for Description prompting.

ble 14) reveal a common behavior — models handle word
replacement better than other modifications (i.e., active to
passive conversation and word order modification). This
suggests that further improvements are needed to address
more complex structural variants for consistent grounding
with rephrased queries.

Shifted Grounding. All open-source models struggle to
adapt their predictions to shifted moments, consistently
showing lower scores than in rephrased grounding. This
suggests that they are less sensitive to visual variants than
language variants. To further analyze this, we assess how dif-
ferently the models predict timestamps for the original and
shifted videos using the same query by measuring average
IoU values between them. Interestingly, most models exhibit
high IoU values in this comparison, reflecting their low per-
formance in shifted grounding. Specifically, VideoChat2 and
Video-LLaVA, with shifted grounding scores of 1.0 and 2.8
on Charades-CON, show high IoU values of 0.77 and 0.8.
Although VTG-LLM shows the lowest IoU value among
the open-source models at 0.53, Gemini achieves an even
lower IoU value of 0.36 with superior performance in shifted
grounding, solidifying its position as a leading model. Over-
all, these results suggest that most Video-LLMs may rely on
language priors in queries for temporal grounding rather than
on true comprehension of visual information [28, 37, 38].

Holistic Verification. All open-source models demonstrate
near chance-level verification consistency (with relative con-
sistency scores around 50%). Specifically, most models
are only able to respond consistently for about half of their
correct moment predictions, indicating significant room for
improvement in their verification consistency. Interestingly,
the time-aware models do not meet expectations here and
fail to extend their grounding capabilities to verification con-
sistency. Specifically, while VTimeLLLM outperforms Video-

LLaMA by 7.3% in the main task on Charades-CON, this
advantage shrinks to only 1.6% in holistic verification, sug-
gesting limited gains in consistency despite strong grounding
performance. Notably, VTG-LLM shows significant defi-
ciencies in providing consistent responses across verification
probes. We speculate that perhaps the time-aware models are
overly specialized in predicting timestamps while sacrificing
QA capability. Please refer to Supplementary B.3 for further
discussion. Again, both closed-source models demonstrate
strong verification consistency, significantly outperforming
the open-source models.

Compositional Verification. Most models perform better in
compositional verification than in holistic verification. We
conjecture that while the models may identify individual
components of the video moment, they struggle to confirm
the complete alignment of the query with the video moment.
For better interpretation, we visualize some model responses
to verification probes in Figure 3. TimeChat fails to verify its
initial predictions based on the query but accurately confirms
specific sub-information within it. Conversely, while Video-
ChatGPT successfully verifies the query with its prediction,
it struggles to identify the misaligned query. These inconsis-
tencies between the probes highlight significant limitations
in reliable video understanding.

5. Solution and Discussion

This section explores potential solutions to improve con-
sistency for Video-LLMs. We first examine the impact of
common prompting (§5.1) and instruction tuning methods
with target datasets on consistency (§5.2) and analyze their
limitations. We then introduce VTune, a targeted extension
of instruction tuning to enhance consistency and grounding
and demonstrate its effectiveness (§5.3).
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Charades-CON

ActivityNet-CON

Method FT
Ground R-Ground  S-Ground H-Verify C-Verify ~ Ground R-Ground  S-Ground H-Verify C-Verify

Video-LLaMA [41] 1 142 10.6 (749) 53(37.6) 7.5(533) 7.3(51.7) 12.8 8.5(66.8) 7.2(56.8) 7.3(57.5) 7.5(58.9)
Video-LLaMA (w. CoT) 1 5.0 3.3 (66.6) 1.1(222) 29(587) 2.5(50.0) 10.2 6.9 (68.0) 55(544) 62(61.5) 5.7(56.2)
Video-LLaMA (w. Desc) 77 4.7 (60.6) 1.5(20.00 43(555) 4.2(55.0) 133 10.2(73.3)  3.1(222) 9.1(65.3) 8.9 (64.1)
Video-LLaMA (w. IT) [ 451 32.0(71.8) 89(19.7) 24.8(549) 23.4(51.8) 20.6 164(80.7) 6.5(32.0) 11.7(57.3) 11.1(54.1)
Video-LLaMA (w. VIune) [—1 544  38.2(70.3) 10.9(20.0) 30.7(56.5) 30.0(55.2) 33.0 24.7(74.8) 10.0(30.2) 20.2(61.1) 17.7(53.7)
TimeChat [31] 1 305 25.0(82.1) 5.6(18.5) 14.0(459) 15.6(51.2) 4.6 29(64.1) 1.0(21.2) 21@46.7) 24(52.2)
TimeChat (w. CoT) 1 287 22.8(79.4) 7.1(24.6) 13.5(46.9) 14.4(50.2) 13.6 10.3(75.9) 7.3(53.6) 7.2(52.8) 7.4(54.4)
TimeChat (w. Desc) 1 333 27.8(83.4) 7.3(22.0) 19.9(59.9) 20.6(61.8) 5.9 47197  07(11.9)  3.6(60.3) 3.6(614)
TimeChat (w. IT) 1 558  509(91.3) 10.5(18.9) 16.7(30.0) 25.7(46.2) 253  20.2(804) 7.5(29.9) 8.7(345) 12.6(49.9)
TimeChat (w. VTune) 1 76.2  69.2(90.8) 36.2(47.5) 44.8(58.8) 424(557) 374  283(75.6) 10.6(28.3) 19.6(52.3) 19.3(51.5)

Table 2. Consistency evaluation of Video-LLMs with the proposed solutions. Performance gains are highlighted in blue, while decreased
performances are shown in red. FT represents whether the model is fine-tuned. Compared to the previous solutions (i.e. CoT, Desc, and IT),

VTune demonstrates significant improvements for both grounding and consistency across the models and datasets.

5.1. Prompt Design for Video-LLMs

We devise two prompting methods. The first method, in-
spired by Chain-of-Thought [35] (CoT), provides step-by-
step guidance to solve the target tasks. We describe each
probe and offer instructions for tackling it sequentially.
Specifically, for temporal grounding, we instruct the model
first to find the key elements in the given query and analyze
video features to identify the relevant moment. Our second
method, description prompting (Desc), prompts the model to
describe the video content before attempting the target tasks.
We expect that this method encourages the model to provide
answers that are more grounded in their video comprehen-
sion. Specifically, we prompt the model as “Please describe
the video in detail.” and then perform other tasks. Please
refer to Supplementary C for further details.

Figure 4 shows the results of Video-LLMs across the
prompting methods. CoT demonstrates over a 5% improve-
ment across all aspects of TimeChat on ActivityNet-CON.
Similarly, Desc improves all aspects of VTimeLLM and
TimeChat on Charades-CON, as well as Video-ChatGPT
and VTG-LLM on ActivityNet-CON. However, none of
the prompting methods improve Video-LLaMA and Video-
LLaVA on Charades-CON; in fact, they even degrade the
performance. We also find that the prompting methods are
ineffective for VideoChat2 (please refer to Supplementary
Figure 7). This is likely due to differences in model archi-
tecture and instruction tuning, i.e., whether the models are
designed for such tasks. Overall, the improvements are often
unstable, underscoring the limitations of prompting alone in
enhancing temporal comprehension.

5.2. Instruction Tuning on Target Datasets

Instruction tuning (IT) in LLMs utilizes task-specific tem-
plates, generating the model’s answer in a specific format.
For temporal grounding, previous Video-LLMs [8, 9, 29, 29,
31] use pre-defined templates like “The given event occurs
from {start} to {end} seconds.” to include timestamps in
their answer. To investigate the effect of instruction tun-

Figure 5. Visualization of instruction tuning methods. The blue text
represents content aligned with the meaning of original content,
while the red text indicates irrelevant content. These colors also
apply to the corresponding responses. While IT only requires a
timestamp for the given query, VTune prompts the model to recog-
nize temporal and content changes and respond with corrections.

ing on consistency, we select one general-purpose model,
Video-LLaMA, and one time-aware model, TimeChat.

In Table 2, IT consistently boosts the model’s grounding
performance but remains ineffective in improving consis-
tency. Specifically, although IT significantly improves the
grounding performance of TimeChat by 25.3% on Charades-
CON, only a marginal improvement of 2.7% is observed in
holistic verification due to its low relative consistency score.
Furthermore, it decreases the consistency of Video-LLaMA
for shifted grounding. Likely, instruction tuning does not
account for consistency. Specifically, the training objectives
in LLMs, which focus on maximizing text token likelihoods,
do not directly optimize consistency. In conclusion, while
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Charades-STA ActivityNet-Captions

Method

R@1,0.5 R@1,0.7 R@1,0.5 R@1,0.7
Task-Specific Models
BM-DETR [12] 59.4 38.3 49.6 30.6
Mr.BLIP [2] 69.3 49.2 539 35.5
Video-LLMs
HawkEye [33] 58.3 28.8 34.7 17.7
VTG-LLM [8] 57.2 334 - -
Video-LLaMA [41] 35.0 18.6 25.2 14.4
Video-LLaMA-VT (Ours) 37.1 20.1 343 19.1
TimeChat [31] 46.7 23.7 28.0 15.8
TimeChat-VT (Ours) 58.4 34.7 41.0 23.7

Table 3. Fine-tuned performances on the original test sets. Task-
specific models are designed to perform only a single target task.
VTune effectively improves grounding performance in both models.

Charades-CON

Method G E T
Ground  Ground (0.7)  R-Ground S-Ground H-Verify C-Verify
— 45.1 233 32.0(71.8) 8.9(19.7) 24.8(54.9) 23.4(51.8)
Video-LLaMA 101 48.8 27.8 35.1(71.9) 102(20.8) 28.0(574) 26.4(54.1)
1100 544 36.6 38.2(70.3) 10.9(20.0) 30.7(56.5) 30.0 (55.2)
(- 558 30.2 50.9(91.3) 10.5(18.9) 16.7(30.0) 25.7(46.2)
TimeChat  — - 76.2 523 68.7(90.1) 15.5(20.4) 40.4(53.0) 40.5(53.1)
1 762 58.8 69.2(90.8) 36.2(47.5) 44.8(58.8) 42.4(55.7)

Table 4. Query effectiveness by type. G represents grounding
queries, and E and T indicate event and temporal verification
queries. Additionally, we report “R@1, IoU=0.7" in Ground (0.7).

Video-LLMs perform well on traditional metrics and excel at
targeted tasks, their predictions are not necessarily consistent
or reliable. This motivates us to develop a new method to
improve consistent temporal comprehension.

5.3. Event Temporal Verification Tuning

We introduce a simple yet effective method called Event Tem-
poral Verification Tuning (VTune). VTune aims to enhance
the model’s ability to distinguish between correct and incor-
rect vision-text correspondence between language queries
and temporal moments, rather than naively instructing mod-
els to solve specific downstream tasks. Beyond predicting
the timestamps of a given query, we tune the model to iden-
tify and correct inconsistencies in verification questions.

As shown in Figure 5, if we intentionally change the
information in the query (e.g., from “cooking” to “eating
dinner”), the model should recognize the changes by com-
paring the query with the actual video content, and correctly
respond with reasoning. We refer to these queries as verifica-
tion queries and prompt GPT-40 mini to generate them with
corresponding corrections. Additionally, we pair queries
with non-ground-truth moments to encourage the model to
relocate to the right moment accurately (e.g., from “0 to
10 seconds” to “12.4 to 27.0 seconds”). We refer to these
queries as temporal verification queries. Further details of
VTune can be found in Supplementary D.

In Table 2, VTune demonstrates significant improvements
in both grounding and consistency, unlike the unstable im-
provements observed with the previous solutions. Notably,

Figure 6. Responses of the instruction-tuned models. While IT fails
to verify the compositional query and adjust its predictions to the
shifted moment, VTune enables the model’s consistent responses.

the improved consistency achieved via VTune brings sub-
stantial gains in grounding performance, significantly out-
performing IT. Additionally, we provide fine-tuned perfor-
mance on the original test sets in Table 3. VTune continues
to demonstrate positive effects, with TimeChat achieving
state-of-the-art results on both datasets. To further analyze
on VTune, we provide an ablation study of instruction tuning
in Table 4. Both models display consistent improvements in
grounding and consistency when tuned with event verifica-
tion queries, with further gains from the addition of temporal
verification queries. Figure 6 qualitatively support these re-
sults. The above results demonstrate VTune’ effectiveness
in robust and consistent temporal comprehension.

6. Conclusion

We have studied the consistency of Video-LLMs in temporal
comprehension. We propose dedicated evaluation datasets
and a series of dedicated probes and find that most Video-
LLMs exhibit inconsistent behaviors, unveiling their sig-
nificant deficiencies in reliable video comprehension. We
further demonstrate the limitations of common prompting
methods and instruction tuning with target datasets, revealing
their unstable improvements. To this end, we propose VTune,
which explicitly accounts for consistency, demonstrating its
significant improvement in both grounding and consistency.
We hope that future Video-LLMs will consider consistency
towards trustworthiness, in addition to standard tasks.
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