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Abstract

Existing technique on domain adaptive person search
commonly utilizes the unified framework for jointly local-
izing and identifying the person across domains. This
framework, however, inevitably results in the gradient con-
flict problem, particularly in cross-domain scenarios with
contradictory objectives, as the unified framework employs
shared parameters to simultaneously address person detec-
tion and re-identification tasks across the domains. To over-
come this, we present a novel mixture of submodules frame-
work, dubbed MoS, that dynamically modulates the combi-
nation of submodules depending on the specific task to per-
form person detection and re-identification, separately. We
further design the mixtures of submodules that vary depend-
ing on the domain, enabling domain-specific knowledge
transfer. Especially, we decompose the main model into sev-
eral submodules and employ diverse mixtures of submod-
ules that vary depending on the tasks and domains through
the conditional routing policy. In addition, we also present
counterpart domain sample generation that synthesizes the
augmented sample and uses them to learn domain invari-
ant representation for person re-identification through the
contrastive domain alignment. We conduct experiments to
demonstrate the effectiveness of our MoS over the existing
domain adaptive person search method and provide abla-
tion studies.

1. Introduction

Person search, aiming to localize and identify the query per-
son from the gallery of uncropped scene images, has re-
cently received substantial attention in numerous computer
vision applications, including security and video surveil-
lance [38, 40, 76, 84]. Many approaches [3, 5, 16, 37,
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Figure 1. Motivation. (a) DAP [48] employs a unified framework
for localizing and identifying persons for domain adaptive person
search. However, it may provide limited performance because it
jointly optimizes the contradictory objectives between person de-
tection and RelD within a unified framework. (b) Unlike this,
we present the mixture of submodules (MoS) that varies depend-
ing on the specific task and domain, enabling the model to con-
duct person detection and RelD separately while enabling domain-
specific knowledge transfer, which boosts the domain adaptive
person search performance (Best viewed in color).

43, 71, 80, 84] formulate the problem as the joint task of
person detection and re-identification (RelD) that rely on
bounding box annotation and identity labels. Although they
yielded impressive results, the well-trained person search
model suffers from dramatic performance degradation on
substantially different data distributions from the training
set. The main reason lies in the different data distribution
between such training data and testing data, typically known
as domain discrepancy. One alternative is collecting man-
ually annotated person search data under diverse environ-
ments and retraining the model, but it is prohibitively la-
borious and time-consuming [48], which has become one
major challenge along this line of research.
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To alleviate the reliance on the ground-truth data, un-
supervised domain adaptation (UDA), aiming to transfer
knowledge learned from labeled source domain to unla-
beled target domain, has been popularly proposed in var-
ious tasks. Specifically, domain adaptive object detec-
tion [2, 7, 13, 33-35, 46, 62, 70], aiming to learn com-
mon representation within the same category (e.g., per-
son, car) across the domains, have been proposed to adapt
the detector from labeled source domain to unlabeled tar-
get one. On the other hand, domain adaptive person
RelD [8, 14, 20, 23, 51, 65] aims to learn discriminative rep-
resentation to distinguish person identity within the same
category (e.g., person) across the domains, have been pro-
posed to generalizes the ReID model trained on a labeled
source domain to an unlabeled target one.

The most straightforward way for domain adaptive per-
son search, which aims to jointly localize and identify the
person across domains, may be to utilize the domain align-
ment technique in domain adaptive object detection and per-
son RelD [3, 5]. However, directly applying these tech-
niques to domain adaptive person search poses additional
challenges due to the joint optimization with the contradic-
tory objectives between person detection and RelD, where
person detection requires commonness across the persons
regardless of identity, while person RelD requires unique-
ness for each person [3, 5].

To address these inherent challenges, DAPS [48] has at-
tempted to solve the issue by task-sensitive domain align-
ment. Specifically, this approach incorporates adversarial
learning [7] and a self-training strategy [18, 42] and bal-
ances the domain alignment weights for detection and RelD
tasks to mitigate contradictory objectives between tasks.
Although these methods reduce domain discrepancy by us-
ing domain alignment losses on final prediction (e.g., per-
son probability and identity embedding), learning a unified
framework tailored for joint optimization, especially when
dealing with contradictory objectives in cross-domain sce-
narios, still leads to gradient conflict problem induced by
competition among different tasks for shared parameters
(Fig. 1a), as demonstrated in [15, 77, 78, 85].

In this paper, we propose a novel mixture of submod-
ules framework, called MoS, for the domain adaptive per-
son search task, as illustrated in Fig. 2. We first decompose
the main model into several submodules by dropping cer-
tain convolutional blocks, so that each submodule utilizes a
subset of the main model’s parameters, allowing the model
to selectively extract task-specific representations from the
model’s layers. To account for the observation that domain-
and task-specific modeling may help to learn domain invari-
ant and discriminative representation, we employ diverse
mixtures of submodules that vary depending on the tasks
and domains, exploited by a conditional routing policy that
utilizes task and domain embedding as a condition. In addi-

tion, we also present counterpart domain sample generation,
which synthesizes augmented positive and negative samples
by denormalizing the normalized samples across domains,
and learn domain invariant representation for person RelD
through contrastive domain alignment. We demonstrate the
effectiveness of our method on various domain adaptive
person search scenarios, including CUHK-SYSU [76] —
PRW [84] and PRW [84] — CUHK-SYSU [76]. We also
provide an extensive ablation study to validate and analyze
components in our model.

2. Related Work

Person Search. Person search aims at jointly localizing
and identifying the query person from uncropped gallery
images. Due to the inherent nature of the joint task of per-
son detection and RelD, early works [43, 71, 84] introduced
a two-step framework that performs person detection and
RelD, separately. Following this work, there has been a va-
riety of follow-up studies that use auxiliary modules [3, 16].
However, such separate treatment of the two tasks requires
high computational overhead and prevents joint optimiza-
tion between the tasks.

Different from two-step approaches, several meth-
ods [75, 76, 79] have been proposed one-step person search
that unified detection and RelD into a joint framework, al-
lowing for end-to-end training of two sub-tasks. Although
these methods overcome the limitation in two-step frame-
work, these joint framework poses additional challenges
due to their contradictory nature in that the detection re-
quires a commonness of all persons while the ReID re-
quires a uniqueness for each person [3, 5]. Therefore, re-
cent works attempted to deal with the contradictory objec-
tive with auxiliary techniques, including feature disentan-
glement [5], stop gradient [37], or decoupled feature ex-
traction [29].

Unsupervised Domain Adaptation. Unsupervised do-
main adaptation aims to exploit labeled source domain to
learn a well-performing model on unlabeled target domain.
Recently, it has been popularly studied for various visual
recognition tasks, including image classification [21, 22,
39, 47, 50, 53, 66, 68], object detection [2, 7, 13, 33—
35, 46, 62, 70], and person RelD [8, 14, 20, 23, 51, 65].
Due to its effectiveness in transferring cross-domain knowl-
edge, it can be a promising solution for addressing domain
discrepancy.

Unsupervised Domain Adaptation for Person Search.
The domain of adaptive person search, despite its signifi-
cant potential and relevance in various visual tasks and real-
world applications, remains substantially underexplored.
Recently, DAPS [48] has attempted to deal with the con-
tradictory nature of person detection and person RelD.
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(b) Mixture of Submodule (MoS)

Figure 2. Overview of our MoS framework for domain adaptive person search. The source and target are fed into the shared region
proposal network (RPN) and Rol-Align layer, to extract Rol features. These Rol features are fed into the mixture of submodules, which
varies depending on the specific domain and task through the conditional routing, to extract domain- and task-specific representation.

These methods introduce task-sensitive instance-level do-
main alignment that employs adversarial learning [7] and
self-training strategies [18, 42] for the two subtasks. How-
ever, it still remains a limitation in joint optimization of
domain alignment, especially when dealing with the con-
tradictory objectives of the two sub-tasks within a unified
framework.

Mixture of Experts. Mixture of experts (MoE) has been
widely explored in various computer vision [11, 26, 60,
61, 74] and natural language processing tasks [10, 27, 63]
due to its competitive performance. Specifically, sparse
MoE [6, 44, 45, 58, 61, 63, 72, 74, 83] becomes a dominant
framework due to its small computational overhead. These
approaches formally address the main task in a divide-and-
conquer fashion, where it leverages sparsely activated sub-
modules and aggregates their outputs to produce the final
prediction. Following the line of the works, there exist
several efforts to employ sparse MoE in multi-task learn-
ing framework through the task-specific model design, such
as incorporating multiple routing [31, 56], task-conditioned
routing [9, 19], or task-specific decoding [81]. Unlike the
methods above, we present for the first time MoE for do-
main adaptive person search, which can transfer the cross-
domain and cross-task knowledge by utilizing domain- and
task-specific mixture of submodules.

3. Proposed Method
3.1. Preliminaries and Motivation

Let us denote source image set S and unlabeled target image
set 7. Notably, these images are unpaired and have differ-
ent styles. The bounding boxes and identity labels, which
do not overlap with those in the target domain, are only
available for the source domain. In this setting, the domain
adaptive person search aim to jointly localize and identify
the person across domains by learning domain-invariant in-

stance vectors for detection and RelD, respectively.

Recent method [48] is based on one-step approach [5]
that aims to integrate both detection and RelD tasks into
a unified framework, enabling end-to-end training for both
sub-tasks. These approaches typically extract instance vec-
tors from the unified framework, decompose these vectors
into magnitude and direction components, and then lever-
age them for person detection and RelD, respectively.

Specifically, given source or target images, the region-of-
interest (Rol) feature map from each domain is computed
using the region proposal network (RPN) and Rol-Align
layer, denoted as f. The norm-aware embedding head £(-)
then produces the instance vector, followed by a global av-
erage pooling layer GAP(-) as follows:

v = GAP(E(/)). (1)

Finally, the instance vector v is decomposed into its mag-
nitude vqet and direction viq, which is utilized for person
detection and RelD tasks, respectively.

To train such a model, they adopt memory-based
loss [23] on the direction of instance vectors v;q for RelD,
while person classification loss is utilized on the magnitude
of these vectors vqet for person detection. In addition, they
also adopt instance-level domain alignment to align the di-
rection of instance vectors viq across the source and target
domains using adversarial loss [7].

While these losses let the network localize and identify
the query person from uncropped scene images across both
source and target domains, a unified framework for joint op-
timization, particularly when addressing contradictory ob-
jectives in the cross-domain setting, can still result in a gra-
dient conflict problem among the tasks [15, 77, 78, 85].
Moreover, since instance domain alignment ignores person
identity, it is more suited for domain adaptive object detec-
tion. Therefore, the domain alignment method for RelD is
still required.
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Figure 3. Illustration of model decomposition for submodule
generation. It decomposes the main model into several submod-
ules by dropping processing blocks, e.g., convolutional layers.

3.2. Overview

To overcome the limitations of the DAPS [48] for domain
adaptive person search, we present a novel mixture of sub-
modules framework, called MoS, based on the observation
that learning with the mixture of submodules that dynami-
cally modulates the combination of submodules depending
on the specific domain and task can help to align domain-
and task-specific representation.

An overview of our MoS is illustrated in Fig. 2. Con-
cretely, we first propose model decomposition for submod-
ule generation to decompose the main model into several
submodules by dropping the processing blocks. We then
design the domain- and task-specific mixture of submodules
using a conditional routing policy that utilizes domain and
task embedding as a condition. It helps to align domain- and
task-specific knowledge so that the model effectively learns
domain invariant and discriminative representation for do-
main adaptive person search. Furthermore, as illustrated
in Fig. 4, we introduce the counterpart domain sample gen-
eration to synthesize augmented samples with consistent
identity across domains by leveraging the domain-specific
batch normalization parameters and subsequently employ-
ing them for identity-aware domain alignment through the
contrastive learning objective.

3.3. Submodule Generation

One of the most straightforward ways for efficient multi-
task learning within a unified framework may be to uti-
lize parallel experts in the intermediate layers and assem-
ble them for each individual subtask, as done in mixture of
expert (MoE) [11, 26, 60, 61, 74]. These strategies, how-
ever, are difficult to be directly applied to domain adaptive
person search [48] due to the following respect: Since the
existing mixture of expert techniques typically employs a
fixed model size for all tasks, this sub-optimal design lim-
its the ability to adaptively extract task-specific features for
each task (e.g., person detection or RelD) at different net-
work depths (e.g., shallow or deep layers). This drawback
becomes even more amplified when optimizing multi-tasks,
especially for the person search task that performs detection
and re-identification in a sequential manner [29, 30].

To alleviate this, we present a novel model decomposi-

tion for submodule generation that decomposes the main
model into several submodules by dropping the processing
blocks, e.g., convolutional layers, as illustrated in Fig. 3.
By dropping the convolutional blocks, given the sequential
multi-task nature of person search, multiple submodules are
designed with diverse combinations of convolutional blocks
from the main model, enabling the task-conditioned rout-
ing, which will be presented in the following section, to
dynamically employ them for extracting task-specific rep-
resentation. Moreover, this design ensures that the con-
volutional blocks within the submodules can be adaptively
shared among tasks or be specialized for a single task, ef-
fectively mitigating gradient conflict issues.

Specifically, we design diverse submodules that are re-
formulated through different combinations of convolutional
blocks within the norm-aware embedding head. We decom-
pose the norm-aware embedding head £ by dropping con-
volutional blocks to produce the submodules, resulting in
several submodules sharing the subset of the model param-
eter. These submodules are formally defined such that

{&1M, = A(E), )

where A(-) decomposition operator, and M is the number
submodules.

3.4. Conditional Routing Policy

Most existing UDA methods [7, 20, 23, 33, 46, 48, 62]
typically follow the same pipeline, where they extract
source and target features through the fully shared net-
work and align these features using various alignment tech-
niques. However, utilizing the fully shared network for
feature extraction focuses only on extracting the domain-
agnostic features across domains, while ignoring the poten-
tial values of domain-specific features as demonstrated in
[11, 55,82, 85].

To overcome this, inspired by [54], we propose a con-
ditional routing policy that dynamically modulates the con-
tribution of each submodule, assembling the feature acti-
vations from different submodules to produce domain- and
task-specific mixture model. To achieve domain- and task-
dependent routing, we utilize the instance feature for each
domain combined with task embedding vectors for detec-
tion and RelD as input. Concretely, we first manually de-
fine one-hot task-conditioned vectors. The vector is then fed
into an MLP layer to extract a task embedding for detection,
denoted as eqet, and RelD, represented as ejq. These task
embeddings are then combined with the instance feature f
through an outer product operation to form the domain- and
task-dependent input. The routing scores for top-K sub-
modules can be then formulated using routing network R (-)
as

R(f ® eqet) = TopK(softmax(G(f ® eqot))),

R(f ® eiq) = TopK(softmax(G(f ® eiq))), ©)
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where TopK(+) is top-K gating operation [63], G(-) repre-
sents the single MLP layer within the router, and ® is the
outer product operation. The domain- and task-specific in-
stance vectors for detection v;q and RelD vqe¢ is then de-
fined as follows:

K
Vdet = ZR(f ® edct)k : GAP(gk(f))a
b )
via = »_R(f @ eia)k - GAP(Ek(f)).
k=1

Note that the task-specific instance vectors are separately
extracted for the source and target domains, allowing
domain- and task-specific knowledge transfer.

3.5. Counterpart Domain Sample Generation

To learn domain invariant representation for person RelD,
DAPS [48] leverages instance-level domain alignment by
aligning the direction of instance vectors between source
and target domains through adversarial learning [7]. This
instance-level domain alignment, however, only empha-
sizes learning the commonness of all persons across do-
mains, ignoring the uniqueness of different persons based
on their identity. Moreover, given the nonoverlapped per-
son identities across domains, they have been adopted to
enhance discriminative representation by minimizing the
similarity between source and target samples through OIM
loss [76]. This strategy, however, has a limitation in that the
model can not recognize the same semantic parts when they
appear with different styles across domains, which hinders
the model’s generalization ability.

To alleviate this, we present counterpart domain sam-
ple generation for cross-domain feature-level synthesis as
shown in Fig. 4. Motivated by domain-specific batch nor-
malization (DSBN) [1] that captures domain-specific in-
formation using BN parameters, we synthesize augmented
samples by denormalizing the normalized ones across the
domains. Notably, the DSBN is already employed within
the norm-aware embedding head in [48], and thus we
achieve this without making any modification to the net-
work architecture. Unlike existing methods [8, 14, 51, 73]
that utilize the generative adversarial networks (GAN) [25]
to synthesize stylized person images across domains, our
denormalization-based synthesis does not require additional
networks, which allows it to be easily integrated into exist-
ing domain adaptation frameworks and avoids large compu-
tational costs and unstable training [41]. We only describe
the counterpart domain samples specifically for the source
domain. Nevertheless, it should be noted that this procedure
is conducted for both the source and target domains.

Specifically, for both source and target domains, we first
derive normalized features, denoted as f , using the DSBN,

) [ BN Norm (S) ][ BN Denorm (S—T) ]

N
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Figure 4. Illustration of counterpart domain sample genera-
tion. It synthesizes augmented samples by denormalizing the nor-
malized ones across the domain. These samples are employed
for learning discriminative and domain invariant representation
through the contrastive domain alignment.

which can be denoted as

=izt ©)

g

where ;1 and o are mean and standard deviation, respec-
tively. We then synthesize the counterpart domain sample
577 by denormalizing the sample f through the coun-
terpart domain mean £7 and standard deviation o7 . Each
counterpart domain sample fS—7 is defined as follows:

f8~>7' _ O'Tf_s + ‘uT (6)

Note that we only synthesize the counterpart domain sam-
ple on the mixture of submodules for ReID on both source
and target domains. We finally obtain the denormalized
instance vector Ufj_’T through the global average pooling
layer GAP(-) such that v37 = GAP(f5~7). The pos-
itive pair is then defined as the original sample vi‘i paired
with its corresponding denormalized sample of the same
identity v37, while the negative pairs are the original
sample paired with the N~ samples from the target domain
vig . Utilizing these positive and negative pairs, we train the
model to learn domain invariant and discriminative repre-
sentation through the contrastive domain alignment, which

will be presented in the following section.

3.6. Loss Functions

In this section, we describe several loss functions to train
our network, including the newly introduced contrastive do-
main alignment loss L4, ;q designed for domain invariant
representation in person RelD.

Contrastive Domain Alignment Loss. We aim to max-
imize the similarities between positive pairs and minimize
similarities between negative pairs. To this end, inspired by
[36, 64, 67], we adopt the contrastive domain alignment loss
that jointly leverages positive and negative pairs, enabling
our model to learn a domain-invariant and discriminative
representation with no strong reliance on supervision signal
(e.g., person identities). Note that, similar to OIM loss [76],
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we also exploit background and unlabelled identity sam-
ples for contrastive domain alignment. We first define the
similarity between positive (or negative) pairs, denoted as
mS+ = sim (v, v377T) (ormS ™ = sim(v), v]})), where
sim(-, -) denotes a similarity function. The contrastive do-
main alignment loss for source domain is defined as fol-

lows:
Edsa,id =
exp(m®*/7) ;D

28 ST ) 4 S o)

where 7 is a scaling temperature parameter and [ is the
number of instance vectors. The final contrastive domain
alignment loss is defined as Lqaia = £5, 1q + L. 1a-

Total Loss. Following the baseline [48], we also adopt
loss functions for baseline Ly,,5e including detection loss
Lget, RelD loss Liq, and instance-level domain alignment
loss Lga.det- This baseline loss is provided in the sup-
plementary material for further details. Our total loss is
L = Lpase + AdaidLdaid, Where Mg, iq 1s weights that con-
trol the importance of contrastive domain alignment loss.

4. Experiments
4.1. Experimental Setup

In this section, we comprehensively analyze and evaluate
our MoS on domain adaptive person search scenarios, in-
cluding CUHK-SYSU [76] — PRW [84] and PRW [84] —
CUHK-SYSU [76]. In all experiment, we utilize DAPS [48]
as our baseline model.

Dataset. We employ two large-scale benchmark datasets,
including CUHK-SYSU [76] and PRW [84] in our exper-
iments. The CUHK-SYSU dataset is collected from ur-
ban scenes and movie clips. It contains 18,184 images
and 96,143 persons bounding boxes labels with 8,432 per-
son ID labels. Following the [76], we utilize 11,206 im-
ages with 5,532 person IDs for training, 6,978 gallery im-
ages and 2,900 query person images for testing. The PRW
dataset [84] is collected using 6 cameras in a university. It
contains 11,816 images and 43,110 persons bounding box
labels with 932 person IDs. We utilize the 5,704 images
with 482 person IDs for training, 6,112 gallery images and
2,057 query images with 450 person IDs for testing.

Evaluation Protocols. Our experiments utilize the de-
fault splits for both CUHK-SYSU [76] and PRW
dataset [84] datasets. For domain adaptation settings, we
utilize the annotations of the dataset assigned as the source
domain, while we do not access both the bounding box and
identity labels on the dataset assigned as the target domain.
For both benchmarks, we adopt mean average precision
(mAP) and the cumulative matching characteristics (CMC)

Table 1. Ablation study for the different components of our
method on CUHK-SYSU [76] — PRW [84].

Methods PRW CUHK-SYSU
mAP top-1 mAP top-1
(a) DAPgage 347 806 776 79.6
(b) w/ MoS (T) 353 81.1 783 804
(c) w/ MoS (T + D) 360 815 79.8 808
(dw/MoS(T+D)+CG | 371 819 801 815

Table 2. Ablation study for MoS with the different number of
Top-K (left) and negative samples (right).

PRW PRW
#of TopK | 0 top-1 #ofNeg. | p top-1
K=1 359 809 N—=16 | 362 813
K=2 371 819 N-=32 | 365 813
K=3 36.8 818 N—=64 | 368 81.5
K=4 36.1 814 N-=128 | 371 819
K=5 354  80.8 N—=256 | 36.9 81.4

top-1 accuracy evaluation metrics for RelD task, and av-
erage precision (AP) and recall rate evaluation metrics are
utilized for person detection.

Implementation Details. We adopt ResNet50 [32] pre-
trained on ImageNet-1k [12] as our backbone network. We
resize the input images as 1550 x 900 and adopt random
horizontal flip for data augmentation for training. To op-
timize the model, we utilize Stochastic Gradient Descent
(SGD) for 20 epochs, where the initial learning rate to 2.4 x
1073 and reduced by a decay factor of 0.1 at epoch 16. The
momentum and weight decay are set to 0.9 and 5x10~%,
Through the cross-validation using grid-search, we set the
hyper-parameters \g,_ijq and 7 as 0.1 and 0.07, respectively.
The proposed method was implemented in the Pytorch li-
brary [59]. We conduct all experiments using a single RTX
A6000 GPU.

4.2. Ablation Study

In this section, we conduct ablation study to investigate
the effectiveness of our framework. In this ablation study,
all experiments are conducted on CUHK-SYSU [76] —
PRW [84].

Effectiveness of Each Component. We analyze the key
components of MoS, including (b) the mixture of submod-
ules with task-conditional routing policy (T), (c) the mixture
of submodules with task- and domain-conditional routing
policy (T+D), and counterpart domain sample generation
(CG) (d). For the fair comparison, we utilize DAPS [48]
as our baseline (a). As shown in Table 1, each compo-
nent helps to boost performance. From (a) to (b), adding
a mixture of submodules with task-conditional routing pol-
icy improves the performance which shows that the task-
specific modeling can help to learn discriminative repre-
sentation compared to the baseline which utilizes the uni-
fied framework for domain adaptive person search. A large
performance improvement in (c) compared to (b) shows
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that our MoS domain- and task-conditional routing policy
demonstrates the effectiveness of domain- and task-specific
modeling. We also note that the counterpart domain sam-
ple generation (CG) also brings the performance gain for
domain adaptive person search by identity-aware domain
alignment.

Number of Top-K. In our experiment, we select Top-
K submodules for the domain- and task-specific modeling
through the conditional routing strategy. In this experiment,
we set the number of negative samples /N~ as 128 for con-
trastive domain alignment. We investigate the quantitative
comparison with a different number of Top-K as shown
in Table 2 (left). The results show the effectiveness of
our MoS with various numbers of Top-K. The performance
has improved as K increased from 1, and after achieving
the best performance at K=2, the rest showed slightly im-
proved performance. The lower performance observed with
a higher number of Top-K indicates the difficulties in learn-
ing domain- and task-specific representations due to the in-
creased number of submodules shared across domains and
tasks. Given that K=2 yielded the best performance on
CUHK-SYSU [76] — PRW [84] scenario, we set K as 2
for all experiments.

Number of Negative Samples. We evaluate our MoS
with a different number of negative samples for contrastive
domain alignment as shown in Table 2 (right). Our con-
trastive domain alignment consistently boosts the perfor-
mance of mAP and top-1 accuracy on CUHK-SYSU [76] —
PRW [84] scenario. Specifically, the performance has im-
proved as N ~ increased from 16 to 128, and then converged
to high mAP and top-1 accuracy. The results show that con-
trastive domain alignment effectively leverages the positive
and negative samples to learn a domain invariant and dis-
criminative representation. It also indicates that transferring
source samples into the target embedding space and utiliz-
ing them as positive pairs is more effective than simply min-
imizing the similarity between the source and target sample.
We achieve the best performance by setting the number of
negative samples to 128, and thus we fix N~ to this value
for all experiments. Note that we set the number of Top-K
as 2 for the mixture of submodules in all experiments.

4.3. Analysis

In this section, we provide additional analysis for visual-
ization results regarding the feature distribution of instance
vectors for RelD and the distribution of the intersection over
union (IoU) score with evolving iterations.

t-SNE Visualization. To explain the effectiveness of our
MoS, we show the feature distribution of MoS, compared
to baseline [48] in Fig. 5. We first train both the base-
line model [48] and our proposed framework in a domain
adaptive person search setting, where the source and target

domain are defined as CUHK-SYSU [76] and PRW [84]
datasets. The Rol feature maps are then extracted from
the norm-aware embedding head, utilizing images from
the test sets of both the CUHK-SYSU (source) and PRW
(target) datasets. To facilitate visualization of these high-
dimensional Rol feature maps, we employ t-SNE [69]
to transform these complex features into two-dimensional
points. Each color dot means the person identity for both
the source and target domain. The results indicate that
our domain- and task-specific modeling efficiently learns
discriminative representations across domains for domain
adaptive person RelD. Specifically, our method demon-
strates that Rol features corresponding to the same identity
in the target domain are clustered more closely together,
in contrast to the baseline where the Rol features are less
effectively clustered. It also indicates that our counterpart
domain sample generation significantly enhances general-
ization capabilities by synthesizing samples for alignment
within the same identity and for distinguishing between dif-
ferent identities in both source and target embedding spaces.

Intersection over Union (IoU) Score Visualization. In
Fig. 6, we present an analysis of the distribution of intersec-
tion over union (IoU) scores with evolving iterations. We
first obtain convolutional blocks determined by domain and
task-specific routing scores (i.e. source detection, source
RelD, target detection, and target RelD) using our frame-
work, which is trained in a domain adaptive person search
setting with CUHK-SYSU [76] and PRW [84] as the source
and target domains, respectively. The IoU scores for task-
specific routing (i.e. target detection and target RelD) is
visualized in Fig. 6 (top). As the number of iterations in-
creases, the IoU scores decrease, demonstrating our MoS
effectively modulates the contribution of each submodule
to produce the task-specific mixture model. We further pro-
vide the IoU scores for domain-specific routing (i.e. source
RelD and target RelD) in Fig. 6 (bottom) and show a simi-
lar pattern with the task-specific routing but with higher loU
scores. It also indicates that our MoS successfully mod-
els the domain-specific mixture model, facilitating effective
domain-specific knowledge transfer.

4.4. Comparison to Other Methods

In this section, we present the qualitative and quanti-
tative results compared to the baseline [48]. We also
evaluate our framework through comparison to state-of-
the-art methods for the supervised learning-based meth-
ods (SL), which are categorized into two-step approaches,
such as DPM [24], MGTS [3], RDLR [28], IGPN [16],
and TCTS [71]; one-step approaches, including OIM [76],
IAN [75], NPSM [52], CTXGraph [79], QEEPS [57],
HOIM [4], BINet [17], NAE [5], AlignPS [80], and Se-
gNet [49]; and the domain adaptive person search methods
(DA) such as DAPS [48].
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Figure 5. Qualitative comparison and visualization of feature distribution by (b) baseline [48] and (c) MoS (Ours). The projection
of data into a 2-D space is attained using t-SNE based on the feature representations. Each color represents a person identity. Our MoS
method effectively groups samples of the same identity together, while samples from different identities are separated into different groups.
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Figure 6. The distribution of the intersection over union (IoU)
score as evolving iterations. (top) is the IoU for task-specific
routing scores (i.e. person detection and RelD) and (bottom) the
IoU for domain-specific routing scores (i.e. source RelD and target
RelD).

Results on CUHK-SYSU [76] — PRW [84]. We present
qualitative results in Fig. 5. The results demonstrate that our
methods significantly enhance the capability to distinguish
person identities, especially for persons with similar appear-
ances. For example, our MoS successively distinguishes the
person identities that have the same color tops but different
pants colors or bag styles. We also perform a quantitative
evaluation of our MoS on CUHK-SYSU [76] — PRW [84]
as provided in Table 3. Our framework even outperforms
supervised leaning-based methods, including DPM [24],
MGTS [3], OIM [76], IAN [75], and NPSM [52]. Our
MoS achieves the mAP of 37.1% and the top-1 accuracy
of 81.9%, improving by 2.4% and 1.3% over DAPS [48],
respectively.

Results on PRW [84] — CUHK-SYSU [76]. We
also evaluate our framework on PRW [84] — CUHK-
SYSU [76]. As shown in Table 3, our MoS achieves the
mAP of 80.1% and the top-1 accuracy of 81.5%, outper-
forming DAPS [48] by 2.5% and 1.9%, respectively.

Table 3. Quantitative evaluation for RelD task on domain
adaptive person search scenarios, including CUHK-SYSU [76]
— PRW [84] and PRW [84] — CUHK-SYSU [76].

PRW CUHK-SYSU

Methods mAP top-1 | mAP  top-1

DPM [24] 20.5 483 - -

MGTS [3] 326 721 | 83.0 837

RDLR [28] 429 702 | 93.0 942

IGPN [16] 472 87.0 | 903 914

TCTS [71] 468 875 | 939 95.1

OIM [76] 213 499 | 755 787

TIAN [75] 23.0 619 | 76.3  80.1

SL NPSM [52] 242 531 | 779 812
CTXGraph [79] | 334 73.6 | 84.1 86.5
QEEPS [57] 37.1  76.7 | 88.9  89.1

HOIM [4] 39.8 804 | 89.7 90.8

BINet [17] 453 81.7 | 90.0  90.7

NAE [5] 440 81.1 | 921 929

AlignPS [80] 459 819 | 93.1 934
SeqNet [49] 46.7 834 | 93.8 94.6

DA DAPS [48] 347 806 | 77.6  79.6
Ours 371 819 | 80.1 815

5. Conclusion

In this paper, we have presented a novel mixture of submod-
ules framework, called MoS, that dynamically modulates
the combination of submodules depending on the specific
task and domain, enabling the model to perform person de-
tection and RelD separately while allowing domain-specific
knowledge transfer. We introduce a novel counterpart do-
main sample generation to synthesize augmented samples
with consistent identity samples across domains and then
employ them for identity-aware domain alignment through
the contrastive domain alignment objective. We have shown
that MoS achieves state-of-the-art performance over the ex-
isting method on several benchmarks.
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