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Abstract

Recent advancements in text-to-image models, such as Stable
Diffusion, show significant demographic biases. Existing de-
biasing techniques rely heavily on additional training, which
imposes high computational costs and risks of compromising
core image generation functionality. This hinders them from
being widely adopted to real-world applications. In this
paper, we explore Stable Diffusion’s overlooked potential to
reduce bias without requiring additional training. Through
our analysis, we uncover that initial noises associated with
minority attributes form “minority regions” rather than scat-
tered. We view these “minority regions” as opportunities
in SD to reduce bias. To unlock the potential, we propose a
novel de-biasing method called ‘weak guidance,” carefully
designed to guide a random noise to the minority regions
without compromising semantic integrity. Through analysis
and experiments on various versions of SD, we demonstrate
that our proposed approach effectively reduces bias without
additional training, achieving both efficiency and preserva-
tion of core image generation functionality.

1. Introduction

With their ability to generate high-quality images, diffusion-
based text-to-image (T2I) models are gaining widespread
use across various platforms [ 10, 24, 26, 27, 32]. However,
concerns have emerged about biases in these models, par-
ticularly the severe underrepresentation of minority groups
in terms of gender, race, or other demographics, diverging
from real-world distribution. In some cases, this even has
led to some service backlash [3, 5, 7]. Even the recently
open-sourced model Stable Diffusion 3 (SD3) [10] produces
biased outputs, e.g., generating nearly 100% female CEO,
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Figure 1. Conceptual illustration of our contributions. + and
denotes observed minority and majority images. + denotes noises
associated with a minor attribute. Mode test (Section 3.1) identifies
the existence of minority regions (b, ¢) and the proposed method
(Section 4) guides an initial noise to the minority regions (d).

showing that these issues persist.

Several approaches have been explored to mitigate these
biases, primarily through additional training. Previous ef-
forts have involved fine-tuning all or parts of the model pa-
rameters or using techniques like prompt tuning for more ef-
ficient learning [12, 16, 21, 31]. However, these approaches
have substantial drawbacks, including high computational
costs and the risk of compromising the core image genera-
tion capabilities of T2I models. For most companies deploy-
ing T2I models, maintaining high-quality image generation
remains the top priority. Consequently, the widespread adop-
tion of existing de-biasing techniques in commercial T21I
services like SD3 has been hindered, as they can impair both
model performance and scalability.

Is training truly essential to de-bias T2I models? Specif-
ically, can any aspects of the pre-trained Stable Diffusion
(SD) model itself be leveraged to mitigate bias? In this
study, we explore the existence of “minority regions” by
using a newly introduced “mode test.” We define a “minor-
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ity region” as the area in the noise space whose significant
portion is generated to minority images (e.g., female CEO)
when conditioned with an attribute-neutral prompt (e.g., “A
photo of a CEO”). Our analysis in Section 3 reveals
that the noises associated with these minor attributes form
regions rather than being sparse or randomly scattered, more
prevalently than previously observed. This is conceptually
illustrated in Figure 1. These findings suggest that, if we can
effectively harness those regions, we can reduce bias without
requiring additional training.

The newly enlightened minority regions inspires the con-
cept of navigating random initial noises toward these regions.
To begin, we analyze whether weakening the original guid-
ance can serve as an implicit guidance. Specifically, given
that the typical SD employs textual guidance, we test two
schemes as follows: 1) reducing the strength of the tex-
tual guidance, and 2) adding noise to the textual guidance
to perturb its direction. Experimental results demonstrate
that both effectively reduce bias, yet they also compromise
image-text alignment, underscoring the need for a more re-
fined guidance mechanism. The following analysis reveals
that explicitly directing perturbations towards minority re-
gions offers a promising alternative where it impacts only
the attribute without compromising image-text alignment.

Building on these analyses, we propose a novel de-biasing
method that adopts more direct guidance to the minority re-
gions. Specifically, attribute directions are randomly selected
and added to the textual condition. To preserve the semantics
of the original text condition, the addition is conducted in a
weak manner; the attribute direction is not added to every
dimension, but rather to a less meaningful part of the text
condition embedding. Our experiments demonstrate that our
design choices preserve the image generation capability of
SD while ensuring strong de-biasing performance.

Final experimental results demonstrate the effectiveness
of our method in mitigating gender and racial bias in vari-
ous professions while preserving the aesthetic quality and
prompt alignment of images generated by SD with minimal
impact on overall output. We test our method across mul-
tiple SD versions, including SD1.5, SD2, SDXL, and SD3
developed by different entities, distinguishing our work from
previous works that were limited to only a single version of
SD. This highlights the generalizability of our analysis and
the proposed approach.

Our main contributions can be summarized as follows:

* We propose for the first time a mode test to closely ex-
amine minority regions, previously perceived as sparse
and minuscule, and explore their potential for enabling
training-free de-biasing by steering initial noise toward
these regions through text guidance adjustment.

* Motivated by our findings, we propose a novel de-biasing
method based on weak text guidance that redirects random
noise to generate minority images.

* We experimentally demonstrate that our method reduces
bias while preserving the image generation capability of
SD. Results across multiple versions of SD further assure
the broad applicability and effectiveness of our method.

2. Related Works

Analysis on bias in text-to-image generation Recent
studies have analyzed biases in T2I models. Luccioni et al.
[19] and Perera and Patel [23] brought attention to how these
models often produce images that reflect societal stereotypes.
Bianchi et al. [4] and Seshadri et al. [30] demonstrated that
T2I models can amplify stereotypes, leading to skewed rep-
resentations in generated images. While these works provide
valuable insights into the existence of bias, they largely fo-
cus on analyzing outputs rather than deeply investigating the
potential of harnessing SD’s property to reduce such biases.

De-biasing with additional training Training-based de-
biasing approaches aim to introduce fairness to SD by us-
ing additional resources. However, fully fine-tuning large
T2I models is prohibitively costly. Recent approaches have
adopted parameter-efficient fine-tuning techniques, such as
prefix tuning [16], text embedding projection weight [8], or
low-rank adaptation [31]. Other efforts have focused on mod-
ifying the cross-attention layer in the UNet of SD [12, 21].
Some studies also explore fine-tuning h-space vectors, lo-
cated in the UNet’s bottleneck layer, known to encapsulate
rich semantic information [17, 22]. However, there has been
little examination of whether additional training is essential.

De-biasing without additional training There are very
few existing de-biasing techniques that bypass additional
training entirely, typically opting to modify text prompts
instead. ENTIGEN [2] inserts ethics-oriented phrases to
prompts. However, manipulating the prompt explicitly risks
distorting the semantic integrity of images generated with
generic prompts that do not induce bias. FairDiffusion [11],
the work most similar to ours, modifies the diffusion direc-
tion by employing SEGA [6], a concept editing technique.
However, as discussed in Section 4.3, FairDiffusion tends
to compromise image-text alignment, especially when a ma-
jor attribute is explicitly mentioned in the text prompt or
when prompt is devoid of potential stereotypes. In contrast,
our method is carefully designed to ensure the text-image
alignment after de-biasing.

3. Exploring the Potential for Training-free De-
biasing

In this section, we delve into the minority regions as the

potential for training-free de-biasing. First, we propose a

mode test in Section 3.1, which examines the existence and
range of the minority regions. In Section 3.2, we explore
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Figure 2. (a) Conceptual illustration of our mode test. The encoding and decoding steps of the latent diffusion model are omitted from the
figure. Noise is added to minor attribute images, followed by reverse diffusion process with an attribute-neutral prompt. (b) Change in the

minor attribute ratio with the mode test (Section 3.1).

text condition as a means of guiding initial noise to the
enlightened minority regions.

The primary analysis centers on binary gender bias (male
and female) across four professions (doctor, CEO, nurse,
and teacher). To classify gender in the generated images,
we apply the CLIP zero-shot classifier' with prompts such
as “A photo of a male/female”. For racial bias
testing, we follow Chuang et al. [8] and use text prompts
like “A photo of a White person/Black
person/Asian/Indian/Latino”. The attribute that
appears most frequently in generated images is identified as
the major attribute, with other attributes labeled as minor.
Further details are described in the Appendix.

3.1. Exploring Minority Regions: Mode Test

To motivate the mode test, we first clarify its necessity. The
conventional bias assessment has been conducted by gen-
erating a finite number of images, typically a few hundred
to a few thousand, and counting the number of minority
images, e.g., 30 female CEO images out of 1,000 CEO im-
ages (SD1.5). This approach led to the perception that the
minority regions are sparse and minuscule (Figure | (a)) sug-
gesting that additional training is essential. If it is possible to
generate images infinitely, all existing minority regions will
be fully uncovered. However, since this is impractical, the
mode test helps to explore the existence of minority regions
without requiring infinite generation.

Mode test works as follows; we purposefully generate mi-
nority images (e.g., female CEO) by using prompts that spec-
ify minor attributes (“A photo of a female CEO”).
Then we add standard Gaussian noise to those images to
convert the images back to the initial noise space. This
can be thought of as simulating a forward diffusion pro-
cess similar to SDEdit [20]. Then the noises are denoised
by given attribute-neutral prompts (e.g., “A photo of a
CEOQ”). The overall process of the mode test is illustrated
in Figure 2(a). Because the added noise is sampled from a
standard Gaussian distribution, the resulting noise points are
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Figure 3. Impact of CFG: A higher CFG scale raises both the ratio
of major attributes and the CLIP score (Section 3.2.1).

likely to be located near the regions corresponding to the
original images. Therefore, if minor attributes reappear in
the images generated from attribute-neutral prompts, it sug-
gests that the noises associated with minority attributes are
not randomly scattered but instead clustered closely, forming
a defined region. This insight reveals the structured nature of
these regions and their potential for training-free de-biasing.

Figure 2 (b) presents a comparison of the minor attribute
ratio between images generated by vanilla SD and those
produced through the mode test, with 1,000 images evaluated
for each profession. The results show that the ratio of minor
attributes increases in mode test generation compared to the
vanilla SD. These suggest the existence of minority regions,
i.e., the initial noises are clustered rather than sparse and
randomly dispersed, motivating us to harness those regions.

3.2. Exploring Guidance to the Minority Region

In this section, we propose that the text condition can steer
initial noise toward the minority regions. To test this, we
perform two experiments: (1) reducing the classifier-free
guidance scale (Section 3.2.1) and (2) introducing noise into
the text conditions (Section 3.2.2).

3.2.1. Impact of Classifier Free Guidance

The Classifier-Free Guidance (CFG) [14] guides an initial
noise to the final image that depicts the semantics specified
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Figure 4. Impact of CADS on bias and CLIP score: Increasing noise injection in the text condition (higher s and lower 1) effectively reduces
bias (a, b) but also lowers the CLIP score (c). (d) Generated samples from vanilla SD and CADS (71 = 0.6, 72 = 0.9, s = 0.25) using the
prompt ‘a photo of a doctor”. CADS improves diversity in gender and race representation, though occasional misalignment with

the prompt is observed (Section 3.2.2).

in the text condition. Specifically, with CFG, the predicted
noise € can be written as éy(z,¢) = (1+a) - eg(z,¢) —a-
€g9(z), where z represents the unconditional embedding, ¢
is the conditional embedding derived from the text prompt,
and « is the CFG scale. It is well-established that a larger
value of «, representing stronger guidance, results in higher
coherence between the generated image and the text prompt,
but this comes at the expense of sample diversity [14].

In this study, we examine how bias changes as the CFG
scale varies, generating a total of 5,000 images for each
profession (five CFG scales x 1,000 generations per pro-
fession). Figure 3 presents the ratio of the major attribute
(y-axis) against the CLIP score (x-axis), with color intensity
indicating the magnitude of the CFG scale. As the CFG
scale decreases (represented by lighter colors), the ratio of
the major attribute also declines. These findings support our
hypothesis that weakening the text condition can reduce bias,
though it comes at the cost of decreased alignment between
the generated images and the text prompts.

3.2.2. Noisy Text Condition

We explore an alternative method for weakening text con-
ditions by injecting noise, inspired by Condition-Annealed
Sampling (CADS) [28]. CADS introduces noise to text con-
ditions to diversify the composition of generated images.
CADS perturbs a given text condition c to ¢ as follows:

Vat)e + sy 1 =y(t)n,

&=
1 OStSTlv (1)
where y(t) = % T <t < T,
0 ngtgl.

Here, s determines the noise scale, y(t) represents the an-
nealed coefficient dependent on time step ¢, and n ~ A(0, I)
denotes Gaussian noise. As diffusion models generate im-
ages through a reverse process from ¢ = 1 to ¢t = 0, noise
perturbations are applied to a text condition in earlier steps.
¢ is then normalized to have the same mean and standard
deviation as c. To study the effect of noise injection to
text conditions on diversifying attributes, we conduct experi-
ments addressing gender and racial bias. Building on CADS
default settings, we extend our analysis to explore the impact
of noise intensity and injection duration.

The results in Figure 4(a,b) demonstrate the effect of
CADS on reducing the ratio of major attributes (y-axis), in-
dicating bias mitigation. Across all variations in intensity
and duration, the major attribute ratio decreases compared
to vanilla SD (blue) for both gender and racial bias. Strong
perturbations-achieved by increasing s from 0.15 (yellow)
to 0.25 (red) or decreasing 71 from 0.8 (green) to 0.6 (red)-
further enhance bias reduction. These observations also
show that weakening text conditions helps mitigate bias. Fig-
ure 4(d) compares the images generated with vanilla SD
and CADS. While CADS-generated images display diverse
gender and race attributes, the alignment between prompt
and generated images degrades, as shown in 3" and 4"
columns of the generated samples. This decline in alignment
is further reflected in Figure 4(c), which shows a decrease
in CLIP scores with CADS. Similar trends are observed
for SD2 and SDXL (please refer to Appendix). These re-
sults indicate that, although perturbing text conditions can
effectively reduce bias, it is important to carefully design
the guidance to preserve SD’s image quality and maintain
prompt alignment.
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Figure 5. Ratio of the minor attribute. The x-axis represents
the fraction of diffusion steps guided by minor attribute-specific
prompts (Section 3.3).

3.3. Attribute Guidance

We examine whether introducing a minor attribute-specified
prompt during partial diffusion steps enhances bias reduc-
tion. Here’s the approach: for a neutral prompt, the text
condition in the early diffusion stages is replaced with a
prompt focused on a minor attribute. The neutral prompt is
then provided for the remaining steps.

Figure 5 shows how varying the proportion of minor
attribute-specified prompts (x-axis) influences the minor at-
tribute ratio (y-axis), with different lines representing various
professions. When minor attribute prompts are not used at
all (proportion = 0), the results are heavily biased. On the
other hand, using only minor attribute prompts (proportion =
1) yields a minor attribute ratio near 1. The gradual increase
in the proportion of minor prompts clearly increases the mi-
nor attribute ratio, demonstrating that guidance during early
diffusion steps is an effective strategy for addressing bias.
This inspires our proposed de-biasing method in the next
section which controls text condition perturbation through
minor attribute guidance.

4. Unlocking the Potential for Fairness in SD

Building on our previous observations, we propose a straight-
forward yet effective method to reduce the influence of text
prompts that tend to favor major attributes by perturbing
the diffusion direction. This approach balances applicabil-
ity with SD’s image generation capability. Specifically, it
focuses on two goals: 1) Efficiency: The method should not
require high costs for training or inference. 2) Versatility:
It should address bias only when needed, without hinder-
ing general-purpose image generation, such as responding
accurately to prompts like “A photo of a car”. In
the following section, we introduce our weak conditioning
scheme designed to satisfy both objectives.

4.1. Method Design

T2I models, including SD, rely on text encoders such as
CLIP [25], which support arithmetic operations within their
embedding space. These operations allow for the addition

[[50s] [femald] €051 ] | | | | | |
fsosifeeoss] [ [ [ [ [ [ |

Attribute direction @female

I [ | |
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New text embedding ¢

Figure 6. Our weak text embedding creation with attribute embed-
ding. This approach guides the diffusion direction effectively while
preserving the original text’s semantics (Section 4.1).

and subtraction of conceptual directions [9]. We define the
attribute embedding direction ay, for an attribute & as ¢ (k) —
@(“"), where ¢(-) represents the text encoder’s encoding
function, and ‘”’ denotes an empty text. Here, k is the text
representing an attribute, such as “female” and “male”
for gender bias. By adding aj to a given text condition
embedding ¢, we obtain a modified embedding c + ay).
This guides the diffusion process toward k without requiring
additional training, ensuring computational efficiency.

To ensure versatility, we redesign the perturbation to be
weak, ensuring that it maintains the semantic integrity of
the input. In T2I models, the text encoder processes fixed-
length inputs by appending an end-of-sequence ([EOS])
token to mark the end of the meaningful text, with padding
added to fill the remaining length. Instead of adding ay,
to all positions of ¢, we add a portion of aj only to the
positions starting from the [EOS] token up to the maximum
length of c¢. This selective addition directs the diffusion
process toward the desired attribute while preserving the
original semantics of the prompt up to the [EOS] token. The
benefits of this approach are explored further in Section 4.2.
In formal terms, our new text embedding is expressed as
¢ =c+m®Oay, where m; = 1(i > [EO0S]) with m being
a mask whose value is 1 for the positions starting from the
[EOS] token onward, and O elsewhere. Figure 6 illustrates
our text embedding creation process.

Given a prompt, we sample a target attribute from a uni-
form distribution over a pre-defined attribute set. After ob-
taining the weak attribute guidance, we use ¢ exclusively for
the initial 7 denoising steps to establish the target attribute’s
influence. Following this, c and ¢ are alternated throughout
the remaining denoising steps. This phased approach helps
ensure the effective incorporation of the target attribute while
preserving the original text’s semantics.

While our bias mitigation method appears straightfor-
ward, it meets the key goals of being both computationally
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alignment with the intended outcome (Section 4.2).

practical and versatile. Experimental results in Section 4.3
will further highlight the effectiveness of this approach.

4.2. Investigating the Design Choices

In this section, we explain the rationale behind our design
choices and demonstrate their effectiveness in reducing bias,
promoting fairness, and preserving versatility compared to
alternative methods. Figure 7 illustrates the impact of differ-
ent design choices on attribute ratios. The left plots show the
influence of guidance with neutral prompts, while the right
plots depict the effects with attribute-specific prompts. Our
goal is to achieve weak guidance—a subtle adjustment that
encourages the generation of specific attributes (as seen in
the high ratios in the left plots) without overriding explicit
instructions in the text prompt. For example, if the prompt
specifies “male,” the guidance toward “female” should not
interfere (indicated by high ratios in the right plots).

Specifying in the prompt vs. adding direction Our
method adds attribute embedding direction rather than ex-
plicitly specifying the attribute in the prompt. Inserting an
attribute into a text prompt directly requires parsing the sen-
tence to determine the appropriate placement for the attribute.
This process is inefficient and may result in grammatically
incorrect sentences, compromising image generation. By
contrast, with the adding scheme, there is no need to parse
or decide where to insert the attribute, making it more ef-
ficient and reliable. Simply appending the attribute text to
the prompt (green in the left plots of Figure 7) can guide
the generation toward the specified attribute. However, this
approach compromises versatility and the ability to prioritize
the original prompt (the right plots).

Adding the attribute direction at every position vs. upon
the [EOS] token Adding the attribute direction upon the
[EOS] token (yellow) reliably generates the targeted at-
tribute. This indicates that the embedding upon [EOS]

carries sufficient information to guide the generation toward

o 1.0 ——— —
g = T ? |
2
—
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o
[}
<
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Figure 8. Ratio of gender in generations when it is specified in

a given text prompt. If a certain attribute is explicitly specified

in the text prompt (e.g., “a photo of a male doctor”),

the attribute should be present in generated images. Higher is

better (Section 4.3.1).

Model Method ‘ CLIP Score (1) CMMD ()
Vanilla SD 26.42 0.532
FairDiff 26.03 0.586
SD1.5 UCE 18.10 1.240
FTDiff 25.61 0.783
SelfDisc 24.97 0.900
Ours 26.56 0.509
Vanilla SD 26.55 0.524
SD2 FairDiff 25.91 0.602
Ours 26.29 0.549
Vanilla SD 26.51 0.794
SDXL Ours 26.58 0.757
D3 Vanilla SD 26.54 0.646
Ours 26.48 0.664

Table 1. Comparison of image fidelity and image-text alignment
on MS COCO 2014-30k. Images are generated as 512 x 512
using SD1.5 and SD2 and 1024 x 1024 using SDXL and SD3,
respectively (Section 4.3.1).

the target attribute. While adding an attribute embedding
at every position (red) also increases the ratio of attributes,
it generates mostly female images even with “male” stated
in the prompt, indicating excessive guidance. In contrast,
adding the direction upon [EOS] generates mostly male
images, preserving the prompt’s intent. This demonstrates
the effectiveness of weak perturbation in maintaining the
original semantics of a text prompt.

4.3. Experimental Comparison with Debiasing
Methods

Baselines We compare the proposed method with four
baseline methods: FairDiffusion (FairDiff) [11], Unified
Concept Editing (UCE) [12], Fine-Tuning Diffusion (FT-
Diff) [31], and Self-Discovering latent direction (Self-
Disc) [17]. FairDiffusion serves as our primary compari-
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son target since it is the only method that does not require
additional training.

For all baselines, we use the official code and checkpoints
if available. Otherwise, we train from scratch following the
authors’ instructions. For additional context, we also report
gender statistics of LAION-5B [29], which comprises the
training data for SD [30]. Further details are in the Appendix.

Evaluation We evaluate bias using CLIP zero-shot clas-
sifier, as described in Section 3. Image-text alignment is
measured with the CLIP score [13] using the CLIP-ViT-L/14
model”, while image fidelity is evaluated with the CMMD
score [15]. Both metrics are computed on 30,000 images
from the MS-COCO-2014 [18] validation set.

Prompt configurations for debiasing We primarily fo-
cus on professions where the bias in generated images is
more pronounced than in the training data. Based on anal-
yses of gender ratios within the training dataset [30], we
select eight professions where the difference in the ratio of
minor attributes between the training dataset and images
generated with SD1.5 exceeds or approaches 10%p. These
professions span both male-dominated fields (CEO, doctor,
pilot, technician) and female-dominated fields (fashion de-
signer, librarian, teacher, nurse). Unless specified otherwise,
all images are generated using the template “A photo of
a/an profession” to evaluate debiasing performance.

4.3.1. Image-Text Alignment and Image Fidelity

Our method is designed to uphold the image generation qual-
ity of SD while actively pursuing fairness, ensuring that both
image-text alignment and image fidelity are preserved. Oth-
erwise, it may result in significant reliability challenges when
being deployed, such as depicting racial demographics inac-
curately [1]. We have established two fundamental require-
ments for our quality assurance efforts. The first requirement
mandates that if an attribute is explicitly defined in the text
prompt (e.g, “a photo of a male doctor”),itmust
be present in the generated images. The second requirement
dictates that our de-biasing technique should not adversely
affect the generation of other images. For instance, a prompt
without any potential stereotypes, such as “a photo of
a car”, should still yield a high-quality (CMMD score)
and accurate car image (CLIP score).

Specified attribute To test our first requirement, we gen-
erate 300 images with text prompts that explicitly specify
gender. Figure 8 shows the prompt templates and results
for eight professions generated using our method, compared
with four baselines and the vanilla SD. The detailed numeri-
cal results are provided in Appendix. The left plot illustrates

Zhttps://huggingface.co/openai/clip-vit-large-
patchl4

Vanilla SD FairDiffusion Ours

“A cat sits atop a night stand next to a bike.”

“A baby giraffe that is under an adult giraffe.”

“a photo of a librarian”
Figure 9. Comparison of generations with vanilla SD, FairDiffu-
sion, and our method. Images are generated with captions from
COCO-30k (first and second) and a prompt for profession (third) us-
ing SD1.5. The third image generated from FairDiffusion (middle)
present physical characteristics of both women and men simultane-
ously (Sections 4.3.1 and 4.3.2).

the female ratio from female-specified prompts, while the
right plot reflects the male-specified prompts. Since gender
is explicitly defined in each prompt, the target ratio is 1.
The vanilla SD1.5 (grey) achieves a ratio close to 1 in both
scenarios. Our method (purple) also reaches a ratio near
1, indicating that the weak perturbation approach does not
disrupt the generation of the specified attribute. Conversely,
other methods do not exclusively generate the specified gen-
der. Notably, when using the male-specified prompt (right),
FairDiff (blue) shows an almost balanced ratio, indicating
that it almost ignores the gender specified in the prompt.

General image generation For the second requirement,
we generate images using captions from the COCO-30k
dataset and evaluate their quality using CLIP and CMMD
scores, as presented in Table 1. Our method achieves scores
comparable to the vanilla SD, demonstrating that it main-
tains both image-text alignment and image fidelity without
compromise. In contrast, other methods show decreased
CLIP scores and increased CMMD scores, suggesting a no-
table decline in image generation quality for general text
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Minor attribute Profession Training Data [30] Vanilla SD FairDiff [11] UCE [12]" FTDiff [31] SelfDisc [17]f Ours
CEO 0.150 0.030 0.452 0.027 0.190 0.445 0.389

Femal Doctor 0.408 0.081 0.502 0.049 0.198 0.502 0.334
emate Pilot 0.304 0.150 0.739 0.244 0.260 0.568  0.408
Technician 0.312 0.007 0.553 0.005 0.168 0.347 0.164

Fashion designer 0.240 0.078 0.333 0.018 0.167 0.067 0.451

Mal Librarian 0.256 0.194 0.300 0.297 0.538 0.174 0.421

ale Teacher 0.370 0.222 0.205 0.155 0.231 0.081 0.492

Nurse 0.112 0.007 0.162 0.003 0.208 0.004 0.039

Avg. A (}) ‘ - 0.403 0.167 0.400 0.264 0.244 0.167

Table 2. Ratio of minor attributes within 1,000 images generated with SD1.5, where a value closer to 0.5 is preferred. } indicates results
reproduced through training using the official code. Avg. A represents the average absolute difference from the target ratio of 0.5 across all

professions (Section 4.3.2).

SD2 SDXL SD3

Vanilla SD 0.444 0.363 0.481
Ours 0.362 0.242 0.349

Table 3. De-biasing results of our method across various versions of
SD, with average A (explained in Table 2) values reported (lower
values indicate better performance) (Section 4.3.2).

prompts. This issue is particularly pronounced in training-
based approaches, which exhibit greater compromises in
performance. Qualitative comparison in Figure 9 further
highlights the superiority of our method over FairDiffusion,
our closest competitor. The images generated by FairDiffu-
sion (second column) frequently include unintended artifacts,
such as a hybrid of a human face and a cat (first row) or a
giraffe with human-like features (second row), even when
the text prompts contain no reference to humans. In contrast,
our method consistently generates coherent and artifact-free
images, showcasing its ability to achieve superior alignment
between text and imagery.

4.3.2. De-biasing Results

Table 2 shows the de-biasing results across eight different
professions when using SD1.5. The values represent the
ratio of the minor attribute, i.e, for the first four professions
where males are dominant, the female ratio is shown. The
bottom row (Avg. A) reports the average absolute differ-
ences between the ratio and the target ratio of 0.5 across the
professions. A lower Avg. value indicates a more balanced
ratio between males and females.

The two leftmost columns show that SD tends to amplify
biases present in the training data distribution, leading to
skewed outcomes. Compared to the results of the vanilla
SD, our results, shown in the rightmost column, show the
increased ratio of the minor attribute even without additional
training. The superiority of our method is particularly ev-

ident in female-dominant professions (bottom four rows).
While training-based de-biasing methods (UCE, FTDiff, and
SelfDisc) increase the minor attribute ratios, they rarely
reach the target ratio of 0.5, even with additional training.
FairDiffusion (FairDiff) achieves the same average results as
our method but struggles to maintain image-text alignment,
as highlighted in Section 4.3.1. Our method, on the other
hand, achieves both effective de-biasing and robust image
generation functionality. Table 3 compares the Avg. A value
of vanilla SD and our method, supporting the generalizability
of our method across different versions of SD.

Figure 9 (b) shows the examples generated for two pro-
fessions. The images generated from FairDiffusion (middle)
present physical characteristics of both women and men si-
multaneously, such as breasts and mustaches. In contrast,
our method generates images with clearer gender cues.

5. Conclusion

In this paper, we uncover the built-in potential in SD for
training-free de-biasing. Based on the identification of minor-
ity regions through the proposed mode test, our de-biasing
approach efficiently and effectively reduces bias by applying
weak guidance to random noise so that it is guided toward
the minority regions. Experimental results demonstrate that
our method consistently reduces bias across multiple ver-
sions of Stable Diffusion, underscoring its applicability and
robustness. Additionally, by not requiring additional train-
ing, the core image generation functionalities of SD are not
compromised.

There are more diverse and complex types of bias, but
most de-biasing research focuses on gender and race due to
their significant societal impact. Although our work follows
previous studies by focusing only on gender and race, we
believe it can serve as a foundation for future de-biasing
research on other biases.
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