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Abstract

Aligning text-to-image (T2I) diffusion models with prefer-
ence optimization is valuable for human-annotated datasets,
but the heavy cost of manual data collection limits scala-
bility. Using reward models offers an alternative, however,
current preference optimization methods fall short in ex-
ploiting the rich information, as they only consider pairwise
preference distribution. Furthermore, they lack generaliza-
tion to multi-preference scenarios and struggle to handle
inconsistencies between rewards. To address this, we present
Calibrated Preference Optimization (CaPO), a novel method
to align T2I diffusion models by incorporating the general
preference from multiple reward models without human an-
notated data. The core of our approach involves a reward
calibration method to approximate the general preference
by computing the expected win-rate against the samples
generated by the pretrained models. Additionally, we pro-
pose a frontier-based pair selection method that effectively
manages the multi-preference distribution by selecting pairs
from Pareto frontiers. Finally, we use regression loss to
fine-tune diffusion models to match the difference between
calibrated rewards of a selected pair. Experimental results
show that CaPO consistently outperforms prior methods,
such as Direct Preference Optimization (DPO), in both sin-
gle and multi-reward settings validated by evaluation on T2I
benchmarks, including GenEval and T2I-Compbench.

1. Introduction

Recent text-to-image (T2I) diffusion models [4, 11, 43, 54,
55] generate high-quality images from text prompts. While
these models perform well, synthesizing images that closely
match subtle human preferences is a challenging task. Fol-
lowing the success of reinforcement learning from human
feedback (RLHF) in language models [44], training a re-
ward model to mimic human preference [28, 31, 66–68, 71],
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and fine-tuning diffusion models with RL algorithms shows
promise [5, 10, 12, 32]. However, the computational expense
of backpropagation through the diffusion trajectories limits
the scalability to large-scale diffusion models. To address
this problem, Diffusion-DPO [63] applies direct preference
optimization (DPO) [48] to diffusion models, with good
results for large-scale diffusion models [11]. Nonetheless,
since Diffusion-DPO entails an expensive paired human pref-
erence dataset, it remains unclear how to leverage multiple
reward models to align large-scale T2I diffusion models.

Building on this line of research, we explore an alterna-
tive approach to fine-tune large-scale T2I diffusion models
without relying on human preference datasets. Instead, we
generate training data using pretrained T2I diffusion models
and simulate human preferences through multiple reward
models. Unlike Diffusion-DPO [63], which relies on explicit
pairwise preference data, our method fully leverages the rich
knowledge embedded in reward signals. However, directly
optimizing rewards risks overfitting and reward hacking if
the reward values are not properly calibrated [15].

To address this issue, we propose Calibrated Preference
Optimization (CaPO) to enhance preference optimization of
T2I diffusion models by improving how reward signals are
used. Instead of directly optimizing reward values, we in-
troduce the concept of general preference [3], defined as the
expected win-rate against a pretrained model. We approxi-
mate this by averaging pairwise win-rates among multiple
samples, providing a robust and calibrated signal. Our fine-
tuning objective uses the regression loss to match the dif-
ference of calibrated rewards with the difference of implicit
reward from diffusion models, which is simple and effective
that enhances the performance. In addition, we introduce a
novel Frontier-based rejection sampling method to enhance
the multi-reward preference optimization. This approach
addresses the limitations of combining rewards with linear
weights [7, 10] by selecting training pairs from the upper
and lower Pareto frontiers using a non-dominated sorting
algorithm. Jointly optimizing diverse reward signals enables
the model to achieve balanced response to multiple rewards
and mitigate the over-optimization problem when using a
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Figure 1. Calibrated Preference Optimization (CaPO) improves the performance of diffusion models by optimizing the model with diverse
reward signals. The top and bottom groups are using SDXL and SD3-medium, respectively. For each group, the first row is from base model
and the second row is applying CaPO to the base model. CaPO tends to generate images of higher quality (e.g., image aestheticism, text
rendering), and better prompt alignment (e.g., compositional generation), without using any human preference dataset.

single reward. Lastly, we propose an effective loss weighting
scheme to improve the diffusion preference optimization.

Through extensive experiments, we show that CaPO con-
sistently outperforms other fine-tuning methods including
DPO [63], achieving better alignment with human prefer-
ences across different benchmarks. Our contributions are:
• We propose CaPO, which leverages a novel reward cali-

bration method by incorporating approximated win-rates
to fine-tune diffusion models and mitigate reward hacking;

• We expand the applicability of CaPO to multi-reward fine-
tuning problems by introducing frontier-based rejection
sampling to jointly optimize with diverse reward signals;

• We demonstrate the effectiveness of CaPO with favorable

visual generation quality against state-of-the-art models
on benchmark datasets.

2. Related Work

Modeling human preference for visual generation. Mo-
tivated by the recent success in incorporating human pref-
erence modeling to convert language models into advanced
chatbot models, numerous methods have been developed
to transfer the success into visual generation. Lee et al.
[31] demonstrates the capability of training reward mod-
els according to human preference using a small dataset.
Subsequently, numerous reward models [28, 66–68, 71] for
text-to-image generation have been proposed by fine-tuning
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Figure 2. Overview. (a) We generate N images using pretrained T2I diffusion model using the prompt dataset, and infer the scores from
reward models. (b) Then, we calibrate the rewards by making pairwise comparison between images. For each image, we compute the
win-rates between other N → 1 images using Eq. (2), and average them to obtain calibrated reward Rca (see Sec. 4.2). (c) We select pair by
choosing the best-of-N and worst-of-N when using single reward. For multi-reward, we use non-dominated sorting algorithm to select
upper Pareto set as positives, and lower Pareto set as negatives. The accepted and rejected pairs are also listed using proposed rejection
sampling method. (d) Lastly, during training, we select a pair from (c), and compute CaPO loss (i.e., Eq. (8)), which perform regression task
to match the difference in calibrated rewards (i.e., !Rca by the difference of implicit reward model (i.e., !Rω).

a vision-language model (e.g., CLIP [46] or BLIP [34]) with
Bradley-Terry model based on a paired human preference
dataset. Alternatively, Lin et al. [37] uses a multi-modal
large language models to exploit the knowledge of LLMs by
performing visual question answering task to measure the
alignment between texts and images. While existing reward
models can operate as a proxy for ground-truth reward mod-
els, the inherent noise within the data due to finite capacity
and coverage, inevitably affect the performance negatively
when used for fine-tuning. Our work addresses the above-
mentioned issues by introducing a calibration method that
approximates the win-rate, rather than using the rewards.

Fine-tuning diffusion models with rewards. Numerous
methods have been developed for fine-tuning T2I diffusion
models with reward models [5, 7, 10, 12, 31, 32, 63]. By
formulating discrete diffusion sampling process as a rein-
forcement learning problem, Black et al. [5] and Fan et al.
[12] develop fine-tuning diffusion models with policy gradi-
ent algorithms. However, those methods are computationally
expensive and the training processes are usually unstable.
While Deng et al. [10] presents a scheme to scale RL fine-
tuning for large-scale prompt dataset, it is not clear whether
this approach can be applied to large-scale diffusion models.
Instead of using RL, [7] proposes to directly fine-tune diffu-
sion models by using the gradients from reward models. Yet,
those approaches can only be applied to differentiable reward
models, and extending to large-scale reward models (e.g.,
LLMs) is computationally prohibitive in practice. Inspired
by the success of DPO [48], Wallace et al. [63] introduce
Diffusion-DPO, which can effectively alleviate the compu-
tational loads and can be applied to large-scale diffusion

models [11]. Consequent works [23, 30, 35, 36, 70] built
upon Diffusion DPO to enhance preference optimization or
customization of large-scale T2I diffusion models.

3. Preliminaries

We first describe the preliminaries on preference optimiza-
tion for diffusion models before presenting our method.
More details can be found in Appendix A.
Diffusion models. The denoising diffusion model [17, 57,
59, 60] consists of forward processes, which gradually add
noise to the data, and reverse processes, which generate data
from noise. The forward process of a data x at time t → [0, 1]
forms a distribution q(xt|x), given by xt = ωtx + εtω,
where ω ↑ N (0, I), and ωt,εt are noise schedules. Let
ϑt = log(ω2

t /ε
2
t ) be log signal-to-noise ratio (SNR), then

we express the diffusion training objective as a weighted
ω-prediction loss as in [27]:

LDM(x) = Et→U(0,1),ω

[
↓ wtϑ

↑
t↔ωω(xt; t)↓ ω↔22

]
, (1)

where wt is a weighting function, and ϑ↑
t = dϑ/dt. Note

that most of diffusion [22] and flow matching [38] train-
ing objectives can be expressed in Eq. (1) by choosing wt

and ϑt. The reverse process generates data by solving time-
discretized SDE [60] or ODE [22, 58], which gradually de-
noises Gaussian noise into data by using trained diffusion
model. Text-to-image diffusion models [43, 52–55] are con-
ditional diffusion models that use text embeddings c from
text encoders [46, 49] as condition to generate image from
text input. In this work, we denote ωω(xt; c, t) as T2I diffu-
sion model, and pω(·|c) as distribution of the generated data
given prompt c.
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Reward models. Given an image x and a condition c, a
reward model R(x, c) is a function that measures an utility
of the input. The common approach is Bradley-Terry (BT)
model [6, 44], which defines the preference distribution for
a triplet (c,x,x↑):

P(x ↗ x↑|c) := ε
(
R(x, c)↓R(x↑, c)

)
, (2)

where ε(u) = (1 + exp(↓u))↓1 is a sigmoid function.
Diffusion preference optimization. The goal of reward
fine-tuning is to optimize the model pω that maximizes the
expected reward of generated output, which comes with KL
regularization to prevent over optimization:

max
ω

Ec,x→pω(x|c)[R(x, c)]↓ ϖDKL
(
pω(·|c)↔pref(·|c)

)
,
(3)

where ϖ is a hyperparameter that controls the divergence.
To solve Eq. (3), direct alignment methods, e.g., DPO [48],
have been applied to diffusion models [63]. At its core,
it uses the closed-form solution of Eq. (3), which is given
by p↔(x|c) ↘ pref(x|c) exp

(
1
εR(x, c)

)
. By replacing p↔

with pω and rearranging for r, applying Eq. (2) for a ranked
data pair (x+,x↓) gives us following general preference
optimization objective [61]:

ϱ(ς) = g

(
ϖ log

pω(x+|c)
pref(x+|c) ↓ ϖ log

pω(x↓|c)
pref(x↓|c)

)
, (4)

where g is any convex loss function, e.g., g(u) = ↓ log ε(u)
gives us DPO [48] objective, and g(u) = (1↓ u)2 gives us
identity preference optimization (IPO) [3] objective.

However, directly applying Eq. (4) to diffusion models is
not straightforward as the log-likelihoods of diffusion mod-
els are intractable. Wallace et al. [63] propose a method to
compute log-ratio and derive DPO loss for diffusion mod-
els by marginalizing the log-ratio through forward process
q(x0:1|x) to compute the log-ratio with ω-prediction losses:

Eq(x0:1|x)

[
log

pω(x0:1|c)
pref(x0:1|c)

]
= Et,ω

[
Rω(xt, c, t)

]
,

where Rω(xt, c, t)=ϑ↑
t

(
↔ωω(xt; c, t)↓ω↔22↓↔ωref(xt; c, t)↓

ω↔22
)

for xt = ωtx+εtω with t ↑ U(0, 1) and ω ↑ N (0, I).
By applying this to Eq. (4) and taking the expectation out of
g yields diffusion preference optimization objective:

L(ς) = Et,ω+,ω→
[
g
(
ϖRω(x

+
t , c, t)↓ ϖRω(x

↓
t , c, t)

)]
, (5)

where x+
t = ωtx++εtω, x↓

t = ωtx↓+εtω↓ for t ↑ U(0, 1)
and (ω+, ω↓) ↑ N (0, I)≃N (0, I).

4. Proposed Method

In this section, we introduce our method for calibrated pref-
erence optimization. We refer to Fig. 2 for the overview.

4.1. Motivation

The challenges in multi-reward optimization is in achieving
the Pareto optimality among reward signals, especially even
when they conflict. For example, when optimizing models
for image aesthetics, it often results in reduced image-text
alignment as aesthetic reward models do not consider textual
information (e.g., see Tab. 1). One common practice is to
use weighted sum of rewards as a proxy for the total reward
function [7]. However, those rigid formulations cannot ef-
fectively consider all aspects of utilities, which might lead to
suboptimal performance, e.g., biased towards certain reward
signals. Another approach is using the rewarded soups [50],
which merges the independently reward fine-tuned model
with model soup [65]. Nevertheless, optimizing for a single
reward is prone to reward over-optimization [15, 47] and
result in significant performance loss.

Our core assumption is that the difficulties in multi-
reward optimization lie in the inconsistency between the
black-box distribution of rewards. To address this challenge,
we propose calibrated preference optimization to minimize
inconsistencies by fine-tuning with general and unified met-
rics. In the following, we provide details of our method.

4.2. CaPO

Although we consider reward models as a proxy to represent
the utility of a sample, directly using the reward values can
lead to unsatisfactory results if they are not properly cali-
brated. Specifically, when using Bradley-Terry model [6],
the reward value often does not measure the goodness of
a sample, even though the model exhibits high prediction
accuracy in classifying the human preference. Furthermore,
the varying range of reward becomes problematic when us-
ing multiple reward signals, making it difficult to obtain
balanced updates.

Calibrated rewards. To address these issues, we propose to
use expected win-rate as a unified measure for maximization
target. Formally, let P(x ↗ x↑|c) be a win-rate of data x
over x↑ with prompt c. We define the win-rate of data x over
a distribution p(·|c):

P(x ↗ p|c) := Ex↑→p(·|c)
[
P(x ↗ x↑|c)

]
. (6)

As our goal is to improve over reference model pref, we
consider P(x ↗ pref|c) as our target of interest. By using
expected win-rate over reference model, we directly seek
for improvement over a pretrained model, which quantifies
the general goodness of a data. Furthermore, the bounded
range makes it more favorable for multi-reward optimiza-
tion. Since the expected win-rate is not available in general,
we approximate it through averaging the pairwise win-rate
computed by a reward model. Suppose we generate N batch
of samples {xi}Ni=1 from pref(·|c), then we define calibrated
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reward Rca(xi, c) for each sample i:

Rca(xi, c) =
1

N ↓ 1

∑

j ↗=i

ε
(
R(xi, c)↓R(xj , c)

)
, (7)

where we have Rca(x, c) ⇐ P(x ↗ pref|c) for large N .
CaPO loss. We replace R(x, c) in Eq. (3) with Rca(x, c),
and introduce calibrated preference optimization objective
that fine-tunes the model to maximize the calibrated re-
ward. Similar to Eq. (5), we define CaPO loss by match-
ing the difference of the calibrated rewards with regression
loss [10, 13], which also guarantees the optimality condi-
tion. Specifically, given data pair (x+,x↓), we define CaPO
objective:

LCaPO(ς) = E
t,ω,ω↑

[(
Rca(x

+, c)↓Rca(x
↓, c)

↓ ϖ
(
Rω(x

+
t , c, t)↓Rω(x

↓
t , c, t)

))2]
,

(8)

where x+
t = ωtx+ + εtω+, x↓

t = ωtx↓ + εtω↓, for t ↑
U(0, 1) and (ω+, ω↓) ↑ N (0, I)≃N (0, I). Note that CaPO
is a special case of Eq. (5) with g(u) = (!R↓ u)2, where
!R = R+ ↓R↓ is a difference between calibrated rewards.
Thus, CaPO is a generalization of IPO [3], which strictly
assign !R = 1 for all pairs. Compared to IPO, CaPO
assigns a dynamic target for the preference learning, which
helps maximizing the gain without reward over-optimization.

4.3. Preference Pair Selection

The best-of-N sampling [8, 42] or rejection sampling [62]
methods that select samples with highest reward from N
generation are commonly used in RLHF. For a single reward,
it is straightforward to choose the sample x+ with highest
reward, and x↓ that has lowest reward to maximize the mar-
gin between the pair. For multi-reward optimization, the
naïve approach is to use weighted sum as the total proxy
reward model, and perform rejection sampling with it. How-
ever, choosing the weights often relies on heuristics, and the
optimal weights might be dynamic depending on the input,
which can lead to suboptimal performance.

In order to achieve the Pareto optimal solution, we pro-
pose frontier-based rejection sampling (FRS), which selects
the set of positive samples X+(c) and negative samples
X↓(c) for each prompt c by finding Pareto optimal set.
Specifically, we use a non-dominated sorting algorithm [9]
to find the upper and lower Pareto frontier. The goal of
FRS is to push apart from the lower Pareto frontier and pull
towards the upper Pareto frontier, which helps to achieve
Pareto optimality. Given L reward models, let R(j)

ca be j-
th calibrated rewards for j = 1, . . . , L, then we define x

dominates x↑ if and only if R(j)
ca (x, c) ⇒ R(j)

ca (x↑, c) for all
j = 1, . . . , L. Then finding a set of non-dominated data
points is referred as finding Pareto set, which forms an upper

MPS VQA VILA MPS VQA VILA MPS VQA VILA

DPO 58.5 49.3 61.7 53.1 50.6 55.9 52.6 46.4 81.8
IPO 56.8 50.1 64.1 53.1 51.9 53.8 53.3 48.5 76.1
CaPO 61.1 49.7 64.9 55.5 53.2 58.7 54.1 49.6 83.1

(a) Base model SDXL

MPS VQA VILA MPS VQA VILA MPS VQA VILA

DPO 55.2 53.2 54.4 52.1 53.2 52.9 53.1 48.7 70.1
IPO 51.1 52.1 48.3 52.8 51.9 51.1 58.3 50.2 70.8
CaPO 58.1 53.3 63.4 54.4 55.4 59.4 57.4 50.8 74.0

(b) Base model SD3-M

Table 1. Single reward results. We report the win-rate (%) over
base model by using automatic evaluation with each reward model.
We use Parti prompts [69] and DPG-bench prompts [20] to generate
images for each SDXL, and SD3-M models, respectively. We
highlight the column to indicate the rewards used for fine-tuning.

frontier. Conversely, one can define a set of dominated data
that forms a lower frontier. After removing the potential
duplicates of non-dominated and dominated sets, we take
X+(c) by filtered non-dominated sets and X↓(c) by set of
dominated set. Given positive set X+(c) and X↓(c), we
sample a positive sample x+ ↑ X+(c) and x↓ ↑ X↓(c)
to construct a pair. We use CaPO loss to update the model
with ensemble of calibrated rewards for optimization target:

Rca(x, c) =
1

L

L∑

j=1

R(j)
ca (x, c),

and use CaPO loss in Eq. (8) for the update.

4.4. Loss weighting

The choice of log-SNR ϑt and weighting function wt has
large impact on the generation quality and convergence of
diffusion model pretraining. Intuitively, when ϑt is large,
i.e., small amount of noise is added, the denoising task be-
comes easier, and conversely the task becomes harder as
ϑt becomes smaller, thus weighting function as a monotoni-
cally decreasing weighting function of ϑt seems a reasonable
choice. In [27], those monotonic weighting are theoretically
shown to be the weighted evidence lower bound (ELBO),
and demonstrated better quality than the non-monotonic
counterpart. In this work, we also propose to use monotonic
loss weighting to our CaPO loss, which is equivalent to reg-
ularizing with weighted ELBO instead of KL divergence
in Eq. (3). Specifically, we apply sigmoid weighting with
bias, i.e., wt = w(ϑt) = ε(↓ϑt + b), where b is a bias
hyperparameter [19, 27]. See supplementary for details.

5. Experiments

Models and datasets. We use Stable Diffusion XL (SDXL)
[45] and Stable Diffusion 3 medium (SD3-M) [11] as our
base text-to-image diffusion models in all experiments. To
collect the training dataset, we use 100K prompts from Diffu-
sionDB [64], and generate N = 16 images per prompt. We
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MPS VQAscore VILA

Objective Method Win (%) Score Win (%) Score Win (%) Score

SDXL - - 11.30 - 0.826 - 5.953

DPO
SUM 57.2 11.48 52.1 0.829 71.9 6.193
SOUP 56.5 11.46 52.2 0.830 74.3 6.227
FRS 58.1 11.54 52.9 0.834 78.6 6.294

IPO
SUM 57.4 11.49 51.1 0.828 66.8 6.111
SOUP 55.4 11.44 52.0 0.830 70.3 6.154
FRS 57.8 11.52 52.0 0.830 74.4 6.238

CaPO
SUM 61.2 11.62 52.5 0.834 75.0 6.258
SOUP 59.4 11.44 52.8 0.835 77.6 6.259
FRS 61.2 11.66 54.6 0.839 79.2 6.340

(a) Base model SDXL

MPS VQAscore VILA

Objective Method Win (%) Score Win (%) Score Win (%) Score

SD3-M - - 13.39 - 0.908 - 5.793

DPO
SUM 55.3 13.50 52.8 0.910 55.0 5.832
SOUP 56.1 13.39 54.7 0.908 63.4 5.875
FRS 56.7 13.55 53.2 0.909 68.7 5.922

IPO
SUM 54.1 13.47 53.9 0.912 58.9 5.847
SOUP 55.6 13.39 53.5 0.910 60.4 5.848
FRS 55.5 13.55 54.6 0.913 64.7 5.913

CaPO
SUM 57.8 13.56 54.3 0.912 57.0 5.833
SOUP 59.4 13.60 54.9 0.911 67.6 5.896
FRS 59.0 13.58 55.7 0.914 69.3 5.943

(b) Base model SD3-M

Table 2. Multi-reward results. We report the average reward scores (Score) and win-rate (%) over base model by using automatic evaluation
with each reward model (Win). We compare preference objectives DPO [63], IPO [3], and CaPO and combination with different pair
selection methods, e.g., using sum of rewards to conduct top-1 and worst-1 sampling (SUM), and using frontier-based rejection sampling
(FRS). Furthermore, we compare our method with rewarded soup [50], by merging single reward optimized models (SOUP).
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Figure 3. Qualitative comparison. We present qualitative comparison of using multiple rewards using our frontier rejection sampling
method when fine-tuning with CaPO objective.

also experiment with using 8, or 32 images per prompt, and
select 16 images per prompt, which provides a good trade-off
between computational cost and performance improvement.
To generate images, we use DDIM [58] sampler with guid-
ance scale 7.5 for 50 steps, and flow DPM-solver [39] with
guidance scale 5.0 for 50 steps for each SDXL and SD3-M,
respectively. Note that we only use the images generated
by the same diffusion model for experiments. We refer to
supplementary for detailed experimental setup.

Reward models. We consider three reward models that
cover diverse aspects of the T2I generation. For general hu-
man preference (i.e., overall quality), we use MPS score [71],

which is a state-of-the-art reward model for human prefer-
ence. For image-text alignment, we use VQAscore [37],
which uses a vision-language model (CLIP-FlanT5-XXL)
to compute scores by performing visual question answer-
ing tasks. Specifically, VQAscore measures the probability
P (Yes|x,Q(c)) by using the output logits of the model,
where Q is a template for the question. We also use VILA
score [24] pretrained on AVA [41] dataset to evaluate image
aesthetics. While VQAscore and VILA score are not trained
with BT model, we adjust to approximate with BT model
(see supplementary for detail).
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GenEval T2I-Compbench

Model Single Two Counting Colors Position Color
Attribution Overall Color Shape Texture Complex Spatial Non Spatial

FLUX-dev 0.98 0.84 0.67 0.76 0.23 0.46 0.66 0.740 0.486 0.650 0.477 0.220 0.306
FLUX-schnell 0.99 0.81 0.58 0.63 0.25 0.35 0.60 0.642 0.509 0.646 0.424 0.185 0.304
SD3.5-L 0.99 0.89 0.62 0.82 0.26 0.53 0.69 0.763 0.602 0.766 0.520 0.219 0.314

SDXL 0.98 0.74 0.39 0.85 0.15 0.23 0.55 0.592 0.500 0.608 0.465 0.159 0.312
CaPO+SDXL 0.99 0.79 0.48 0.86 0.15 0.28 0.59 0.646 0.537 0.633 0.491 0.172 0.312

SD3-M 0.99 0.84 0.56 0.84 0.32 0.52 0.68 0.775 0.546 0.712 0.505 0.221 0.309
CaPO+SD3-M 0.99 0.87 0.63 0.86 0.31 0.59 0.71 0.788 0.572 0.731 0.509 0.230 0.313

Table 3. T2I Benchmarks evaluation. We compare the benchmark results of CaPO-SDXL and CaPO-SD3-M on text-to-image benchmarks,
e.g., GenEval [16] and T2I-Compbench [21], with various open-source state-of-the-art models (e.g., Flux-dev [29], and Flux-schnell [29], and
SE3.5-L [11]). We observe that with CaPO, the majority of evaluation metrics for SDXL and SD3-M show improvement. For comparison,
we also include the most recent three image generation models, which are 3↑ larger compared to SDXL and SD3-M.

5.1. Single reward experiments

Experimental setups. We evaluate CaPO against state-of-
the-art preference learning objectives such as DPO [63] and
IPO [3] for diffusion models. For each method, we train
with three reward models (MPS, VQAscore, and VILA) by
selecting the top–1 and worst–1 pair. For evaluation, we use
Parti prompts [69] to generate images for SDXL fine-tuned
model and DPG-Bench [20] prompts to generate images for
SD3-M fine-tuned model. We report the win-rate against the
base model using each reward model.

Results. Tab. 1 shows that CaPO achieves the highest win-
rate for each reward model used for fine-tuning, as well
as other reward models. Especially, when using the VILA
model for training, DPO shows significant drop in VQAs-
core, while showing comparable performance with CaPO in
VILA score. On the other hand, IPO shows better robustness
than DPO in reward hacking, but the gain of the performance
is lower than DPO and CaPO in general. We notice that even
though we optimized for a reward, other rewards also in-
crease at some cases. This is partially due to the inherent
correlation residing in reward models, e.g., increasing MPS
score results in increase in VILA score, as image aesthetics
is an important factor in overall quality.

5.2. Multi-reward experiments

Experimental setups. We consider MPS, VQAscore, and
VILA scores for multi-reward experiments. For baselines,
we evaluate CaPO against DPO and IPO as in Sec. 5.1. Fur-
thermore, we conduct experiments on different methods in
adapting for multiple rewards. Specifically, we compare
frontier-based rejection sampling (FRS) (i.e., Sec. 4.3) with
sum-of-rewards (Sum), and merging the models fine-tuned
with single reward (i.e., model soup [65]). For sum-of-
rewards, we directly add the calibrated rewards, and per-
form top-1 and worst-1 pair selection for training data. For

model soup, we re-use fine-tuned models from Sec. 5.1, and
use spherical linear interpolation [51, 56] to merge models,
which performs slightly better than linear interpolation in
our experiments. We use uniform weights (i.e., 1/3 each) for
both sum-of-rewards and model soup. For evaluation, we
generate images using Parti prompt dataset [69] and DPG-
bench prompt dataset for SDXL and SD3-M, respectively.
For evaluation, we report the average reward scores, and the
win-rate against the base model by using each reward model.

Quantitative results. Tab. 2 shows the results. First, joint
training of multiple rewards by using frontier-based rejection
sampling consistently outperforms pair selection with sum
of rewards on all preference optimization objectives. While
model merging (Soup) shows comparable performance to
FRS when using DPO and IPO objectives for training, using
CaPO objective with FRS outperforms model soup of CaPO
fine-tuned models with single reward. When comparing
CaPO, DPO, and IPO, CaPO with FRS shows higher win-
rates and average rewards compared to DPO and IPO with
FRS, which is consistent with the results of Tab. 1.

Qualitative results. In Fig. 3, we provide qualitative com-
parison of our method on SDXL and SD3-M, compared
to DPO trained with multi-reward frontier-based rejection
sampling. While both DPO and CaPO shows improved im-
age aesthetics such as contrast or color compared to base
SDXL, we see that CaPO demonstrates better image-text
alignment and aesthetic quality compared to DPO, following
the quantitative results in Tab. 2. We refer to supplementary
for additional examples.

Benchmark results. For quantitative analysis, we evalu-
ate our models on various T2I benchmarks; GenEval [16]
which evaluates object-focused generation, and T2I-
Compbench [21] for compositional generation. We compare
our method with the base models SDXL and SD3-M, as well
as open-source state-of-the-art T2I diffusion models such as
FLUX-dev [29], FLUX-schnell [29], and Stable Diffusion
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Pickscore MPS VQA VILA

Diffusion-DPO [63] 22.71 11.59 0.834 6.049
DPO-Syn 22.74 11.59 0.825 6.074
CaPO 22.83 11.71 0.838 6.141

Table 4. Comparison with Diffusion-DPO [63]. We compare
CaPO with Diffusion-DPO, which is trained on human annotated
preference dataset Pick-a-pic [28]. For fair comparison, we train
CaPO with same prompts from Pick-a-pic, but trained with gen-
erated images from SDXL. Also, we use Pickscore [28], which is
trained on Pick-a-pic dataset. We also train DPO for our synthetic
dataset, denoted as DPO-Syn. We report Pickscore, MPS, VQAs-
core, and VILA score by generating images from Parti prompts.
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Figure 4. Qualitative comparison with Diffusion-DPO [63]. We
show qualitative comparison between SDXL, Diffusion-DPO, and
CaPO using Pickscore [28].

3.5-large (SD3.5-L) [11]. Tab. 3 shows that CaPO improves
the performance of the base model, e.g., 0.55⇑0.59 for
SDXL, 0.68⇑0.71 on GenEval overall score, and on almost
every metrics in T2I-Compbench.

5.3. Ablation Studies

Comparison with Diffusion-DPO [63]. We compare our
method with Diffusion-DPO [63], which fine-tunes SDXL
on the human preference dataset Pick-a-pic [28]. For fair
comparisons, we use the same 58K prompts in Pick-a-pic
v2 dataset, and use Pickscore [28], which is a reward model
trained on Pick-a-pic dataset, as our reward signal. Here, we
generate N = 16 images for each prompt, and select a pair
by choosing highest and lowest reward, following Sec. 5.1.
We also train DPO on our synthetic data (DPO-Syn), to show
the effect of synthetic data for fine-tuning. For evaluation,
we generate images using Parti prompts [69], and compare
Pickscore, MPS, VQAscore, and VILA scores. Tab. 4 shows
the results. Note that while DPO-Syn scores higher than
Diffusion-DPO on Pickscore and VILA score, Diffusion-
DPO outperforms on VQAscore. On the other hand, CaPO

MPS VQA VILA

Constant weighting 56.5 51.8 70.8

Sigmoid weighting (b = 1.0) 59.1 54.5 73.3
Sigmoid weighting (b = 1.5) 61.2 54.6 79.2
Sigmoid weighting (b = 2.0) 58.6 52.6 75.2

Table 5. Ablation on loss weighting. We show the results of
CaPO multi-reward fine-tuning SDXL with constant weighting
(i.e., →wtω

→
t = 1), and sigmoid weighting by varying bias b =

1.0, 1.5, 2.0. Using sigmoid weighting shows better results than
constant weighting, and b = 1.5 performs the best.

strictly shows better performance than Diffusion-DPO. In
Fig 4, we show visual comparison between SDXL, Diffusion-
DPO, and CaPO, which shows consistent trends as in Tab. 4.

Effect of loss weighting. We demonstrate the effect of loss
weighting that we proposed in Sec. 4.4. Specifically, we
compare the performance of CaPO when using sigmoid loss
weighting, and without loss weights (i.e., wtϑ↑

t = ↓1). We
vary the bias of loss weight by b = 1.0, 1.5, 2.0. Tab. 5
shows the results of SDXL CaPO models trained with multi-
reward experimental setup. We notice using loss weighting
significantly improves the performance, while the best b
achieves at b = 1.5. Note that the trend of bias differs for
SD3-M, which we refer to supplementary for details.

5.4. Discussions

While our method can improve the quality of T2I generation,
some of the improvements (e.g., improving the text rendering
for SDXL) is difficult, which is bounded by the performance
of original model. However, for more powerful diffusion
models (e.g., SD3), we show that our method can improve
the text rendering as well. Furthermore, our approach is built
upon offline data generation, which often suffers from slow
convergence. Extending CaPO to online learning problems
is a promising direction and we leave it for future work.

6. Conclusion

In this paper, we present calibrated preference optimization,
a robust preference learning objective that fine-tunes the
diffusion models to align with human preference by using
multiple reward models. Specifically, we propose a simple,
yet effective method to calibrate the rewards to approximate
the win-rate against the base model. We then propose a dif-
fusion preference optimization objective that regresses the
difference between the calibrated rewards, which effectively
learns from the reward without over-optimization. Further-
more, we extend our approach to a multi-reward problem by
providing a frontier-based rejection sampling method that
enables joint optimization of various reward signals. Exten-
sive experimental results demonstrate that our approach is
efficient and can boost the model performance without using
any human-collected preference dataset.
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