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Figure 1. Types of text-guided data generation for embodied AI. Static scene generation often prevents task completion due to object positioning, regardless

of the task requirements (left). Action generation is limited by a lack of interaction diversity, failing to account for the effects of surrounding environments

(middle). To the best of our knowledge, we are the first to propose a method for dynamic scene generation that enables more realistic and diverse task

interactions by the joint generation of static scenes and robotic actions (right).

Abstract

Robotic manipulation in embodied AI critically depends
on large-scale, high-quality datasets that reflect realistic
object interactions and physical dynamics. However, exist-
ing data collection pipelines are often slow, expensive, and
heavily reliant on manual efforts. We present DynScene, a
diffusion-based framework for generating dynamic robotic
manipulation scenes directly from textual instructions. Un-
like prior methods that focus solely on static environments or
isolated robot actions, DynScene decomposes the generation
into two phases static scene synthesis and action trajectory
generation allowing fine-grained control and diversity. Our
model enhances realism and physical feasibility through
scene refinement (layout sampling, quaternion quantization)
and leverages residual action representation to enable action
augmentation, generating multiple diverse trajectories from

*These authors contributed equally.

a single static configuration. Experiments show DynScene
achieves 26.8× faster generation, 1.84× higher accuracy,
and 28% greater action diversity than human-crafted data.
Furthermore, agents trained with DynScene exhibit up to
19.4% higher success rates across complex manipulation
tasks. Our approach paves the way for scalable, automated
dataset generation in robot learning.

1. Introduction

Embodied AI aims to train agents that can perceive, rea-

son, and act within physically grounded environments, ul-

timately enabling robots to perform complex tasks in the

real world. However, collecting real-world data for robotic

manipulation is notoriously costly, time-consuming, and

often unsafe for trial-and-error learning. To address this,

the field has increasingly turned to simulation-based train-

ing [7, 10, 23, 30, 34, 39, 48], where agents can learn from

interactions within virtual environments at scale.
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This shift has led to the development of numerous simu-

lation platforms such as AI2-THOR [13], Habitat 2.0 [34],

and Isaac Sim [20], which offer physically plausible 3D

environments for training embodied agents. Alongside sim-

ulators, manipulation-focused datasets like RLBench [10],

ALFRED [30], and ARNOLD [7] have emerged to support

research on tasks involving object interaction, spatial reason-

ing, and language grounding. These simulation datasets pro-

vide human-demonstrated or synthetic trajectories, allowing

agents to learn from structured manipulation experiences.

Although these resources have significantly advanced the

field, collecting and scaling such datasets remains a major

challenge. To reduce manual effort, researchers have ex-

plored data generation techniques, including scene random-

ization, object rearrangement, and more recently, text-guided

generative models for static scene synthesis [3, 35, 45]

and robotic action generation [8, 18]. However, these two

branches scene generation and action generation have largely

evolved independently.

Critically, no prior work has addressed the joint genera-

tion of static scenes and corresponding robot actions in a co-

herent, physically grounded manner. Robot learning requires

tightly coupled data for real-world deployment where object

placements, spatial layouts, and robot motions are mutu-

ally consistent, dynamically plausible, and aligned with task

goals. Achieving this demands high-fidelity scene synthe-

sis and nuanced action modeling that accounts for physical

constraints and interaction dynamics.

To fill this gap, we introduce DynScene, a diffusion-based

framework that generates dynamic scenes comprising both

a static scene and a sequence of robot actions from natu-

ral language instructions. A static scene defines the initial

layout and poses of the robot and objects, while actions are

represented as residual changes in the end-effector’s position

and orientation. DynScene incorporates (1) layout sampling

to select collision-free room configurations, (2) quaternion

quantization for object stability, (3) residual action repre-

sentation for generalization, and (4) action augmentation to

increase trajectory diversity from a single static setup. Cru-

cially, all generated dynamic scenes are verified in a physics

simulator, and only successful ones are used for training.

Our experiments demonstrate that DynScene significantly

improves over human-generated and prior synthetic datasets,

achieving 26.8× faster scene generation, 1.84× higher ac-

curacy, and 28% more diverse actions. Moreover, when

used to train manipulation agents, DynScene consistently

boosts success rates up to 19.4% for PerAct and 10.03%

for PerAct-PSA on the ARNOLD benchmark, especially

in tasks requiring fine-grained control and continuous state

changes.

In summary, our contributions are:

• A unified framework that generates dynamic robotic ma-

nipulation scenes including static environments and robot

Table 1. Scope of data generation methods for embodied AI. While prior

methods generate either static scenes or robot actions without considering

physical interactions or continuous states, DynScene integrates both to

produce coherent, diverse and physically grounded data.

Method Data for
Generation

Physical
Conflict

Continuos
State Language

SynthER [18] Robot Action × × ×

MTDIFF [8] Robot Action × × �
ROSIE [45] Image for Static Scene × × �
GenAug [3] Image for Static Scene × × �
PhyScene [43] Static Scene � × ×

DiffuScene [35] Static Scene � × �
DynScene (Ours) Static Scene & Robot Action � � �

actions from textual instructions.

• A novel residual action formulation that enhances general-

ization across varied spatial configurations.

• A set of diffusion-based generation techniques that ensure

physical plausibility and scene diversity, including layout

sampling and quaternion quantization.

• Empirical evidence that DynScene enables more efficient

and effective training of manipulation agents, outperform-

ing existing baselines in both speed and task performance.

2. Related Works
Simulators in Embodied AI Simulators are tools that rep-

resent environments in which robots operate, simulating var-

ious elements such as robot movements, object interactions,

and sensor feedback in a virtual environment. Accurate mod-

eling of real-world physical properties is crucial for develop-

ing sophisticated embodied AI systems. Recently, simulators

have become increasingly specialized to meet specific re-

search requirements and enhance the fidelity of simulations.

AI2-THOR [13] provides realistic 3D indoor environments

where agents can interact with objects to complete tasks, and

is commonly used in Visual Question Answering (VQA).

Habitat 2.0 [34] offers a high-performance physics engine

and reconfigurable 3D apartment data, suited for training

robots in diverse navigation and manipulation tasks, and

supports research on long-term structured tasks. Virtual-

Home [26] enables agents to learn complex household tasks

through programmatic representations, effectively advancing

research in video understanding and task sequence learning.

NVIDIA’s Isaac Sim [20] provides advanced physics-based

simulations capable of replicating intricate interactions, mak-

ing it particularly valuable for studies on complex interaction

dynamics. DynScene adopts Isaac Sim for realistic robot-

object interactions and environments.

Datasets in Embodied AI In embodied AI, datasets have

advanced to enable robots to perform and evaluate in-

creasingly complex and sophisticated actions. Early stud-
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Figure 2. Overview of the DynScene framework. Using textual instruction, a diffusion model first generates the robot and target object for the static scene,

while layout sampling determines additional elements, such as distractor objects and structural components. Quaternion quantization is applied to ensure the

physical stability of the target object. Another diffusion model then generates robot actions from the static scene using residual coordinates, enabling data

diversification through action augmentation. The resulting dynamic scenes are verified in simulation before being used for agent training.

ies [2, 48] focused on simple visual exploration tasks (e.g.,
move forward), and subsequent research expanded to more

complex visual navigation tasks (e.g., navigate to the room),

allowing robots to explore complex environments based on

visual information. Recently, datasets incorporating interac-

tions with objects (e.g., catch object) [6, 7, 10, 14, 16, 19, 21–

23, 30, 33, 34, 39, 40, 46] have emerged, enabling robots to

recognize and explore objects in complex environments and

learn to modify object states. Notable datasets include Gib-

son [39], used for indoor exploration and navigation learning

in 3D environments. ALFRED [30] supports robots in per-

forming complex tasks that involve manipulating objects and

changing their states based on natural language instructions.

This facilitates comprehensive visual perception, language

understanding, and action planning evaluation. More re-

cently, ARNOLD [7] provides environments for continuous

state changes and high-resolution physical simulation, en-

abling robots to manipulate objects and learn goal-oriented

behaviors in indoor settings. Collecting robotic manipula-

tion data for complex tasks is labor-intensive, and scaling up

to large datasets remains a significant challenge. DynScene

aims to automate and scale up the generation of manipulation

data to train agents for continuous states.

Data Generation for Embodied AI As the scale of em-

bodied AI datasets has grown, the demand for efficient

data generation methods has also increased. Early ap-

proaches addressed this by applying scene randomization

techniques—modifying lighting, object materials, or swap-

ping objects within the same class—to diversify RGB and

depth observations [13, 39]. Later methods introduced scene

augmentation strategies, such as altering object states or

varying room layouts [29], and employed generative models

for synthetic scene creation [15, 24, 25, 27, 28, 35–38, 41–

43, 47]. For instance, ATISS [25] generates furniture lay-

outs, while DiffuScene [35] and PhyScene [43] use diffusion-

based models to construct physically plausible static environ-

ments with interactive objects. For action data, models like

SynthER [18] and MTDIFF [8] generate robot trajectories

using diffusion models for reinforcement learning. Other

techniques, such as ROSIE [45] and GenAug [3], augment

static scenes through text-guided image synthesis. However,

these methods typically focus on either static scenes or robot

actions in isolation and fail to ensure physical consistency

across the entire manipulation sequence. As a result, human

effort is still required to pair scenes with valid robot trajec-

tories. In contrast, DynScene unifies static scene and action

generation, ensuring physical plausibility and diversity and

enabling scalable data synthesis. Table 1 summarizes the

scope of data generation methods in embodied AI.

3. DynScene Framework
We present DynScene, a diffusion-based framework for gen-

erating dynamic scenes comprising a static environment

and corresponding robot actions from natural language in-

structions. This section describes the full pipeline: data
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(a) Improper room layout causing inaccessibility or collision (b) Improper object orientation leading to instability

Figure 3. Physical interaction issues due to inadequate static scene configuration: (a) An improper room layout leads to objects and robots colliding with

the environment, such as robots embedded within walls or objects submerged beneath floors or causing inaccessibility where the robot arm cannot reach the

target object. (b) Improper object orientation causes the objects to shift due to gravity, altering the initial configuration of the target objects.

representation (Section 3.1), static scene generation with

physics-based refinement (Section 3.2), robot action gen-

eration and augmentation (Section 3.3), and agent training

using only simulation-verified samples (Section 3.4). Fig-

ure 2 illustrates the overview of the DynScene framework.

3.1. Data Representation for Dynamic Scene

We define a dynamic scene as a pair (s,a), where s is a

static scene representing the initial configuration of the robot

and objects, and a is a sequence of robot actions driven

by a task instruction y (e.g., “close the drawer by 50 per-

cent"). This structured representation enables the generation

of diverse and coherent combinations of environments and

manipulation behaviors.

Static Scene Data using Absolute Coordinates The static

scene data (s) is a set of information about the target objects

(o), robot (r), and room layouts (z) as following equation 1:

s = [o, r, z], (1)

where o is [pobj, qobj, c,v,f , sinit, sgoal] and pobj ∈ R
3 and

qobj ∈ R
4 are the position and quaternion orientation of

the object. The object class c ∈ R
C (e.g., ‘cup’, ‘drawer’)

indicates one of C classes, and v ∈ R
3 represents the object

size. The shape code f ∈ R
32 is a point cloud embedding

vector. Additionally, sinit and sgoal ∈ R denote the initial

and goal states of the task. r = [pbase, qbase,pee
0 , q

ee
0 , g0]

includes the robot’s base position and quaternion orientation,

denoted as pbase ∈ R
3 and qbase ∈ R

4. The end-effector’s

position and quaternion orientation are represented by pee
0

and qee
0 , where g0 indicates the gripper state (e.g., ‘open’,

‘close’). Finally, z denotes the room layout, which defines the

configuration of environments, including distractor objects

and structural elements of the room.

Action Data using Residual Coordinates The robot ac-

tions represent the end-effector’s motion, divided into K
steps tailored to each task, where K is a task-specific hyper-

parameter. The action data for the k-th step (ak) is a set of

residual positions (Δpee
k ), residual quaternion orientations

(Δqee
k ), and gripper states (gk) as in equation 2:

ak = [Δpee
k ,Δqee

k , gk] , (2)

where Δpee
k = pee

k − pee
k−1 and Δqee

k = qee
k − qee

k−1 for

k = 1, 2, . . . ,K. This residual approach ensures consistent

learning across identical tasks, independent of static scenes,

and is applicable to any static scene for action augmentation.

3.2. Static Scene Generation and Refinement

Conditional Diffusion with Instruction We employ a

conditional diffusion model to generate static scene (s) from

a text-based manipulation instruction (y), such as “close
the cabinet to 30 percent.” The forward process, described

in equation 3, gradually adds Gaussian noise to static scene

data, represented by s0, transforming it into pure noise sT ∼
N (0, I) over T timesteps:

q(st | s0) = N (
st;

√
ᾱts0, (1− ᾱt)I

)
. (3)

The reverse process in equation 4 describes iterative denois-

ing from sT to reconstruct s0 using the text condition (y):

pθ(st−1 | st, y) = N (
st−1;μθ(st, t; y), σ

2
t I
)
. (4)

The training objective is to estimate the noise ε added during

the forward process by minimizing the following equation 5,

L(θ)text := Es0,ε,t

[‖ε− εθ(st, t; y)‖2
]
, (5)

where st =
√
ᾱts0 +

√
1− ᾱtε. The denoising network

εθ(·) uses a U-Net architecture [35], incorporating instruc-

tion embeddings into attention layers using a pre-trained
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language model [11]. This diffusion model effectively gen-

erates realistic static scenes that align with the specified

instructions. This process omits the room layout z in s and

determines it through sampling, as described in the following

section.

Layout Sampling using Position Differences While the

generation of room layouts has recently received increased

attention [25, 29, 35, 43], our interest lies in modeling the

actions between the robot and the target objects for given

layouts. As shown in Figure 3a, an improper room layout

can lead to a collision between the robot and objects or make

the robot arm unable to reach the target object, making the

task impossible to complete. To address such layout issues,

we utilize a layout sampling method from given datasets that

can be handcrafted or generated, as described in equation 6:

r̂ = argmin
r

(‖pobj
r − p̃obj‖2 + ‖pbase

r − p̃base‖2)
ẑ = zr̂,

(6)

where ẑ is the sampled layout, zr is the r-th room layout

in the dataset, pobj
r and pbase

r are the object and robot base

positions in the r-th layout, and p̃obj and p̃base are the corre-

sponding predictions from the diffusion model.

Quaternion Quantization to Prevent Object Collapse
Gravity forces objects to tilt and collapse due to small

changes (or errors from prediction models) in their orien-

tation. This phenomenon is particularly problematic for

articulated objects, such as cabinets and drawers, given that

the objects move before robot actions and hinder interactions,

as illustrated in Figure 3b. To alleviate this problem, the pre-

dicted object orientation (q̃obj) from the diffusion model is

quantized through a fixed interval δ as equation 7:

q̂obj = round

(
q̃obj

δ

)
· δ. (7)

3.3. Action Generation and Augmentation

Conditional Diffusion with Static Scene To generate the

action data from a static scene, we recall the diffusion model

in Section 3.2 and modify its denoised and conditioned data

accordingly. The forward process, the reverse process, and

the objective for action generation become equation 8:

q(at | a0) = N (
at;

√
ᾱta0, (1− ᾱt)I

)
pφ(at−1 | at, s) = N (at−1;μφ(at, t; s), σ2

t I)

L(φ)scene := Ea0,ε,t[‖ε− εφ(at, t; s)‖2],
(8)

where t is the timestep in the the diffusion process

and a0 represents the complete set of K action steps

([a1,a2, . . . ,aK ]), with the subscript 0 referring to the ini-

tial diffusion timestep. aT is Gaussian noise, εφ(·) is the

denoising network, and s is the static scene data.

Action Augmentation By employing residual learning

through residual coordinates and separating data into static

scenes and actions, our model effectively generates diverse,

task-specific actions for a wide range of static scenes. For

example, by creating 10 static scenes and generating 10

corresponding actions for each, we can augment the dataset

to 100 (10 × 10) diverse actions. Moreover, since actions are

trained to generate actions based on specific tasks and states,

actions can be augmented for states not originally present in

the static scene by merging actions learned from different

states. For instance, in the pickup object task, if the static

scene only includes a 10cm setup, the actions can generate

actions for other states, such as 20cm or 30cm, by training on

static scenes with these different states. This method enables

the augmentation of diverse actions, facilitating efficient

data generation and allowing the robot to learn a variety of

goal states beyond simple augmentations. More detailed

information can be found in the appendix.

Filtering Invalid Dynamic Scenes Generated dynamic

scenes are used to train agents for robotic manipulation

tasks. However, inaccurate or unnecessary actions can lead

to task failures and degrade agent performance. We use Isaac

Sim [20] to verify that the generated actions are executable

with the success threshold from prior work [7] to filter out

invalid dynamic scenes. As a result, agents are trained only

on scenes where tasks are completed, preventing inaccurate

actions from negatively impacting the learning process.

3.4. Phase-Aware Agent Training

To create effective agents for robotic manipulation tasks, we

employed PerAct [31], a baseline model that achieved high

performance in previous research [7]. Additionally, we modi-

fied PerAct by training the grasping and manipulation phases

using separate networks. By dividing the training in this way,

each network can specialize in its specific phase, enabling

more refined and precise actions, especially in complex ma-

nipulation tasks. This approach, denoted PerAct-PSA, en-

hances the model’s ability to learn phase-specific features,

thereby improving overall manipulation performance.

4. Experiments

4.1. Implementation Details

Datasets We utilize the ARNOLD [7] benchmark for train-

ing and evaluation of DynScene. This benchmark includes

8 manipulation tasks for robot learning through language

instructions and provides 3,571 training samples with 773

test samples across these tasks. Each task offers continuous

object states (e.g., “open the drawer 75%” or “pour half
the water out”) in realistic 3D environments, unlike other

benchmarks that typically focus on discrete states.
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Table 2. Quantitative comparison on unconditional sequential action generation. We compare ARNOLD and DynScene on diversity metrics: Fréchet

Distance (FD), Dynamic Time Warping (DTW), and Spatial Coverage (SC) across various robotic manipulation tasks. Note that a factor of 103 scales SC

values for comparability with other metrics.

Task
Fréchet Distance (FD) ↑ Dynamic Time Warping (DTW) ↑ Spatial Coverage (SC) ↑

ARNOLD [7] DynScene (Ours) ARNOLD [7] DynScene (Ours) ARNOLD [7] DynScene (Ours)

Pickup Object 32.85 36.38 54.77 61.23 2.94 3.29
Reorient Object 23.49 27.45 27.98 35.56 2.30 2.73
Close Cabinet 37.77 43.85 76.72 86.01 4.30 3.21
Open Cabinet 40.83 40.59 81.71 83.54 2.92 3.17
Close Drawer 24.85 25.55 35.47 37.86 1.66 3.78
Open Drawer 28.36 24.36 44.98 39.51 2.67 4.04
Pour Water 20.46 26.52 31.09 61.62 2.96 4.91
Transfer Water 18.52 17.84 27.90 36.65 2.89 3.85

Average 28.39 30.32 47.58 55.25 2.83 3.62

Figure 4. Generated action diversity. Mean and standard deviation of end-effector position changes (Δpee
k ) in the ‘pour water’ task along the x, y, and z

axes. DynScene exhibits wider x- and z-axis distributions than ARNOLD [7], indicating greater diversity, while y-axis movement remains similar due to

task-specific vertical precision.

Table 3. Task-wise dynamic scene generation time and success rate (%).

Method Task Time (sec) Success Rate (%)

DynScene (Ours)

P.OBJECT 2.53 ± 0.02 92.00

R.OBJECT 2.52 ± 0.02 88.00

C.CABINET 2.50 ± 0.02 58.00

O.CABINET 2.53 ± 0.02 37.00

C.DRAWER 2.52 ± 0.02 95.00

O.DRAWER 2.52 ± 0.02 41.00

P.WATER 2.52 ± 0.02 83.00

T.WATER 2.52 ± 0.02 62.00

Average 2.52 ± 0.02 69.50

ARNOLD† [7] Average 67.50 37.50

Efficiency (vs. ARNOLD†) 26.8× faster 1.84× higher

† robotic manipulation data collected by human experts.

Diversity Metrics To evaluate the diversity of generated

actions, we employ three metrics widely used in robot nav-

igation research [5, 9, 17, 32]. Fréchet Distance (FD) [1]

measures how varied the generated action paths are across

different sequences. The temporal diversity of generated

paths is evaluated by measuring path similarity using Dy-

namic Time Warping (DTW) [9]. The spatial diversity of

robot positions is measured using Spatial Coverage (SC) [4],

assessing the spatial spread of interactions across the scene.

Success Rate (SR) SR evaluates the performance of dy-

namic scene generation and agents in robotic manipulation

tasks. For dynamic scene generation, SR reports the average

score from a single trial across 100 generated scenes for each

task. For agents, SR reports the average score based on three

trials using the test dataset unless otherwise specified.

Training Setting DynScene was trained for 100,000

epochs per task using the Adam [12] optimizer with a learn-

ing rate of 2e-4. For agent training, we conducted 200,000

training steps with a batch size of 4 and a learning rate of

1e-4 using LAMB [44] optimizer. Note that we only used

scenes that successfully passed verification in Isaac Sim [20]

using ARNOLD’s [7] evaluation thresholds for agent train-

ing. We conducted our experiments for DynScene and agent

using NVIDIA RTX4090 and A6000 GPUs, respectively.

4.2. Unconditioned Dynamic Scene Generation

To evaluate our method without biases from specific text

prompts, we generated 100 dynamic scenes for each task

in an unconditioned setting. We compared the efficiency

and quality of generated scenes against human demonstra-

tions [7] and measured the diversity of generated actions.
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(a) “dump fifty percent of the water from the glass” (b) “adjust the cabinet seventy-five percent closed” (c) “angle the bottle 45 degrees away from the high axis”

Figure 5. Text-conditioned generated scenes. Visualization of various scenes and objects generated with the same text prompt

Table 4. Comparison to DiffuScene [35] (static scene generation).

Static Robot Object Scene Generation Success
Scene Action Entropy↑ Entropy↑ Time↓ Rate↑

DiffuScene ARNOLD 0.94 0.93 30.24 ± 0.28 20.04

DynScene DynScene 0.93 0.91 2.95 ±0.21 69.50

Comparison with Human Expert Table 3 presents gener-

ation time and success rates (SR) between DynScene and the

ARNOLD dataset [7]. Human experts using an Xbox con-

troller to collect ARNOLD data in a 3D simulation, required

an average of 67.50 seconds per scene. In contrast, Dyn-

Scene achieved an average SR of 69.50%, outperforming the

human experts of 37.50%. Moreover, DynScene generated

scenes significantly faster, requiring only 2.52 seconds per

scene approximately 26 times faster than human experts.

These results highlight the efficiency of our approach in

generating training data for robotic manipulation tasks.

Comparison with Static Scene Generation Table 4 com-

pares DynScene to DiffuScene [35], which is a specialized

model for static scene generation, with action data from

ARNOLD [7]. DiffuScene achieves slightly better entropy

in the unconditioned object and scene generation. In con-

trast, DynScene achieves a 10× faster in generation time

and 3.5× higher success rates. These results highlight the

limitations of pairing static scenes with external actions and

the effectiveness of our joint generation approach.

Comparison of Action Diversity Table 2 compares the

diversity of dynamic scenes generated by DynScene with

ARNOLD training data [7], using the same number of valid

dynamic scenes per task. DynScene outperforms ARNOLD

across all metrics: FD at 30.32 vs. 28.39 for varied action

paths, DTW at 55.25 vs. 47.58 for temporal variability, and

SC at 3.62 vs. 2.83 for broader gripper exploration. This

result indicates that DynScene produces more diverse and

spatially expansive actions than the training data.

Analysis of Action Diversity To explore the diversity of

actions generated by DynScene, we analyzed variations in

end-effector position changes (Δpee
k ) along the x, y, and z

coordinates in the ‘pour water’ task, as shown in Figure 4.

Compared to the ARNOLD dataset [7], DynScene exhibits

notably wider distributions in Δx and Δz, indicating greater

spatial diversity in action patterns. Conversely, the Δy dis-

tribution aligns closely with ARNOLD, a result of the task’s

critical need for precise vertical positioning to pour water

effectively. These findings highlight DynScene’s ability to

enhance action diversity while respecting task-specific con-

straints. Please refer to the appendix for action diversity

analyses across all tasks.

4.3. Text-Conditioned Scene Generation

Qualitative Results Figure 5 illustrates DynScene’s abil-

ity to generate diverse and dynamic scenes from identical

text prompts. The outputs vary in object shapes, initial states

(e.g., water levels), room layouts, and spatial arrangements of

the robot and objects while maintaining physical plausibility

and semantic alignment with the instruction. These results

demonstrate that DynScene can produce various scene com-

positions without compromising task-relevant interactions.
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Table 5. Evaluation results of the agents on various tasks. Success rate using the ARNOLD test dataset. For each agent, the first row shows performance

trained on the original ARNOLD dataset, followed by a row for training on combined ARNOLD + DynScene scenes. Task names are abbreviated for brevity,

and each row includes average performance across the 8 tasks. PerAct (ARNOLD) results are from the ARNOLD [7] paper.

Method P.OBJECT R.OBJECT O.DRAWER C.DRAWER O.CABINET C.CABINET P.WATER T.WATER AVERAGE

BC-Lang-CNN (ARNOLD) 5.00 0.00 0.00 20.00 0.00 10.00 0.00 0.00 4.35

BC-Lang-CNN (DynScene + ARNOLD) 5.00 0.00 0.00 25.00 0.00 20.00 0.00 0.00 6.20

BC-Lang-ViT (ARNOLD) 1.67 0.00 0.00 35.00 0.00 10.00 0.00 0.00 5.84

BC-Lang-ViT (DynScene + ARNOLD) 5.00 0.00 0.00 45.00 0.00 33.33 0.00 0.00 10.42

PerAct (ARNOLD) 88.81 3.90 26.05 33.78 11.59 20.39 34.33 14.29 29.14

PerAct (DynScene + ARNOLD) 90.00 20.00 38.33 30.00 16.67 31.67 30.00 21.67 34.79

PerAct-PSA (ARNOLD) 90.00 30.00 41.67 51.67 20.00 15.00 63.33 20.00 41.46

PerAct-PSA (DynScene + ARNOLD) 95.00 25.00 43.33 43.33 45.00 38.33 46.67 28.33 45.62

Table 6. Goal state estimation and success rates of DynScene. Each score

reports the average of 10 generated trajectories.

Textual Prompt Goal State Success Rate

“increase the height of the bottle ten centimeters above the ground” 9.99 ± 0.01 100.00

“tilt the bottle about 180 degrees away from the upward axis” 179.94 ± 0.01 100.00

“open the cabinet a quarter” 0.25 ± 0.00 40.00

“put eighty percent of the liquid to the cup” 80.09 ± 0.01 80.00

Additional text prompts are provided in the appendix.

Quantitative Results Table 6 presents the success rates

of dynamic scenes generated from text prompts, with each

score averaged over 10 trajectories. DynScene accurately

predicts numerical goal states, closely matching the values

specified in the input prompts (e.g., 9.99cm, 179.94°, and

80.09%). However, the success rate varies across tasks,

which reflects differences in task difficulty. For instance,

achieving a precise cabinet opening (40.00%) is more error-

prone than an object’s height or tilt adjustments (100.00%).

This trend is consistent with the agent performance shown

in Table 5, where tasks with lower success rates in scene

generation result in lower agent success rates.

4.4. Evaluation with Manipulation Agents

Agent Performance Table 5 compares the success rates

of agents trained solely on the ARNOLD dataset [7] versus

those trained on a combination of ARNOLD and the data

generated by DynScene. Incorporating DynScene signifi-

cantly improves performance, particularly on challenging

tasks such as open cabinet and transfer water, where models

trained only on ARNOLD data showed limited success (av-

erage ∼30%). Notably, PerAct-PSA trained with DynScene

outperformed the baseline across all tasks, highlighting the

effectiveness of our approach for robotic manipulation.

Generalization Ability ARNOLD [7] includes unseen ob-

jects, scenes, and states to assess generalization ability in

the test set. An any state refers to an intermediate state be-

tween seen states, while a novel state denotes a state that

Table 7. Success rate on unseen objects, scenes, and states. Better scores

indicate better generalization. Any state refers to an intermediate state

between seen states, while novel state lies outside the range of seen states.

Method Novel Object Novel Scene Novel State Any State

PerAct (AR) 14.53 19.00 4.58 11.01

PerAct (DS + AR) 17.29 22.92 3.30 13.54

AR: ARNOLD [7], DS: DynScene

lies outside the range of observed states. Table 7 demon-

strates that the data generated from DynScene enhances

generalization, except for novel states, which can be consid-

ered out-of-distribution. For instance, training on pouring

25-75% of water while testing at 100%. Future work can

develop more diverse state representations to handle these

extreme out-of-distribution test scenarios.

5. Limitation
While DynScene shows strong performance on the

ARNOLD [7] benchmark, it has only been evaluated on

a single dataset. Generalization to other domains and more

complex, out-of-distribution states remains an open chal-

lenge. Future work can explore broader datasets and richer

state variations to improve robustness.

6. Conclusion
This paper introduces DynScene, a framework that auto-

mates the generation of dynamic scenes for robotic manip-

ulation tasks in embodied AI. DynScene separately gen-

erates static scenes and robot actions, conditioning action

generation on the static scene to account for physical inter-

actions. This approach enables diverse action generation

and allows for effective augmentation. Our experiments

demonstrated that DynScene efficiently generates diverse

and realistic scenes compared to human-collected datasets,

significantly improving agent training and resulting in higher

success rates. Future work will extend the framework to a

broader range of tasks and further enhance the physical real-

ism of the generated scenes.
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