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Figure 1. Mosaic3D-5.6M. Mosaic3D-5.6M is a large-scale dataset generated from a collection of existing datasets [7, 14, 24, 99, 107],
consisting of 5.6M mask-text pairs, providing fine-grained masks (black outline in the figure) and detailed captions (text with matching
color) pairs. Using this large-scale dataset, we propose Mosaic3D, a foundation model for open-vocabulary 3D segmentation.

Abstract

We tackle open-vocabulary 3D scene segmentation tasks
by introducing a novel data generation pipeline and train-
ing framework. Our work targets three essential aspects
required for an effective dataset: precise 3D region seg-
mentation, comprehensive textual descriptions, and suffi-
cient dataset scale. By leveraging state-of-the-art open-
vocabulary image segmentation models and region-aware
vision-language models (VLM), we develop an automatic
pipeline capable of producing high-quality 3D mask-text
pairs. Applying this pipeline to multiple 3D scene datasets,
we create Mosaic3D-5.6M, a dataset of more than 30K an-
notated scenes with 5.6M mask-text pairs - significantly
larger than existing datasets. Building on these data, we pro-
pose Mosaic3D, a 3D visiual foundation model (3D-VFM)
combining a 3D encoder trained with contrastive learning
and a lightweight mask decoder for open-vocabulary 3D
semantic and instance segmentation. Our approach achieves
state-of-the-art results on open-vocabulary 3D semantic and
instance segmentation benchmarks including ScanNet200,
Matterport3D, and ScanNet++, with ablation studies val-
idating the effectiveness of our large-scale training data.
https://nvlabs.github.io/Mosaic3D/
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1. Introduction

3D scene understanding is a fundamental problem in com-
puter vision that involves detecting and localizing objects
while comprehending complex spatial relationships in 3D
environments. This capability is essential for various ap-
plications, including robotics, AR/VR, human-computer in-
teractions, and autonomous vehicles. While traditional ap-
proaches rely on predefined object categories, the field is
evolving toward open-vocabulary 3D scene understanding,
where systems can recognize arbitrary concepts without be-
ing constrained to the predefined label sets. Despite humans’
innate ability to perform such tasks effortlessly, developing
comparable machine capabilities remains an open problem.

The key bottleneck in advancing open-vocabulary 3D
scene understanding is the scarcity of large-scale, high-
quality training data. This limitation is particularly striking
compared to 2D vision-language models [31, 34, 38, 51, 53–
56, 71, 73, 83, 96, 104], which have achieved remarkable
open-vocabulary capabilities through training on web-scale
image-text pair datasets [11, 16, 30, 71, 81]. Unfortunately,
creating datasets of comparable scale for 3D scenes remains
prohibitively expensive and time-consuming.

Training effective open-vocabulary 3D scene understand-
ing models requires datasets that satisfy three critical re-
quirements: (1) precise 3D region annotations that delineate
object boundaries, (2) rich textual captions that characterize



the visual and semantic attributes of each region, and (3)
substantial scale to encompass diverse domains and offer
rich visual-semantic variations. Creating such data manually,
however, becomes increasingly intractable as datasets grow.

To address these challenges, recent works [27, 48, 98]
leverage 2D visual foundation models (VFM) [1, 58, 69,
110] to automate data annotation. They generate 3D mask-
text pairs on multi-view RGB-D frames using 2D VFMs and
aggregate the generated captions in 3D space. However, they
fall short in meeting aforementioned requirements: they use
coarse bounding box detectors [27, 98]; only have simple
attribute labels [48]; and are limited in scale, containing only
a few thousand scenes, as shown in Fig. 4. Existing 3D-text
pair datasets for 3D vision-language models [44, 60, 94] also
face limitations in both the richness of textual captions and
the precision of 3D masks, primarily because they rely on
human-annotated object labels and 3D region annotations.

In this paper, we address these limitations by introduc-
ing an improved data generation pipeline to create high-
quality, large-scale 3D mask-text pairs. Our pipeline sat-
isfies all three criteria by leveraging state-of-the-art open-
vocabulary image segmentation models [50, 59, 75, 110]
for precise region segmentation and advanced region-aware
vision-language models [103] for generating comprehensive
textual captions at scale. By applying this pipeline to a di-
verse collection of 3D scene datasets [7, 14, 24, 99, 107],
we create Mosaic3D-5.6M, a large dataset containing over
30K scenes with 5.6M region captions – significantly exceed-
ing existing datasets [48, 98] in scale – while maintaining
high-quality region masks and detailed textual captions.

Building upon this new dataset, we analyze how improv-
ing the annotation quality and scaling up the data impact
open-vocabulary 3D scene segmentation. To enable this anal-
ysis, we develop a general framework for open-vocabulary
3D semantic and instance segmentation. We train our foun-
dational 3D encoder, Mosaic3D, which aligns a per-point
feature with a text embedding vector through contrastive
learning. Then, we train a lightweight mask decoder to pre-
dict object instances directly from language-aligned features,
enabling the first single-stage open-vocabulary 3D instance
segmentation without ground truth labels. Our approach
achieves state-of-the-art results on multiple semantic and in-
stance segmentation benchmarks. Extensive ablation studies
show that both the scale and the quality of our dataset are
crucial factors that contribute to the superior performance of
our approach.

2. Related Work
2D visual foundation models. In recent years, we have
witnessed the emergence of large pretrained models—so-
called foundation models that are trained on large-scale
datasets and serve as a foundation for many downstream
tasks. These models demonstrate remarkable versatility

across multiple modalities, including language [2, 5, 10,
19, 22, 28, 46, 47, 70, 88, 90, 91, 97], vision [13, 37, 50,
66, 67, 75, 77, 85, 86, 110], audio [8, 26, 79, 105]. Fur-
thermore, they enable multi-modal reasoning capabilities
that bridge across different modalities [6, 32, 45, 58, 71, 89].
Among these models, those that operate on visual modali-
ties are known as visual foundation models (VFM). VFMs
excel in various computer vision tasks such as image seg-
mentation [17, 18, 43, 50, 52, 75, 109, 110], object detec-
tion [12, 59], representation learning [13, 67], and open-
vocabulary understanding [20, 31, 41, 49, 51, 63, 71, 102,
106]. When integrated with large language models, they
enable sophisticated visual reasoning and natural language
interactions [6, 32, 35, 58, 89, 101, 103]. We use such vision
language models to construct open vocabulary segmentation
and captions for point clouds based on multiview images.

Open-vocabulary 3D segmentation. Building on the
success of 2D VFMs, recent work have extended open-
vocabulary capabilities to 3D scene understanding. Open-
Scene [68] first introduced zero-shot 3D semantic segmenta-
tion by distilling knowledge from language-aligned image
encoders [31, 51]. Subsequent methods [27, 48, 98] lever-
age multiview images to generate textual captions, which
then serve as training supervision. However, these meth-
ods face challenges in generating high-quality 3D mask-text
pairs at scale. For open-vocabulary 3D instance segmenta-
tion, existing methods [42, 65, 87] typically rely on closed-
vocabulary proposal networks such as Mask3D [82], which
inherently constrains their ability to detect novel object cat-
egories. Moreover, these methods leverage 2D VFMs like
CLIP [71] for region classification by projecting 3D regions
onto multiple 2D views. This approach requires both 2D
images and 3D point clouds during inference. Additionally,
it necessitates multiple inferences of large 2D models on
projected masks, resulting in high computational costs. We
address these limitations by developing the first single-stage
open-vocabulary 3D instance segmentation model that op-
erates directly in 3D without ground truth labels, using our
Mosaic3D-5.6M dataset and Segment3D [40] proposals.

3D vision-language datasets. Several datasets align 3D
scenes with textual annotations to facilitate language-driven
3D understanding. ScanRefer [15], ReferIt3D [3] and Em-
bodiedScan [94] provide fine-grained object-level localiza-
tion through detailed referential phrases, while ScanQA [4]
targets spatially grounded question-answering. In contrast,
SceneVerse [44] and MMScan [60] employ large-language
models or vision-language models to partially automate an-
notation. Despite leveraging advanced models, these datasets
depend significantly on costly human annotations derived
from closed-vocabulary sources, limiting their support for
open-vocabulary and scalability for large-scale 3D segmen-
tation tasks.



Figure 2. Dataset comparison. We compare datasets using three metrics: # Nouns (the total number of unique normalized nouns in captions;
higher is better), Coverage (the percentage of 3D points with associated captions per scene; higher is better), and Entropy (the entropy of GT
instance ID distribution within masks; lower means more homogeneity - hense better). (a) Mosaic3D-5.6M uses precise masks (Entropy:
60.7) with region-aware VLMs for detailed descriptions (# Nouns: 29.9K). (b) OV3D [48] produces simple attribute labels (# Nouns: 2.5K)
lacking comprehensive visual descriptions. (c) RegionPLC [98] uses coarse bounding boxes, yielding imprecise masks (Entropy: 81.0).

3. Mosaic3D-5.6M Data Engine
Generating 3D mask-text pair datasets can be costly and
require meticulous attention. Recent work [27, 48, 98] have
leveraged 2D visual foundation models (VFMs) to automate
data annotation to an extent – they use multi-view images
to generate captions or features on different types of region
proposals (e.g. bounding boxes, segmentations, or sliding
windows). However, existing approaches suffer from im-
precise boundary delineation due to their reliance on coarse
object detectors [27, 98], or provide only simple attribute
labels [48]. To overcome these limitations, we propose
a data generation pipeline that combines recent advances
in open-vocabulary segmentation and robust region-aware
vision-language models (VLMs), enabling both precise re-
gion boundaries and rich descriptions that capture object
attributes, spatial relationships, and scene context.

3.1. Proposed Pipeline

Our pipeline overcomes limitations through two key im-
provements: accurate segmentation and the region caption-
ing pipeline. Fig. 3 illustrates the overview of our pipeline.
Enhanced segmentation. We employ Grounded-SAM [76]
and SEEM [110] for more precise open-vocabulary im-
age segmentation. We incorporate both models because
Grounded-SAM excels at segmenting foreground objects
with precise boundaries, while SEEM complements this with
open-vocabulary panoptic segmentation that better handles
background stuff like wall and floor. Thus, our method out-
performs previous methods [27, 98] that rely on foreground
object detectors.

Given an RGB image I ! RH ! W ! 3, Grounded-SAM
first predicts open-set bounding boxes using Grounding-
DINO [59], then uses these boxes as input prompts for
SAM [50, 75] to generate segmentation masks. To fully au-

tomate the segmentation process, we employ RAM++ [41]
to detect object categories within the input image. These de-
tected categories serve as a text prompt for Grounding-DINO.
Through this, Grounded-SAM generates a set of segmenta-
tion masks { M k } K

k=1 where K is the number of detected
objects in the image. Each mask M k ! { 0, 1} H ! W repre-
sents a binary segmentation of an object. SEEM operates in
a similar way, except that it directly performs panoptic seg-
mentation without being required to use RAM++ to generate
tags or Grounding-DINO for object detection. For simplicity,
we denote the combined set of masks from both Grounded-
SAM and SEEM as { M k } K

k=1 , where K is the total number
of masks from both models.
Enhanced region captioning. For each segmentation mask,
we generate a detailed caption that describes the visual char-
acteristics and spatial context of the object. Unlike previous
methods that process an image as a whole using generic
image captioning models [1, 58, 69, 93], we leverage region-
aware Vision-Language Models (VLMs) [74, 101, 103] that
are specifically designed to understand and describe a re-
gion or a mask specified by a user as an additional. These
models can generate detailed descriptions by interpreting
various visual prompts, such as points, boxes, masks, and
scribbles, enabling more focused and contextual captions for
each segmented region.

Given an image I , a segmentation mask M k , and a user
prompt ! that asks for a detailed description of the masked
region, the region-aware VLM R(á) generates a textual re-
sponse c for each mask by ck = R(I ; M k , ! ), where ck is
a natural language description that captures the visual at-
tributes and spatial context of the k-th masked region. After
evaluating several available region-aware VLMs, we chose
Osprey [103] for our implementation.
2D pixel-3D point association. After obtaining segmenta-



Figure 3. Mosaic3D-5.6M data engine. Our data generation process consists of three key steps: (a) We predict object segments for each
RGB frame using state-of-the-art image segmentation models [50, 75, 110]. (b) We pass the images and predicted masks to a region-aware
Vision-Language Model [103] to generate descriptive captions for each region. (c) We project the 2D segmentation masks onto 3D points
using camera parameters to create (d) 3D mask-text pairs. This pipeline enables us to generate a large-scale dataset of 3D mask-text pairs.

tion masks and captions from multiple views, we associate
them with 3D points to create mask-text pairs in 3D space.
For each 3D point p in the point cloud P ! RN ! 3, we
project it onto each view using the camera parameters to
obtain its 2D pixel coordinates (u, v) and depth value d. We
check if the projected pixel falls within any segmentation
mask M k and if its depth matches the ground-truth depth
at that location within a small threshold " (inclusion test).
Specifically, for point cloud P , we compute 3D binary region
masks sk ! { 0, 1} N as:

sk =
!

1 if (M k )u,v = 1 and |d " D u,v |1 < "
0 otherwise , (1)

where D is the ground-truth depth image. Finally, we ob-
tain 3D mask-text pairs { (sk , ck )} K

k=1 that associate each
segmented region with its corresponding caption.

Our pipeline produces high-quality 3D mask-text pairs
that combine precise object boundaries with rich semantic de-
scriptions. As demonstrated in Fig. 2, compared to previous
methods, our approach achieves both more accurate segmen-
tation boundaries and more detailed contextual descriptions
that capture object attributes and spatial relationships.

3.2. Data Statistics

Given the limited availability of large-scale 3D scene
datasets, it is crucial to leverage multiple existing datasets
and apply a unified annotation process to create a comprehen-
sive training corpus. We curate a collection of widely-used
3D indoor scene datasets, including ScanNet [24], ARK-
itScenes [7], Matterport3D [14], ScanNet++ [99], and Struc-
tured3D [107], and apply our proposed pipeline to each.
These datasets provide diverse indoor scenes covering both
real and synthetic environments, with high-quality RGB-D
scans, accurate camera poses, and dense 3D reconstructions,
making them ideal for our automatic annotation process.

Through this data pipeline, we create Mosaic3D-5.6M,
the largest 3D mask-text paired dataset to date, encompass-
ing over 30K indoor scenes and approximately 1M RGB-D
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Figure 4. Statistics of 3D mask-text datasets. We show the total
number of scenes, tokens for generated captions. Our Mosaic3D-
5.6M significantly surpasses previous datasets in scale, combining
multiple datasets to create the largest 3D mask-text dataset to date.

frames, yielding 5.6M region captions comprising 30M total
text tokens. The complete data statistics can be found in
Fig. 4. Our dataset offers significant advantages over the
existing datasets in terms of:
• Scale: We generate over 5.6M mask-text pairs with 30M

text tokens across 30K scenes, significantly larger than
previous datasets in scene coverage and annotation density.

• Precision: Our use of Grounded-SAM [76] and
SEEM [110] ensures precise region boundaries, signif-
icantly improving over bounding box-based approaches.

• Richness: The region-aware VLM generates detailed con-
textual descriptions that capture both visual attributes and
spatial relationships, providing richer semantic informa-
tion than simple object labels.

4. Mosaic3D Model Training

We train the 3D open-vocabulary segmentation model based
on Mosaic3D-5.6M using two-stage training: per-point lan-
guage alignment (Sec. 4.1), and mask decoder training that
predicts instances from these aligned features (Sec. 4.2).



Figure 5. Mosaic3D model. Mosaic3D model is a SparseUNet [21] trained with our Mosaic3D-5.6M dataset to extract language-aligned
features from 3D point clouds. A mask decoder with positional encodings (P.E) is trained on top to enable instance segmentation.

4.1. Mosaic3D: Language-Aligned 3D Encoder

Architecture. We use U-shaped sparse convnets [21, 33] for
our backbone due to their efficiency and scalability. Given
a point cloud P = { pi } N

i =1 , pi ! R3, the network E3D(á)
outputs per-point features E3D(P) = { z3D

i } N
i =1 , z3D

i ! RD .
Training objective. To align the geometric embeddings with
language semantics, we employ a contrastive learning frame-
work [27, 98]. Given 3D mask-text pairs { (sk , ck )} K

k=1 , a
pre-trained text encoder Etext(á) computes text embeddings
ztext

k ! RD for each caption. The similarity scores between
point features and text embeddings are averaged using the
region masks to weigh all regions equally. The final training
objective is:

L point = "
1
K

K"

k=1

N"

i =1

(sk )i log
exp(z3D

i áztext
k /# )

# K
j =1 exp(z3D

i áztext
j )

(2)
where # is a learnable logit temperature.

4.2. Mosaic3D with Mask Decoder

On top of our language-aligned backbone, we add a
lightweight mask decoder to enable open-vocabulary 3D in-
stance segmentation, avoiding the need for separate instance
segmentation networks used in prior work [42, 65, 87, 100].
Architecture. We use Mask3D [82] as our mask decoder, a
transformer-based architecture adapted from 2D segmenta-
tion [17, 18]. Specifically, our decoder takes non-parametric
queries (i.e., positional encodings of points sampled from
the input point cloud) and language-aligned point features
from our backbone (Sec. 4.1) as input. The decoder outputs
mask embeddings aligned with language features, enabling
open-vocabulary segmentation of 3D scenes.
Training data. To enable open-vocabulary 3D instance seg-
mentation, we need training data that is not constrained to
predefined categories. While prior work [42, 65, 87] used

Algorithm 1 Caption Merging

Require: Our mask-text pairs data { (sk , ck )} K
k=1 , Seg-

ment3D [40] masks { s3D
l } L

l =1
Ensure: Matched mask-text pairs { (s3D

m , { cj "M m } )} M
m =1

1: for k # 1 to K do
2: l # = arg max l IoU(sk , s3D

l ) $ Find match
3: if M l ! is not initialized then
4: M l ! # $ $ Initialize empty set
5: end if
6: if IoU(sk , s3D

l ! ) > # then
7: M l ! # M l ! % {k} $ Add caption
8: end if
9: end for

10: return { (s3D
m , { cj "M m } )} M

m =1

closed-vocabulary labels, we leverage Segment3D [40]’s
class-agnostic masks predicted by SAM [50] and combine
them with our multi-view mask-caption data to create a rich
open-vocabulary training set. As detailed in Algorithm 1,
we merge our mask-caption data { (sk , ck )} K

k=1 with Seg-
ment3D [40] masks { s3D

l } L
l =1 based on IoU matching. This

yields a set of Segment3D masks { (s3D
m , { cj "M m } )} M

m =1 ,
each associated with multiple captions from our multi-view
data. During training, we randomly sample a fixed number
of captions for each mask from its associated caption set.
Training objective. Given a point cloud P and Segment3D
masks with associated captions { (s3D

m , { cj "M m } )} M
m =1 , we

compute Q numbers of mask embeddings Zmask ! RQ! D

and normalized text embeddings øztext
m ! RD :

Zmask = { zmask
q } = D({ z3D

i } ; Q), øztext
m = Etext(øcm ),

(3)
where D(á) is our mask decoder that takes point features and
sampled queries Q as input, and øcm concatenates all captions
associated with mask s3D

m . Following Segment3D [40], we



first train the mask decoder to predict binary instance masks
using three standard losses: objectness prediction loss L obj ,
Dice loss L dice [62], and binary cross entropy loss L bce.
Then, we use Hungarian matching to find the set of mask
predictions that minimizes error given ground-truth masks.
The losses are computed as:

o = Linear( Zmask ), S = %(Zmask áZ3D$ ), (4)

where o ! RQ! 2 and S ! RQ! N are objectness scores
and predicted binary masks. To enable open-vocabulary
segmentation, we introduce a mask caption loss L cap that
explicitly aligns mask embeddings with caption embeddings:

L cap = "
1

M

M"

m =1

log
exp(zmask

m áøztext
k /# )

# M
j =1 exp(zmask

m áøztext
j )

(5)

The total loss is L mask = &obj L obj + &dice L dice + &bceL bce+
&capL cap , where in practice we set &obj = 2 , &dice = 5 ,
&bce = 2 , and &cap = 1 . With this loss, our language-
aligned mask decoder enables direct open-vocabulary 3D
segmentation, avoiding the expensive multi-view CLIP in-
ference required by prior methods [42, 65, 87].

5. Experiments
In this section, we investigate how dataset size impacts model
performance (Sec. 5.2). Next, we benchmark Mosaic3D
against existing methods for open-vocabulary 3D scene seg-
mentation (Sec. 5.3). Finally, we analyze our system through
attention visualization, zero-shot experiments, and ablation
studies on the Mosaic3D-5.6M data engine (Sec. 5.4).

5.1. Setup

Implementation details. We adopt Sparse ConvNets [21,
33] as our 3D encoder, leveraging their efficiency in process-
ing sparse 3D data.Our baseline architecture uses Sparse-
UNet34C [21] with 43.7M trainable parameters. For text
encoder, we employ Recap-CLIP [55], which is pre-trained
on longer re-captioned datasets, enabling better processing
of the long captions in our dataset. For training, we use SGD
optimization [9] with an initial learning rate of 0.05 and a
weight decay of 1 & 10%4, coupled with the OneCycleLR
scheduler [84], with batch size 4. To enhance multi-data joint
training, we adopt recent technique of Point Prompt Train-
ing (PPT) [95]. All models are trained for 128 epochs on
eight A100 GPUs. For instance segmentation, we fine-tune
the pre-trained Mosaic3D model with an additional mask
decoder on Mosaic3D-5.6M with caption merging (Alg. 1).
Please refer to the appendix for more details.
Evaluation metrics. We evaluate performance using mean
Intersection over Union (mIoU) and mean Accuracy (mAcc),
which are standard metrics for open-vocabulary 3D semantic
segmentation. Following prior work [27, 48, 98], we report
f-mIoU and f-mAcc metrics that exclude background classes.

Figure 6. Model performance scales with training data. We
observe consistent improvements in open-vocabulary semantic seg-
mentation on ScanNet200 [78] as we increase the amount of train-
ing data. This shows the value of our large-scale data generation
pipeline in improving open-vocabulary 3D scene understanding.

5.2. Impact of Dataset Size

To understand how the size of the training data affects model
performance, we conduct experiments with varying amounts
of training data. Specifically, we gradually increase the train-
ing data by adding one dataset at a time in the following
order: ScanNet [24], ARKitScenes [7], ScanNet++ [99],
Matterport3D [14], and Structured3D [107]. For these exper-
iments, we fix the model architecture to SparseUNet34C [21].
All other hyperparameters remain fixed across the experi-
ments. As shown in Fig. 6, increasing the size of the dataset
generally improves the accuracy of open-vocabulary seman-
tic segmentation on the ScanNet200 benchmark [78]. The
most significant performance gains are observed when incor-
porating ARKitScenes and ScanNet++, which we attribute to
their high-quality, dense RGB-D frames captured from real
3D environments. From here on, we refer to our Mosaic3D
model as the model jointly trained on all datasets.

5.3. Benchmark Results

Open-vocabulary 3D semantic segmentation. We evalu-
ate on ScanNet20 validation set, ScanNet200 validation set,
Matterport3D test set, and ScanNet++ validation set, follow-
ing prior work [27, 48, 68, 98]. These datasets contain 20,
200, 160, and 100 semantic classes respectively, providing
diverse benchmarks for open-vocabulary 3D semantic seg-
mentation. Using only ScanNet training data, Mosaic3D
outperforms prior work in terms of f-mIoU (%) on all bench-
marks: surpassing OV3D [48] by 1.0p on ScanNet20 and
RegionPLC [98] by 4.9p, 2.4p, and 3.8p on ScanNet++, Mat-
terport3D, and ScanNet200 respectively. Training on our
full dataset Mosaic3D-5.6M further improves f-mIoU (%)
across all benchmarks, achieving 68.1 on ScanNet20, 18.0 on
ScanNet++, 13.1 on Matterport3D, and 15.7 on ScanNet200.
Notably, our approach achieves 7.1p higher f-mIoU than
SceneVerse [44] despite using fewer scenes, highlighting the
importance of caption quantity per scene.
Open-vocabulary 3D instance segmentation. As shown



Method Source Datasets ScanNet20 (20) ScanNet++ (100) Matterport3D (160) ScanNet200 (200)
f-mIoU f-mAcc f-mIoU f-mAcc f-mIoU f-mAcc f-mIoU f-mAcc

OpenScene-3D  [68] ScanNet [24] 57.5 72.4 8.8 14.7 5.7 10.7 6.4 12.2
PLA [27] ScanNet [24] 19.1 41.5 - - - - 1.8 3.1
RegionPLC [98] ScanNet [24] 59.6 77.5 - - - - 9.1 17.3
RegionPLC! [98] ScanNet [24] 55.6 76.3 11.3 20.1 6.2 13.3 9.2 16.4
OV3D [48] ScanNet [24] 64.0 76.3 - - - - 8.7 -
Mosaic3D ScanNet [24] 65.0 82.5 16.2 27.1 8.6 17.8 13.0 24.5

RegionPLC [98]
+ SceneVerse [44]

MS [61] + 3RS [92] + SN [24] + AR [7]
+ HM3D [72] + S3D [107] + PT [25] 61.0 79.7 - - - - - -

Mosaic3D SN [24] + AR [7] + SN2 [99] + M [14] + S3D [107] 68.1 84.4 18.0 29.0 13.1 27.7 15.7 28.3

Table 1. Annotation-free 3D semantic segmentation on ScanNet [24, 78], Matterport3D [14], and ScanNet++ [99]. We report f-mIoU
and f-mAcc excluding background classes (wall, floor, ceiling), following [27, 44, 68, 98]. † denotes official checkpoints and ! denotes our
reproductions. The numbers in parentheses indicate the total number of classes in each dataset. Dataset abbreviations SN, AR, SN2, M, S3D,
MS, 3RS, HM3D, and PT denote ScanNet [24], ARKitScenes [7], ScanNet++ [99], Matterport3D [14], Structured3D [107], MultiScan [61],
3RScan [92], Habitat-Matterport 3D [72], and ProcTHOR [25], respectively.

Method Inputs 3D Region Proposal Network mAP mAP50 mAP25 mAPhead mAPcom. mAPtail Latency

(a) Open3DIS [65] 3D + 2D Superpoints [29] + ISBNet [64] 23.7 29.4 32.8 27.8 21.2 21.8 33.5+ Grounded-SAM [76]
SAI3D [100] 3D + 2D Superpoints [29] + SAM [50] 12.7 18.8 24.1 12.1 10.4 16.2 75.2

(b)
OpenScene-2D [68] 3D + 2D Mask3D [82] 11.7 15.2 17.8 13.4 11.6 9.9 -
OpenScene-2D/3D [68] 3D + 2D Mask3D [82] 5.3 6.7 8.1 11.0 3.2 1.1 -
OpenMask3D [87] 3D + 2D Mask3D [82] 15.4 19.9 23.1 17.1 14.1 14.9 47.3

(c)

OpenScene-3D [68] 3D Mask3D [82] 4.8 6.2 7.2 10.6 2.6 0.7 1.1
RegionPLC [98] 3D Mask3D [82] 6.3 8.6 9.7 15.6 1.0 1.7 1.0
OpenIns3D [42] 3D Mask3D [82] 8.8 10.3 14.4 16.0 6.5 4.2 285.2
OpenIns3D  [42] 3D Mask3D [82] 3.3 5.0 5.6 7.0 1.4 1.2 50.0
Mosaic3D 3D Mask3D [82] 11.8 16.0 17.8 21.8 7.2 5.4 1.0

(d)

OpenScene-3D [68] 3D Segment3D [40] 0.6 1.0 1.6 1.4 0.4 0.0 2.0
RegionPLC [98] 3D Segment3D [40] 1.5 2.1 2.6 2.3 0.2 1.9 1.9
OpenIns3D  [42] 3D Segment3D [40] 1.7 2.7 3.7 3.2 0.8 1.0 64.8
Mosaic3D 3D Segment3D [40] 2.7 4.2 5.7 3.8 2.0 2.4 1.9
Mosaic3D w/ Decoder 3D ! 3.9 7.0 12.3 6.6 2.1 2.8 1.2

Table 2. Annotation-free 3D instance segmentation on ScanNet200 [78]. For a fair comparison, we categorize methods by input types
and region proposal network: (a) Methods using both 3D point cloud and 2D RGB-D images, with 3D+2D region proposals and 2D CLIP
inference. (b) Methods using both 3D+2D inputs, with region proposals from Mask3D [82] (closed-vocab) and 2D CLIP inference. (c)
Methods using only 3D input with Mask3D [82]. (d) Methods using only 3D input with open-vocabulary 3D region proposals. † denotes
results without test-time voting, following the official implementation. Latency reports runtime (seconds) per scene on ScanNet validation.

in Table 2, methods using both 2D and 3D inputs achieve
strong results by directly applying CLIP models, but are
impractical due to high latency (33-285 sec per scene) from
processing multiple view images. For fair comparison, we
evaluate our Mosaic3D trained only on ScanNet against prior
methods [42, 65, 68, 87, 98, 100] that also train and evalu-
ate on ScanNet. With Mask3D [82] as a closed-vocabulary
region proposal network, Mosaic3D outperforms the pre-
vious best method OpenIns3D [42] by 3.0p mAP. When
using truly open-vocabulary Segment3D [40] proposals, Mo-
saic3D maintains strong performance at 2.7 mAP despite
the more challenging setting. Finally, our lightweight mask
decoder trained with Mosaic3D-5.6M with caption merging
(Alg. 1) achieves 3.9 mAP while being the first single-stage
open-vocabulary 3D instance segmentation model that does
not require ground truth labels.

5.4. Analysis

Data engine components. Finally, we conduct an ablation
study on different component combinations of Mosaic3D
data engine to measure the contribution of each component.
To understand the impact of different components in our
data generation pipeline, we conduct ablation experiments
by systematically varying key components while keeping the
model architecture (SparseUNet16 [98]) and source dataset
(ScanNet only) fixed. As shown in Table 3, we evaluate the
following configurations:

• Mask Generation: We compare our Grounded-SAM [76]
+ SEEM [110] approach against using only Grounded-
SAM [76] or SEEM [110]. Results show that combining
both methods leads to better region proposals.

• Caption Generation: We compare LLaVA [58] for image-



Segmentation Captioning # frames (K) ScanNet20 [24] ScanNet200 [78]
mIoU mAcc f-mIoU f-mAcc mIoU mAcc f-mIoU f-mAcc

Detic [108] Kosmos-2 [69] 125 32.7 64.1 52.3 73.2 6.2 14.1 7.4 14.2
LLaVA-1.5 [57] + SEEM [110] LLaVA-1.5 [57] 25 30.1 61.9 45.9 68.1 4.6 13.0 5.7 13.0
RAM++ [41] + SEEM [110] LLaVA-1.5 [57] 25 41.3 67.1 57.0 74.6 6.8 13.2 7.4 13.2
RAM++ [41] + Grounded-SAM [50, 76] Ferret [101] 25 41.9 71.1 59.6 79.2 8.2 17.8 9.0 17.8
RAM++ [41] + Grounded-SAM [50, 76] Osprey [103] 25 46.2 72.0 63.7 80.7 8.4 18.2 9.2 18.2
RAM++ [41] + Grounded-SAM2 [75, 76] Osprey [103] 25 45.1 71.3 62.3 79.7 9.5 20.0 10.6 20.3
RAM++ [41] + Grounded-SAM2 [75, 76] Osprey [103] 125 46.1 73.0 65.0 81.6 10.2 21.2 11.5 21.3
RAM++ [41] + Grounded-SAM2 [75, 76] & SEEM [110] Osprey [103] 125 50.0 73.7 65.2 82.0 10.5 20.2 11.0 20.1

Table 3. Data pipeline comparison. We evaluate data generation pipelines for annotation-free 3D semantic segmentation on ScanNet20 [24]
and ScanNet200 [78]. All experiments use RegionPLC’s [98] architecture and training objective.

Figure 7. Attention visualization of Mosaic3D as a 3D foundational model. From left to right, the first two examples show results on
ScanNet [24], while the next two examples show results on ETH3D [80]. More examples are provided in the supplmentary material.

level captioning against Ferret [101] and Osprey [103] for
region-level captioning. Region-level approaches perform
better by providing detailed per-region descriptions, with
Osprey achieving the best results.

Our final pipeline combines Grounded-SAM2 [75, 76] with
SEEM [110] for mask generation and Osprey [103] for cap-
tioning, as this configuration yields optimal performance.
Attention visualization. In Fig. 7, we visualize the similar-
ity between dense point features obtained from Mosaic3D
and free-form text queries. As shown in the figure, despite
being trained only on indoor scenes, Mosaic3D effectively
localizes semantic regions described by text queries across
both indoor [24] and outdoor [80] datasets.
Zero-shot 3D semantic segmentation. While annotation-
free methods [48, 98] do not utilize GT annotations, their
generated captions often contain class names from the evalua-
tion set (e.g., "chair"), making them not truly "zero-shot." To
address this, we conduct a more rigorous zero-shot analysis
by anonymizing all class names in the training captions, re-
placing them with general terms like "object." To ensure fair
comparison, we kept all experimental settings (e.g., model
architecture, CLIP model, loss function) identical across
methods, varying only the training data. As shown in Ta-
ble 4, all models experience performance drops when trained
on anonymized data, but the model trained on Mosaic3D-
5.6M maintains the strongest performance (10.5 f-mIoU),
outperforming both annotation-free methods and approaches
that use ground truth annotations like LEO [39].

1A subset of Mosaic3D-5.6M using only ScanNet as source dataset

Dataset f-mIoU
!w/o Anon. w/ Anon.

RegionPLC [98] 8.5 3.8 ' 4.7
OV3D! [48] 9.2 4.3 ' 4.9
Mosaic3D-SN1 13.0 8.7 ' 4.3

LEO [39] 14.8 2.9 ' 11.9
SceneVerse [44] 13.6 4.7 ' 8.9
EmbodiedScan [94] 6.7 0.0 ' 6.7
MMScan [60] 11.7 8.5 ' 3.2
Mosaic3D-5.6M 15.7 10.5 ' 5.2

Table 4. Zero-shot semantic segmentation on ScanNet200 [78].
“Anon.” refers to class name anonymization, and ! indicates our
re-implementation of OV3D as the original data is not available.

6. Conclusion

In this work, we introduced a comprehensive approach for
open-vocabulary 3D scene understanding that addresses fun-
damental data and modeling challenges in the field. Our
key contribution is a novel dataset generation pipeline that
leverages state-of-the-art 2D visual foundation models to
create high-quality 3D mask-text pairs, enabling the cre-
ation of Mosaic3D-5.6M, the largest open-vocabulary 3D
scene dataset to date with 5.6M captions. Building on this
data, we developed a model that combines Mosaic3D, a
language-aligned 3D encoder, with a lightweight mask de-
coder, achieving state-of-the-art results on open-vocabulary
3D segmentation tasks. Our ablation studies demonstrate
the importance of dataset scale and annotation quality for
open-vocabulary 3D understanding, providing a foundation
for leveraging 2D vision models in 3D scene understanding.
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