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Figure 1. VideoGuide is a novel framework for improving temporal consistency while preserving imaging quality, enabling high-quality
video generation for diverse text prompts. By applying VideoGuide to underperforming base models, we can significantly improve temporal
consistency with no additional training or fine-tuning. Best viewed with Acrobat Reader. Click each image to play the video clip.

Abstract To address these issues we introduce VideoGuide, a novel
Jframework that enhances the temporal consistency of pre-
trained T2V models without the need for additional training
or fine-tuning. Instead, VideoGuide leverages any pretrained
video diffusion model (VDM) or itself as a guide during the
early stages of inference, improving temporal quality by in-
terpolating the guiding model’s denoised samples into the
sampling model’s denoising process. The proposed method

Text-to-image (T2I) diffusion models have revolutionized vi-
sual content creation, but extending these capabilities to text-
to-video (T2V) generation remains a challenge, particularly
in preserving temporal consistency. Existing methods that
aim to improve consistency often cause trade-offs such as
reduced imaging quality and impractical computational time.
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brings about significant improvement in temporal consis-
tency and image fidelity, providing a cost-effective and prac-
tical solution that synergizes the strengths of various video
diffusion models. Furthermore, we demonstrate prior distil-
lation, revealing that base models can achieve enhanced text
coherence by utilizing the superior data prior of the guiding
model through the proposed method. Project Page: https:
//dohunleel.github.io/videoguide.github.io/

1. Introduction

Text-to-image (T2I) diffusion models have made signifi-
cant advances in visual generation, enabling user interactive
image generation with enriched text descriptions. Now the
Al community is looking deeper into the potential of T2I
diffusion models, exploring their application to the higher di-
mensional field of video generation. Text-to-video (T2V) dif-
fusion models aim to extend the capabilities of their image-
based counterparts by generating coherent video sequences
from text descriptions, handling both spatial and temporal
dimensions simultaneously.

Text-to-video (T2V) diffusion models often face a chal-
lenging trade-off between temporal consistency and image
quality, where improvements in one frequently degrade the
other. This compromise results in diminished perceived
quality and negatively impacts downstream tasks, such as
T2V personalization. Although recent works [4, 35] have at-
tempted to address aspects of temporal quality, they often do
so at the expense of either visual fidelity or inference speed.
In this work, we address the clear need for a robust approach
that refines the temporal stability of pretrained T2V models
without sacrificing image quality. We propose a novel frame-
work that greatly improves the quality of generated samples
without requiring any training or fine-tuning.

Specifically, we introduce VideoGuide, a general frame-
work that uses any pretrained video diffusion model as a
guide during early steps of reverse diffusion sampling. The
choice of pretrained teacher VDM is flexible; it can be freely
selected from any existing VDMs, or even be the model itself.
In any case, the VDM that acts as the guide provides a consis-
tent video trajectory by proceeding in its own denoising for a
small number of steps. The teacher model’s denoised sample
is then interpolated with the original denoising process to
guide the sample towards a direction with better temporal
quality. Through interpolation, the student VDM is able
to follow the temporal consistency of the teacher VDM to
produce samples of enhanced quality. Such interpolation
only needs to be involved in the first few steps of inference,
but is strong enough to guide the entire denoising process
towards more desirable results.

VideoGuide is a versatile framework that allows any pre-
trained video diffusion model to be used for distillation in
a plug-and-play fashion. By integrating a high-performing

VDM as a video guide, our framework elevates underper-
forming VDM s to achieve state-of-the-art quality, which is
particularly useful when the student model possesses unique
traits unavailable for the teacher model. Additionally, we
find that interpolating the teacher model’s denoised sample
provides the student model with an enhanced noise prior,
guiding it to generate samples previously unattainable.

In particular, we show two representative cases of how
VideoGuide can be applied to combine the best of both
worlds: unique functions provided by the student model and
high temporal stability provided by the teacher model. In
AnimateDiff [13], a motion module is trained that can be in-
terleaved into any pretrained T2I model. The scheme works
for any personalized image diffusion model and grants easy
application of controllable and extensible modules [12, 38],
but not without consequences. Specifically, fixing the T2I
weights limits interaction between the temporal module and
generated spatial features, hence harming temporal consis-
tency. Applying VideoGuide with an open-source state-of-
the-art model without personalization capability [3] as the
teacher model, we can greatly enhance the temporal quality
of AnimateDiff. Thus, personalization and controllability
is provided by the student model, while temporal consis-
tency is refined by the teacher model. Likewise, LaVie [34]
is a multifaceted T2V model that offers various functions
including interpolation and super-resolution in a cascaded
generation framework, but shows substandard temporal con-
sistency. Using VideoGuide, we can upgrade its temporal
consistency with an external model while maintaining its
multiple functions.

The synergistic effects that our framework can bring are
not limited to these two cases but are, in fact, boundless. As
powerful video diffusion models emerge, existing models
will not become obsolete but actually improve through the
guidance our method provides. Moreover, as VideoGuide
can be applied solely during inference time, these benefits
can be enjoyed with no cost at all. Our contributions can be
summarized as follows:

1. We propose VideoGuide, a novel framework for enhanc-
ing temporal consistency and motion smoothness while
maintaining the imaging quality of the original VDM.

2. We show how any existing VDM can be incorporated into
our framework, enabling boosted performance of inad-
equate models along with newfound synergistic effects
among models.

3. We provide evidence of prior distillation, in which the
informative prior of teacher models can be utilized to
create samples of improved text coherency.

2. Related Works

The Diffusion Model. Diffusion probabilistic models [17]
have achieved great success as generative models. To address
the significant computational cost that arises from operat-
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Figure 2. Overall Pipeline. VideoGuide is a framework for enhancing temporal quality without additional training, leveraging the
capabilities of any pretrained VDM. Throughout the denoising process of the sampling VDM, the guiding VDM receives an intermediate

latent ¢ and provides a temporally consistent sample z¢

by proceeding in its own denoising for a small number of steps . The sample

Z¢ s then denoised and interpolated with the denoised z to produce a fused latent z}. Such interpolation only needs to take part in
the first few steps of inference, and effectively guides samples towards a direction of improved temporal consistency. To further ensure
model flexibility in refining high-frequency areas for better image quality, the latent Z{ is passed through a Low-Pass Filter (LPF). Overall,
VideoGuide is a straightforward addition to the original pipeline, yet it is powerful enough to significantly enhance temporal consistency

without compromising imaging quality or motion smoothness.

ing in pixel space, Latent Diffusion Models (LDMs) [29]
learn the diffusion process in latent space. LDMs utilize
an encoder-decoder framework where the encoder E and
the decoder D are trained together to reconstruct the input
data. This training aims to satisfy the relation X = D(zp) =
D(E (X)), where zg is the latent representation of the corre-
sponding clean pixel image X. Thus the forward diffusion
process in latent space is defined as follows:
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where ¢ is a pre-determined noise scheduling coefficient,
and N (0; I)) represents Gaussian noise sampled from a
standard normal distribution. The reverse diffusion process
is directed by a score-based neural network, denoted as the
diffusion model , which is trained using the denoising
score matching framework [17, 31]. The training objective
for this model is formulated as follows:
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Following the formulation of DDIM [30], the reverse
deterministic sampling from the posterior distribution
p(zt 1jZt; Zo) is given by:
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where the denoised sample at timestep t, denoted as Zgjt,
can be obtained using Tweedie’s formula [9].
Guidance as Optimization Problems. Applying guidance
for diffusion models during sampling time assists diffusion
models in exploring the latent space with fidelity to the de-
sired manifold, yielding samples that are tailored to specific
criteria. Specifically, guidance can be viewed as address-
ing the optimization problem min,zp “(2) for a given loss
function “(z), where M represents the clean data manifold.
A direct approach can be seen in the context of diffusion
model-based inverse problem solvers [5, 6, 8]. In particu-
lar, diffusion posterior sampling (DPS) [6] defines the loss
function as the manifold-constrained gradient (MCG) [5] of
a noisy sample z¢ 2 My. The loss function ¥7,°9*(z¢) =
Iz, “(Zojt) is then incorporated into Eq. (3) as follows:
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where  denotes step size. To reduce computational over-



head, Eq. (5) can be equivalently viewed as follows:
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This approach, known as decomposed diffusion sampling
(DDS) [8], avoids computing the score Jacobian, aligning
with methods from [27].

Depending on how the loss function “(z) is defined, it
is possible to address various tasks, such as solving inverse
problems [6] and generating text-conditioned images [7].

In this work, we are the first to address the video con-

sistency problem from the perspective of an optimization
problem, introducing a novel function designed to enhance
sample quality in the video domain. This function is inte-
grated into the reverse diffusion process, similar to Eq. (6),
to provide a simple yet effective guidance term.
Video Diffusion Model & Consistent Video Generation.
The Video Diffusion Model (VDM), originally proposed
in [18], operates the diffusion process in the video domain.
Similar to LDMs, many recent VDMs [2, 14, 36] are trained
in the latent space to reduce computational cost. In Latent
VDMs (LVDMs), a temporal layer is incorporated to facili-
tate frame interaction along the temporal axis during training.
By modifying z¢ to zE*N in Egs. (1)-(6), the diffusion model
can be extended to the video domain. For simplicity, we
will use the notation Z; to represent the latent for video
generation instead of z{N.

One of the main challenges in utilizing diffusion models
for video generation lies in maintaining temporal consistency.
In the video domain, PYoCo [10] introduces a carefully de-
signed progressive video noise prior to better leverage image
diffusion models for video generation. However, PYoCo pri-
marily focuses on the noise distribution during the training
stage and requires extensive fine-tuning on video datasets.
Recent studies [4, 11] aim to enhance video consistency by
leveraging techniques such as attention injection and pre-
trained text-to-image models, but either encounter image
degradation issues [4] or involve a lengthy pipeline to estab-
lish initial states [11]. Other approaches introduce improve-
ments in temporal consistency but are primarily focused on
long video generation, making them less suitable for the
basic 16-frame scenario [20, 28].

Freelnit [35] addresses the issue of video consistency by
iterative refinement of the initial noise. This method aims to
resolve the training-inference discrepancy in video diffusion
models by reinitializing noise with a spatio-temporal filter,
ensuring the refined noise better aligns with the training
distribution. While this approach enhances frame-to-frame
consistency, it has a significant drawback: repeated iteration
leads to the loss of fine details and imaging quality degrada-
tion. Additionally, the iterative nature of the method induces
high computational costs, prolonging the generation process.

3. VideoGuide

In this section, we present VideoGuide, a novel guiding
framework which improves the video consistency without
compromising significant computational costs in contrast to
prior works. Our framework is based on a teacher-guided
latent optimization objective, which when minimized during
the early stage of reverse sampling process, progressively
improves the temporal consistency of generated video. We
begin by outlining the overall optimization framework.

3.1. Video Consistency Guidance

An important contribution of this work is revealing that
video consistency can be enhanced by recasting guidance
as an optimization problem. We introduce a new objective
that regularizes the sampling path of the reverse diffusion
process to improve the quality of generated video samples:
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where conceptually represents a general teacher model
which can denoise the noisy video latents reasonably well.
That said, this regularizer represents an ideal condition that
high-quality video samples should satisfy: the ideal in-
distribution video samples should be well reconstructed from
random perturbations followed by denoising using teacher
video diffusion models.

Then, we can now integrate the optimization step of (7)
in the reverse sampling process as guidance in terms of
denoised video estimates Zgj. This brings a single DDIM
iteration step to be as follows:
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Observe that Eq. (7) can be reformulated by swapping
(z4; t) into an expression of z; and Zy;¢» and swapping
into an expression of z; and zg as follows:
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Plugging Eq. (9) into Eq. (8), the gradient term dissolves into
an interpolation scheme and the update rule is simplified:
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with =1 21 t tt Furthermore, Z;¢ Can be obtained with



the renoising process of Zg;¢ as below:
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Specifically, a key challenge in our approach is the lack of
a direct model for , which, ideally, would take the form
of a consistency model [32]. To address this, we approxi-
mate using an iterative reverse sampling method to predict
the endpoint of the probability flow ODE (PF-ODE). By
performing reverse sampling over multiple steps in the
original model , we generate samples that serve as a proxy
for the PF-ODE endpoint. Consequently, we can redefine
the terms as follows:

Zow  Zojit s "= zgp+ () zZop (12)
This approach offers a cost-effective solution for approxi-
mating in video diffusion models, eliminating the need to
train a separate consistency model.

To address the increased sampling time caused by inter-
polating multiple samples at each reverse step, we propose
applying a low-frequency filter during the early timesteps of
the diffusion process. Recent work [37] indicates that these
initial stages primarily establish low-frequency structures,
with high-frequency components contributing minimally to
image quality. By introducing a low-frequency filter early
in the diffusion trajectory, we can accelerate convergence
toward consistent samples without sacrificing quality.

Unlike previous methods [35], which apply the filter only
to the initial noise, our approach iteratively applies the filter
along the entire diffusion path, ensuring stability throughout
the trajectory. Additionally, by incorporating early stopping
and leveraging our filter’s ability to rapidly achieve sam-
ple consistency, we prevent the image degradation typically
observed with prolonged optimization [15, 22] of score dis-
tillation sampling (SDS) loss [27], which is similar to our
objective. Specifically, we define our updates using low-pass
(LPF ) and high-pass (HPF ) filters with a cutoff frequency

, streamlining the sampling process while maintaining high

quality.

Zy 1 =LPF (zy 1) + HPF1 ()
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where

3.2. Guidance with External VDMs

The assumption of in Sec. 3.1 holds for any teacher
model that provides a reliable estimate of the denoised sam-
ple. This brings us to realize that does not necessarily
have to be approximated by the same base model. It is pos-
sible to plug in any video diffusion model to approximate

and the denoising process would be guided to follow the
temporal consistency of the supplemented latent. Here, we

demonstrate the steps required for utilizing denoised sam-
ples Z(()jet) of an external guidance model G to enhance the
performance of the base sampling model S.

Renoising into the Guidance Domain. Different video dif-
fusion models are trained on varying noise schedules and dis-
tributions, and matching such discrepancies is a mandatory
process. When utilizing a guiding model with conflicting
factors, the intermediate latent z¢ of the sampling model
must be transformed to align with the noise schedule and dis-
tribution of the guiding model. The transformation process
can be defined as follows:
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where

where (S) denotes the components related to the base sam-
pling model and (G) denotes the components related to the

external guiding model. Specifically, z(()jst)
sample from Zt(s) at timestep t, and EG) is derived from the
noise schedule of the guiding diffusion model. The resulting

G
outcome Zt( )

is the denoised

can then be denoised with the guiding model

for a sufficient number of timesteps up to Z(()jGt) . Thus,

the PF-ODE endpoint originally approximated by
©G)
ojt

is now
represented as Z
model G.
Interpolation of Denoised Samples. Interpolating the de-
noised samples of the two models S and G can be expressed
as below:
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, the denoised output of the guiding
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Note that the only difference from Eq. (10) is the introduc-
tion of the Z(()ﬁ) term, where originally Z(()J-St)
used. LPF can then be used on Zt(s)l as in Eq. (13) for
replacing high-frequency components:

would be

28) = LPF (z88)) +HPF, ()
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In cases where external video diffusion models (VDMs)
are used as guidance, the low-frequency filter serves an
additional role in preserving domain fidelity. By control-
ling high-frequency components and introducing Gaussian
noise, it prevents unwanted domain drift toward the guidance
model while selectively distilling only its temporal stability.
This approach captures the temporal consistency of the guid-
ing diffusion model while preserving unique characteristics,
such as those in AnimateDiff, without compromising im-
age quality. Notably, these synergistic effects are achieved
without additional training or fine-tuning, enabling users to
flexibly employ preferred video diffusion models (VDMs)
in a plug-and-play manner.

(16)
where



3.3. Prior Distillation

Each video diffusion model spans its own specific data
distribution, causing sample generation to be restricted to the
data prior the model has been trained on. Thus, if the data
prior of a model is substandard, the generation results of the
model are also inherently substandard. This is especially no-
ticeable when using personalized text-to-image (T2I) models
such as Dreambooth or LoRA in AnimateDiff, in which sub-
standard results that do not align with the given text prompt
are frequently observed. Prior work [10] elaborates on the
importance of data prior for VDMs, but the proposed solu-
tion involves extensive fine-tuning, making it impractical for
simple use cases. On the other hand, VideoGuide comes
as a potential solution in such cases, where the interpola-
tion between two models exhibit a form of prior distillation.
Through the guidance of a generalized video diffusion model
(e.g. [3]) the base sampling model is able to refer to the de-
noised sample provided by the guidance model, and steer its
sampling process towards a relevant outcome. This allows
for the effective generation of diverse objects, even while
retaining the style of the original data domain. For the case
of AnimateDiff, the approach allows for broader customiza-
tion without the need for directly training the personalized
T2I model on a wider range of data. Extensive analysis
concerning this issue is provided in Sec. 5.2.

4. Experiments

Experimental Settings. In our experiments, we leverage
multiple open-source Text-to-Video (T2V) diffusion models
to explore the combined strengths of each. For the guid-
ing diffusion model, we choose Videocrafter2 [3] due to its
strong performance in temporal consistency, as measured by
the VBench [19] benchmark. For sampling, we employ Ani-
mateDiff [13] for flexible personalization of video content,
and Lavie [34] to enhance video quality and increase frame
count through super-resolution and interpolation techniques.
This integration combines the temporal consistency of the
guiding model with the advantages of the sampling model.
All experiments were conducted using DDIM with 50 steps
for sampling. For our experiments with AnimateDiff, we
set the number of interpolation steps I =5, = 0:5, and

= 10, and used the Butterworth filter with a normalized
frequency of 0:25 and a filter order of N = 4. Additional ex-
perimental details are provided in Supplementary Material.
Evaluation Metrics. To validate the improvement in video
consistency with our proposed method, we evaluate five key
metrics: subject consistency, background consistency, imag-
ing quality, motion smoothness, and dynamic degree. For
subject consistency evaluation, DINO [1] feature similarity
between frames is measured to assess consistency of the
subject’s appearance throughout the video. Background con-
sistency is evaluated using CLIP feature similarity between

frames to evaluate overall scene consistency. Imaging quality
is also a key metric in that maintaining original image quality
is essential for generation and enabling customization. Thus
we evaluate image quality using the multi-scale image qual-
ity transformer (MUSIQ) [21], which measures frame-wise
low-level distortion such as noise, blur, and over-exposure.
To ensure smooth motion, we employ a video interpolation
model [24] to assess consistency of motion across video
frames. To compare the magnitude of the motion in the
videos, we utilize RAFT [33] to estimate optical flow, and
calculate the mean of top 5% largest magnitude of the flows.

4.1. Comparison Results

Qualitative results for various prompts and base models
are shown in Fig. 3. Samples from the base model show
impairment in temporal consistency, such as fluctuation in
color or abrupt change in subject appearance. Freelnit [35]
moderately solves the problem of temporal consistency but
at the cost of considerable degradation in imaging qual-
ity, such as smoothing out of textural details. In contrast,
the proposed VideoGuide significantly enhances temporal
consistency without loss of imaging quality. Furthermore,
VideoGuide solves sudden frame shifts frequently observed
in LaVie by providing smooth frame transitions. Additional
qualitative results are included in Supplementary Material.

Quantitative comparison shows that our approach consis-
tently outperforms the baseline model, achieving substantial
improvements in both subject and background consistency.
When using AnimateDiff [13] as the baseline, our method
delivers the best results across all key metrics, except for
dynamic degree, due to an inherent trade-off. Our method
greatly enhances temporal consistency with a comparatively
small reduction in dynamic degree, ensuring stable tempo-
ral coherence without compromising image quality. For
LaVie [34], our method achieves higher temporal consis-
tency and an increased dynamic degree compared to previ-
ous methods, highlighting its ability to enhance temporal
stability with minimal impact on dynamic motion.

Incorporating an external model [3] for guidance en-
hances performance by achieving higher temporal consis-
tency without compromising dynamic motion, compared to
self-guided cases in both AnimateDiff and LaVie. This result
indicates that using a higher-performing external model for
guidance can lead to superior video quality. Additionally, our
method successfully addresses challenges such as sudden
visual shifts, as discussed in Supplementary Material.

Regarding computational efficiency, iterative initial noise
refinement in prior work [35] requires performing DDIM
sampling over multiple iterations, resulting in high com-
putational cost. In contrast, our method only introduces a
small number of additional sampling steps. This difference
leads to a significant reduction in inference time, yielding a

1:8 2:4 improvement in generation speed for Animate-



Subject Background Imaging Motion Dynamic

Meth
ethod Consistency (*") Consistency (*") Quality (") Smoothness (**) Degree (")
AnimateDiff [13] 0:9183 0:9437 0:6647 0:9547 26:67
+ Freelnit [35] 0:9487 0:9604 0:6173 0:9705 19:28
+ Ours (with AnimateDiff) 0:9520 0:9600 0:6566 0:9731 15:25
+ Ours (with VideoCrafter2) 0:9614 0:9664 0:6671 0:9772 16:78
LaVie [34] 0:9534 0:9599 0:6750 0:9658 14:69
+ Freelnit [35] 0:9625 0:9643 0:6533 0:9757 10:69
+ Ours (with Lavie) 0:9629 0:9652 0:6780 0:9725 12:39
+ Ours (with VideoCrafter2) 0:9635 0:9643 0:6796 0:9723 12:63
VideoCrafter2 [3] 0:9697 0:9663 0:6925 0:9763 7:91

Table 1. Quantitative comparison of video generation. Bold: best, underline: second best.

Figure 3. Qualitative Comparison. VideoGuide is applied on various base models for different text prompts. For each prompt, frames
of generated samples from four different models are displayed: (i) Base model (first row); (ii) Base model with Freelnit (second row);
(iii) Base model with VideoGuide (self-guided case) (third row); (iv) Base model with VideoGuide (external model-guided case)
(fourth row). AD, VC, LV indicate guidance models of AnimateDiff, VideoCrafter-2.0, LaVie, respectively. Samples for the base model
show substandard temporal consistency, especially regarding color fluctuation and subject appearance change. Applying Freelnit improves
consistency but introduces degradation in imaging quality, such as smoothing out of textural details. In contrast, applying VideoGuide
significantly enhances temporal consistency while preserving imaging quality, both for the self-guided and the external model-guided case.



Method AnimateDiff LaVie Method GPU Usage (GB)

Baseline 11:38 6:86 AnimateDiff 8:35
Freelnit 51:98 30:18 VideoCrafter2 13:53
Ours (self-guided) 21:68 10:01 Ours (self-guided) 8:35
Ours (VC-guided) 29:73 14:07 Ours (VC-guided) 15:71

Table 2. Inference time required Table 3. GPU memory usage
for video generation (S). Bold: (GB).
best, underline: second best.

Interpolation Scale
sc BC SC BC SC BC
=09 0:9518  0:9599 1=1 09524 0:9618 1 0:9444  0:9558

Interpolation Step Number | Guidance Step Number

0:8 0:9546  0:9609 2 0:9489  0:9588 3 0:9531  0:9611
0:7 0:9576  0:9628 3 0:9546  0:9612 5 0:9582  0:9641
0:6 0:9605  0:9649 4 0:9602  0:9645 7 0:9611  0:9658
0:5  0:9614 0:9664 5  0:9614  0:9664 10 0:9614 0:9664

Table 4. Ablation study regarding interpolation scale , number of
interpolation steps |, number of guidance sampling steps . Subject
consistency (SC) and background consistency (BC) is compared
for various parameters. Bold: best, underline: second best.

Diffanda 2:1 3:0 improvement for Lavie as shown
in Tab. 2. Furthermore, our method shows minimal increase
in total GPU memory usage, as the two models (i.e., guiding
VDM and sampling VDM) run alternatively (Tab. 3).

Our approach achieves these advancements without sac-
rificing image quality, highlighting its importance for both
personalization-focused applications and high-quality video
generation. Overall, VideoGuide proves to be essential for
optimizing temporal coherence and enhancing overall quality
across various model frameworks.

5. Analysis
5.1. Ablation Study

Parameter Selection. An analysis is performed to assess
how varying parameters of the guiding diffusion model im-
pacts temporal consistency. Specifically, we examine the
effects of three factors: interpolation scale , number of
interpolation steps I, number of guidance sampling steps

Our ablation studies prove that all three parameters are
closely related to temporal consistency. Decrease in inter-
polation scale leads to improved subject and background
consistency. Note that the minimum value of  is constrained
to 0:5 to mitigate the risk of distribution shift. Increasing the
number of interpolation steps | also leads to improvement
in temporal consistency, which proves that our interpola-
tion scheme is indeed effective. Furthermore, increasing
the number of guidance sampling steps enhances con-
sistency, indicating that blending intermediate latents with
better-denoised versions enhances overall consistency as ex-
pected. Such ablation study highlights the trade-off between
consistency improvement and computational efficiency, of-
fering insight into optimal parameter settings for the guiding
diffusion model.

Figure 4. Prior Distillation Results. VideoGuide solves degraded
performance regarding text coherency by enabling the utilization
of a superior data prior. Example results for certain ambiguous
prompts are displayed. For each prompt, the same random seed is
shared for both methods. AnimateDiff directs generation of ‘beetle’
and ‘jaguar’ towards car samples due to a substandard data prior.
Using VideoGuide, users can distill a superior prior for correct
generation.

5.2. Prior Distillation

Degraded performance due to a substandard data prior
is an issue only solvable through extra training. However
VideoGuide provides a workaround to this matter by en-
abling the utilization of a superior data prior. Fig. 4 demon-
strates example cases. For all instances, generated samples
are guided towards a result of better text coherence while
maintaining the style of the original data domain. Additional
examples of prior distillation are provided in Supplementary
Material.

6. Conclusion

In this work, we introduced VideoGuide, a novel and
versatile framework that enhances the temporal quality of
pretrained text-to-video (T2V) diffusion models without the
need for additional training or fine-tuning. Our approach pro-
vides temporally consistent samples to intermediate latents
during the early stages of the denoising process, guiding the
low frequency components of latents towards a direction of
high temporal consistency. The samples provided are not
confined to the base model; any superior pretrained VDM
can be selected for distillation. By doing so, we empower
underperforming models with improved motion smoothness
and temporal consistency while maintaining their unique
traits and strengths, including personalization and control-
lability. We demonstrate the effectiveness of VideoGuide
on various base models, and prove its ability to enhance
temporal consistency without sacrifice of imaging quality or
motion smoothness compared to prior methods. The poten-
tial of VideoGuide extends far beyond the cases discussed,
as VideoGuide ensures that even existing models can remain
relevant and competitive by leveraging the strengths of supe-
rior models. As video diffusion models continue to evolve,
new and emerging VDMs will only enhance the pertinence
of VideoGuide over time, broadening the scope of VDMs
utilizable as a video guide.
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