DiffCAM: Data-Driven Saliency Maps by Capturing Feature Differences

Xingjian Li, Qiming Zhao, Neelesh Bisht, Mostofa Ra d Uddin, Jin Yu Kim, Bryan Zhang, Mir Xu
Carnegie Mellon University
5000 Forbes Avenue Pittsburgh, PA 15213, United States

Abstract map is a visualization that highlights the critical parts of an
image that signi cantly in uence a model’s prediction.
In recent years, the interpretability of Deep Neural Net-  |n deep convolutional neural networks (CNNs), the ac-

works (DNNs) has garnered signi cant attention, partic- tivation map of each convolutional channel in deep lay-
ularly due to their widespread deployment in critical do- ers naturally provides such information of spatial attention.
mains like healthcare, nance, and autonomous systems.Thjs nature motivates popular solutions, such as Class Ac-
To address the challenge of understanding how DNNs makeijvation Map (CAM) [60], GradCAM [41] and ScoreCAM
decisions, Explainable Al (XAl) methods, such as saliency[55], which calculate a saliency map by a weighted aggre-
maps, have been developed to provide insights into the in-gation of those feature channels. To estimate the feature
ner workings of these models. This paper introduces Diff- importance, GradCAM calculates the gradient of the predic-
CAM, a novel XAl method deSigned to overcome limitations tion (typ|ca||y the probab|||ty of a target C|ass) with respect
in existing Class Activation Map (CAM)-based techniques, to the input features. This gradient essentially measures the
which often rely on decision boundary gradients to estimate sensitivity of the prediction to variances in the input im-
feature importance. DiffCAM differentiates itself by con- age or deep features, revealing the fastest direction in the
sidering the actual data distribution of the reference class, feature space to change the model's decision. CAM and
identifying feature importance based on how a target exam- ScoreCAM adopt the similar idea to estimate the feature
ple differs from reference examples. This approach capturesimportance while avoiding gradient calculation.
the most.discriminat.ivg features Withoqt reri_ng on decisipn Despite the widely application of those CAM-based ap-
boundaries or prediction results, malgng D.'ffCAM appll- proaches, there still exists an essential limitation of them in
cable to a broader range _Of model§, including foundation estimating the feature importance. Here we illustrate our
models. _Through extensive exp_er_l_ments,_we demonstrat ore idea by a simpli ed binary classi cation model pre-
the. supenorlperformance gnd exibility O.f DiffCAM in pro- dicting their language test result (Pass or Fail) according to
viding r_neanlngful explanations across diverse datasets andtheir historical reading and writing scores. Intuitively, writ-
scenarios. ing is learned as a more dominant feature for the prediction
as itis usually harder than reading. This results in a decision
. boundary which lean to separate low and high write scores.
1. Introduction When explaining a speci ¢ prediction, existing CAM-based

Deep Neural Networks (DNNs) [20, 43, 52] are often re- approaches consider the direction orthogonal to the decision

ferred to as black-box models due to the dif culty in un- boundary as the feature importance vector, i.e., indicating

derstanding how they extract features and make decisions?he writing score is a more important feature for the pre-

This lack of interpretability raises signi cant concerns in d|ct|or1. However, .th'§ IS counter-mtumve.m case that th?
critical areas such as healthcare, nance, and autonomousexm"’l”ﬁ'ed data point is not a representative one among its

systems. To address this challenge, Explainable Al (XAl) clasg. For exam_ple, when explaining why the st.udens .
methods are designed to make the decision-making pro-,predICted as Fa"’. QAM—ba;ed approaches assign a higher
cesses of Al systems more transparent and understandabf"Portance on writing to which the nal prediction is more

to humans [2, 27]. It allows users and stakeholders to gainsensmve. ;—k:}welgler, the ertlngdsr(]:prﬁnflhs as high afs tr?eF i
insight into how Al models arrive at speci ¢ outcomes [48]. average of the Pass group and higher than most of the Fal

; . students. Therefore, reading is a better feature to explain
Among the XAl approaches, saliency map is a common

. . - . the failure ofxy, i.e., if X;’s reading is as good as the Pass
technique used to explain deep vision models. A saliency : .
group,x; will be predicted as Pass.

*Corresponding Author Another relevant technique, counterfactual explanation
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Reading Given a trained model to be explained, DiffCAM cap-
pass tures information about how is the target example differ-
° ent from the actual data points from the reference group,
° instead of considering how to quickly pass the decision
* boundary.
x \ ¢ DicAM(ours) DiffCAM is a more exible and general framework. By
x [® using all the different classes as the reference group,
% . DiffCAM functions similar to existing CAM-based ap-
x x \|o ¢ , proaches. By using one whole class as the reference
Caunterfactual Explanation . . .
x ° group, DiffCAM provides counterfactual explanations.
Fail x Beyond those, DiffCAM can also explain how a target ex-
GradCAM . . .
ample differs from a speci ¢ set of other examples, which
may even belong to the same class with the target one.
DiffCAM generates saliency maps without relying on the
prediction results. This makes DiffCAM applicable to
Figure 1. Motivation of DiffCAM. Existing CAM-based ap- general feature extractors such as foundation models from

proaches resort to reach the decision boundary (e.g., GradCAM Self-supervised pre-training.

and ScoreCAM) or the nearest virtual example (e.g., counterfac-  In the experiment section, we demonstrate the effects of
tual explanations) in the fastest direction, ignoring the actual data Diff CAM with several datasets covering general computer
distribution for most representative examples. DiffCAM instead vision and medical imaging datasets.

looks for the optimal direction that best represents the difference

from a speci ed reference group. From this perspective, Diff CAM 2. Related Work

attributes Fail of; mainly to its low Reading score, while tradi-

tional CAM-based approaches prefer Writing as the main reason. 2 1. Explainable Al

Decision Boundary

Writing

Explainable Arti cial Intelligence (XAl) focuses on mak-

[16, 45], aims to nd the closest virtual example on the data ing complex machine learning models more interpretable,
manifold that requires minimal changes to the input exam- addressing the black-box nature of many advanced Al
ple to reach this virtual example. While it focuses more on Systems [26, 30]. The primary goal is to provide human-
the most discriminative feature from a data perspective, it understandable explanations of a model's decisions, which
still fails in capturing the difference between the target ex- is ctitical forimproving trust, accountability, and ethical Al
ample and the majority of a reference class (the Pass classyisage [21], especially in high-stakes elds like healthcare
As illustrated in Figure 1 , the considered counterpart ex- [24, 49, 50].
ample is usually a virtual point near the decision boundary XAl techniques are broadly categorized into intrinsic
instead of a representitative point among the real populationmethods, which involve building models that are inherently
of the reference class. interpretable [37], and post-hoc methods, which generate
The above analyses motivate us to design a novel CAM-explanations for pre-existing models without great changes
based XAl approach by considering the actual data distri- 1 their structures [44, 59]. Post-hoc techniques are widely
bution of the reference class rather than the decision bound4sed for deep learning models, which are often too complex
ary. More speci cally, given a group of reference examples, for intrinsic interpretability [4].
we aim to nd the optimal direction (representing the fea- A key challenge in XAl is balancing the trade-off be-
ture importance vector) that optimally distinguish the tar- tween a model's accuracy and its interpretability. In
get example from the reference group. This direction is deep learning, where models are often highly effective but
the one on which the projections of reference examples arePPaque, post-hoc methods, such as feature attribution and
most distant to the target point, while maximumly preserve counterfactual reasoning, have become powerful tools for
their inherent common features. By this way, the feature Making predictions understandable [28].
importance vector represents only the most discriminative
ingredients in the feature space. The exact solution is in-
troduced in the Method section. We name our method Dif- Attribution-based methods play a crucial role in explaining
fCAM as it explains model outputs by capturing essential behaviors by neural networks in tasks such as image clas-
feature differences. DiffCAM maintains the explanation sication [5, 22]. These methods identify which parts of
format of saliency map and can be applied to more scenar-an input image are most in uential in a model’s decision-
ios. The main difference between DiffCAM and existing making process [1, 33]. In the context of visual explana-
CAM-based explanations can be summarized as follows. tions, saliency mapping is often used in image classi cation

2.2. Attribution Explanations
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tasks to illustrate in uential regions without modifying the lights the unique features of the target class compared to

underlying model [10, 19]. However, these methods may other classes. The counterfactual explanation consists of

struggle with ne-grained tasks where subtle distinctions the distinction heatmap for the target class A and another

require more detailed and nuanced explanations [4]. distinction heatmap for the counterfactual class B, which
GradCAM [41] is widely used for generating visual ex- shares common features with A.

planations in neural networks by highlighting important re-

gions contributing to a model’s decision. Methods like 3. Method

GradCAM++ [9], ScoreCAM [55], Ablation-CAM [12],

XGrad-CAM [14], EigenCAM [29], LayerCAM [17], and

SmoothGradCAM++ [32] further re ne this approach, of- The proposed DiffCAM approach follows the general

fering more discriminative or interpretable saliency maps. framework of Class Activation Map (CAM) [60]. We con-

Additionally, some saliency mapping techniques that differ sider deep convolutional neural networks. For simpli ca-

from CAM-based methods such as Gradient*Input [42] and tion, we assume the deep model to be explained is com-

Integrated Gradient [46], are designed to highlight critical posed of a deep feature extractor and a fully connected

regions contributing to the model’s decision by calculation layer, which is a common architecture for modern DNNSs.

on input images rather than using deep features. Let's de ne x as a target example to be explained, and
We also note different attribution methods such as LIME d as the number of feature channels of the last convolu-

and SHAP, and Layer-wise Relevance Propagation (LRP)tional layer. By passing forward, we getA(x)(k 2

which are popular for enhancing Al explainability. LIME [1;2;:::; d]) as thek-th activation map. The goal of CAM-

[35] provides locally faithful explanations by perturbing in- based approaches is to generate a saliencyMgp) ex-

puts , SHAP [39] is motivated by the game theory, and LRP plaining the prediction towards clagswith x as input.

[8] calculates relevance scores via attribution propagation.Speci cally, a feature importance vectar® 2 RY is used

These methods are also important but not the main focus ofto aggregate all the activation maps as

our paper.

3.1. General Framework

2.3. Counterfactual Explanation Mc(x) = WiAk(x): )
k=1

In the original CAM method [60]w are directly taken

m the weights of the fully connected layer. Speci cally,

One limitation of Attribution Explanation lies in its inability
to identify attributes that distinguish a speci ¢ class from fro

other classes, i.e. fa|l|pg tp address .Why not a class . for classc, the weightwy is thek-th component of the fully
Counterfactual Explanation introduced in [47, 53], was de- connected layer's weight&/ . for that class. Many follow-

Sigﬂed to _pr_ovide in_sights into _machine learning mode_ls, ingwork[9, 12, 14,17, 29, 41, 55] adopt this general frame-
aiding decision-making in domains such as law and policy work and differ in their ways of calculating¢. Here we

throug_h coqnterfactual reasoning. Invisual tasks, CE can besummarize two main categories from existing approaches,
operationalized as for class A to be correct, class B would

) . . .~ which focus on the gradient and individual contribution of
require modi cations to these speci ¢ parts. These modi -

. b hieved th h ad ol ks 113 ach feature channel respectively.
cations can be achieved through adversarial attacks [13, 51k agcam: wg are computed based on the gradients of the
or GAN-based methods [15, 25, 31, 38, 40].

class scorg®(x) with respect to the activation mapy (x).

Our work is more relevant to the saliency map based gpeci cally, we is the global average of the gradients across
counterfactual explanation work. GALORE [56] intro- all spatial locations in the feature map as

duced a generative explanation framework that unies
attribution-based, deliberative, and counterfactual explana- c_ 1 X @y 5
tions into a combined attribution map aligned with clas- Wi = zZ @l (x) @
si er predictions and con dence scores. Similarly, [34] Y K

measured the changes required to traverse from the learne
manifold to the contrastive manifold and integrated this ap-
proach into Grad-CAM to generate heatmaps. Content-
Aware Counterfactual Explanation (CCE) [57] proposed

a content-aware counterfactual perturbation algorithm thatthe k-th feature channel, it rst creates the corresponding

generates positive-negative saliency-based explanations. masked inpuky = Ax(x) X, and then calculate the fea-
Our approach differs from GALORE and CEE by not .o importance vector as '
performing counterfactual comparisons at the saliency map

fhhereA Y (x) is the activation at spatial locatid(j ) of
the feature map and is a normalization term.
ScoreCAM: wi are measured by the increase in thth
class score when the feature map(x) is activated. For

level. Instead, we distinguish attributes of similar classes at c_ pYlx) .
the feature level, localizing a distinction heatmap that high- wic = YOk ®3)
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Figure 2. Overview of the Diff CAM framework and applications. Given a targetimage and a set of reference examples, Diff CAM computes
deep feature embeddings, identi es the direction that captures differences between the target and references, and generates a saliency map
highlighting key distinguishing features. DiffCAM can provide exible explanations according to the selection of reference examples.

3.2. DIffCAM Implementation whereS = (z ™)(z ™7 represents discrimination
Intuitively, DiIffCAM regards the explanation problem as betvl/egnnthe ;nia;rges\ ex?ir)nplei\ E#nd the refere_nce group, and
: . Sy = (2 )(2 )" represents internal vari-

looking for the feature components that best distinguish the _ " | . .
. ation among the reference examples. By differentiating and
target example (to be explained) and a group of reference_ . ) .
. . setting to zero, we nd the optimal that maximizes) (w)

examples. Suppose the example we aim to explain Ac- as
cording to the explanation type we are interested in, a set of 1 .
n exampleg 2V g, is determined as the reference group. wo = argvTaxJ(w) =S (z 7 (6)
Note that the class labels 6R(Vg.; can be exible, i.e., _ o . . . _
they may have the same, different or no labels. We generatéDetailed derivation is put in Section A in APp?ndIX- For
the deep embeddirg2 R® by performing average pooling ~ Supervised trained moc_ie_ls, the inverse m@ux_ can b_e
along the spatial dimension on the whole feature m#p), pre-calculated over training examples to avoid high infer-
and getf 2() g, for the reference examples. ence complexity. We further adopt the Tikhonov regulariza-

The feature importance vector is de ned as the op- tion to ensure Stability in Calculating the inverse matrix. A
timal direction in the feature space that represents theSmall regularization terml is added ontc, when calcu-
most discriminative features relative to the reference data.lating the inverse. The solved is nally used to generate
Speci cally, the projections of2()g", onw are expected the saliency map by calculating the weighted aggregation of
to have the largest distance withwhile maintain as much  the feature channels as
commonality as possible.

To solve the optimalv, we apply fundamental math- M DICAM (3 =
ematical tools in linear algebra and convex optimization.

Fasmally, denoting the mean reference position ‘by=

2 1, 200, the distance between the target example and A exibility of Dif CAM lies in the selection of the refer-

th? re;‘erence group along can be de ned akw'z ence group. In most cases, we use all the remaining classes
w' ke The varignee amTon(% the r$ferezznce examples pro-as reference when answering the Why is question. For
jected onw is &+, kw2 w' ke The measure  |grge-scale datasets with diverse classes (e.g., ImageNet),

Wi Ak (X): @)
k=1

can be written as we empirically recommend to select a subset of similar
kwTz  wT AK2 classes (with k-Nearest-Neighbor search) as the reference
J(w)= P (4) group to obtain more discriminative features. To answer

- .
o kwT20) wT k2 . ) -
=1 the Why not question or analyze internal variations, the

T . . .
W Sw, (5) corresponding target class will be speci ed as the reference
wTS,w group. An illustrative overview is presented in Figure 2.
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Qriginal Image

GradCAM for 3 SmoothGradCAM++ for 3 ScoreCAM for 3 DIffCAM for 3 DiffCAM (3 against 5) DiffCAM (3 against 2) DIffCAM (3 against 8)

Qriginal Image ScoreCAM for 7 DiffCAM (7 against 1) DIffCAM (7 against 2) DIffCAM (7 against 9)

QOriginal Image SmoothGradCAM++ for 9 ScoreCAM for 9 DIffCAM for 9 DIffCAM (9 against 7) DiffCAM (9 against 8)

Figure 3. Given MNIST images 3, 7, 9 as input, the 2nd-5th columns show saliency maps generated by XAl methods. The last three

columns present counterfactual saliency maps which highlight differences between the target digit and selected counterfactual classes.

4. Experiments key differences, e.qg., the bottom part makes the image of 9
not a digit 0. More qualitative results for discriminant visual

We evaluate DiffCAM through extensive qualitative and ,iantion are put in Section B in Appendix.

gquantitative experiments in Section 4.1 and 4.2, respec-
tively. Then we present results with SSL models in Section 9 |
4.3 and sanity check in Section 4.4. Finally, Section 4.5 4.1.2 Intra-class Variance

presents a case study on abnormality localization in medi-\while intra-class variance has rarely been discussed in ex-
cal imaging to highlight DiffCAM's practical applications.  jsting XAl research, it is valuable in practice for model de-
bugging and data engineering. Our work lIs this gap and
offers potential in this important task.

This section provides qualitative evaluation results for the  In Figure 4, the top row shows dif cult examples of the
three task types introduced in the Method part. We examinedigit 0 along with their incorrect predicted labels (mostly
DiffCAM’s ability to highlight discriminative features for ~ classi ed as 6), illustrating how subtle variations in shape
both the Why is and Why not questions, and its poten- and structure within the same class can lead to misclassi -
tial in revealing internal pattern variance as well. We use the cation. The bottom row presents the corresponding saliency
MNIST [23] dataset due to its simplicity and clear patterns, Mmaps generated by DiffCAM, using the training set of digit

which make it a good t for the demonstration purpose. 0 as the reference group, and highlights the patterns in each
image that deviated the most from the majority. The results

demonstrate that features like abnormal breaks in the loops
4.1.1 Discriminant Visual Attention and additional curves or dots were identi ed as in uential
differences that distinguish these hard cases from typical in-
stances of digit 0. We can reasonably suspect these anoma-
lies as the main factors contributing to incorrect predictions.
Q practice, such analyses can guide further data processing
efforts to deploy a more robust model.

4.1. Qualitative Evaluation

The second to fth columns in Figure 3 demonstrate the
effects of general explanation results which answers the
Why is question. For Diff CAM, we use all examples from
other classes as the reference group. Compared against th
baseline methods, DiffCAM tends to highlight more com-
prehensive object patterns instead of only a small region of e mesomess o

the most discriminative patterns. This observation backups
our motivation that Diff CAM aims to capture the features ‘ ) : '
which truly re ect the feature difference for real data distri-

bution although some the direction may not be the fastest to
reach decision boundaries. The results also align better with
human perception of distinctive digit features. By assign-
ing another similar digit as the reference group, DiffCAM
is able to obtain discriminative features similar to counter-
factual explanations. As shown in the last three columns gig e 4. visualization of intra-Class Variance with DI CAM on
of Figure 3, the highlighted regions accurately represent theynisT digits.

Intra-class ce Intra-class Vari

Intra-class Vari

Intra-class Vari
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Arch Metric Explanation Methods .
' GradCAM | ScoreCAM | LayerCAM | XGradCAM | DiffCAM
ResNet-50 loU 0.528 0.511 0.535 0.447 0.534
AUPRC 0.727 0.709 0.738 0.634 0.741
Inception-va loU 0.524 0.564 0.583 0.524 0.583
AUPRC 0.726 0.771 0.792 0.726 0.794

Table 1. Evaluation of object localization on ImageNet.
GradCAM ScoreCAM DiffCAM

diaper (P=0.977)

ROAD on ResNet50 ROAD on Inception_v3

* —— SmoothGradCAM++
ScoreCAM

— LayerCAM

—— XGradCAM

—— DffcAM

—— SmoothGradCAM++
ScoreCAM

— LayerCAM

—— XGradCAM

—— DIffcAM

ScoreCAM DiffCAM ROAD input

g
\ 25

espresso (P=0.000) GradCAM

Figure 5. lllustration of the faithfulness and object localization test Figure 6. ROAD evaluation on the ImageNet dataset.
on ImageNet validation images. The left most column are original
images with red rectangles as the object locations. The right mos
are masked images by ROAD according to the DiffCAM results.

Prediction Probability Decrease
Prediction Probability Decrease

50 50
Top Pixels Replaced (%) Top Pixels Replaced (%)

- (a) ResNet-50 (b) Inception-v3

|

t S . .
from the validation set of ImageNet. As shown in Figure
6, DiffCAM shows competitive level of faithfulness among
various state-of-the-art baseline methods.

4.2. Quantitative Evaluation

In this section, we report our quantitative experimental re- 4.2.2 Object Localization
sults. Following common practice, we measure faithful-

ness and localization performance on ImageNet to asses
the quality of saliency maps. To improve computational ef-
ciency, we pre-calculate the mean feature for each class
and build a search index with Faiss-gpu [18]. During infer-

ence, we retrieve the top 100 most similar mean features a
the reference group for each target image. Figure 5 present
showcases for the two experiments. We also quantitatively
evaluate DiffCAM on counterfactual explanation tasks us-

ing the ResNet-50 model pre-trained on the ne-grained

dataset CUB-200-2011 [54].

esides faithfulness, we are also interested in whether an

Al method provides interpretable information for humans.
This is usually assessed through the task of object localiza-
tion. Following the ScoreCAM paper, we consider images
é/vith a single bounding box for the target class and restrict
ghe object to occupy less than half of the entire image. We
randomly select 500 images from the ImageNet validation
set that satisfy these conditions.

Regarding the evaluation metric, we do not adopt the pre-
vious energy-based pointing method [55], as it tends to fa-
vor explanation results that overly concentrate pixel scores
, onto a small number of pixels. This approach is susceptible
4.2.1 Faithfulness to arti cial manipulation of sharpening the score distribu-

In XAl research, faithfulness refers to the extent to which tion. Therefore, we employ conventional metrics Intersec-

an explanation method accurately re ects the true reason-tion over Union (loU) and Area Under the Precision-Recall

ing process of a machine learning model. Speci cally, de- Curve (AUPRC) to assess the accuracy with which the gen-

noting | as the input image, we assess the faithfulness of a€rated saliency maps align with the object bounding boxes.

saliency mapVl by masking a set of pixel§ | to the Results in Tablg 1 show that D|ffCAM achieves the best

input and observing the change in the model’s prediction asOverall localization accuracy along with LayerCAM. More
f(S)=f(I) f(InS), whereSisdetermined by selecting wsua_lllzathn results _for localization evaluation are put in

the positions with top values M. Based on this principal, ~S€ction C in Appendix.

we adopt Remove and Debias (ROAD) [36], which replaces

thg removed pixgls vyith the mean pixel values from their 4 5 3 counterfactual Explanation

neighbors. Considering the settings wig®%; 50% 75%]

top important pixels replaced, we plot ROAD curves to Most Existing methods of counterfactual explanation resort

show the average prediction probability decrease for eachto create an arti cial example that yields a different predic-

case. Experiments are conducted on 1000 random exampleson regarding the counterfactual class. These modi cations
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Metric Random Counterfactual . Similar Counterfactual _
Goyal | CounteRGAN| GALORE | DiffCAM | Goyal | CounteRGAN| GALORE | DiffCAM
R 0.03 0.06 0.09 0.15 0.12 0.17 0.16 0.17
P 0.77 0.74 0.81 0.83 0.57 0.56 0.60 0.61
PloU | 0.18 0.20 0.16 0.18 0.15 0.14 0.15 0.20

Table 2. Comparison of counterfactual explanation methods for Beginner and Advanced Users.

Figure 7. Diff CAM results answering why is and why not with SSL models Moco-v3 (column 2,3) and DINO (column 4,5).

can be achieved through adversarial attacks and image syneounterfactual classes. Figure 9c and 9d show that for simi-
thesis. However, the perturbed or synthesized features ofterar counterfactual classes, DiffCAM achieves a signi cantly
do not reside within the natural image space, limiting their higher F1 score compared to GALORE. For randomly se-
applicability in expert domains. DiffCAM belongs to the lected counterfactual classes, DiffCAM reaches a slightly
direction of saliency map based counterfactual explanationhigher F1 score at a faster rate and sustains this advantage
that highlights which areas of the input would need modi - across the range of thresholds shown. We provide additional
cation to change the prediction. experimental results in Section D.2 in Appendix.

For performance evaluation, we mostly adopt the state-
of-the-art saliency map based counterfactual method GA-4.3. Applicability on SSL and ViT Models
LORE [56], using CUB-200-2011 with part annotations as
the benchmark. Then the counterfactual ground truth is
represented bE® = f(pi; & ; l:a)giN:1 , Where parts are de-
noted ap, anda andbrefer to the target and counterfactual
classes, respectively. GALORE [56] uses Precision (P), Re-

call (R) and Part Intersection over Union (PloU) as evalua- and DINO with the ViT backbone. Results in Fig. 7 show

tion metrics. We qddltlonally employ F1-Score to provide a SSL models can extract reasonable features, while DINO
more representative measure of model performance across

different thresholds. We also follow GALORE [56] to con- offers richer and more ne—gralngd semantics. DIffCAM
. - faithfully re ects these capacity differences.

sider both a random class and similar class as the counter-

factual reference. More details for the evaluation metrics :

are introduced in Section D.1 in Appendix. 4.4. Sanity Check
As shown in the Table 2, DiffCAM outperforms other Sanity check is another method to examine whether an ex-

state-of-the-art counterfactual explanation methods acrosplanation method is really tied to the model [3] to further

nearly all metrics. While CounteRGAN achieves a slightly con rm its faithfulness. Speci cally, we check whether

higher average PloU on randomly selected counterfactualthe explanation results change when randomizing weights

classes, DiffCAM excels overall. The F1 results in Figure from a trained model. DiffCAM passes sanity check with

9a and 9b (see Appendix) show that Diff CAM demonstrates common experimental settings. Detailed results are demon-

better robustness than GALORE in the selection of different strated in Section E in Appendix.

DiffCAM can be directly applied to SSL models as it
doesn’t rely on class-speci ¢ predictions. By reshaping
patch tokens and incorporating the class token, DiffCAM
can also be adapted to ViT models. To verify the results, we
apply Diff CAM on MoCo-v3 with the ResNet-50 backbone



Saliency Methods (AUPRC)

Model Dataset DiffCAM | GradCAM | ScoreCAM | LayerCAM | XGradCAM | IG GBP
InceptionV3a RSNA 0.492 0.467 0.328 0.366 0.466 0.317 | 0.174
P SIIM 0.093 0.076 0.072 0.071 0.076 0.063| 0.072

Table 3. Evaluation of Saliency Methods on InceptionNetV3 using AUPRC Metric

vanced methods which work well on general computer vi-
sion, whereas DiffCAM improves it with a remarkable mar-
gin. The SIIM task is more challenging and all methods
deliver relatively low AUPRC scores. DiffCAM is still sig-
ni cantly superior to all the baseline methods.

Two typical showcases from the RSNA datasets are pre-
sented in Figure 8, where the ground truth pneumonia ar-
eas are annotated as yellow boxes. The results demonstrate
that Diff CAM captures more complete abnormality regions
than baseline methods. This observation again coincides

Figure 8. Abnormality localization evaluation on the RSNA Pneu- With our motivation that gradient-based approaches can't

monia Detection Challenge dataset [6]. From left to right: original accurately capture the real feature difference between ex-

images, DiffCAM, GradCAM, and ScoreCAM results. ample groups (here we are interested in differences between
healthy people and patients). We provide more random vi-

_ o sualization examples in Section F.2 in Appendix.
4.5. Case Study: Abnormality Localization for

Medical Imaging 5. Limitations

In this case study, we demonstrate the potential of Diff CAM
in medical imaging applications. Speci cally, we con-

sider abnormality localization in chest X-ray images [7], us-
ing the RSNA Pneumonia Detection Challenge dataset [6]
and SIIM-ACR Pneumothorax Segmentation dataset [58]
as benchmarks. The former contains bounding boxes in-
dicating potential areas of pneumonia for positive cases,
and the latter provides associated masks for pneumothora% Conclusion
images. For each dataset, we train an Inception-v3 model™"

[11, 47] for image-level binary classi cation and evaluate Thjs paper presents DiffCAM, a novel approach for gen-
XAl methods regarding abnormality localization. More de- erating saliency maps by emphasizing the differences be-
tails of the task background, dataset information and modelyyeen target examples and reference data distributions.
training strategies are put in Section F.1 in Appendix. It addresses the limitations of traditional CAM-based ap-
We qualitatively compare the saliency maps produced proaches by providing more comprehensive and intuitive
by seven state-of-the-art methods, covering both gradient-explanations that better align with human understanding.
based and activation-based baselines including Grad-gxtensive experiments across various datasets demonstrate
CAM, ScoreCAM, LayerCAM), Axiom-based GradCAM  DiffCAM’s robustness and superior performance. As in-
(XGradCAM), Integrated Gradients (IG) [46], and Guided terpretability becomes increasingly critical in deep learn-
Backpropagation (GBP). For localization performance, we jng applications, especially high-stake tasks such as medi-

adopt the area under the precision-recall curve (AUPRC) ca| imaging, our work offers both an effective XAl tool and
as it better handles imbalanced data, common in medicala valuable new perspective for further research.

images with small ground truth masks. Unlike ROC-AUC,

AUPRC emphasizes the accuracy of positive pixels, making 7. Acknowledgement

it especially suitable for identifying subtle abnormalities in

medical imaging. We thank Shun Jin, Damian Chng and Gunika Goyal for
Results are presented in Table 3. On the RSNA datasetheir contributions to our initial idea exploration. This

with bounding boxes as ground truth , DiffCAM achieves work was supported in part by US NSF grant DBI-2238093.

the highest AUPRC (0.492). GradCAM is shown very M.R.U. was supported in part by a fellowship from CMU

robust on medical applications, outperforming most ad- CMLH.

Diff CAM assumes that a linear classi er is attached to the
nal deep feature layer, from which the optimal feature im-

portance vector is derived. While many modern DNN archi-
tectures (e.g., ResNet, Inception, MobileNet, Vision Trans-
former) adhere to this design, extending DiffCAM to handle
more general scenarios remains a topic for future work.
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