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Abstract

Document image segmentation is crucial for document
analysis and recognition but remains challenging due to
the diversity of document formats and segmentation tasks.
Existing methods often address these tasks separately, re-
sulting in limited generalization and resource wastage.
This paper introduces DocSAM, a transformer-based uni-
fied framework designed for various document image seg-
mentation tasks, such as document layout analysis, multi-
granularity text segmentation, and table structure recogni-
tion, by modelling these tasks as a combination of instance
and semantic segmentation. Specifically, DocSAM employs
Sentence-BERT to map category names from each dataset
into semantic queries that match the dimensionality of in-
stance queries. These two sets of queries interact through
an attention mechanism and are cross-attended with im-
age features to predict instance and semantic segmentation
masks. Instance categories are predicted by computing the
dot product between instance and semantic queries, fol-
lowed by softmax normalization of scores. Consequently,
DocSAM can be jointly trained on heterogeneous datasets,
enhancing robustness and generalization while reducing
computational and storage resources. Comprehensive eval-
uations show that DocSAM surpasses existing methods in
accuracy, efficiency, and adaptability, highlighting its po-
tential for advancing document image understanding and
segmentation across various applications. Codes are avail-
able at https://github.com/xhli-git/DocSAM.

1. Introduction

Document image segmentation (DIS) is a fundamental task
in the field of document analysis and recognition (DAR)
[42], serving as a cornerstone for downstream applications
such as text recognition, information extraction (IE), and
document visual question answering (DocVQA). Despite

its importance, DIS faces significant challenges due to the
wide diversity of document types, page layouts, content an-
notations, and structural complexities, see Fig. 1. Existing
approaches often address specific aspects of DIS separately,
such as layout analysis, text detection, and table structure
recognition, leading to specialized and fragmented solu-
tions tailored to particular applications. This fragmentation
not only impedes the performance of individual tasks but
also results in redundant computational and storage over-
heads, making them inefficient for large-scale deployment.

To address the aforementioned challenges, this paper in-
troduces DocSAM (Document Segment Anything Model),
a transformer-based unified framework designed to simul-
taneously handle various document image segmentation
tasks, thereby eliminating the need for separate models and
enhancing overall efficiency. As illustrated in Fig. 2, Doc-
SAM comprises four primary modules: the Vision Back-
bone, the Deformable Encoder, Sentence-BERT [64], and
the Hybrid Query Decoder (HQD). Given a document im-
age and desired instance or semantic class names in natural
text format, DocSAM first extracts multi-scale image fea-
tures using the Vision Backbone. These features are then
refined by the Deformable Encoder, which includes sev-
eral deformable attention layers [108]. Class names are
fed into Sentence-BERT and mapped to semantic queries.
Subsequently, both semantic queries and learnable instance
queries pass together through the HQD, where they interact
to jointly perform semantic and instance segmentation.

Inside each HQD layer (see Fig. 2), semantic and in-
stance queries are concatenated and passed through a multi-
head self-attention layer followed by a feed-forward layer
for information exchange. These queries are then separately
cross-attended with multi-scale image features in a coarse-
to-fine manner using two multi-scale decoders, each with
L = 4 layers. They further interact via another multi-head
self-attention and feed-forward layer. The resulting seman-
tic and instance queries, along with fused multi-scale image
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Figure 1. Examples of various segmentation tasks on heterogeneous document datasets.

features, are forwarded to the Mask Predictor, Class Pre-
dictor, and BBox Predictor for semantic mask segmenta-
tion, instance mask segmentation, category classification,
and bounding box regression, respectively. We stack K
HQD layers for more refined predictions.

This design ensures that DocSAM can effectively man-
age the heterogeneity of document types, annotation for-
mats, and segmentation tasks while maintaining high ef-
ficiency and accuracy. Extensive experiments and evalu-
ations on various datasets demonstrate that DocSAM sur-
passes existing methods in accuracy, efficiency, and adapt-
ability. Our results highlight DocSAM’s potential as a
powerful tool for advancing document image segmentation
and understanding, with applications spanning from mod-
ern and historical document layout analysis to table struc-
ture decomposition, handwritten and scene text detection,
and beyond. Our contributions are summarized as follows:

• We introduce DocSAM, a unified solution for diverse
document image segmentation tasks such as layout anal-
ysis, multi-grained text segmentation, and table structure
decomposition, reducing the need for specialized models
and enhancing overall efficiency;

• By training on various tasks and datasets, DocSAM im-
proves robustness and generalization, making it highly ef-
fective in handling varied document types and structures;

• Compared to specialized models, DocSAM significantly
reduces computational and storage requirements, making
it more practical for large-scale deployment;

• Extensive experiments on various datasets show that Doc-
SAM outperforms current methods in terms of accuracy,
efficiency, and adaptability.

2. Related Works

2.1. DIS Tasks and Datasets

Depending on specific application scenarios, DIS involves
various sub-tasks including Document Layout Analysis
(DLA), Multi-Granularity Text Detection (MGTD), and Ta-
ble Structure Recognition (TSR). DLA aims at identifying
and categorizing page regions including text blocks, figures
and tables [9, 16, 36, 60, 106]. This foundational step pro-
vides a structured overview of the document’s layout, en-
abling more precise processing in subsequent tasks. MGTD
focuses on detecting and segmenting text at various granu-
larities, from paragraphs down to individual lines and words
[11, 43, 53, 93, 95]. MGTD is a prerequisite for accurate
Optical Character Recognition (OCR) tasks. TSR specifi-
cally aims to extract the structural of tables, including rows,
columns and cells [17, 35, 38, 72, 107]. By decomposing
tables into substructures, TSR facilitates the extraction and
analysis of tabular information from documents.

Along with these tasks, plenty of datasets have been ac-
cumulated after decades of research, see Tab. 1. These
datasets exhibit great diversity and heterogeneity in data
sources, document types, annotation formats, writing lan-
guages, category sets and many other aspects. For exam-
ple, PubLayNet [106] contains born-digital English PDF
documents with region-level annotations; SCUT-CAB [8]
and MTHv2 [53] contains scanned historical Chinese doc-
uments with region, line and char-level annotations; SCUT-
HCCDoc [95] contains handwritten documents with line-
level annotations; CTW1500 [43] and Total-Text [11] con-
tain natural scene images with texts of arbitrary shapes.
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Task Dataset

Document
Layout Analy-
sis

BaDLAD [71], CDLA [3], D4LA [13], DocBank [36],
DocLayNet [60], ICDAR2017-POD [16], IIIT-AR-13K
[55], M6Doc [9], PubLayNet [106], RanLayNet [2]

Ancient and
Handwritten
Document
Segmentation

CASIA-AHCDB [85], CHDAC-2022 [31],
ICDAR2019-HDRC [68], SCUT-CAB [8], MTHv2
[53], HJDataset [69], CASIA-HWDB [41],
SCUT-HCCDoc [95]

Table Structure
Recognition

FinTabNet [104], ICDAR2013 [18], ICDAR2017-POD
[16, 38], ICDAR2019-cTDaR [17, 38], NTable [109],
PubTables-1M [72], PubTabNet [107], STDW [19],
TableBank [35], TNCR [1], WTW [47]

Scene Text De-
tection

CASIA-10k [22], COCO-Text [76], CTW1500 [43],
CTW-Public [92], HUST-TR400 [87], ICDAR2015
[28], ICDAR2017-RCTW [70], ICDAR2017-MLT
[56], ICDAR2019-ArT [12], ICDAR2019-LSVT [74],
ICDAR2019-MLT [57], ICDAR2019-ReCTS [100],
ICDAR2023-HierText [49], ICDAR2023-ReST [91],
ICPR2018-MTWI [21], MSRA-TD500 [86], ShopSign
[94], Total-Text [11], USTB-SV1K [90]

Table 1. Datasets involved in DocSAM.

2.2. Deep Learning for DIS

Existing deep learning based DIS methods basically focus
on specific sub-tasks and datasets. Generally speaking, they
usually transform various DIS tasks into general object de-
tection or image segmentation problems and make some
modifications to general object detection [20, 62, 63, 65]
and image segmentation methods [5, 46, 66] to make them
more suitable for the tasks and datasets at hand. Some other
works treat documents as hierarchical graph structures and
adopt graph models like GNN [82] and CRF [32] for the
task of layout analysis [37, 52], table structure recognition
[10, 38], and text detection [48, 101]. Though more flexible,
these methods usually suffer from complicated pre/post-
processing steps and are more susceptible to intermediate
errors. There are also some multi-modal based methods that
combine visual and textual features like LayoutLMv3 [27],
DiT [34], and VGT [13]. These methods improve the per-
formance and generalization by pre-training on large-scale
unsupervised documents to align text and visual features,
but are often slower due to the complexity of architectures.

With the prosperity of large language models (LLMs)
[102], many large document models are proposed such as
UDOP [75], UniDoc [15], DocPedia [14], DocLLM [80],
TextMonkey [44], mPLUG-DocOwl [23, 88], etc. Though
promising results can be achieved for the DocVQA task,
lacking fine-grained intermediate outputs like text locations
and page layouts still greatly limits the interpretability and
generalization of these models. As compensation, recently
some LLM-free unified models are proposed for low-level
document processing tasks such as UPOCR [59], DocRes
[98], OmniParser [78] and DAT [79]. These works unify
several similar or related tasks into unified models through
multi-task learning, but at the cost of significant increment

of model complexity and calculating overhead, prohibiting
them from generalizing to to more tasks and datasets.

2.3. Transformer-based Detection&Segmentation
Following the pioneer work of DETR [4], many
Transformer-based objection methods have been proposed
in recent years, including Deformable DETR [108], DN-
DETR [33], DINO [96], Sparse R-CNN [73], etc. These
methods share the same idea with DETR that rely on learn-
able queries and bipartite matching for object decoding,
but make different modifications to improve the accuracy
and convergence speed, such as bringing in deformable at-
tention and denoising training, or assigning specific spatial
meanings to the queries.

Besides object detection, Transformer also shows great
potential in image segmentation [6, 7, 24, 25, 30, 83, 97,
103]. Among them the most related works to this paper
are SAM [30] and Mask2former [7]. Inspired by SAM
[30] which uses natural language prompts to guide image
segmentation, in this paper we propose to embed the class
names of each dataset into semantic queries and transform
various document segmentation tasks into a combination of
instance segmentation and semantic segmentation. The se-
mantic queries not only serve as prompts guiding the model
in identifying specific types of regions, but also function as
class prototypes that instance queries depend on for classi-
fication. Since DIS relies on high resolution image features,
we build our DocSAM from Mask2former [7] which adopt
Swin-Transformer [45] and deformable attention [108] as
the vision encoder. Though the vision encoder of DocSAM
is inherited from Mask2former, the decoder is drastically
redesigned to be up to the task of general document image
segmentation effectively.

3. DocSAM

3.1. Preliminaries
Before introducing the proposed DocSAM, we first explore
the key attributes of an ideal all-in-one DIS model and why
current methods fall short of this goal. We assert that an ex-
emplary all-in-one DIS model should possess the following
attributes: it should have the versatility to convert diverse
DIS tasks into a unified framework; it should be adapt-
able to training on heterogeneous datasets, accommodat-
ing diverse annotations without restrictions; and it should
maintain the capacity for continual and incremental learn-
ing. Current methods are typically designed for specific
DIS tasks and datasets, and most models become static after
training, unable to efficiently incorporate new data, limiting
their versatility and adaptability. Specifically, existing DIS
methods rely on fully connected (FC) and Softmax layers to
predict region classes, with FC’s parameters predefined for
specific tasks and datasets, making generalization difficult.
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Figure 2. Network structure of the proposed DocSAM. DocSAM unify various document image segmentation tasks into one single model
through instance and semantic query decomposition and interaction. Skip connections and norm layers are omitted for simplicity.

To overcome the above limitations and achieve the afore-
mentioned criteria, the proposed DocSAM makes two sig-
nificant improvements compared to existing methods. First,
it transforms various DIS tasks into a unified paradigm of
mask-based instance segmentation and semantic segmenta-
tion. Second, it embeds class names into semantic queries,
which not only serve as prompts to guide the model in iden-
tifying specific types of regions to segment but also function
as class prototypes that instance queries depend on for clas-
sification. The rest of this chapter presents the details of our
proposed DocSAM.

3.2. Vision Encoder
Different DIS tasks may focus on contents of different
scales, from large objects like paragraphs and figures span-
ning entire pages to tiny objects like chars and words cov-
ering only a few hundreds of pixels. Therefore, high-
resolution multi-scale image features are an essential re-
quirement for a unified DIS model. The vision encoder
of DocSAM is adapted from Mask2Former [7], which in-
cludes a Swin-Transformer [45] as the vision backbone and
deformable attention [108] for feature refinement. Addi-
tionally, we use another FPN [40] to fuse multi-scale image
features XI = [X l

I ∈ RHlWl×C , l ∈ {1, 2, 3, 4}] into a
single mask feature XM ∈ RHW×C , which is used for sub-
sequent semantic segmentation and instance segmentation.
Here, X l

I is image feature of level l, Hl and Wl are the spa-
tial resolution of level l, C is number of feature channels.

3.3. Query Embedding
The instance queries QI ∈ RN×C of DocSAM is standard
learnable queries, while the semantic queries QS ∈ RM×C

are embedded from class names using the Sentence-BERT

[64]. Here N is a predefined instance query number that re-
mains the same across all tasks and datasets, while M is the
semantic query number that may change depending on the
class number of each dataset, and C is feature dimension.
QI and QS go together through the following Hybrid Query
Decoder for feature decoding and cooperate with each other
for semantic segmentation and instance segmentation.

3.4. Hybrid Query Decoder
Inside each HQD layer, see Fig. 2, we first concatenate QS

and QI along the length dimension and send them into a
multi-head self-attention layer (MHSA) followed by a feed
forward layer (FFN). This step facilitates information ex-
change between QS and QI , allowing them to attend to
each other for query fusion. Next, they are separately cross-
attended with the multi-scale image features XI in a coarse-
to-fine manner by two Multi-Scale Decoders (MSD) each
containing L layers. Here, L = 4 stands for the number
of feature scales. Each MSD layer consists of two MHSA
layers, one multi-head cross-attention layer (MHCA) and
one FFN layer. Following Mask2Former [7], we also use
masked attention in MHCA, where the attention masks are
derived from the predicted instance and semantic masks in
the previous HQD layer. After that, QS and QI further
interact with each other through another MHSA and FFN
layer. We stack K HQD layers for more refined predictions.

3.5. Prediction Head
The output QS and QI from each HQD layer along with
the mask feature XM are sent to the Mask Predictor, Class
Predictor and BBox Predictor for semantic mask segmenta-
tion, instance mask segmentation, instance category classi-
fication and instance bounding box regression, respectively.
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For predicting semantic and instance masks, QS and QI are
multiplied with XM as:

MS = σ(QS ×XT
M ), (1)

and
MI = σ(QI ×XT

M ), (2)

where MS ∈ RM×HW and MI ∈ RN×HW are predicted
semantic and instance masks, σ is Sigmoid function, T
means matrix transposition, and × stands for matrix mul-
tiplication. Similarly, for predicting instance classes, QI is
multiplied with QS as:

YI = Softmax(QI ×QT
S ), (3)

where YI ∈ RN×M is predicted class probabilities of in-
stances, softmax is Softmax function along the second di-
mension of YI , T means matrix transposition, and × stands
for matrix multiplication.

Since Eq. (1), Eq. (2), Eq. (3) are all based on matrix
multiplication, they are actually calculating the similarities
between QS , QI and XM . So we can also regard the QS ,
QI as instance and semantic prototypes. Through the above
semantic query embedding and prototype-based instance
classification, we transform the original close-set classifier
into an open-set classifier, thus benefiting the construction
of unified all-in-one DIS model.

Besides mask segmentation, DocSAM also keep the abil-
ity of bbox prediction. This is realized through bounding
box regression with the BBox Predictor. Following ISTR
[24] and TransDLANet [9], for each HQD layer we predict
the residual values of bbox coordinates relative to predic-
tions of the previous HQD layer.

3.6. Model Learning
3.6.1. Loss Function
There are four losses in DocSAM, namely semantic mask
segmentation loss LS , instance mask segmentation loss LI ,
instance bbox regression loss LB , and instance classifica-
tion loss LC . Among them, LS is calculated as:

LS = λfLfocal(MS , M̂S) + λdLdice(MS , M̂S), (4)

where MS and M̂S are predicted and ground-truth semantic
masks, Lfocal and Ldice are focal loss [67] and dice loss
[54], respectively, and λf = 10 and λd = 1 are hyper-
parameters. Similarly, LI is calculated as:

LI = λfLfocal(MI , M̂I) + λdLdice(MI , M̂I), (5)

where MS and M̂S are predicted and ground-truth instance
masks, respectively. LB is calculated as:

LB = λsl1Lsl1(BI , B̂I) + λdiouLdiou(BI , B̂I), (6)

where BI and B̂I are predicted and ground-truth bounding
boxes, Lsl1 and Ldiou are smooth L1 loss and distance IoU
loss [105], respectively, and λsl1 = 1 and λdiou = 1 are
hyper-parameters. At last, LC is calculated as:

LC = Lce(YI , ŶI), (7)

where YI and ŶI are predicted and ground-truth instance
labels, and Lce is cross entropy loss. The total loss of Doc-
SAM is the sum of the above four losses:

L = λsLS + λiLI + λbLB + λcLC , (8)

where λs = 5, λi = 5, λb = 1, and λc = 1 are hyper-
parameters. We add auxiliary losses to every HQD layer
and to query features before HQD. Following DETR [4] and
Mask2Former [7], we also use bipartite matching to find
the best matched instance predictions before calculating the
loss. While for semantic predictions, there is no need to
perform the bipartite matching, because the predictions and
ground-truths are already one-to-one matched.

3.6.2. Heterogeneous Mixed Learning
Unlike existing methods, the novel design of DocSAM en-
ables us to train a single model on heterogeneous mixed
datasets. In this work, we collected nearly fifty DIS datasets
of various document types and annotation formats, covering
diverse DIS tasks from layout analysis and text detection
to table structure recognition (see Tab. 1). We combined
these datasets to construct a heterogeneous mixed dataset
for training DocSAM. After training, the DocSAM model
can be directly used as a versatile document segmenter or
as a pre-trained model that can be seamlessly fine-tuned
using task-specific datasets without any specialized modi-
fications, such as adding or replacing a linear classification
layer. This merit of DocSAM endows it with the potential
for continual and incremental learning.

3.6.3. Improving Training Efficiency
Directly training DocSAM on such heterogeneous datasets
may suffer from slow convergence and long training time,
so we propose several strategies to improve training effi-
ciency. Firstly, we pre-train the vision encoder of DocSAM
on all 48 datasets using SimMIM [84], hoping it can provide
more robust visual features for document images. Secondly,
we separate the training datasets into groups with each
group containing datasets of similar tasks and styles, see
Tab. 1, then we adopt curriculum learning (CL) [81] strat-
egy to warm up the training process by gradually adding
new group of datasets. Thirdly, we add an instance query
selection (IQS) process at the front of each HQD layer. Mo-
tivation behind this is that bipartite matching only calcu-
lates losses between matched predictions and ground-truths,
and the matched query indexes are mostly the same across
HQD layers. For a certain document, large ratio of instance
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Figure 3. Loss curves and on-the-fly validation during training.

Ablation Setting Instance Semantic
mAP mAPb mAF mIoU

DocSAMbase 0.3804 0.3517 0.4256 0.6615
DocSAMbase + Curriculum 0.3869 0.3704 0.4338 0.6622
DocSAMbase + SimMIM 0.1002 0.0658 0.1294 0.3882
DocSAMbase + Freezing BERT 0.3843 0.3510 0.4295 0.6677
DocSAMbase - Masked Attention 0.2322 0.0938 0.2846 0.6327
DocSAMbase - Query Interaction 0.2990 0.1779 0.3509 0.6511
DocSAMbase - Query Selection 0.3341 0.3134 0.3763 0.6592
DocSAMlarge 0.3900 0.3658 0.4320 0.6726

Table 2. Ablation studies on model structure and training strategy.

queries are not activated from beginning to end, and their
class scores are very low. Therefore, we only select instance
queries whose class scores are higher than a threshold Tk

before the k-th HQD layer. We set Tk as: Tk = Tmax/
2K−k, where Tmax = 0.01 is the maximum threshold, K
is the number of HQD layers, k is the current HQD layer.
Experiments show that IQS can discard low-score queries
without degrading model performance, thereby improving
training speed and reducing memory usage.

4. Experiments
4.1. Datasets and Metrics
The datasets involved in our experiments are listed in Tab. 1.
Underlined datasets (15 in total) are used for ablation stud-
ies, mixed pre-training, and dataset-specific fine-tuning. All
48 datasets are used for training the final DocSAM model.
These datasets cover a wide range of domains and tasks,
showing significant heterogeneity in document types, an-
notation formats, and other aspects. Typical examples are
shown in Fig. 1, with more details provided in the supple-
mentary material. For evaluation metrics, we use mIoU [46]
for semantic segmentation and mAP (for masks) [39] and
mAPb (for bounding boxes) [39] for instance segmentation.
Additionally, we introduce a new metric for instance seg-
mentation called mAF, which is calculated as the mean F-
score of all classes across all IoUs ranging from 0.5 to 0.95
in increments of 0.05 (i.e., [0.5:0.05:0.95]).

4.2. Implementation Details
The vision backbone and deformable attention module are
initialized from Mask2Former [7], which is pre-trained on
the COCO-panoptic dataset [39]. The Sentence-BERT is
initialized using the all-MiniLM-L6-v2 model from the Sen-
tence Transformers library [64]. Other parts of DocSAM
are randomly initialized. We trained two sizes of mod-
els: DocSAM-base (207M parameters) and DocSAM-large
(317M parameters). Their vision backbones use Swin-base
and Swin-large, respectively, and the instance query num-
bers N are set to 500 and 900, respectively. The HQD layer
number K is set to 4 by default.

DocSAM is implemented based on PyTorch [58] and
trained on 8 × NVIDIA A800 GPUs. We use the AdamW
optimizer [50] to train the model, setting the base learning
rate to 4× 10−5, and decay it using cosine annealing strat-
egy [51]. For joint training on mixed datasets, the default
settings are 80,000 iterations and a batch size of 32; for ab-
lation studies and dataset-specific fine-tuning, the defaults
are 20,000 iterations and a batch size of 8; for comparison
with state-of-the-art, the defaults are 40,000 iterations and
a batch size of 16.

4.3. Main Results
4.3.1. Ablation Studies
To verify the effect of each module in DocSAM and se-
lect the best training strategy before large-scale training, we
conducted a series of ablation studies, as shown in Tab. 2
and Fig. 3. The results in Tab. 2 are averaged over all 15
datasets. On-the-fly validation involves fast testing on a
small number of samples (e.g. 10 for each dataset) during
training. The results show that using curriculum learning
and instance query selection can accelerate convergence and
improve model performance, while SimMIM pre-training
significantly degrades model performance, possibly due to
the large gap between SimMIM and document segmenta-
tion. Since freezing the weights of Sentence-BERT has
almost no impact on performance, we freeze them during
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Task Dataset
DocSAM-base DocSAM-large

Instance Semantic Instance Semantic
AP50 AP75 mAP mAPb mAF mIoU AP50 AP75 mAP mAPb mAF mIoU

Document
Layout
Analysis

D4LA [13] 0.595 0.514 0.448 0.438 0.486 0.389 0.637 0.562 0.490 0.473 0.539 0.434
DocLayNet [60] 0.716 0.528 0.484 0.480 0.543 0.607 0.744 0.570 0.517 0.501 0.584 0.669

M6Doc [9] 0.519 0.402 0.363 0.352 0.381 0.267 0.551 0.444 0.397 0.387 0.425 0.296
PubLayNet [106] 0.936 0.862 0.806 0.789 0.847 0.898 0.946 0.884 0.830 0.805 0.868 0.911

Ancient and
Handwritten
Document
Segmentation

SCUT-CAB-logical [8] 0.681 0.555 0.481 0.478 0.502 0.410 0.717 0.574 0.511 0.495 0.534 0.454
SCUT-CAB-physical [8] 0.937 0.837 0.777 0.747 0.821 0.937 0.948 0.856 0.786 0.754 0.829 0.942

HJDataset [69] 0.956 0.921 0.881 0.865 0.895 0.819 0.956 0.925 0.885 0.869 0.898 0.821
CASIA-HWDB [41] 0.929 0.785 0.721 0.664 0.788 0.935 0.912 0.770 0.714 0.643 0.790 0.939
SCUT-HCCDoc [95] 0.865 0.635 0.544 0.559 0.625 0.844 0.869 0.642 0.549 0.560 0.625 0.847

Table Structure
Recognition

FinTabNet [104] 0.867 0.770 0.664 0.627 0.757 0.851 0.869 0.786 0.684 0.644 0.778 0.860
PubTabNet [107] 0.970 0.788 0.643 0.635 0.714 0.840 0.970 0.789 0.648 0.634 0.723 0.845

TableBank-latex [35] 0.963 0.947 0.897 0.868 0.924 0.940 0.965 0.950 0.915 0.893 0.936 0.951
TableBank-word [35] 0.873 0.837 0.822 0.793 0.851 0.844 0.878 0.844 0.835 0.814 0.857 0.853

Scene Text
Detection

CTW1500 [43] 0.712 0.430 0.400 0.368 0.500 0.794 0.753 0.482 0.441 0.402 0.531 0.817
Total-Text [11] 0.747 0.421 0.405 0.407 0.743 0.453 0.769 0.454 0.428 0.421 0.472 0.764

MSRA-TD500 [86] 0.747 0.525 0.458 0.477 0.502 0.713 0.798 0.577 0.496 0.516 0.532 0.739
ICDAR2015 [28] 0.613 0.247 0.294 0.302 0.338 0.599 0.639 0.260 0.307 0.313 0.345 0.623

Table 3. Performance of DocSAM after joint pre-training.

Task Dataset
DocSAM-large from scratch DocSAM-large from pretrain

Instance Semantic Instance Semantic
AP50 AP75 mAP mAPb mAF mIoU AP50 AP75 mAP mAPb mAF mIoU

Document
Layout
Analysis

D4LA [13] 0.365 0.259 0.239 0.194 0.233 0.205 0.698 0.637 0.555 0.546 0.595 0.526
DocLayNet [60] 0.503 0.292 0.295 0.260 0.359 0.365 0.833 0.691 0.621 0.601 0.679 0.736

M6Doc [9] 0.279 0.173 0.169 0.145 0.163 0.087 0.667 0.566 0.500 0.485 0.528 0.430
PubLayNet [106] 0.873 0.759 0.696 0.622 0.738 0.841 0.954 0.904 0.854 0.850 0.888 0.921

Ancient and
Handwritten
Document
Segmentation

SCUT-CAB-logical [8] 0.391 0.233 0.239 0.136 0.228 0.226 0.783 0.631 0.556 0.530 0.582 0.481
SCUT-CAB-physical [8] 0.801 0.644 0.605 0.405 0.664 0.918 0.946 0.869 0.799 0.762 0.842 0.945

HJDataset [69] 0.848 0.835 0.752 0.606 0.777 0.812 0.983 0.948 0.905 0.895 0.911 0.822
CASIA-HWDB [41] 0.908 0.737 0.665 0.628 0.737 0.949 0.977 0.939 0.893 0.792 0.916 0.956
SCUT-HCCDoc [95] 0.807 0.492 0.460 0.423 0.541 0.853 0.904 0.684 0.580 0.589 0.658 0.862

Table Structure
Recognition

FinTabNet [104] 0.335 0.164 0.178 0.004 0.222 0.770 0.877 0.805 0.713 0.681 0.803 0.870
PubTabNet [107] 0.013 0.010 0.007 0.042 0.007 0.810 0.973 0.821 0.669 0.653 0.742 0.860

TableBank-latex [35] 0.762 0.612 0.565 0.020 0.641 0.913 0.968 0.954 0.926 0.909 0.947 0.958
TableBank-word [35] 0.594 0.446 0.435 0.045 0.619 0.823 0.908 0.877 0.871 0.859 0.881 0.873

Scene Text
Detection

CTW1500 [43] 0.431 0.098 0.162 0.071 0.253 0.800 0.794 0.539 0.480 0.453 0.573 0.831
Total-Text [11] 0.313 0.042 0.096 0.047 0.168 0.749 0.794 0.517 0.460 0.466 0.502 0.775

MSRA-TD500 [86] 0.506 0.189 0.222 0.076 0.295 0.731 0.809 0.604 0.524 0.541 0.555 0.744
ICDAR2015 [28] 0.203 0.028 0.063 0.023 0.113 0.597 0.681 0.316 0.341 0.353 0.379 0.641

Unseen
Dataset

IIIT-AR-13K [55] 0.555 0.430 0.403 0.185 0.417 0.739 0.842 0.702 0.638 0.621 0.693 0.642
CHDAC-2022 [31] 0.886 0.696 0.604 0.509 0.649 0.915 0.939 0.828 0.687 0.625 0.727 0.918

Table 4. Performance of DocSAM after dataset specific fine-tuning.

training. Similar to Mask2Former, masked attention plays
a crucial role in DocSAM, and removing it leads to a sig-
nificant performance drop. Additionally, without query in-
teraction, DocSAM’s performance also decreases substan-
tially, highlighting the importance of information exchange
between instance and semantic queries. Finally, training
a unified model on heterogeneous datasets heavily relies
on the model’s capacity, and using a more powerful vision
backbone can greatly enhance model performance.

4.3.2. Pre-training and Fine-tuning

We train DocSAM on mixed heterogeneous datasets (15
datasets) to validate its performance as a unified document
segmenter and a pre-trained model for dataset-specific fine-

tuning. The results are shown in Tab. 3 and Tab. 4. Doc-
SAM achieves good semantic and instance segmentation
performance on various datasets and tasks, though per-
formance may vary across datasets due to differing lev-
els of difficulty. As a single-modal model, DocSAM
may underperform on datasets like D4LA [13], DocLayNet
[60], M6Doc [9] and SCUT-CAB-logical [8], which re-
quire multi-modal information for fine-grained logical lay-
out analysis.

After joint training, we fine-tune DocSAM-large on each
specific dataset to further improve performance. As shown
in Tab. 4, fine-tuning results are significantly higher than
direct testing and training from scratch. We also test Doc-
SAM on unseen datasets IIIT-AR-13K [55] and CHDAC-
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Method Object Instance
mAP AP50 AP75 mAP AP50 AP75

Faster R-CNN [65] 0.490 0.678 0.572 0.478 0.678 0.552
Mask R-CNN [20] 0.401 0.584 0.462 0.397 0.584 0.456

Deformable DETR [108] 0.572 0.768 0.634 0.556 0.765 0.611
ISTR [24] 0.627 0.808 0.708 0.620 0.807 0.702

TransDLANet [9] 0.645 0.827 0.727 0.638 0.826 0.719
DAT [79] 0.712 – – 0.657 – –
DocSAM 0.663 0.840 0.755 0.661 0.840 0.750

Table 5. Performance comparison on M6Doc.

Method Object Instance
mAP AP50 AP75 mAP AP50 AP75

Physical

Faster R-CNN [65] 0.775 0.913 0.861 0.753 0.910 0.834
Mask R-CNN [20] 0.791 0.921 0.877 0.795 0.917 0.872

SCNet [77] 0.813 0.941 0.890 0.820 0.941 0.891
Deformable DETR [108] 0.799 0.923 0.871 0.779 0.921 0.843

VSR [99] 0.787 0.919 0.860 0.787 0.919 0.852
DocSAM 0.774 0.947 0.860 0.811 0.948 0.891

Logical

Faster R-CNN [65] 0.549 0.774 0.613 0.542 0.773 0.606
Mask R-CNN [20] 0.551 0.785 0.619 0.553 0.777 0.631

SCNet [77] 0.602 0.836 0.673 0.603 0.836 0.680
Deformable DETR [108] 0.627 0.852 0.717 0.620 0.851 0.703

VSR [99] 0.557 0.783 0.616 0.551 0.782 0.611
DocSAM 0.548 0.769 0.632 0.575 0.779 0.667

Table 6. Performance comparison on SCUT-CAB.

Method CTW1500 Total-Text
P R F P R F

HierText [49] 0.846 0.874 0.860 0.855 0.905 0.879
SIR [61] 0.874 0.837 0.855 0.909 0.856 0.882

DPText-DETR [89] 0.917 0.862 0.888 0.918 0.864 0.890
UNITS [29] – – – – – 0.898

ESTextSpotter [26] 0.915 0.886 0.900 0.920 0.881 0.900
DAT-DET [79] 0.893 0.893 0.893 0.940 0.882 0.910
DAT-SEG [79] 0.925 0.909 0.917 0.950 0.892 0.920

DocSAM 0.805 0.881 0.842 0.721 0.826 0.770

Table 7. Performance comparison on CTW1500 and Total-Text.

2022 [31], where fine-tuning from the pre-trained model
also yields substantial performance gains. This demon-
strates that DocSAM’s performance is not yet saturated and
can benefit greatly from transfer learning on unseen datasets
and tasks.

4.3.3. Comparison with State-of-the-Arts
To compare with state-of-the-art methods, we further fine-
tuned DocSAM on some datasets for additional training it-
erations. The results are shown in Tab. 5, Tab. 6, and Tab. 7.
The best results are shown in bold, and the second-best re-
sults are underlined. DocSAM achieves superior or com-
parable performance with other methods. Note that we did
not apply any specific training techniques or data augmen-
tation, configurations for all datasets were kept consistent.
We found that DocSAM exhibits much lower performance
in logical layout analysis compared to physical analysis,

which we attribute to its reliance only on single-modal fea-
tures. Furthermore, DocSAM achieved relatively low per-
formance on scene text detection datasets. This is likely
because scene texts exhibit much greater diversity in shapes
and backgrounds, requiring more carefully designed strate-
gies to ensure model performance.

4.4. Discussion
The goal of this paper is not to achieve state-of-the-art per-
formance on specific dataset and task through meticulously
designed model architectures or training strategies. Instead,
we aim to design a simple and unified document segmenta-
tion model that can be applied to a wide variety of datasets
and tasks. Additionally, the trained model should possess
good scalability and the ability to continue learning. In this
regard, DocSAM is quite successful. It exhibits decent per-
formance on various datasets and tasks and shows great po-
tential for downstream applications both as a versatile seg-
menter and a pre-trained model. However, experimental re-
sults also reveal some weaknesses and limitations of Doc-
SAM, such as long training time and unsatisfactory perfor-
mance on complex scenarios. We believe that DocSAM can
greatly benefit from more sophisticated model design and
better data augmentation and training strategies to further
accelerate its convergence and improve its performance.

5. Conclusion
In this paper, we propose DocSAM, a transformer-based
unified framework for various document image segmen-
tation tasks. DocSAM integrates layout analysis, multi-
grained text segmentation, and table structure decompo-
sition into a single model, reducing the need for special-
ized models and enhancing efficiency. Trained on heteroge-
neous datasets, DocSAM demonstrates robust and general-
izable performance, effectively handling diverse document
types and structures. This approach also reduces computa-
tional and storage requirements, making DocSAM suitable
for practical deployment in resource-constrained environ-
ments. Extensive experiments show that DocSAM outper-
forms existing methods in terms of accuracy, efficiency, and
adaptability. Overall, we believe that DocSAM represents a
significant step forward for document image segmentation,
and we look forward to its continued development and ap-
plication in practical scenarios. In the future, we plan to
extend DocSAM to a multi-modal version and explore bet-
ter training strategies to further accelerate its convergence
and improve its performance.
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