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Abstract

Recent studies on large language models (LLMs) and large
multimodal models (LMMs) have demonstrated promising
skills in various domains including science and mathemat-
ics. However, their capability in more challenging and real-
world related scenarios like engineering has not been sys-
tematically studied. To bridge this gap, we propose EEE-
Bench, a multimodal benchmark aimed at assessing LMMs’
capabilities in solving practical engineering tasks, using
electrical and electronics engineering (EEE) as the testbed.
Our benchmark consists of 2860 hand-picked and carefully
curated problems spanning 10 essential subdomains such as
analog circuits, control systems, etc. Compared to other do-
mains, engineering problems are intrinsically 1) more visu-
ally complex and versatile and 2) less deterministic in solu-
tions. Successful solutions to these problems often demand
more-than-usual rigorous integration of visual and textual
information as models need to understand intricate images
like abstract circuits and system diagrams while taking pro-
fessional instructions. Alongside EEE-Bench, we provide
extensive quantitative evaluations, fine-grained analysis,
and improvement methods using 17 widely-used open- and
closed-sourced LLMs and LMMs and 7 popular prompting
techniques. Our results reveal notable deficiencies in cur-
rent foundation models for EEE, including an average per-
formance ranging from 19.48% to 46.78% and a tendency
toward “laziness” in overlooking essential visual context.
In summary, we believe EEE-Bench not only reveals some
noteworthy limitations of LMMs but also provides a valu-
able resource for advancing research on their application
in practical engineering tasks, driving future improvements
in their capability to handle complex, real-world scenarios.
The EEE-Bench is publicly released on this link.

1. Introduction
Electrical and electronics engineering (EEE) embodies a

profound synthesis of theoretical knowledge and practical

*Equal contribution.

application, serving as the backbone of modern digital and

power technological advancements [5, 6, 34]. From de-

signing intricate circuitry to advancing power systems, this

discipline demands rigorous logical reasoning and a deep

understanding of physical laws [7, 70]. Addressing prob-

lems in EEE requires that researchers and engineers not

only grasp the related theoretical knowledge but also com-

prehend the associated visual contexts, such as circuit di-

agrams and signal waveforms. Leveraging machine learn-

ing models equipped with robust knowledge and reasoning

capabilities, alongside accurate perception of visual con-

texts, can significantly enhance various aspects of our lives.

These models can aid in intricate hardware design processes

[10, 50, 87], optimize operations within the electric energy

sector [57], drive innovation by proposing novel approaches

to traditional scientific challenges [75], and assist in solving

complex educational problems.

Recent Large Language Models (LLMs) [2, 8, 18, 35,

78] and Large Multimodal Models (LMMs) [21, 48, 76, 97]

have achieved much progress and demonstrated remarkable

capabilities in various domains, e.g., mathematical reason-

ing [90, 91] and general science [54]. To evaluate the abili-

ties of these foundation models, various specialized or ver-

satile benchmarks [56, 92, 99] have been developed. How-

ever, the reasoning ability of these foundation models on

engineering problems with visual contexts has not been sys-

tematically examined. Therefore, to better harness the po-

tential of foundation models, it is crucial to develop a new

benchmark specific to engineering problems, and we select

EEE as our case study for the reasons mentioned before.

This will facilitate the evaluation of LLMs and LMMs in

terms of their ability to tackle rigorous engineering reason-

ing tasks, thereby advancing research progress in this field.

Compared with other subjects such as mathematics, the

visual contexts in EEE are often more abstract and heavily

logic-oriented. Solving EEE problems demands specialized

technical knowledge, as illustrated in Figure 1. Specifically,

unlike mathematical problems [56, 81, 98] which might in-

volve clear numerical data and operations, visual represen-

tations in EEE, such as circuit diagrams, are intricate and

logical, often containing minimal textual information (more
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Figure 1. Comparison between EEE-Bench and MathVista problems: EEE problems feature significantly more complex and intricate

visual information compared to mathematical problems, requiring specific technical knowledge to interpret diagrams effectively.

example images can be found in Appendix F). Hence effec-

tive problem-solving in this domain requires a deep under-

standing of the logical relationships between different com-

ponents of the diagram and the application of specific tech-

nical knowledge to interpret these visuals.

In view of the above, the proficiency of existing LMMs

in mathematical domains does not guarantee their effec-

tiveness in EEE tasks. Owing to the same cause, existing

benchmarks in other domains [22, 55, 56, 81, 92, 94, 98]

also lack some necessary rigor to accurately faithfully in-

spect LMMs’ problem-solving capability in challenging

real-world scenarios where the visual context is crucial

but involves serious complexity. Consequently, there is

a pressing need for a specialized benchmark focused on

EEE to thoroughly assess the multimodal reasoning abili-

ties of LMMs within this specific field as well as to provide

a broader outlook of their problem-solving capabilities in

these practical engineering problems in the real world.

To this end, we present EEE-Bench, a pioneering mul-

timodal EEE reasoning benchmark in visual contexts. To

ensure that EEE-Bench encompasses a thorough range of

knowledge in EEE, we initially identified ten pivotal topics

for problem collection: (1) Digital Logic Circuits and Mi-
croprocessor Design, (2) Circuit Theory and Network Anal-
ysis, (3) Analog Circuits, (4) Power Electronics and Power
Systems, (5) Signals and Systems, (6) Communication Sys-
tems, (7) Control Systems, (8) Electronic Devices, (9) Elec-
trical Machines, and (10) Electromagnetics. These top-

ics comprehensively cover both theoretical foundations and

practical applications within EEE. When collecting prob-

lems for EEE-Bench, we include a broad range of visual

contexts such as electric and digital circuits, system dia-

grams, abstract scenes, electronic component images, and

assorted tables, charts, and plots. Overall, EEE-Bench com-

prises 2,860 entirely new problems.

We conduct extensive experiments using EEE-Bench to

assess the reasoning abilities of 17 leading foundation mod-

els, including both open-source [16, 45, 48] and closed-

source [62, 76]. Figure 2 illustrates the overall experimen-

tal results. We discover that most existing LMMs strug-

gle to understand EEE diagrams and perform poorly on

EEE-Bench. Our results show that GPT-4o [62] achieves

the best overall performance across different topics with

46.78% accuracy. Notably, closed-source models gener-

ally outperform open-source models. When evaluating per-

formance across various subjects, we observed that many

closed-source models excel in subjects with straightforward

visual contexts but require significant computational re-

sources, such as Electronic Devices. However, these models

tend to struggle with subjects that involve complex visual

diagrams, such as Circuit Theory and Network Analysis.

These findings underscore the proficiency of closed-source

LMMs in numerical computation, but also reveal their lim-

itations in processing intricate visual information. Through

the fine-grained error analysis, we found that current LMMs

struggle to understand EEE diagrams and reason effectively.

Taking GPT-4o as an example, we found that over 50% of

the errors stem from reasoning issues, and 26.5% are due to

errors in image perception. These findings suggest that bet-

ter EEE visual understanding capabilities and more robust
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Figure 2. Overview of performance of left: open source models and right: close source models.

EEE reasoning for LMMs could be the potential for future

advancement in addressing multi-modal EEE problems.

Lastly, we analyze which modality—vision or

text—LMMs predominantly rely on. Our investiga-

tion revealed a “laziness” phenomenon within existing

LMMs. In contrast to previous studies that concentrated

on hallucinations of nonexistent objects with natural

images [46, 49, 66], our focus is on the robustness of the

understanding and reasoning process in LMMs dealing

with technical images. Specifically, we found that when

presented with spurious captions that contradict the ac-

companying images, LMMs tend to disregard essential

visual information, relying instead on the textual content

and reasoning, even if it is misleading. This tendency

leads to flawed reasoning processes within the models.

Consequently, augmenting original question text with

such spurious captions results in significant accuracy

declines—7.79% for GPT-4o and 6.78% for Gemini-Pro

1.5 on the EEE-Bench. These results reveal that existing

LMMs mainly rely on text information and may overlook

visual information even if it is explicitly provided in text.

Overall, our contributions can be summarized as follow:

• We introduce EEE-Bench, a novel multimodal bench-

mark designed for assessing the reasoning abilities of

LMMs in EEE problems. EEE-Bench consists of 2860

samples spanning 10 essential subjects in EEE, featur-

ing a diverse range of visual contexts such as electric and

digital circuits. This benchmark is specifically crafted to

evaluate how well LMMs can handle complex visual and

logical challenges within the EEE field.

• We conduct extensive experiments using EEE-Bench to

assess the reasoning abilities of 17 leading open-source

and closed-source models. We found that most existing

LMMs struggle to deal with EEE problems, especially

in subjects with complex visual contexts, yielding an av-

erage performance ranging from 19.48% to 46.78%. In

turn, we studied and found unique challenges of technical

images and strived to resolve these issues using 7 popular

prompting techniques for multimodal.

• We further explore which modality—text or vi-

sion—current LMMs primarily rely on. Our research

identifies a “laziness” phenomenon in these models:

LMMs will not try to read images if relevant visual

information for reasoning already appears in the text,

even if this extra-textual information is spurious.

Together, these findings provide valuable insights for fu-

ture development of improving LMMs in the context of

challenging, real-world technical images.

2. The EEE Benchmark

In this section, we introduce EEE-Bench. First, we intro-

duce our data collection process in subsection 2.1. Next, we

provide a summary of EEE-Bench in subsection 2.2. Lastly,

we provide a high-level analysis in Appendix F.

2.1. Data Collection
Guidelines. As our general principle is to establish a chal-

lenging real-world-oriented benchmark capable of assess-

ing both visual understanding and logical reasoning with

integrated multimodal knowledge, we adhere to the follow-

ing guidelines for initial data collection: 1) questions with
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high-resolution and context-rich images (diverse complex

patterns, domain-specific markings, etc); 2) problems that

require logical reasoning steps (calculations, cross-domain

information integration) to solve in addition to visual com-

prehension; 3) problems with deterministic answers for ro-

bust evaluation (multiple choices questions and free-form

questions requiring answer no longer than one word as did

in [56]); 4) balanced collection source, sub-domain repre-

sentation, and problem type.

Collection and curation. We collect all our questions

from official EEE exams as well as verified online sources

in a multimodal setting Note that as our work is first in

this direction, no existing dataset or benchmark is available,

hence all questions are newly collected. For data curation,

we employ a two-stage filtering process. To ensure the so-

lution quality, we first filter for questions appearing in at

least two distinct sources having identical solutions. To en-

sure the significance of visual input, we subsequently adopt

methods similar to [93] where two trials are run using text-

only GPT-4 [62] in which questions with two correct an-

swers are eliminated. These processes result in 2860 high-

quality examples across ten sub-domains. Two final quality

checks for typos, image resolution, and prompt complete-

ness were also conducted by graduate students.

2.2. Benchmark Summary
Our benchmark consists of a total of 2860 examples divided

into 10 diverse but essential sub-domains. We first summa-

rize general statistics. Questions in our benchmark are cat-

egorized into two types similar to [56]: multiple choice and

free-form, counting 2059 and 801, respectively. Regarding

answer type, four forms are present: text (single word) rep-

resents the largest group of 2059 questions, 595 are float,

204 are integer, and 2 are list. The average token length

for question text is 306. For clarity, we provide a more de-

tailed summary of EEE-Bench in Appendix F. In addition,

we provide more information regarding the wide coverage

and significance of vision in our benchmark in Appendix F.

3. Experiments
In this section, we conduct a comprehensive evaluation of

17 existing LLMs and LMMs on EEE-Bench. subsec-

tion 3.1 introduces the experimental setup. Subsequently,

subsection 3.2 presents the quantitative results. Finally, sec-

tion 3.3 provides a detailed, fine-grained error analysis.

3.1. Experiment Setup
Model selection. We evaluate a total of 1 LLM and 16

LMMs against EEE-Bench. The abundant model selec-

tion captures the diversity of LMMs today and ensures

a thorough and comparable assessment. In detail, the

LMM set includes (a) 9 open-source LMMs: LLaVA1.6-

7B, LLaVA-1.6-13B [47, 48], DeepSeek-VL-7B [52], Phi3-

Vision-4.2B [1], MiniCPM-Llama3-V 2.6 [88], SPHINX-

v2-1k [45], InternVL2-26B [16, 17], GLM-4V-9B [26], and

InternLM-XC2.5 [96], (b) 7 closed-source LMMs: GPT-

4o [62], GPT-4o-mini [63], GPT-4V [61], Gemini 1.5 Pro,

Gemini 1.5 Flash [69, 76], Qwen-VL-Max and Qwen-VL-

Plus [4]. To further ground the impact of vision in LMMs,

we provide two additional input-only evaluation baselines

using GPT-4 [2]: 1) a text-only baseline where the visual

inputs are entirely hidden and 2) an improved baseline of

text-only input but with image captions generated by GPT-

4o. The prompt for caption generation and the details about

all models can be found in Appendix C.

Evaluation. We utilize an evaluation pipeline similar to

[56]. Raw responses are first generated from LMMs and

then processed by GPT-4o-mini to extract the concise an-

swers given an exemplary system prompt. Finally, accuracy

is obtained through calculation against the ground truth.

Implementation details. We evaluate all models in a

zero-shot manner for better generalization examination. We

run each evaluation setting twice for each LMM and record

their average scores for the final report. Hyperparameters

and model setups are provided in Appendix E.

3.2. Experiment Results
In this section, we compare the performance of 17 open-

source and closed-source models. We report the overall ac-

curacy and the accuracy among each subject in Table 1.

Finding 1: Existing LMMs struggle to address EEE
problems. The results presented in Table 1 highlight that

existing LMMs can not deal well with EEE problems in vi-

sual contexts. A representative failure case is shown in Ap-

pendix D. For example, GPT-4o achieves the highest aver-

age accuracy of just 46.78% (less than half), and the average

accuracies of proprietary and open-source models are only

35.28% and 23.19%, respectively. These results indicate

that current LMMs are inadequate in providing satisfactory

assistance for real-world engineering tasks with their exist-

ing performance levels.

Finding 2: Proprietary models exhibit superior gener-
alization compared to open-source models. Similar to

prior works on benchmarking the performance of LLMs and

LMMs in mathematics and sciences [56, 92], we found it

evident that a significant performance disparity exists be-

tween closed-source and open-source models, as shown in

Table 1. The top two best-performing closed-source LMMs,

GPT-4o and Gemini-Pro 1.5, significantly outperform their

open-source counterparts. For instance, GPT-4o, the best-

performing closed-source LMM, has an average accuracy

of 46.78%, while the highest-scoring open-source LMM,

InternVL2-26B, achieves only 26.89%—a gap of nearly 20
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Model ALL EMag PEPS SS EMac DLC CorS AC CTNA ComS ED

Random Chance 17.45 28.43 19.65 15.22 18.01 18.55 15.90 18.18 16.89 15.84 10.50

LLMs (text input)

GPT-4 25.52 29.41 25.33 25.36 26.71 28.23 27.20 26.59 22.47 28.71 19.18

GPT-4 w/ caption 28.22 28.43 28.82 26.81 31.06 31.25 25.10 25.21 27.20 34.65 30.59

Open-source LMMs

Llava-1.6-7B 21.36 32.35 27.51 26.09 26.09 24.60 20.50 19.55 19.09 13.86 11.42

Llava-1.6-13B 20.73 26.47 20.96 17.39 21.74 26.01 21.34 18.70 21.11 13.86 14.16

SPHINX-v2-1k 19.48 18.63 21.40 20.29 18.01 25.40 23.01 18.01 17.74 14.85 11.87

MiniCPM-V-2.6 25.21 26.47 24.45 18.84 36.02 34.07 27.62 22.98 21.45 21.78 16.44

InternVL2-26B 26.89 38.24 29.26 26.81 31.06 28.02 23.01 26.93 24.66 20.79 26.48

DeepSeek-VL 22.31 23.53 26.20 17.39 21.74 29.23 25.52 21.10 18.58 23.76 14.61

GLM-4V-9B 24.06 26.47 23.14 22.46 27.95 26.01 30.13 23.50 19.76 22.77 24.66

InternLM-XC2.5 23.85 28.43 18.34 23.91 24.84 27.82 24.27 23.50 21.45 28.71 22.37

Phi3V 24.90 27.45 25.76 25.36 28.57 31.45 27.62 22.81 21.28 24.75 17.35

Closed-source LMMs

GPT-4o 46.78 50.98 47.60 46.38 49.69 47.78 46.03 44.60 40.88 60.40 56.16

GPT-4V 40.21 44.12 38.86 44.93 32.30 42.94 41.00 37.74 36.32 48.51 48.86

GPT-4o-mini 36.99 38.24 34.50 42.03 30.43 39.52 39.75 33.62 32.77 43.56 49.32

Gemini-Pro 1.5 41.99 50.00 46.29 42.75 36.65 38.71 46.03 41.85 38.34 54.46 44.75

Gemini-Flash 1.5 33.95 37.25 32.75 35.51 35.40 35.89 40.59 30.87 31.93 42.57 29.68

Qwen-VL-Max 25.73 25.49 24.45 22.46 26.71 28.02 26.36 26.24 24.66 26.73 23.74

Qwen-VL-Plus 21.33 26.47 22.71 13.77 23.60 25.40 19.67 21.10 20.78 16.83 17.35

Table 1. Comparison of model performances across various EEE subjects. Subjects: EMag: Electromagnetics, PEPS: Power Electronics

and Power Systems, SS: Signals and Systems, EMac: Electrical Machines, DLC: Digital Logic Circuits and Microprocessor Design, CorS:

Control Systems, AC: Analog Circuits, CTNA: Circuit Theory and Network Analysis, ComS: Communication Systems, ED: Electronic

Devices. The highest accuracy for closed-source and open-source LMMs is marked in red and blue respectively.

percentage points. Moreover, even the lightweight closed-

source models, GPT-4o-mini and Gemini-Flash 1.5, surpass

all open-source LMMs in performance. This discrepancy

not only underscores the superior generalization capabil-

ity of state-of-the-art (SOTA) closed-source models but also

underscores the pressing need for the development of open-

source LMMs that are proficient in EEE tasks.

Finding 3: Diverse subdomains present different chal-
lenges. Problems across various subjects demand specific

capabilities for effective resolution (refer to Appendix F for

more details). This section delves into the performance of

existing LMMs across diverse subjects and discusses their

strengths and weaknesses. Most closed-source LMMs excel

in handling problems related to Communication Systems

(ComS) and Electronic Devices (ED), yet they perform sig-

nificantly poorer on problems from Analog Circuits (AC)

and Circuit Theory and Network Analysis (CTNA). For in-

stance, the best-performing LMM GPT-4o achieves average

accuracies of 60.40% and 56.16% in ComS and ED respec-

tively, which are substantially higher than the overall aver-

age accuracy of 46.78%. In contrast, its performance drops

to 44.60% and 40.88% in AC and CTNA, respectively, both

of which fall below the overall average.

Problems within ComS and ED typically present

straightforward visual information, yet solving them de-

mands considerable computational effort. Conversely,

problems from AC and CTNA often feature complex vi-

sual contexts, such as intricate circuit diagrams, necessitat-

ing the use of advanced mathematical and computational

tools. Thus, tackling issues in these domains requires not

just strong numerical capabilities but also sophisticated vi-

sion recognition and reasoning skills. This performance

disparity highlights that while many existing closed-source

LMMs are adept at managing computationally intensive

tasks due to their robust numerical calculation capabilities,

they struggle with EEE problems that require more nuanced

vision recognition and complex reasoning abilities. This

suggests a crucial area for further development in enhanc-

ing the vision and reasoning capabilities of LMMs to better

handle the full spectrum of EEE challenges.

Conversely, open-source LMMs face challenges in han-

dling tasks related to Coms and ED, despite the simplicity
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Question: In the circuit shown in Figure, it is known
that the sliding contact C of the variable resistor is at
the midpoint of AB. The voltage across the resistor
in the circuit is ( ).
(A). 12 (B). Less than 12
(C). Greater than 12 (D).
Response from GPT-4o: In the given circuit, the
sliding contact C is at the midpoint of AB, which means
the variable resistor is divided into two equal parts.
Therefore, the voltage across each part of the resistor
is half of the total voltage across AB.Thus, the voltage
across the resistor is: 12 .
The correct option is: A. 12 .

Question: In the circuit shown in figure 10, if the
parameters are reasonable and the circuit is to
form an oscillator that can oscillate, the correct
connections are ( )
(A). Connect 1-5, Connect 2-3
(B). Connect 1-4, Connect 2-3
(C). Connect 1-3, Connect 2-5
(D). Connect 1-3, Connect 2-4
Response from GPT-4o: To form an
oscillator, the circuit needs to have the correct
feedback and phase shift. In this case, the
connections that will allow the circuit to
oscillate are:
B. Connect 1-4, Connect 2-3.

Figure 3. Error examples of response from GPT4o. Left: Image Perception Error. Right: Reasoning Error. Error is marked with red color.

Figure 4. Error distribution of the wrong results from GPT-4o.

of the associated visual contexts. This performance discrep-

ancy between open-source and closed-source LMMs un-

derscores a significant shortfall in the computational capa-

bilities of the open-source models. Urgent development is

needed to enhance the computational efficiency and numer-

ical problem-solving abilities of open-source LMMs.

3.3. Error Analysis
In this section, we provide an in-depth analysis of the com-

mon errors observed in evaluations on EEE-Bench using

GPT-4o as an example. Figure 4 shows the breakdown by

error measured by 6 types: reasoning error, image percep-

tion error, question misunderstood error, knowledge error,

calculation error, and rejection to answer. We focus our

analysis on the two largest error groups, reasoning error

and perception error, constituting 50.3% and 26.5% of

total error respectively.

Lack of reasoning. These happen when LMMs can read

the image but cannot reason correctly to arrive at the an-

swer. For instance, on the right of Figure 3, the LMM cor-

rectly reads the location of contact C but fails to consider

the location of resistor R in the overall circuit, thus leading

to the wrong answer.

Lack of visual understanding. These happen when

LMM fails to answer correctly due to misunderstandings

about the composition of the image. Concretely, the circuit

diagram on the left of Figure 4 shows a filter circuit using

an operational amplifier with multiple feedback loops in-

volving resistors and capacitors. In such cases even if the

explanation is fine the verdict is wrong as the diagram is

more complex than current LMMs can handle.

Gap between open and proprietary models. One plau-

sible cause for this gap is the lack of domain knowledge of

open-source models. Hence, to ensure a fair comparison,

we test open models with the captions and domain knowl-

edge generated by proprietary models. We first prompt

GPT-4o to generate two sets of domain priors: a) generic

image caption and b) question-targeted knowledge. The

results for LLaVA-1.6-7B/InternVL2-26B with this back-

ground knowledge as context is for a): 21.10/27.02, b):

21.24/27.40, and a)+b): 21.30/27.45(-0.06/+0.56). These

suggest reasoning capability is indeed the likely cause.

13342



Model ALL EMag PEPS SS EMac DLC CorS AC CTNA ComS ED

GPT-4o

w/ caption 45.35 48.04 41.48 44.93 44.72 43.75 44.35 46.31 42.23 48.51 57.99

Δ -1.43 -2.94 -6.12 -1.45 -4.97 -4.03 -1.68 +1.71 +1.35 -11.89 +1.83

w/ spurious caption 38.99 50.00 38.43 44.93 36.02 40.12 38.91 38.42 33.11 45.54 44.75

Δ -7.79 -0.98 -9.17 -1.45 -13.67 -7.66 -7.12 -6.18 -7.77 -14.86 -11.41

Gemini-Pro 1.5
w/ spurious caption 35.21 46.08 41.92 38.41 37.89 36.9 38.49 31.39 29.39 38.61 36.07

Δ -6.78 -3.92 -4.37 -4.34 +1.24 -1.81 -7.54 -10.46 -8.95 -15.85 -8.68

Table 2. Performance comparison of GPT-4o and Gemini-Pro 1.5 with and without (spurious) captions. Positive changes are in blue and

negative changes in red.

Model 0-shot COT [37] 1-Shot CoT [86] LTM [103] PROGRAM [19] Retrieval [25] Self-Correction [65] Self-Consistency [83] DDCot [101] Cantor [24]

GPT-4o 46.82 (+0.04) 46.59 (-0.19) 46.96 (+0.18) 46.26 (-0.52) 47.22 (+0.44) 48.26 (+1.48) 50.32 (+3.54) 49.12 (+2.34) 49.94 (+3.16)

Gemini-Pro 1.5 41.67 (-0.34) 41.67 (-0.32) 42.02 (+0.03) 40.64 (-1.35) 42.32 (+0.33) 43.23 (+1.24) 45.74 (+3.73) 44.89 (+2.9) 44.98 (+3.99)

Table 3. Performance comparison of GPT-4o and Gemini-Pro 1.5 using different prompting strategies. Positive changes are in blue and

negative changes in red.

The examples above clearly underline the challenge of

engineering problems to LMMs. We provide more of such

instances in Appendix I. Compared to other domains such

as mathematics, these results demonstrate that engineering

problems are intrinsically more complex and dynamic as

components in EEE domain could be arranged in very dif-

ferent but meaningful ways to form more complicated di-

agrams whereas their counterparts in, for example, mathe-

matics are mostly stagnated and fixed. On the other hand, it

highlights that LMMs struggle to understand electrical en-

gineering diagrams and are particularly challenged by in-

creased visual complexity and detailed components such

as resistors and symbols. Overall, it indicates that solving

these electric engineering problems requires more delicate

incorporations of both visual and textual inputs.

4. Discussion

The unique challenge of EEE problems. subsection 3.2

demonstrates that even SOTA LMMs struggle to perform

on EEE problems, and in subsection 3.3, we found that this

may be due to the difficulty in visual understanding. To

further validate our hypothesis, we conduct a simple ex-

periment that appends an image caption extracted using

GPT-4o to the original question prompt, aiming to provide

direct visual assistance. The detailed steps can be found

in Appendix C. Surprisingly, as shown in Table 3, the im-

provements on the EEE-Bench with such caption are neg-
ative across 7 out of 10 subdomains, with an average per-

formance change of -1.43% using GPT-4o. We note that

a similar procedure yields minor improvement on bench-

marks such as MathVista [56]. In the case of EEE-Bench,

the results demonstrate that simply adding captions cannot

help, and more importantly, the extraction model failed to

accurately extract information from the technical images

and such inaccurate context has been used by the model to

solve problems. The fact that even a captioner as strong

as GPT-4o cannot extract accurate and helpful captions im-

plies the unique challenge of technical images: high ab-

straction, versatility, and rich domain-specific details. In-

triguingly, these observations lead to two additional ques-

tions which we investigate in the next paragraphs: 1) are
there other ways to improve the performance? and 2) do
LMMs rely more on vision or text?

Improving performance on EEE-Bench. Here we seek

to address question (1) in the previous paragraph. We ex-

periment with GPT-4o [63] and Gemini-Pro 1.5 [76] with

9 popular and reliable prompting methods for LLM: 0-

Shot CoT [37], 1-Shot CoT [86], LTM [103], PROGRAM

[19], Retrieval [25], Self-Correction [65], Self-Consistency

[83], DDCot [101], Cantor [24]. We leave these meth-

ods’ detailed description and implementation to Appendix

E. As shown in Table 3, only Self-Consistency, Cantor,

and DDCot provide meaningful improvements. Interest-

ingly, we found that while many of these methods are use-

ful for language-only tasks, they are not always helpful for

MLLMs, especially when challenging visuals are present.

Your LMM might be lazy. Here we investigate question

(2) mentioned before. Previous works [46, 49, 66] have ex-

plored hallucination problems of recognition of nonexisting

items in natural images. In contrast, our research delves

into this issue with technical images, emphasizing the com-

prehension of image information and reasoning rather than

object recognition. We design a straightforward experiment

that prepends, instead of the accurate caption Xc, a spurious

caption X ′
c which contains a spurious caption of the image

augmented from the original caption by GPT-4 (see details

in Appendix C). We intentionally make such argumentation

small in token but major in semantic effect, for example,

changing “increasing” into “decreasing” when describing

a function like shown in Figure 5. Note that such cap-

tion merely serves as extra context as we explicitly prompt

LMMs to answer based on the figure or image. We display

results on EEE-Bench in Table 3 and on MathVista [56]

in Appendix D. Interestingly, across the board, the results
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Question: Given that the waveform of f(t) is as shown in the figure, the expression for f(t) is

( ).

A. f(t) = tε(t)− tε(t− 1) B. f(t) = (1− t)ε(t)− (1− t)ε(t− 1)
C. f(t) = tε(t)− (t− 1)ε(t− 1) D. f(t) = (1 + t)ε(t)− (t+ 1)ε(t+ 1)

Spurious context: Image caption context:

The diagram is a plot of a function f(t) versus time t. Here is a detailed description:

- Axes: - The horizontal axis represents time t. - The vertical axis represents the function f(t).
- Function Behavior: - The function starts at the origin, (0, 0). - From t = 0 to t = 1, the function decreases linearly from 1 to 0. This

indicates a slope of -1. - At t = 1, the function reaches a value of 0. - For t > 1, the function remains constant at f(t) = 0.

- Key Points: - f(0) = 1 - f(1) = 0 - The slope from t = 0 to t = 1 is -1. - The function is constant for t > 1.

This plot represents a unit ramp function that transitions into a unit step function at t = 1.

Correct Response w/o spurious caption: The waveform f(t) is a ramp function starting at t = 0 and ending at t = 1, where it

becomes constant. This can be expressed using unit step functions ε(t).
The correct expression is: f(t) = tε(t)− (t− 1)ε(t− 1) This matches option C.

Wrong Response w/ spurious caption: The function f(t) starts at 1 and decreases linearly to 0 from t = 0 to t = 1, then remains

constant at 0 for t > 1. This behavior can be represented using the unit step function ε(t).
The correct expression for f(t) is: f(t) = (1− t)ε(t)− (1− t)ε(t−1) This matches the description of the function, where it decreases

linearly from 1 to 0 and then stays at 0. The correct option is: **B**

Figure 5. Examples of LMM “laziness” in EEE-Bench. The spurious text in the caption and error in response is marked with red color.

The LMM used here is GPT-4o.

show a significant negative impact, measuring a 7.79% and

8.4% drop on EEE-Bench and MathVista respectively using

GPT-4o, where the same can be found with Gemini-Pro 1.5.

Figure 5 shows a failure case on EEE-Bench where LMMs

fail to reason correctly with a minor change in the caption of

“increasing” into “decreasing”, even if the function in the

image is clearly increasing. More examples are displayed

in Appendix J. Given the explicit instruction to follow the

image, the results reveal a key shortcoming of LMMs: the

tendency to rely more on text information when both visual

and textual inputs are given. We note that a recent work

[72] indeed finds that LLMs are easily disturbed by irrel-

evant content, we thus believe such an issue for LMMs is

noteworthy for further study.

5. Related Works

Recently, Large Multimodal Models (LMMs) have been

constructed and developed by integrating Large Language

Models (LLMs) [8, 35, 78, 85] with large vision encoders

[9, 15, 64, 68]. Notably, leading LMMs [13, 23, 40, 41,

47, 48, 77, 89, 97] such as GPT-4o [62] and Gemini-Pro 1.5

[76] have achieved exceptional visual reasoning capabilities

across various domains, including Visual Question Answer-

ing [39] and Mathematics [56]. Recent efforts have also

focused on leveraging large models for engineering tasks,

such as chip design [5, 6, 11, 34] and optimizing operations

in the energy sector [57].

To evaluate the strengths and limitations of these foun-

dation models, thereby facilitating their ongoing develop-

ment and refinement, various text-only benchmarks [29,

30, 36, 95, 102] and general-purpose Visual Question An-

swering (VQA) tasks [3, 27, 28, 33, 58, 59, 59, 74] have

been proposed. To provide a multi-faceted evaluation for

LMMs, several benchmarks have been introduced, includ-

ing specialized ones [42, 53, 56, 67, 80, 84, 99] and versatile

benchmarks [14, 39, 44, 51, 71, 82, 92].

However, the reasoning capabilities of existing LMMs

in visual contexts have not yet been thoroughly examined

for EEE problems. Therefore, this paper proposes an EEE-

Bench to comprehensively evaluate the EEE multimodal

reasoning abilities of current LMMs. To the best of our

knowledge, we respectfully believe the EEE-Bench, which

comprises 2860 meticulously curated problems from ten

pivotal EEE subjects, is the first in the direction to offer a

robust and comprehensive assessment of LMMs’ reasoning

abilities in complex visual contexts within EEE.

6. Conclusion
This study focuses on benchmarking modern LMMs’ per-

formance in challenging real-world scenarios such as in en-

gineering where technical images are involved. We use EEE

as the testbed and start by creating a pioneering benchmark

termed EEE-Bench which consists of 2860 hand-picked and

carefully curated questions spanning 10 subdomains. We

evaluate 17 open and closed-source LLMs (1) and LMMs

(16) on EEE-Bench and explore 7 popular strategies to im-

prove on this task. Our results and analysis highlight the

unique challenges of EEE-Bench, and more broadly, tech-

nical images in multimodal reasoning and understanding,

raising the need for further investigation and more curated

designs of LMMs while providing a valuable resource for

advancing research in this direction.
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