InsTaG: Learning Personalized 3D Talking Head from Few-Second Video
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Figure 1. With only 5-second video data, InsTaG outperforms the state-of-the-arts [28, 52, 53] by delivering high-quality personalized lip
synchronization and realistic rendering with the fastest adaptation, meanwhile attaining low memory overhead and real-time inference.

Abstract

Despite exhibiting impressive performance in synthesizing
lifelike personalized 3D talking heads, prevailing methods
based on radiance fields suffer from high demands for train-
ing data and time for each new identity. This paper intro-
duces InsTaG, a 3D talking head synthesis framework that
allows a fast learning of realistic personalized 3D talking
head from few training data. Built upon a lightweight 3DGS
person-specific synthesizer with universal motion priors, In-
sTaG achieves high-quality and fast adaptation while pre-
serving high-level personalization and efficiency. As prepa-
ration, we first propose an ldentity-Free Pre-training strat-
egy that enables the pre-training of the person-specific
model and encourages the collection of universal motion
priors from long-video data corpus. To fully exploit the
universal motion priors to learn an unseen new identity,
we then present a Motion-Aligned Adaptation strategy to
adaptively align the target head to the pre-trained field, and
constrain a robust dynamic head structure under few train-
ing data. Experiments demonstrate our outstanding perfor-
mance and efficiency under various data scenarios to ren-
der high-quality personalized talking heads. Project page:
https://fictionarry.github.io/InsTaG/.

1. Introduction

Audio-driven talking head synthesis has become an impor-
tant technique for various digital applications like video
production, virtual reality, and human-computer interaction.
The recent advancements in Neural Radiance Fields (NeRF)
[35] and 3D Gaussian Splatting (3DGS) [22] have led to
significant progress in 3D representations. Various methods
[16, 27,28, 31, 40, 52] now utilize radiance fields to create
high-fidelity 3D talking head videos, capturing personalized
talking styles with impressive photorealistic image quality.
Most of these methods adopt person-specific training.
Given a video clip with the target talking person, a whole
person-specific model is trained to memorize the target talk-
ing head. Despite their tremendous improvements in high-
fidelity rendering, personalized dynamics, and fast running
speed, as a trade-off, the model holds no generalizability
for an unseen identity. Thus, they require a large amount
of high-quality video frames with a long training time to
adapt to each new identity. Some image-referred methods
[30, 40, 53, 54] can quickly generalize to different iden-
tities, nevertheless, the quality of personalization and effi-
ciency drop. A question is then raised: How can we use
the least training data to rapidly learn a faithful 3D talking
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head, while preserving a high level of personalization?

Observing previous radiance-field-based methods, we
notice that: 1) While the training process includes a long
time to learn a basic audio-driven motion that with only lit-
tle personalized style, the static 3D head can be well re-
constructed in just a few early iterations; 2) Though the
results may exhibit jittering and poor quality when trained
with limited data, a portion of the lip motions remains rec-
ognizable with distinct personalized style. These suggest
that even a short video clip can provide rich personalization
cues to enable the learning of a specific talking head with lit-
tle time cost, as long as common audio-motion knowledge
is obtained. Motivated by this, by preparing a pre-trained
identity-free 3D motion field as prior and aligning it to the
new identity to facilitate the adaptation, we propose Instant
Talking Head Synthesis with Gaussian Splatting (InsTaG),
a framework that allows fast learning of high-fidelity per-
sonalized 3D talking head from a video even as short as
only a few seconds while attaining high efficiency.

Different from previous few-shot methods [30, 53, 54]
that imitate a new identity from inputs, InsTaG memo-
rizes the whole talking head in a lightweight person-specific
model to obtain high-level personalization and efficiency.
Upon such a person-specific paradigm, we fully decouple
the learning of universal motion and personalization into
pre-training and adaptation, preparing a pre-trained 3D mo-
tion field for future person-specific learning of new identity.
However, a challenge with this design lies in pre-training
with multi-person data, where the person-specific model
can not fit varying identities and estimate their varied per-
sonalized motions, leading to an ineffective optimization.
To tackle this problem, we present an Identity-Free Pre-
training strategy. By keeping a series of temporary personal
fields to store the identity information and filter out the per-
sonalized motions, we extract the common knowledge of
talking motion from long-video corpus and produce a uni-
versal motion field that contains identity-free motion prior.
To further facilitate this motion detachment, a negative con-
trast loss is introduced to encourage the diversity of learned
personalized motion between each sample, maximizing the
retaining of universal priors for later adaptation.

To fully exploit the universal motion priors to enable
fast and high-quality new-identity adaptation, we present
a Motion-Aligned Adaptation strategy to align the unseen
talking head to the pre-trained motion field. First, a mo-
tion aligner is developed to learn a condition-independent
primitive-wise coordinate offset and a motion scaler. It
helps the intra-alignment between the personalized and uni-
versal motions in the field, maximizing the retention of
learned knowledge during few-shot fine-tuning. Moreover,
to enhance the generalizability by face-mouth decomposi-
tion [58] while preserving a robust dynamic face structure,
we introduce a face-mouth hook technique to inter-align the

inside mouth motion with the face, which efficiently im-
proves the fidelity as well as motion quality. To further im-
prove the robustness of view direction, the new identity’s
head structure is aligned with estimated geometry priors for
regularization. By incorporating the alignments in the adap-
tation, the person-specific model finally synthesizes high-
fidelity personalized 3D talking heads at a fast speed.
Integrating the two proposed strategies, InsTaG can
learn a personalized 3D talking head from even a short 5-
second video, achieving state-of-the-art visual quality and
personalization compared to existing methods, with high
lip-synchronization and real-time inference. Experiments
demonstrate the outperforming efficiency and generalizabil-
ity of InsTaG for various identities, genders and languages.
Our main contributions are summarized as follows:

* An Identity-Free Pre-training strategy that enables the
pretraining of the person-specific model by filtering out
conflict identity and personalized motions, meanwhile
maximizing the capturing of universal motion priors.

* A Motion-Aligned Adaptation strategy, which inter- and
intra-aligns the talking head with the motion field for ef-
ficient new-identity adaptation, attaining robust, realistic
reconstruction and personalized lip-synchronization.

» Extensive experiments show that our InsTaG learns re-
alistic personalized talking heads from few data, while
attaining high lip-synchronization and efficiency, outper-
forming state-of-the-art methods under various scenarios.

2. Related Work

3D Talking Head Synthesis. Talking head synthesis aims
to use arbitrary audio to reenact a talking person to generate
audio-visual synchronized videos. Early works [5, 11, 21,
38, 45, 47, 62] are mainly built on generative models, cre-
ating talking heads by manipulating the given 2D images.
Later, to solve the temporal inconsistency when the head
moves, 3D-based methods [33, 44, 55, 60] utilize explicit
3D face structure and successfully improve the naturalness.

Recently, radiance fields like NeRF [35] and 3D Gaus-
sian Splatting (3DGS) [22] have been introduced as the rep-
resentation to allow 3D talking head synthesize. Inheriting
the radiance field optimization, most methods [7, 16, 25, 28,
31,37, 42] train a person-specific model on minutes of high-
quality video, achieving success in reconstructing photore-
alistic rendering and personalized talking style. However,
the strict quality requirements of the training video data and
the long training time for every adaptation to a new iden-
tity have hugely limited their application. Although some
works [30, 40, 52-54, 56] attempt to solve the problem by
a one-shot generator [30, 53, 54] or take pre-trained mo-
tions from external modules to loosely join the adaptation
[40, 52] to achieve one- or few-shot, they often compromise
image quality and loses the personalization as the trade-off.
A concurrent work MimicTalk [53] injects LoRA [20] to
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Figure 2. Overview of InsTaG. For preparation, InsTaG collects the common knowledge of talking motion from a long-video corpus by
Identity-Free Pre-training, storing it as a motion field. Given a short video with a new identity, the Motion-Aligned Adaptation strategy
builds a robust and fast person-specific synthesizer with the pre-trained motion field to learn a high-quality personalized 3D talking head.

improve fine-tuning efficiency, but its inference is slow due
to the large backbone. Instead, by enabling the pretrain-
ing of person-specific models and using pre-trained motion
field to directly drive the talking head, our method obtains
a more compact and consistent architecture to fully exploit
the motion priors in an end-to-end way, facilitating model-
ing precise lip-synchronization with high efficiency.
Few-shot 3D Head Reconstruction. Fitting high-fidelity
3D human heads from RGB images has been a hot topic.
Early model-based methods [14, 43, 50, 57] focus on fitting
a 3D head with 3DMMs [1, 29, 36] but are short in detail.
Combined with neural fields, some model-free methods
[2, 34, 39] learn static heads from a few images with struc-
ture priors. Although many works [3, 12, 15, 19,41, 49, 51]
attempt to reconstruct dynamic heads from few videos, their
parametric controls are difficult to predict from audio and
limit the mouth motion granularity, making it hard for them
to express the highly personalized 3D talking head with del-
icate audio-driven mouth motions achieved by InsTaG.

Some generative methods [13, 17, 30, 48, 54, 59] fo-
cus on reconstructing talking heads with 3D structure, how-
ever, they can hardly infer personalized talking style from
only one image, leading to weak personalization and fi-
delity. Learning 3D talking heads with few-shot NeRF, re-
cent works [24, 40, 53] introduce 2D-to-3D modules with
pre-training but are often slow due to their overhead. In-
stead, with an identity-free motion prior and person-specific
adaptation instead of expensive 2D-to-3D priors, our In-
sTaG can rapidly learn a personalized audio-driven 3D talk-
ing head from few data while attaining fast inference.

3. InsTaG

As shown in Figure 2, InsTaG synthesizes personalized 3D
talking head based on Gaussian Splatting [22] (Sec. 3.1),
consisting of an Identity-Free Pre-training (Sec. 3.2) strat-
egy to fetch universal motion priors and a Motion-Aligned
Adaptation strategy (Sec. 3.3) to learn a new identity. We
describe the detailed designs in the following sections.

3.1. 3DGS Talking Head Synthesizer

Our framework aims to learn personalized 3D talking head
with fast inference and instant adaptation, therefore, a
lightweight model with high representation ability is needed
to be as the 3D synthesizer. Generally, existing methods can
be categorized into image-based [30, 53, 54] and person-
specific [16, 25, 28, 42]. The former often possesses gen-
eralizability but is relatively slow and weak in personaliza-
tion, while the latter matches our requirements.

Preliminaries. A person-specific synthesizer based on ra-
diance fields can be formulated as a mapping F that from
given conditions to a synthesized head image I:

Fi(a,e[Rt];0) = 1 (1

where the conditions include audio a, upper-face expres-
sion control e and camera pose [R,t] that represents the
head pose, and the parameters of the radiance fields 6.
Under such an architecture, we require the motion learn-
ing to be entirely irrelevant to appearance for pre-training.
Hence, we leverage the recent 3DGS-based synthesizer with
a face-mouth decomposition [28], including a pair of struc-
ture fields and motion fields separately for a face branch and
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inside-mouth branch to synthesize the talking head image I.
Structure Field. The structure field stores the static Gaus-
sian primitives with parameters 6 = {u, s, q, «, f}. Both
the face branch and inside-mouth branch obtain a private
structure field for their own target structure.

Motion Field. The motion field predicts a point-wise de-
formation § = {Apu, As, Ag} with a tri-plane hash encoder
‘H [25] with a region attention (RA) module to store spatial
relation, and an MLP decoder to predict deformation. For
each query primitive with center p, the neural field D pre-
dicts its deformation § from the given condition feature set
C including audio a and upper-face expression signal e:

6 =D(u,C) = MLP(H(un) & C), 2

where & denotes concatenation.
Rendering. During rendering, the motion field deforms the
Gaussians 6 depending on the inputs a and e, and then a
2D image is rendered. This process happens in both the
face and inside-mouth branches, and the output results are
combined to get the final talking head image.

In the following, unless necessary, we do not show the
face-mouth decomposition for easier understanding.

3.2. Identity-Free Pre-training

Although with personalization knowledge, a short video
clip is insufficient to train a talking head with personalized
audio-motion mapping from scratch. To this end, we ex-
tract the common motion knowledge from long videos by
pre-training as compensation for the new identity.

In contrast to existing generative pre-training solutions
[30, 40, 53] that allow multiple-identity inputs to train
the same model, an identify-conflict problem lies in our
method. Firstly, different identities can not coexist in one
person-specific model. Secondly, since the model can not
separate different people, the conflicting personalized mo-
tion hinders the model convergence and pollutes the pre-
trained module by overfitting the noises.

Strategy. To tackle this problem, we design storing the
identity-dependent knowledge in a Personalized Field dis-
tributed to each training video, therefore detaching the iden-
tity influence of the learning of universal motion to pre-train
a Universal Motion Field. Specifically, each Personalized
Field consists of a personalized structure field with param-
eter fp and a smaller motion field Dp to retain the identity
appearance and personalized motion of its owner video.
Universal Motion Field (UMF). Serving as a pre-trained
module, UMF aims to predict a commonly correct facial
motion that suits most identities. Queried by an arbitrary
Gaussian, the field I/ predicts the universal deformation s
without personalization according to Eq. (2):

ou =U(p, C) = MLP(Hy (1) & C). 3)

Personalized Fields. During training, Personalized Fields
cooperate with one sharing Universal Motion Field to syn-

thesize personalized talking heads, enabling the supervision
from videos with different identities. Practically, given an
audio feature a and expression signal e packaged by C, the
UMF U would predict an identity-free deformation queried
by pi € 6%, serving as a basic deformation for the i-th
person. Meanwhile, the i-th personalized field predicts a
residual motion 4% as the personalized adjustment:

p = Dp(up, C) = MLP(Hp(up) ®C).  (4)

After that, the two deformations are combined to deform the
personalized structure fields for rendering:

R:([R,1),00) > I, 0p=0p+060+6p, (5
where R refers to the 3DGS rendering process.

Since then, videos with different talking identities can be
used for pre-training with no identity conflicts, and the per-
sonalized motions are isolated from each other by staying
at the personalized fields, detached from the universal ones.

Negative Contrast Loss. Despite the detachment of per-
sonalized and universal motions enabled, a new problem
emerges: how to decide whether a motion should be per-
sonalized or universal? Without supervision, a native sep-
aration from gradient would be highly biased because of
uncertainties like initialization and data disparity, making
some personalized motions inappropriately stored into the
universal field but too much universal knowledge omitted.

For this problem, we introduce a Negative Contrast Loss
with two principles: 1) the ideal personalized motions are
expected to be the minimum additional motions that enable
smooth model convergence, thus the fewer the better; 2)
subject to the first point, the personalized motions of one
identity should be different from that of the others. There-
fore, we design the loss by a truncated dot product:

where (Apb, Augg) is a pair of personalized y-deformation
from ¢-th and j-th personalized fields, queried by the same
up and Cin Eq. (4), and [;;,, is a truncation function:

. >0
Htrunc(x) = { g ﬁ <0 - (7)

This negative-sample-based contrastive loss works from
two aspects: 1) when the two participants are close in the
3D space, the loss would encourage them to be either dif-
ferent in direction or less in effect; 2) if the participants are
already significantly different, or if one of the participants
is close to 0, the loss stops pushing them too far.

By contrasting the negative personalized Ay pairs, the
proposed loss can encourage learned personalized motion to
be diverse between the different personalized fields, there-
fore maximizing the filtering to get universal motions.
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3.3. Motion-Aligned Adaptation

Based on the pre-trained UMF from Sec. 3.2, we intro-
duce a Motion-Aligned Adaptation strategy to allow fast and
high-quality learning of new-identity talking heads from a
short video. Different from existing works [30, 40, 53] that
take motions to guide image generation, we directly drive
Gaussians by deformation in the final rendering for more re-
alistic visual quality, bringing a challenge in precisely align-
ing the pre-trained motion to the new identity’s head.
Motion Aligner. Due to the diversity of human faces, the
pre-trained UMF can not natively match all unseen identi-
ties suitably. Except for the personalization that we aim to
learn, this motion misalignment exists in two aspects: 1)
the target facial structure may be biased with the implicit
one from pre-training in UMF; 2) the motion of the target
identity may have a scale gap from the universal motion.

To this end, we propose to wrap a Motion Aligner on the
motion field to learn the adjustment. Specifically, a multi-
resolution positional encoder H 4 is first added to store the
spatial information. Then, before querying the motion field
by p from the structure field, a coordinate offset Apiy is
predicted as bias adjustment:

Apa =MLP(Ha(p)) € R3. ®)

After getting the universal deformation dy7, the Ay part is
multiplied by a scaling factor 74 € R3 predicted in the same
way as Eq. (8) for scale alignment, and finally output the
adjusted deformation 6, = {Ay/, As, Ag}, where

Ap =ApuxT1a, ApelUlp+Apa,C). (9

Here ¢;; is used as the final deformation for rendering.

Face-Mouth Hook. As a deformation-based framework,
the asynchronous inside and out mouth motions often dete-
riorate the modeling [28]. As in Sec. 3.1, we adopt a face-
mouth decomposition [28] to solve this problem. It sepa-
rates the modeling of the face (including lips) and inside
of the mouth into two branches. However, when data is re-
duced, these two parts may fail to learn to move in harmony,
causing misalignment with low visual quality. Without an
existing mechanism to ensure the inter-alignment, we sug-
gest setting a hook in the motion field to allow the mouth to
actively align to the face, as shown in Figure 3.

Given a predicted deformation §z from the face branch
that represents face motion, we attempt to fetch the motions
on lips from it to guide the inside-mouth deformation §y;.
Considering the lip motion tends to cause the largest defor-
mation amount of the whole face, we take the maximal and
minimal Ap? € §r (denoted as Afi, gz /min) as the motion
cues, and calculate a distance pgist = Aftmaz — Dfbmin
for a direct scale cue. Then, this set of features ¢ =
{Almaz, Afimin, bdist } are input in the MLP decoder in
the inside-mouth branch motion field to predict a deforma-

Face Branch Output Hook Feature

&8F = [ Apf, AsF, ArF} —— @ = { Aphnax Aﬂmin:l_{@éﬁ}

Inside-Mouth Branch

Figure 3. Illustration of Face-Mouth Hook. We hook the motion
of the mouth to the generated face motion, allowing an alignment
across two branches to enhance robustness under few training data.

tion Ay. The mouth motion field can be formulated as:
ApM = UM, {a, ¢}). (10)

Representing a structure difference, ™ does not take e as
input and does not predict deformations on 7 and s.

Moreover, considering the opening degree of the inside
mouth should align with that of the lips, we hook the motion
scaling prediction to the facial motion scale cue fig;s;. To
achieve this, a scaling factor 7, is predicted for each p by
an MLP to get the final primitive-wise deformation:

™ = MLP(H%I(M)@Mdzst)a (1 1)

where H is the H of the UMF in the inside-mouth branch.
This hook technique establishes a connection between
the motion fields to guide the mouth motion to align to the
face, while the former’s scale is also explicitly connected to
the latter, bringing robust performance on the face-mouth
alignment even when with only few training data.
Geometry Prior Regularizer. To further reduce the ge-
ometry ambiguity caused by the lack of view cover, we
leverage the power of advanced human geometry estima-
tor [23] to provide extra geometry cues for regularization.
To solve the geometry degradation [26] and instability of
3DGS at unseen views [6], we add two regularizers on the
depth and surface normal. Following [6] we first calculate
the 2D depth D and normal Ns when synthesizing image
I. Then, the estimated monocular depth map D and normal
N from the ground-truth image are used for regularization:

M M
Hhook = AM XTM,

Laeo=ApLp(D,D)+An > > (1=N;;-N;;), (12)
i=0 j=0
where Lp is a scale-invarant depth loss, IV; ; denotes the
normal at pixel (¢, 7), and (m, n) is the shape of image 1.

3.4. Training Details

Photometric Loss. The training processes are mainly su-
pervised by the image photometric loss £; between the
synthesized image [ and its ground-truth /5. Following
3DGS [22], L consists of an L1 and a D-SSIM [46] terms.
Pre-training. During pre-training, we collect k videos as
training data to simultaneously train the UMF. For each syn-
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Figure 4. Qualitative Comparison on Synchronization. Our method performs best in both lip-synchronization and visual quality.
“Real3DP” and “TG” denote [54] and [28]. Better visualized with zoom-in. We recommend watching the supplementary video.

Methods Rendering Quality Motion Quality Efficiency
Setting PSNR (A/F)1 LPIPS (A/F)] SSIM?T | LMD| AUE-(L/U)| Sync-C1 | Training| FPS 71 | Real-time

Ground Truth N/A 0/0 1.000 0 0/0 8.897 - -

EAT [13] One-shot - /2244 - /0.060 0.712 - 1.309/1.011 7.577 - 11.8 X
Real3DPortrait [54] 23.58*%/25.37 0.104%*/0.054  0.821 3.407  1.148/1.098 7.549 - 8.4 X
RAD-NeRF [42] 28.36/25.51  0.048/0.035 0.835 3.555 1.295/0.732 2.249 5 hours 28.6 v
ER-NeRF [25] Trained 28.23/25.63  0.040/0.031 0.844 3.541  1.327/0.451 3.074 2 hours 30.8 v
GaussianTalker [7] From Scratch | 28.18/25.61  0.043/0.032 0.836 3.647 1.379/0.415 1.970 67 min 64.5 v
TalkingGaussian [28] 28.32/26.01  0.041/0.028 0.843 3.588 1.158/0.316 3.556 31 min 114.2 v
DFREF [40] 28.48/26.26  0.066/0.034  0.859 3.436  1.247/0.683 3.957 9 hours 0.03 X
GeneFace [52] Adaptation 27.23/25.08  0.052/0.036 0.823 3510  1.310/0.684 3.651 7 hours 18.1 X
MimicTalk [53] & Few-shot | 24.69%/26.27 0.075*%/0.031  0.853 3.489  0.958/0.775 6.926 16 min 8.2 X
InsTaG (Ours) 28.86/26.32  0.039/0.026  0.861 3.167 0.926/0.313 5318 13 min 82.5 v

Table 1. Quantitative Comparison in self-reconstruction setting with S5s training data. InsTaG achieves the best image quality and
personalized dynamics, with fast adaption and real-time inference. We mark the best and second-best results. (*: with synthesized torso.)

thesized image I* from i-th video, we first calculate its pho-
tometric loss, and then calculate the Negative Contrast Loss
to each other. The pre-training loss for the ¢-th video is:

k
Lore = L1(I Igr) +Ac Y Lo(Bpp - Apr). (13)
J=1,j#i

Adaptation. For adaptation, we initialize a person-specific
model with the pre-trained UMF. A warm-up stage first runs
without a Motion Aligner and geometry loss for a start. Af-
ter that, the model is trained with full loss:

Lada = L1(I,IgT) + LGeo(D, N).
4. Experiments

(14)

Dataset. In the experiments, we collect a long-video corpus
with 5 long speaking videos from [25, 52] for pre-training,
and follow prevailing settings [16, 25, 28, 52] to take 4
videos from publicly-released sets [40, 52] for the test, with
no identity overlap of the two parts. The videos have an
average length of about 800-8000 frames in 25 FPS with a

center portrait, all are cropped and resized to 512 x 512.
Implementation Details. Our method is implemented on
PyTorch. The pre-training stage lasts 150,000 iterations
and adaptation lasts 10,000. An AdamW [32] optimizer
is used with learning rates of Se-3 and Se-4 separately for
the grid and neural networks to train UMF. Ap, An and A¢
are set to le-2, le-3 and 1. All experiments are performed
on RTX 3080 Ti GPUs. The overall pre-training takes about
5 hours. The head pose is estimated through BFM [36]. A
DeepSpeech model [18] is used to extract basic audio fea-
tures following previous works [16, 25, 28].

Comparison Baselines. To compare with the state-of-the-
art methods, we take the baselines from the relevant person-
specific methods DFRF [40], RAD-NeRF [42], GeneFace
[52], ER-NeRF [25], TalkingGaussian [58], GaussianTalker
[7] and a concurrent method MimicTalk [53]. We also in-
volve the one-shot EAT [13] and Real3DPortrait [54]. All
the methods are reproduced by their official codebase. If
officially supported, we use DeepSpeech as audio extactor.
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Figure 5. Qualitative Comparison on Reconstruction Quality. Our method performs the best in rendering photorealistic talking heads
with fine details. “Real3DP” and “TG” denote Real3DPortrait [54] and TalkingGaussian [28]. Better visualized with zoom-in.

Method Type Ss 10s 20s

P PSNRY AUE-L| Synct | PSNRT AUE-L| Synct | PSNR{ AUEL|  Synct
ER-NeRF [25] From Seratch | 28235 1.327 3.074 28.728 1.078 3.240 29.287 0.941 4638
TalkingGaussian [28] om Scrate 28.321 1.158 3.556 29.130 1.069 4.663 29.536 1.073 4.776
DFRF [40] 28.481 1.247 3.957 28.881 1.072 4210 29.253 1.137 4333
GeneFace [52] Adaptation 28227 1.310 3.651 27.997 1.036 4.869 28.825 1.033 4772
InsTaG (Ours) 28.863 0.926 5318 | 29.421 0.881 5.636 30.352 0.710 5.764

Table 2. Quantitative Comparison in self-reconstruction setting to person-specific baselines with different data amounts. Our method
performs best in various data scenarios, exhibiting robustness. The best and second-best results are in bold and underline.

Audio English, Male Audio German, Female

Methods
Sync-E]  Sync-CT Sync-E]  Sync-C 7T

Full Baseline [28] 10.443 4.342 9.942 4.949
ER-NeRF [25] 11.711 3.043 11.502 2.853
TalkingGaussian [28] 10.675 4317 10.898 3.708
DFRF [40] 10.515 4.726 10.482 4.329
GeneFace [52] 9.995 4.734 11.029 4.162
InsTaG (Ours) 9.886 4.828 9.733 4.990

Table 3. Comparison in cross-domain setting with 20s training
data. We take TalkingGaussian [28] with full data for reference.

4.1. Evaluation

Comparison Settings. The quantitative comparison con-
tains two settings: 1) Self-reconstruction setting. We split
each of the 4 adaptation videos into few-second training sets
and a test set of at least 12s, and use the unseen test data
as input and ground truth for evaluation. 2) Cross-domain
setting. We use an unseen English male audio from NVP
[44] and a German female one from [16] to test the cross-
domain generalizability. Considering some baselines with
failure cases, we use 20s from a certain video to train per
method to represent its best performance for testing.

Metrics and Measurements. We employ PSNR, LPIPS
[61], and SSIM [46] to evaluate image quality. Especially,
we report PSNR and LPIPS separately on an all image (“A”)
and only the aligned face (“F”). SSIM is only measured
on the face. For lip synchronization, we use LMD [4] and
SyncNet [8, 9] confidence (Sync-C) and error (Sync-E). Be-

sides, action unit [10] error (AUE) is used on upper-face
(AUE-U) and lower-face (AUE-L) following [28], in which
AUE-L can reflect the similarity of the personalized talking
actions from the target. We also statistic the training time
(fine-tuning time for few-shot or adaptation-based methods)
and inference FPS to evaluate efficiency.

Quantitative Evaluation. 1) Table | reports the results
of self-reconstruction setting with 5s training data. Our
method achieves the best image quality, demonstrating our
ability to faithfully generate a realistic talking head. Inher-
iting the traditions of large corpus pre-training, the one-shot
methods [13, 54] and MimicTalk [53] achieve very high
Sync scores but are relatively slow. Also getting a high
Sync, InsTaG achieves the best in LMD and AUE-L, show-
ing our advantage in preserving personalization. While all
baselines can not simultaneously achieve high synchroniza-
tion and real-time inference, our method produces the best
overall performance including the fastest adaptation and
high speed. 2) When data increases, the results in Table
2 show that InsTaG still outperforms other person-specific
models in all aspects, demonstrating our wider application
value and robustness to various scenarios. 3) In the results
from Table 3 in cross-domain setting, where the methods
are tested on two difficult cross-domain scenarios, the ad-
vantages of pre-training are further amplified. GeneFace
[52] and DFRF [40] surpass all models trained from scratch.
At the same time, InsTaG exceeds the baseline [28] trained
on about 1-minute full training data, demonstrating the out-
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Methods ER-NeRF [25] TalkingGausian [28] ~ GaussianTalker [7] DFRF [40]  GeneFace [52] MimicTalk [53] InsTaG (Ours)
Lip-sync Accuracy 2.00 1.90 1.50 3.30 2.70 4.80 4.50
Image Quality 3.40 3.70 4.00 2.90 3.10 3.70 4.80
Identity Preserving 2.40 1.50 1.70 2.90 3.00 4.20 4.60
Video Realness 1.40 1.50 1.40 2.80 1.70 3.20 3.90

Table 4. User Study. The rating is in the range of 1-5, higher denotes better. The best and second-best results are in bold and underline.

Pre-training Adaptation
PField NCLoss | Aligner Hook

PSNR{ LPIPS| LMD/ Sync-C?

28.66 0.044  3.734 2.019

v 28.76 0.040  3.239 4.816
v v 28.59 0.041 3.223 5.124
v v v 28.69 0.040  3.274 5.233
v v v 28.66 0.040  3.257 5.086
v v v 28.79 0.040  3.226 4.994
v v ‘ v v ‘ 28.86 0.039  3.167 5.318

Table 5. Ablation Study. We verify the components under 5s self-
reconstruction setting, showing the effect of our contributions.

standing robustness and generalizability of our method.
Qualitative Evaluation. To qualitatively evaluate the re-
sults, we show the generated sequences and rendering de-
tails from self-reconstruction setting. In Figure 4, it can be
observed that the models trained from scratch (ER-NeRF,
TG) [27, 28] behave poorly in synchronization (yellow
box), while the adaptation-based methods (DFRF, Gene-
Face, MimicTalk) [40, 52, 53] perform better but generate
blurry results (orange circle). Referring to Figure 5, while
all methods synthesize either blurs or heavily distorted de-
tails (red arrow), our method can reconstruct photorealistic
appearance and delicate details. By benefitting from the ad-
vantages of both pre-training and person-specific training,
InsTaG achieves the best in both synchronization and image
quality. We strongly recommend watching our supplemen-
tary video for an intuitive comparison.

User Study. To better judge the quality in real human-
participated scenarios, we conducted a user study with 28
generated talking head videos from 7 methods with 5s train-
ing data. We invited 10 attendees to rate each anony-
mous method from four aspects: (1) Lip-sync Accuracy; (2)
Video Realness; (3) Identity Preserving and (4) Video Real-
ness. The results in Table 4 show that our InsTaG achieves
the best in three aspects and the second-best in lip-sync,
which is only after the concurrent MimicTalk [53], demon-
strating our outstanding visual quality via human judgment.

4.2. Ablation Study

We conduct the ablation study to prove the effectiveness of
our contributions. The results are reported in Table 5.

Identity-Free Pre-training. In the first row, we show
the results pre-trained without Personalized Fields (PField),
which produces bad synchronization due to the identity-
conflict problem. After applied PField, the pre-training
works with obvious effect. Combined with PField, Nega-

Backbone | Hook | PSNRT LPIPS| LMD|  Sync-Ct
Single Branch 28.59 0.049 3.233 4.675
Face-Mouth Decomp. X 28.69 0.040 3.274 5.233
Face-Mouth Decomp. v 28.86 0.039 3.167 5.318

Table 6. Ablation Study on Mouth Motion Representation. In-
troducing FMD [28] can effectively improve lip-synchronization,
while our FM hook technique further boosts image quality.

Figure 6. Visualization Results of Face-Mouth Hook. FMD im-
proves performance but also causes misalignment when with inad-
equate data, which can be well solved by our Face-Mouth Hook.

tive Contrast Loss (NCLoss) shows its impact on lip-sync
improvement, offering higher Sync-C. This demonstrates
the necessity of PFiled in enabling the pre-training and the
effect of NCLoss on encouraging knowledge collection.
Motion-Aligned Adaptation. @ We apply our Motion
Aligner (Aligner) and Face-Mouth Hook (FM Hook) to il-
lustrate their effect on adaptation. Although the perfor-
mance is improved by applying our pre-training strategy,
the Aligner can bring extra enhancement by providing adap-
tation adjustments. Furthermore, the Hook works in both
visual quality and dynamics by correcting inside-mouth
misalignment. Combining these two adaptation techniques,
the performance achieves the best among all settings.
Mouth Motion Representation. To further explain the ne-
cessity of Face-Mouth Decomposition (FMD) [28] and our
FM Hook, we take studies by using one single branch to
represent the two parts. Results in Table 6 show the effect
of FMD. However, simply introducing it would cause sig-
nificant misalignment that lowers the visual quality, as in
Figure 6. By applying our FM Hook, this drawback can be
well solved to benefit FMD with robust performance, gen-
erating synchronized talking heads with high visual quality.

5. Ethical Consideration

We hope our method can promote the healthy development
of digital industries. However, it is important to note that it
could be misused for malicious purposes, potentially caus-
ing negative impacts. As part of our responsibility, we will
assist in developing deepfake detection tools. We recom-
mend the responsible use of this and all similar techniques.
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