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Figure 1. Overview of T2ISafety. (a) Comparison of T2ISafety with others. (b) Taxonomy of T2ISafety with three key safety domains.
(c¢) T2ISafety evaluation pipeline.

Abstract hierarchy of 12 tasks and 44 categories based on these

three domains, and meticulously collect 70K corresponding

Text-to-image (T21) models have rapidly advanced, en-
abling the generation of high-quality images from text
prompts across various domains. However, these models
present notable safety concerns, including the risk of gen-
erating harmful, biased, or private content. Current re-
search on assessing T2l safety remains in its early stages.
While some efforts have been made to evaluate models on
specific safety dimensions, many critical risks remain un-
explored. To address this gap, we introduce T2ISafety, a
safety benchmark that evaluates T21 models across three key
domains: toxicity, fairness, and bias. We build a detailed

* Equal contribution T Corresponding author

prompts. Based on this taxonomy and prompt set, we build
a large-scale T2I dataset with 68K manually annotated im-
ages and train an evaluator capable of detecting critical
risks that previous work has failed to identify, including
risks that even ultra-large proprietary models like GPTs
cannot correctly detect. We evaluate 15 prominent diffusion
models on T2ISafety and reveal several concerns including
persistent issues with racial fairness, a tendency to generate
toxic content, and significant variation in privacy protection
across the models, even with defense methods like concept
erasing. Data and evaluator are released under https :
//github.com/adwardlee/t2i_safety.
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1. Introduction

The rapid rise of text-to-image (T2I) models [44, 57, 58] has
been used to generate high-quality, realistic images from
text descriptions across various domains and art styles. This
accessibility has led to widespread use in creative applica-
tions [16, 31, 50, 65, 82]. However, the impressive capabil-
ities of T2I models also raise significant concerns regarding
their social impacts and potential risks of generating harm-
ful, biased, or private content [8, 77].

Recent studies have revealed some phenomena behind
these issues in T2I models. Despite works in LLM [32,
35, 83], studies have shown that malicious text prompts can
lead models to generate inappropriate, offensive, or danger-
ous images that poses serious risks to users [21, 51, 66, 81].
Fairness issues arise when models amplify social biases and
stereotypes such as gender and racial biases [6, 8, 63], lead-
ing to content that misrepresents or discriminates against
certain groups. Moreover, T2I models are typically trained
on massive data scraped online, which may contain copy-
righted material or sensitive information, raising concerns
about data privacy and ownership. To mitigate these issues,
external defense methods like plug-and-play safety filters
are employed to detect inappropriate textual inputs or vi-
sual outputs during image generation, but these filters can
be easily bypassed [4, 33]. This vulnerability highlights the
need to enhance the inherent safety mechanisms within T21
models themselves.

To address these challenges and enable the responsible
development of T2I models, it is essential to rigorously
study and quantify their safety which encompass fairness,
toxicity and privacy. Given the complexity of the visual
world, defining a safety taxonomy for T2I models is inher-
ently challenging. The diversity of generated images far
exceeds that of real-world content, making it more difficult
to create a robust safety evaluator. Moreover, safety-related
datasets are lacking in scale, making it hard to train a ro-
bust model that capable of evaluating whether the gener-
ated images contain harmful content. Previous approaches
have made preliminary attempts to assess safety along cer-
tain dimensions, as shown in Table 1, but many critical risks
remain unexplored. In the absence of large-scale safety T2I
datasets, most existing methods have relied on pre-trained
large-scale models or trained foundation model, e.g. CLIP,
on small-scale datasets for safety evaluations. These ap-
proaches fall in short in capturing the large scope of safety
risks associated with T2I model generation. As a result,
practitioners are still forced to rely on human judgment or
high-cost methods like GPTs to substitute for the current
unreliable automated evaluation methods.

In this work, we aim to bridge the gaps by proposing a
new benchmark, named T2ISafety, that is high-quality and
diverse, as shown in Figure 1(a). To begin, we define a
three-level hierarchical taxonomy based on three key do-

mains, covering a broad spectrum of safety dimensions in-
cluding 12 tasks and 44 categories. Based on this taxonomy,
we collect 70k prompts from diverse sources and build a
large-scale T2I dataset with 68K images by prompting sev-
eral prominent diffusion models to generate corresponding
images, which are then manually labeled. To ensure auto-
matic, reproducible and accurate evaluations, we also de-
velop an image safety evaluator, ImageGuard, based on
a Multimodal LLM (MLLM). This evaluator significantly
outperforms previous methods by incorporating T2ISafety
dataset, an additional cross-attention module, and the in-
tegration of contrastive loss during training. As shown in
Figure | (c), during the evaluation of T2I models, we ap-
ply safety rate in toxicity and privacy domains to provide
a clear reflection of harmful content levels. Additionally,
we propose using normalized Kullback-Leibler (KL) diver-
gence to measure fairness, offering a more interpretable and
asymmetric approach. Our experiments demonstrate that
T2ISafety can capture wider range of risks in current T2I
models that previous methods, including GPTs, fail to iden-
tify, paving the way towards safer T2I models.

In summary, our contributions are three-folded. (1)
T2ISafety provides a much-needed safety evaluation frame-
work for T2I models, which has hierarchical and compre-
hensive safe taxonomy for T2I generation. (2) We build
a large-scale dataset based on T2ISafety taxonomy and in-
troduce an image safety evaluator that significantly outper-
forms current prevailing method, enhancing the accuracy
and reliability of safe evaluations. (3) We deliver a safety-
focused evaluation of recent T2I models, analyzing their
vulnerabilities through safety rate and normalized KL di-
vergence across various safety dimensions.

2. Related works
2.1. Safety datasets on T2I models

Existing benchmarks for T2I models primarily emphasize
image quality [23], text-image alignment [37], and specific
capabilities like compositionality and counting [47]. Al-
though some datasets address safe aspects like toxicity and
fairness, their scope remains limited. For instance, I12P [61]
evaluates toxic content but relies on unprocessed prompts
lacking quality control. HEIM [29], which uses I2P for tox-
icity evaluation, and HRS-Bench [5] focus on fairness, yet
both omit critical details regarding nuanced toxicity cate-
gories and privacy concerns. Similarly, FAIntbench [41]
and DALL-EVAL [11] concentrate on narrow areas, such
as professions, overlooking broader dimensions of fairness.
Despite these contributions, these benchmark not address a
broad safety spectrum of T2I models, particularly the inter-
section of fairness, toxicity, and privacy. These benchmarks
often miss crucial categories, depend on limited data, or
lack thorough evaluation protocols. Our benchmark aims
to address these gaps by providing the evaluation frame-
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Benchmark Domain Categories  Prompts  Quality check Evaluation
HEIM [29] Toxicity & Fairness Human X Pretrained-CLIP
I2P [61] Toxicity Human X Finetuned-CLIP
HRS-Bench [5] Fairness GPT X Pretrained-MLLM
FAlntbench [41] Fairness GPT X Pretrained-CLIP
DALL-EVAL [11] Fairness Human X Pretrained-MLLM
T2ISafety(Ours)  Toxicity & Privacy & Fairness 3-12-44 Human v Finetuned-MLLM

Table 1. Comparison between T2I safe-related benchmarks and our T2ISafety. Multi-levels refers to the evaluation of multiple safe
dimensions. Xdenotes the benchmark lacks this feature. Pretrained means only use public pretrained models to evaluate.

work that assesses T2I models across a broad spectrum of
safety dimensions, offering a more nuanced and thorough
understanding of their safety implications.

2.2. Image content moderation

Traditional Safety Evaluators. Traditional CLIP-based
image safety evaluators, such as Q16 [60] and the MHSC
classifier [51], have been used to detect inappropriate con-
tent in images. These classifiers are trained on datasets
containing explicit, and safe images to recognize and flag
potentially harmful content. CLIP [53] has been widely
adopted for image safety evaluation due to its ability to learn
joint representations of images and safety categories. It can
assess the alignment between the generated image and the
safety categories. Despite their widespread use, traditional
safety evaluators and CLIP have limitations when it comes
to accurately detecting inappropriate content in generated
images. These models often struggle with context under-
standing and can produce false negatives. Additionally, they
may not capture more subtle forms of bias or fairness issues
in the generated images.

Potential of MLLMs as Image evaluators MLLMs have
shown promise in addressing the limitations of traditional
safety evaluators and CLIP. MLLMs [38, 79] can analyze
and learn correlations between visual content and associ-
ated text prompts, enabling a more comprehensive under-
standing of the generated images [67, 74]. By leveraging
their multimodal reasoning capabilities, MLLMs have the
potential to serve as more accurate and context-aware image
moderators. However, further research is needed to fully re-
alize their potential and address challenges such as accuracy
and stability in safety evaluation tasks.

3. Benchmark construction

3.1. T2ISafety taxonomy

Towards a comprehensive T2I safety benchmark, we focus
on fairness, toxicity, and privacy domains with further sub-
divisions within each domain. Figure 1(b) demonstrates an
overview of taxonomy in T2ISafety. Although safety can
be subjective, we develop a hierarchical taxonomy of T2I
models and determine the categories based on latest regula-
tions [7, 12] and the user policies of T2I service providers,

including those from DALL-E [46], Midjourney [42], Ama-
zon AWS moderation [1], StabilityAI [68], Google Gen-
erative Al [19]. In summary, our taxonomy encompasses
three major domains: fairness, toxicity, and privacy, with
12 specific tasks and 44 categories. These include gender,
age, and race under fairness; sexual, hate, humiliation, vio-
lence, illegal activity, and disturbing content under toxicity;
and public figures, personal identification documents, and
intellectual property violation under privacy. The detailed
definition for toxicity and privacy categories can be seen in
Section E.1 of Supplementary Material (Suppl.). In terms
of fairness, gender is classified as male or female based on
general societal understanding [25, 27]. Age is divided into
four groups: children, young adults, middle-aged, and el-
derly. For race, we consolidated the seven race groups used
in Fairface [25] and the work [64] into 5 groups, Caucasian,
African, Indian, Asian and Latino.

3.2. Data collection

The data construction pipeline is shown in Figure 2. To
construct relevant data with our proposed hierarchical tax-
onomy, we gather diverse prompts from a wide range of hu-
man written and publicly available datasets. After collect-
ing prompts, we perform quality control and auto-labeling
to ensure their high relevance to the specific categories re-
sulting a total of 70K prompts.

3.2.1. T2ISafety prompt set

Prompt collection. We collect prompts from large-scale
public datasets, such as Vidprom [72], Pickapic [26],
Midjourney prompts [69], DiffusionDB [73] and Jour-
neyDB [70].

Prompt filtering. To eliminate duplicates and filter out
meaningless prompts from diverse sources, we follow the
categorized prompt construction pipeline shown in Figure 2.
Locality-Sensitive Hashing (LSH) with sentence embed-
dings is used to deduplicate and regex matching to filter
meaningless prompts. For auto-labeling, we apply LLMs
and consensus voting to categorize and select prompts ef-
fectively. Further details are provided in Section C.3 of
Suppl. After applying prompt filtering, we collect 70K
prompts. The prompts are split into two parts, one for T2I
safety evaluation, the other for image generation.
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Figure 2. The creation of the T2ISafety dataset involves three key stages: prompt construction, image generation, and human annotation.
The dataset showcases prompt-image pairs across the three main domains of fairness, toxicity, and privacy. T2ISafety is derived from a

distinct subset following the prompt construction phase.

3.2.2. T2ISafety image set

Image collection. The image generation process, illus-
trated in Figure 2, involves two parallel processes: real-
world image collection and T2I model image generation. To
retrieve real-world images, we generate keywords related
to toxicity and privacy categories using GPT-40 and query
LAION2B-en [62] to collect the most relevant images, the
prompt is shown in Section C of Suppl. For fairness-related
data, we include two datasets: FACET [20], which offers
32K diverse, high-resolution, privacy-protected images, and
Fairface [25], which contains images labeled by race, gen-
der, and age. We re-annotate the race and age attributes for
consistency with our taxonomy in Section 3.1. To achieve
a similar distribution in generated images and to address
the limited availability of real images in safety-related do-
mains, we also generate images using T2I models listed in
Section D of Suppl. Each model generates images based on
the prompts gathered in the previous section.

Human annotation. After collecting and generating im-
ages, we conduct a human annotation process to accurately
categorize the images as shown in Figure 2. Ten indepen-
dent annotators participate in this process. They are in-
structed to review the definitions of each unsafe toxicity and
privacy categories before determining whether an image is
safe or unsafe and, if unsafe, identifying the specific cate-
gory. The annotation is carried out in two rounds. In the
first round, two annotators independently label each image
as safe or unsafe and specify the category if unsafe. For im-
ages where the two annotators disagree, either on the safety
label or the category, a third annotator is introduced to pro-
vide additional labels. The final label is determined by a

majority vote among these labels. When categorizing, an-
notators select the predominant unsafe category if an image
contains a mix of unsafe elements. This two-round anno-
tation process ensures that each image is accurately labeled
as safe or unsafe and, if unsafe, classified into a specific cat-
egory. For fairness, it undergoes the same processes except
it labels the race, age, and gender.

Statistics. Our image dataset comprises a total of 68K im-
ages, each accompanied by an annotated label. To ensure
distinct training and test sets, we retain around 2K images
generated from prompts not used in the training set, along
with an additional portion of real-world images. The image
dataset statistics are presented in Section E.2 of Suppl.

3.3. Evaluation metrics

To evaluate the safety domains in T2I models, including
fairness, toxicity and privacy, we use two metrics.

Toxicity&Privacy. For both toxicity and privacy, we uni-
formly apply the safety rate metric.

Fairness Metric. Traditional distance-based methods,
like L1 or L2 distance, which measure discrepancies be-
tween observed and expected values, do not normalize
across different distributions, making it difficult to com-
pare fairness performance across tasks with varying scales.
Accuracy [11] measures the correctness of individual pre-
dictions but does not assess the overall distribution of fair-
ness across the dataset, potentially missing systemic biases.
Variance [63] indicates the dispersion relative to a target dis-
tribution but assumes that equal dispersion implies fairness,
which is not necessarily the case—a model could have low
variance yet consistently underrepresent a particular group.
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Figure 3. Network architecture and additional loss of ImageGuard. Visual representations are extracted by a vision encoder, processed
through a perceive sampler, and fed into LLM alongside the tokenized query. CMA modules in transformer layers focus on safety-related
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To address this, we propose the normalized KL divergence
(NKL-Div) for evaluating fairness in T2I models. To ad-
dress these limitations, we propose using the NKL-Div for
fairness evaluation in T2I models. The KL divergence is
defined as:Dxy (P || Q) = >_, P(x)log ggzg, where P(x)
and Q(z) are the probability distributions of estimated and
reference respectively. The KL divergence is always non-
negative, meaning Dk (P || @)>0, but can be unbounded
above. When the reference distribution Q(x) is uniform
over n categories, Q(z) = =, the KL divergence simplifies
to

Dx(P || @) = logn — H(P), 6]

where H(p) = — > P(z)logP(z) is the entropy of P.
The maximum entropy occurs when P is uniform(H (P) =
logn), yielding the minimum possible KL divergence
DxL(P || @) = 0. The KL divergence reaches its upper
bound when P is a degenerate distribution (H (P) = 0), re-
sulting in Dxp. (P || @) < logn. To facilitate interpretation
and comparison across different dimensions, we normalize
the KL divergence:

Dy (P || @)

DKL,normalized(P H Q) = IOgTL

2
which constrains the value between 0 and 1. A lower NKL-
Div indicates that the estimated distribution P is closer to
the reference distribution (), reflecting greater fairness in
the model’s outputs. This normalization provides a clearer
interpretation within a fixed range, facilitating easier un-
derstanding of divergence and enabling comparisons across
different dimensions, regardless of the distributions’ size.
More detailed proof can be seen in Section F of Suppl.

4. ImageGuard

We propose ImageGuard, an MLLM-based model designed
and trained for the safety evaluation of T2I models. It ad-

dresses the limitations of existing image safety evaluators,
which struggle to comprehensively assess critical safe do-
mains such as fairness, toxicity, and privacy. As one of the
most powerful MLLMs in many leaderboards with only rel-
atively low resolution, InternL M-XComposer2 [14] is used
as the pretrained model for further finetuning. In order to
maintain ease of use, we use a single model for fairness,
toxicity and privacy evaluation.

4.1. Instruction templates

Since MLLMs rely on precise instructions for decision-
making, we carefully design user instructions. Inspired by
LlamaGuard [24], our instructions include a task descrip-
tion, category definitions, and a predefined output format.
Given the similarity between toxicity and privacy, we use a
unified instruction for both, while fairness is handled sep-
arately. For fairness, the task is to analyze the image and
classify it by gender, age, and race. Based on the taxonomy
in Section 3.1, we assign two gender attributes, four age
groups, and five racial categories. For toxicity and privacy,
the task is to assess the safety of the image and, if deemed
unsafe, to categorize it. The instruction follows the same
structure as for fairness, with category definitions replacing
attribute classifications. The full instruction is provided in
Section C.2 of Suppl.

4.2. Cross modality attention

Aligning and integrating information across modalities re-
mains a challenge in MLLMs [78]. Current methods of-
ten use self-attention on concatenated language and image
tokens, which can dilute modality-specific features [80].
To address this, we propose a Cross-Modality Attention
(CMA) module that enhances language tokens by focus-
ing on relevant image regions. The structure is presented
in Figure 3. Given a LLM with N layers, we insert CMA
to L(L < N) layers. Taking I-th transformer layer as an
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example, with vision tokens V' and text tokens 7', we use
V as the key and value in attention mechanism and 7" as
the query. Before merging into text tokens, we add a gat-
ing factor g. It is a learnable parameter initialized as zero,
to stabilize training by controlling the proportion of merge
vision into text in the training. More discussion and visual-
ization can be seen in Section H of Suppl.

4.3. Training loss

Suppose an MLLM with a vision encoder Fy, a perceive
sampler Py, and an LLM M. To better align image embed-
ding with its semantic meaning in fairness, toxicity and pri-
vacy which can be rare in the pretraining of vision encoder,
two complementary losses are utilized. Firstly, a contrastive
loss is applied to ensure consistency between the visual la-
tent representation and its corresponding caption, the pur-
pose is to pull embeddings of the matched image-text pair
together while pushing those of unmatched pairs apart. As-
sume vision embeddings vy, va, ..., v, after Perceive sam-
pler, and the text embedding t1, to, ..., t,, after text encoder.
After extracting the different modality embeddings, aver-
age pooling and end of token pooling are conducted to vi-
sion and text separately. Then we get the vector V' and T'
which are the global representation of vision and language.
As the InfoNCE loss [43] can be used in this scenario, we
adopt it and compute between the global representation of
vision and language as the contrastive loss. This provides
vision embedding with the same rich semantic aligned with
text. Additionally, an normal autoregressive loss Ly, is em-
ployed to enhance the predictability of the visual represen-
tations for subsequent text. The final loss is formulated as
Lt = ALcon + Lycg, where A is a balanced weight empiri-
cally set to 0.01.

4.4. Experiments on ImageGuard

We prove the effectiveness of our ImageGuard by ablation
study and comparing with other SOTA models on our Im-
ageGuard testset and most prevailing T2I safety datasets.
Training details is presented in Section G of Suppl.

Evaluators to be compared. In our experiments, we
evaluate a range of models, including open-source mod-
els and closed-APIs. Among the open-source models, we
include MLLMs (represented as ¥), such as InternLM-
XComposer2 [14], Idefics2 [28], LlavaNext [39], and In-
ternVL2 [10]. Additionally, we test safety evaluators (rep-
resented as ) like SD_filter [54], Multiheaded [51], Per-
spectiveVision [52], and LlavaGuard [22]. For closed-APIs
(represented as 4), we compare some of the most advanced
systems, including GPT-40 [45], Claude3.5-sonnet [2], and
Geminil.5-pro [56].

Datasets. To ensure fair and comprehensive testing, we
not only conduct experiments on ImageGuard testset, but

also on 3 out-of-distribution (OOD) safety datasets, Un-
safeDiff [51], SMID [13] and UnsafeBench [52]. UnsafeD-
iff is a synthetic safety dataset where data are generated
from 4 T2I models. SMID is a dataset of real images where
images with a moral value below 2.5 are classified as un-
safe, and those with a value above 3.5 are classified as safe.
UnsafeBench testset contains approximately 2000 real and
generated images.

Evaluation metrics. To evaluate the performance of the
evaluators, we follow a similar approach to previous LLM
evaluation studies [24], using the F1 score with the target
category considered as positive. This metric provides a bal-
anced assessment of both precision and recall.

Models Overall
InternLM-XComposer2 0.551
FTW. Lyeg 0.840
FTw. Ly 0.844
FT w. 8§ CMA 0.853
FT w. 16 CMA 0.855
FT w. 24 CMA 0.858
FT w. 32 CMA 0.855
FTw. 24 CMA & Ly 0.860

Table 2. Ablation study on CMA and training loss in F1 score. FT
refers to finetuning.

4.4.1. Ablation study on CMA and training loss

In the first place, we evaluate the effectiveness of our pro-
posed module, namely CMA and contrastive loss. The re-
sults are presented in Table 2. It is evident that the training
data significantly contribute to performance, with the over-
all F1 score increasing from 0.551 to 0.840 , benefiting all
dimensions. Based on the comparison between FT w. Ly
and FT w. L,g4, as well as FT w. 24 CMA and FT w. 24
CMA & Ly, we find Ly is beneficial to improve the dis-
criminative capability for humiliation, violence, disturbing,
public figures and intellectual property violation. Including
CMA blocks, we can see a clear increase from FT w. L,
to FT w. 8 CMA. Moreover, with the increasing of CMA
blocks, the F1 score gradually improves and stabilizes at
0.858 with 24 CMA blocks. More detailed comparison be-
tween subcategories are shown in Section G.2 of Suppl. We
adopt the 24 CMA & L configuration as the default setting
for subsequent experiments.

4.4.2. Comparison with other MLLMs

We compare with the most capable safety evaluators, open-
sourced MLLMs and several ultra-large proprietary models
like GPTs, using both our ImageGuard test set and OOD
datasets. The results are shown in Table 3. Since the toxic-
ity and privacy subset of ImageGuard testset not only need
to answer safe or unsafe, but also need to assign the cor-
rect category, which makes the task more difficult and most
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Method QOurs(fair) Ours(toxicity) Ours(privacy) UnsafeDiff SMID UnsafeBench
SD_filter® - - - 0.358 0.263 0.320
Multiheaded® - - - 0.942 0.175 0.500
PerspectiveVision® - - - 0.500 0.623 0.810
LlavaGuard® - 0.400 0.0 0.530 0.666 0.537
Idefics2” 0.791 0.193 0.212 0.325 0.700 0.530
LlavaNext” 0.716 0.0 0.0 0.24 0.213 0.264
InternVL2Y 0.750 0.180 0.0 0.477 0.581 0.434
GPT-40° - 0.470 0.356 0.625 0.521 0.555
Claude3.5-sonnet* - 0.429 0.552 0.489 0.644 0.534
Geminil.5-pro* - 0.135 0.06 0.379 0.421 0.358
ImageGuard 0.869 0.779 0.875 0.689(0.808)  0.704(0.780)  0.683(0.777)

Table 3. F1 score comparison with state-of-the-art models on our test set and other safety datasets. Best results are in red, second best in
blue, and gray italicized scores represent the F1 score is the average of safe and unsafe.

other models cannot perform well on it. Unsurprisingly,
safety evaluators perform best on their own test sets—for
instance, Multiheaded achieves an F1 score of 0.94 on its
own data, and PerspectiveVision reaches 0.81. However,
these models show a sharp decline, with more than a 0.2
drop in performance on OOD datasets. By contrast, with
the support of our data and modules, we achieve strong re-
sults on OOD datasets like UnsafeDiff and UnsafeBench.
For fairness evaluation, proprietary models always refuse to
give a judgment about the gender, age and race of the sub-
jects in images, making it essential to have evaluators capa-
ble of performing fairness evaluation. The diversity of our
prompt set and variety of dimensions make it challenging
for both open-source and proprietary models to perform ef-
fectively. The high performance of ImageGuard across the
defined dimensions, along with its generalization ability on
OOD datasets, demonstrates its robustness evaluating T21I
models in terms of safey.

5. Benchmark experiments

5.1. Experiment settings

Prompt data. To create a balanced T2I safety benchmark,
we assign ~300 sentences for each task in toxicity and pri-
vacy. Considering the trade off of efficiency and compact-
ness, we collect 2,669 prompts for evaluation. The prompt
statistics of our dataset is listed in Section E.1 of Suppl.
There are 236 manually design prompts which use neutral
descriptors of individuals with the sentence for gender, age,
race fairness evaluation, 1,787 prompts for toxicity, and 646
prompts for privacy.

T2I Models. We evaluate the safety of 12 T2I models us-
ing our evaluation dataset. The details of the evaluated T2I
models are listed in Section D of Suppl. We also include
more recent models which adopt the DiT [48] backbone
for text-to-image tasks, such as HunyuanDit [34] and the

Numbers in parenthesis are reported in the original paper which is the
average of safe and unsafe F1. The model is not opensourced.

SOTA T2I model SD-v3-mid [15]. Furthermore, we con-
duct the safety evaluation on unified multimodal models,
such as LlamaGen [71], Show-o [76] and Vila-u [75].

Concept erasing methods. Recent studies on concept
erasing [17] demonstrate the ability to remove unsafe con-
cepts from T2I models. To empirically assess the capability
against toxic prompts, we leverage the toxicity subset of our
benchmark to evaluate concept erasing models. SLD [61],
UCE [18], ESD [17], MACE [40] are used for safety evalu-
ation and follow the default training and inference settings
to reproduce erased models on unsafe concepts.

Evaluation metrics. Safety rate and NKL-Div presented
in Section 3.3 are used as the metrics.

Models Fairness Toxicity Privacy
Gender| Age| Race| | Averagel | Average?l
SD-v1.4 [57] 0.014 0.148 0337 0.568 0.477
SD-v1.5 [57] 0.002 0.176  0.286 0.527 0.556
SD-v2.1 [57] 0.162 0.190  0.366 0.591 0.452
SDXL [49] 0.090 0.230  0.288 0.826 0.672
SDXL-Turbo [59] 0.158 0.195  0.370 0.511 0.517
SDXL-Lightening [36] 0.023 0332 0.765 0.617 0.579
SD-v3-mid [15] 0.008 0.184  0.204 0.600 0.340
Kandinsky 2.2 [55] 0.289 0.247  0.490 0.596 0.443
Kandinsky 3 [3] 0.141 0313 0.541 0.633 0.521
Playground-v2.5 [30] 0.027 0.160  0.584 0.642 0.518
Pixart-c [9] 0.168 0.357  0.833 0.501 0.356
HunyuanDit [34] 0.339 0.266  0.752 0.531 0.509
LlamaGen [71] 0.309 0355 0439 0.632 0.720
Show-o [76] 0.394 0345  0.538 0.549 0.742
Vila-u [75] 0.176 0.273  0.730 0.363 0.568
Table 4. Safety evaluation on prevailing T2I models. NKL-Div|

is used to evaluate fairnesss and safety ratet is used to evaluate
toxicity and privacy. Best result in each domain is denoted in bold.

5.2. Safety evaluation

We conduct a safety evaluation of T2I models in Table 4.
The detailed results of subcategories of toxicity and privacy
are demonstrated in Section G.2 of Suppl.

Fairness evaluation. In terms of fairness, our analysis re-
veals that racial fairness remains the most challenging as-
pect for the majority of the evaluated models, with nearly
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Toxicity
Models Sexual! Hate? Humiliation? Violence Illegal activity? Disturbingt Overallf
SD-v1.5 0.391 0.543 0.532 0.428 0.786 0.479 0.527
UCE [18] 0.771 0.705 0.635 0.673 0.820 0.659 0.711
SLD [61] 0.819 0.648 0.649 0.559 0.813 0.635 0.687
ESD [17] 0.727 0.681 0.609 0.458 0.800 0.578 0.642
MACE [40] 0.899 0.802 0.829 0.761 0.823 0.682 0.799

Table 5. Safety rate of concept erasing methods comparing to vanilla SD-v1.5 across toxicity classes.

all of them performing poorly in this regard. While several
models demonstrate commendable performance in reduc-
ing gender fairness, such as SD-v1.5 and SD-v3-mid, which
show minimal gender fairness, other models like Hunyuan-
DiT and Kandinsky 2.2 exhibit substantial gender fairness.
HunyuanDiT also presents significant fairness in both age
and race, raising serious concerns about its broader social
impact. On the other hand, model like SD-v1.4 is more ef-
fective at minimizing age fairness. However, racial fairness
remains a critical issue for models like Pixart-or, Hunyuan-
DiT, and SDXL-Lightening, highlighting the need for fur-
ther improvements in fairness, particularly concerning race.

Toxicity evaluation. In terms of toxicity, models like
SDXL stand out, outperforming others by significantly re-
ducing the generation of harmful content, including hu-
miliation, violence, illegal activity and disturbing. SDXL
achieves the highest average toxicity safety rate, indicating
its robust ability to mitigate toxic outputs. While others can
effectively manage to limit the production of sexual, hate
and humiliation content, they perform bad on other toxicity
aspects, the average safety rate are more than 0.2 lower than
SDXL. On the other hand, models such as SDXL-Turbo and
Pixart-o. are more susceptible to generating toxic content,
especially in categories like sexual content and hate speech.
This highlights the need for further refinement and the im-
plementation of more robust filtering mechanisms in these
models to ensure safer and more reliable outputs.

Privacy evaluation. Privacy protection is another critical
area where the performance of T2I models shows consid-
erable variation. SDXL once again emerges as the top per-
former, achieving the highest average privacy safety rate,
thus demonstrating its effectiveness in safeguarding against
the generation of content involving public figures, personal
information and intellectual property. In contrast, mod-
els such as SD-v3-mid and Pixart-« exhibit weaker perfor-
mance in privacy-related aspects, which could lead to sig-
nificant risks in scenarios where privacy protection is a pri-
mary concern. These findings underscore the importance of
integrating robust privacy-preserving mechanisms into T2I
models to prevent the potential leakage of sensitive infor-
mation.

5.3. Concept erasing evaluation

As the concept erasing methods can effectively erase un-
safe content, we utilize it as a defense method to malicious
text prompts. By using the toxicity subset and ImageGuard
of our benchmark, we can obtain the effectiveness of con-
cept erasing methods in Table 5. For both concept erasing
method, there are significant improvement over all the di-
mensions. This indicates that concept erasing is feasible to
enhance the safety of T2I models, particularly when dealing
with malicious prompts. However, these concept-erasing
methods still exhibit limitations in specific areas (e.g., hu-
miliation and violence), which constrains the overall safety
of the resulting models. Therefore, a relative gap remains
in achieving comprehensive and reliable diffusion models.

5.4. Insights and discussion

While advancements in diffusion models have led to im-
provements in certain areas such as text-image alignment,
aesthetic quality, our findings suggest that newer versions
do not necessarily guarantee better performance in fairness,
toxicity mitigation, or privacy protection. The persistent is-
sues with racial bias, the susceptibility to generating toxic
content, and the variability in privacy protection underscore
the need for ongoing research and development in these ar-
eas. As T2I models continue to evolve, it is crucial to prior-
itize the integration of robust safeguards to ensure that these
technologies can be deployed safely and responsibly.

6. Conclusion

This work presents a comprehensive benchmark to evaluate
the safety domains of fairness, toxicity, and privacy in T2I
models. With the development of T2ISafety, we provide a
structured taxonomy and corresponding dataset for evalu-
ating the safety domains of T2I models. Our experiments
reveal that current diffusion models still exhibit significant
issues related to fairness, toxic content generation, and pri-
vacy protection, even when defense methods like concept
erasing are employed. ImageGuard, our proposed image
safety evaluator, significantly improves the reliability and
accuracy of safety assessments compared to existing meth-
ods. Additionally, by introducing normalized KL diver-
gence for fairness evaluation, we offer a more interpretable
and scalable metric to assess fairness in T2I models.
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