

















Accuracy on ACH

Models LLM Params Encoder Frame - Accuracy on TSH"  Score on STH'
Binary QAT MCQ'
Video-ChatGPT [37] 7B CLIP ViT-L/14-224 100 9.50 24.58 30.17 7.70
Video-LLaVA [30] 7B LanguageBind-Video 8 26.84 64.45 27.17 29.60
ShareGPT4Video [6] 8B CLIP ViT-L/14-336 16 29.96 4478 49.50 17.83
Chat-UniVi [21] 13B CLIP ViT-L/14-224 fps=1 23.77 54.79 35.50 29.87
LLaVA-NeXT-Video [66] 34B CLIP ViT-L/14-336 32 26.60 71.57 21.33 44.40
PLLaVA [58] 13B CLIP ViT-L/14-336 16 35.30 76.96 16.50 3244
VideoLLaMAZ2 [9] 7B CLIP ViT-L/14-336 16 50.04 83.84 26.17 65.12
VILA1.5 [31] 13B SigLIPViT-SO-14-384 8 58.46 81.88 63.33 35.03
Gemini-1.5-Pro [49] - - 16 75.27 79.25 83.83 63.96
GPT-40 [20] - - 16 81.15 90.95 82.00 71.58
Human - - - 95.14 93.29 90.17 87.43

Table 3. Performance comparison of existing MLLMs on VIDHALLUC, covering action hallucination (ACH), temporal sequence hallucination
(TSH), and scene transition hallucination (STH) tasks. For the STH task, we assign a weight of 0.6 to the classification task and 0.4 to the
description task. The numbers in the table represent accuracy percentages (%). Bold numbers denote the best performance, and underlined

numbers indicate the second-best performance.

4.3. Reweighting Visual Features

Finally, we enhance the visual features by reweighting them
with the saliency map:

reweighted . normalized
Fvisual = Lyisual © SDINOVZ )

12)

where © denotes element-wise multiplication. This adap-
tive reweighting strategy enables DINOv2 to enhance key
visual features by directly focusing on areas highlighted by
the saliency map, thereby mitigating hallucinations while
preserving the original feature representation.

5. Experiments

We evaluate ten state-of-the-art MLLMs on VIDHALLUC, in-
cluding eight open-source and two proprietary models (Sec-
tion 5.1). Our results reveal that most MLLMs exhibit no-
table vulnerabilities on VIDHALLUC. To further evaluate the
quality of VIDHALLUC, we also conduct a human evaluation
of our benchmark. We recruit four participants, each answer-
ing a randomly assigned half of the ACH, TSH, and STH
queries, ensuring that each query is covered by two individu-
als. The questions, answer formats, and evaluation metrics
are identical to those used for the models to ensure fairness.
We then assess the performance of our DINO-HEAL on
VIDHALLUC with five different MLLMs, demonstrating its
effectiveness in enhancing the robustness of these models
against various types of hallucinations (Section 5.2). During
inference, we preserve each model’s original configuration,
including conversation mode, hyperparameters, and frame
count. Following standard practices [9, 64], we set the tem-
perature to 0, top_k to 1, and disable sampling for all models
to avoid randomness in response generation. For proprietary
models, we sample 16 frames. Implementation details and
full results are in the Supplementary Material.
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Figure 6. Comparative results on VIDHALLUC across various
hallucination types. ACH, TSH, and STH indicate action, temporal
sequence, and scene transition hallucination, respectively.

5.1. Evaluation on VIDHALLUC

Table 3 presents the performance of all tested MLLMs on
VIDHALLUC, showing both accuracy and score metrics
as percentages, reflecting the occurrence of hallucinations
across various tasks. For the ACH task, we observe that most
models score at least 20% higher on MCQs compared to
binary QA, even though both question types are based on
the same video and the same ground truth action. This sig-
nificant difference is due to the MCQ design, which includes
the ground truth action, an adversarial (semantically similar)
action, and two distractors (irrelevant actions). In contrast,
binary QA presents either the ground truth or an adversarial
action. Due to high semantic similarity, the model struggles
to answer “No” to adversarial actions, as it lacks the com-
parative context of MCQs and must rely solely on action
semantics. Higher MCQ accuracy suggests that when multi-
ple options are available, the model can leverage additional
contextual cues to differentiate semantically similar actions,
reducing hallucination risks. Without this context in binary
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QA, the model is more prone to confusion and errors.

For TSH, most models score below 50%, revealing sig-
nificant challenges in distinguishing between semantically
similar but distinct actions over time, particularly when these
actions appear similar to the visual encoder. For example,
models often struggle to differentiate between successive
actions, such as “lifting a cup” followed by “placing a cup
down,” when they occur in rapid sequence within the same
video. Notably, in nearly 50% incorrect cases, models per-
ceive only a single action throughout the entire video, failing
to detect multiple actions or transitions. Similarly, for STH,
scores are generally low, with most models failing to sur-
pass 40%, highlighting substantial difficulties in accurately
detecting and segmenting scene changes.

We also observe that model size and the number of in-
put frames do not correlate directly with performance. For
instance, LLaVA-NeXT-Video-34B, which processes 32
frames, performs significantly worse on each task compared
to VILA1.5-13B, which operates with only 8 frames. Ad-
ditionally, models with higher-resolution visual encoders
generally outperform those with lower resolutions. Specifi-
cally, models using the CLIP ViT-L/14-336 encoder achieve
higher scores across nearly all metrics compared to those
using the lower-resolution CLIP ViT-L/14-224 encoder.

Proprietary models generally outperform open-source
models across most tasks, with GPT-4o standing out in par-
ticular. However, GPT-4o still falls short of human perfor-
mance, showing a 13.99% gap in ACH binary QA and a
15.85% gap in STH. In contrast, Gemini-1.5-Pro does not
consistently surpass the best open-source models. For in-
stance, its STH score (63.96%) is slightly lower than that of
VideoLLaMA?2 (65.12%). These results highlight the need
for improvement even in top-performing proprietary models.

Because GPT-4o plays a key role in the MCQ component
by generating plausible distractors, we investigate whether it
gains an unfair advantage by recognizing its own generated
options. To assess this, we test GPT-40 on 300 videos with
corresponding MCQs. Among these, GPT-40 correctly iden-
tifies its own generated distractors only twice, misidentifies
them 33 times, and responds with “I don’t know” in 265
instances. These results suggest that GPT-40 is unlikely to
gain an unfair advantage during evaluation.

5.2. Evaluation of DINO-HEAL on VIDHALLUC

To evaluate the effectiveness of DINO-HEAL in miti-
gating hallucinations, we use Video-LLaVA [30], Video-
ChatGPT [37], VILA [31], and VideoLLaMA2 [9] as the
foundation backbones. Table 4 shows that DINO-HEAL en-
ables substantial improvements across various hallucination
types, achieving an average gain of 3.02%.

In the ACH task, DINO-HEAL leads to notable accuracy
gains, with Video-LLaVA and Video-ChatGPT showing in-
creases of +6.96% and +4.46% in Binary QA, respectively.

Acc. on ACH
Models TSH STH
Binary QA MCQ

Video-ChatGPT 9.50 24.58 30.17 7.70
+DINO-HEAL 1 3~96+4,46 28.81 +4.23 41 .83+1 1.66 8.20+()_5
Video-LLaVA 26.84 64.45 27.17 29.60
+DINO-HEAL 33.8046.96 66.25,18 28.504133 31.42,%
ShareGPT4Video 29.96 44.78 49.50 17.83
+DINO-HEAL 30.41+0_45 44.43_0_35 55.33+5_g3 18.39+0_56
VILALS 58.46 81.88 63.33 35.03
+DINO-HEAL 60.634.2.17 81 .85_0_()3 64.17+0_34 36.1 5+1 12
VideoLLaMA2 50.04 83.84 26.17 65.12
+DINO-HEAL 50.01,0_03 83.84+0_() 44.504.13.33 66.17+1_05

Table 4. Performance comparison of models on action hallucination
(ACH), temporal sequence hallucination (TSH), and scene transi-
tion hallucination (STH) tasks, with and without DINO-HEAL.
Improvements from DINO-HEAL are shown as subscripts. Bold
numbers denote the best performance after applying DINO-HEAL.

For the TSH task, DINO-HEAL significantly enhances tem-
poral coherence, with Video-ChatGPT achieving an +11.66%
gain and VideoLLaMA?2 a substantial +18.33% increase. In
contrast, improvements in the STH task are more limited,
with an average 1.01% increase in performance. We attribute
the phenomenon to the inherent focus of DINOv2, the vi-
sual encoder, on foreground objects rather than background
elements or scene transitions, as it is primarily trained to ex-
tract visual features through discriminative self-supervised
learning. This foreground bias enhanced DINO-HEAL’s im-
pact on action recognition, driving significant gains in ACH
and TSH. However, it limits its effectiveness for background
scene understanding, as models may overlook background
changes crucial for accurate scene boundary detection.

DINO-HEAL is also designed to be compatible with a va-
riety of visual encoders beyond CLIP, such as LanguageBind-
Video [70] in Video-LLaVA and SigLIP [63] in VILA1.5. Af-
ter applying DINO-HEAL, both Video-LLaVA and VILA1.5
demonstrate consistent improvements across nearly all tasks,
highlighting DINO-HEAL'’s versatility and effectiveness
across diverse model architectures.

6. Conclusion and Future Work

We introduce VIDHALLUC, the largest benchmark for eval-
uating action, temporal sequence, and scene transition hal-
lucinations in MLLMs for video understanding. We also
present DINO-HEAL, a novel training-free method to miti-
gate MLLM hallucinations by enhancing the visual encoder’s
focus on salient spatial regions during inference, improving
model robustness against hallucinations without additional
training. Extensive experiments show the effectiveness of
DINO-HEAL in mitigating hallucinations across models.
Future work includes expanding hallucination categories
to assess models in diverse settings and enhancing DINO-
HEAL with a dual-stream design integrating both spatial and
temporal saliency for improved video understanding.
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