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Abstract

Recently, the diffusion model has emerged as a powerful

generative technique for robotic policy learning, capable of

modeling multi-mode action distributions. Leveraging its

capability for end-to-end autonomous driving is a promis-

ing direction. However, the numerous denoising steps in

the robotic diffusion policy and the more dynamic, open-

world nature of traffic scenes pose substantial challenges

for generating diverse driving actions at a real-time speed.

To address these challenges, we propose a novel truncated

diffusion policy that incorporates prior multi-mode anchors

and truncates the diffusion schedule, enabling the model

to learn denoising from anchored Gaussian distribution to

the multi-mode driving action distribution. Additionally, we

design an efficient cascade diffusion decoder for enhanced

interaction with conditional scene context. The proposed

model, DiffusionDrive, demonstrates 10× reduction in de-

noising steps compared to vanilla diffusion policy, deliver-

ing superior diversity and quality in just 2 steps. On the

planning-oriented NAVSIM dataset, with aligned ResNet-

34 backbone, DiffusionDrive achieves 88.1 PDMS without

bells and whistles, setting a new record, while running at a

real-time speed of 45 FPS on an NVIDIA 4090. Qualitative

results on challenging scenarios further confirm that Dif-

fusionDrive can robustly generate diverse plausible driving

actions.

1. Introduction

End-to-end autonomous driving has gained significant at-

tention in recent years due to advancements in perception

models (detection [5, 17, 24, 42], tracking [54–56], online

mapping [27, 28, 32], etc.), which directly learns the driv-

ing policy from the raw sensor inputs. This data-driven ap-
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Figure 1. The comparison of different end-to-end paradigms.

(a) Single mode regression [8, 16, 20]. (b) Sampling from vocabu-

lary [4, 25]. (c) Vanilla diffusion policy [7, 19]. (d) The proposed

truncated diffusion policy.

proach offers a scalable and robust alternative to traditional

rule-based motion planning, which often struggles to gener-

alize to complex real-world driving settings.

To effectively learn from data, mainstream end-to-end

planners (e.g., Transfuser [8], UniAD [16], VAD [20]) typ-

ically regress a single-mode trajectory from an ego-query

as shown in Fig. 1a. However, this paradigm does not ac-

count for the inherent uncertainty and multi-mode nature

of driving behaviors. Recently, VADv2 [20] introduces

a large fixed vocabulary of anchor trajectories (4096 an-

chors) to discretize the continuous action space and cap-

ture a broader range of driving behaviors, and then sam-

ples from these anchors based on predicted scores as shown

in Fig. 1b. However, this large fixed-vocabulary paradigm

is fundamentally constrained by the number and quality of

anchor trajectories, often failing in out-of-vocabulary sce-

narios. Furthermore, managing a large number of anchors

presents significant computational challenges for real-time

applications. Rather than discretizing the action space,

diffusion model [7] has proven to be a powerful genera-

To distinguish the term “multimodal” used to describe input data, we

use “multi-mode” in this paper to refer to diverse planning decisions.
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the final published version of the proceedings is available on IEEE Xplore.
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tive decision-making policy in the robotics domain, which

can directly sample multi-mode physically plausible actions

from a Gaussian distribution via iterative denoising process.

This inspires us to replicate the success of the diffusion

model in the robotics domain to end-to-end autonomous

driving. We apply the vanilla robotic diffusion policy

to the well-known single-mode-regression method, Trans-

fuser [8], by proposing a variant, TransfuserDP, which re-

places the deterministic MLP regression head with a condi-

tional diffusion model [34]. Though TransfuserDP improves

planning performance, two major issues arise: 1) The nu-

merous 20 denoising steps in the vanilla DDIM diffusion

policy introduce heavy computational consumption during

inference as shown in Tab. 2, hindering the real-time ap-

plication for autonomous driving. 2) The trajectories sam-

pled from different Gaussian noises severely overlap with

each other, as illustrated in Fig. 2. This underscores the

non-trivial challenge of taming the diffusion models for the

dynamic and open-world traffic scenes.

Unlike the vanilla diffusion policy, which samples ac-

tions from a random Gaussian noise conditioned on scene

context, human drivers adhere to established driving pat-

terns that they dynamically adjust in response to real-time

traffic conditions. This insight motivates us to embed these

prior driving patterns into the diffusion policy by partition-

ing the Gaussian distribution into multiple sub-Gaussian

distributions centered around prior anchors, referred to as

anchored Gaussian distribution. It is implemented by trun-

cating the diffusion schedule to introduce a small portion of

Gaussian noise around the prior anchors as shown in Fig. 3.

Thanks to the multi-mode distributional expressivity of the

diffusion model, the proposed truncated diffusion policy ef-

fectively covers the potential action space without requiring

a large set of fixed anchors, as VADv2 does. With more

reasonable initial noise samples from the anchored Gaus-

sian distribution, we can truncate the denoising process,

reducing the required steps from 20 to just 2—a substan-

tial speedup that satisfies the real-time requirements of au-

tonomous driving.

To enhance the interaction with conditional scene con-

text, we propose an efficient transformer-based diffusion

decoder that interacts not only with structured queries from

the perception module but also with Bird’s Eye View (BEV)

and perspective view (PV) features through a sparse de-

formable attention mechanism [3, 62]. Additionally, we

introduce a cascade mechanism to iteratively refine the tra-

jectory reconstruction within the diffusion decoder at each

denoising step.

With these innovations, we present DiffusionDrive,

a diffusion model for real-time end-to-end autonomous

driving. We benchmark our method on the planning-

oriented NAVSIM dataset [11] using non-reactive simula-

tion and closed-loop evaluations. Without bells and whis-

tles, DiffusionDrive achieves 88.1 PDMS on NAVSIM

navtest split with the aligned ResNet-34 backbone, sig-

nificantly outperforming previous state-of-the-art methods.

Even compared to the NAVSIM challenge-winning solu-

tion Hydra-MDP-V8192-W-EP [25], which follows VADv2

with 8192 anchor trajectories and further incorporates post-

processing and additional supervision, DiffusionDrive still

outperforms it by 1.6 PDMS through directly learning

from human demonstrations and inferring without post-

processing, while running at real-time speed of 45 FPS on

an NVIDIA 4090. We further validate the superiority of

DiffusionDrive on popular nuScenes dataset [2] with open-

loop evaluations, DiffusionDrive runs 1.8× faster than VAD

and outperforms it [20] by 20.8% lower L2 error and 63.6%

lower collision rate with the same ResNet-50 backbone,

demonstrating state-of-the-art planning performance.

Our contributions can be summarized as follows:

• We firstly introduce the diffusion model to the field of

end-to-end autonomous driving and propose a novel trun-

cated diffusion policy to address the issues of mode col-

lapse and heavy computational overhead found in direct

adaptation of vanilla diffusion policy to the traffic scene.

• We design an efficient transformer-based diffusion de-

coder that interacts with the conditional information in

a cascaded manner for better trajectory reconstruction.

• Without bells and whistles, DiffusionDrive significantly

outperforms previous state-of-the-art methods, achieving

a record-breaking 88.1 PDMS on the NAVSIM navtest

split with the same backbone, while maintaining real-time

performance at 45 FPS on an NVIDIA 4090.

• We qualitatively demonstrate that DiffusionDrive can

generate more diverse and plausible trajectories, exhibit-

ing high-quality multi-mode driving actions in various

challenging scenarios.

2. Related Work

End-to-end autonomous driving. UniAD [16], as a pio-

neering work, demonstrates the potential of end-to-end au-

tonomous driving by integrating multiple perception tasks

to enhance planning performance. VAD [20] further ex-

plores the use of compact vectorized scene representations

to improve efficiency. Subsequently, a series of works [6,

8, 12, 23, 26, 43, 45, 58] have adopted the single-trajectory

planning paradigm to enhance planning performance fur-

ther. More recently, VADv2 [4] shifts the paradigm to-

wards multi-mode planning by scoring and sampling from

a large fixed vocabulary of anchor trajectories. Hydra-

MDP [25] improves the scoring mechanism of VADv2

by introducing extra supervision from a rule-based scorer.

SparseDrive [39] explores an alternative BEV-free solution.

Unlike existing multi-mode planning approaches, we pro-

pose a novel paradigm that leverages powerful generative

diffusion models for end-to-end autonomous driving.

12038



Sampled Noises Denoised Trajs Camera Input

Transfuser GT TrajConfidence Score
p=0

p=1

t=0s

t=4s
Top-1 Scoring Traj

t=0s

t=4s
Top-10 Scoring Traj

TransfuserDP

DiffusionDrive

20 steps

2 steps

Mode Collapse

Diverse Modes

(a) Top-1’s going straight and diverse top-10’s lane changing.

Sampled Noises Denoised Trajs Camera Input

Transfuser GT TrajConfidence Score
p=0

p=1

t=0s

t=4s
Top-1 Scoring Traj

t=0s

t=4s
Top-10 Scoring Traj

20 steps

2 steps

TransfuserDP

DiffusionDrive

Mode Collapse

Diverse Modes

(b) Top-1’s turning left and diverse top-10’s lane changing.

Figure 2. Qualitative comparison of Transfuser, TransfuserDP and DiffusionDrive on challenging scenes of NAVSIM navtest split.

With the same inputs from front cameras and LiDAR, DiffusionDrive achieves the highest planning quality of top-1 scoring trajectory as

illustrated in Tab. 2. We render the highlighted diverse trajectories predicted by DiffusionDrive in the front view. (a) and (b) shows that

the top-1 scoring trajectory of DiffusionDrive closely matches the ground truth for both going straight and turning left. Additionally,

DiffusionDrive’s top-10 scoring trajectory demonstrates high-quality lane changing—an ability not observed in multi-mode TransfuserDP

and impossible for Transfuser.

Diffusion model for traffic simulation. Driving diffusion

policy has been explored in the traffic simulation by lever-

aging only abstract perception groundtruth [9, 18, 21, 44].

MotionDiffuser [21] and CTG [60] are pioneering applica-

tions of diffusion models for multi-agent motion prediction,

using a conditional diffusion model to sample target trajec-

tories from Gaussian noise. CTG++ [59] further incorpo-

rates a large language model (LLM) for language-driven

guidance, improving usability and enabling realistic traffic

simulations. Diffusion-ES [48] replaces reward-gradient-

guided denoising with evolutionary search. Moving beyond

diffusion models limited to traffic simulation with percep-

tion groundtruth, our approach unlocks the potential of dif-

fusion models for real-time, end-to-end autonomous driving

through our proposed truncated diffusion policy and effi-

cient diffusion decoder.

Diffusion model for robotic policy learning. Diffusion

policy [7] demonstrates the great potential in robotic pol-

icy learning, effectively capturing multi-mode action distri-

butions and high-dimensional action spaces. Diffuser [19]

proposes an unconditional diffusion model for trajectory

sampling, incorporating techniques such as classifier-free

guidance and image inpainting to achieve guided sampling.

Subsequently, numerous works have applied diffusion mod-

els to various robotic tasks, including stationary manipula-

tion [1, 53], mobile manipulation [47], autonomous nav-
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Diffusion step: 𝑞 𝜏𝑖|𝜏𝑖−1 , 𝑖 ∈ [1, 𝑇]

Denoising step: 𝑝𝜃 𝜏𝑖|𝜏𝑖−1, 𝑧 , 𝑖 ∈ [1, 𝑇]
Diffusion step: 𝑞 𝜏𝑖|𝜏𝑖−1 , 𝑖 ∈ [1, 𝑇trunc]

Denoising step: 𝑝𝜃 𝜏𝑖|𝜏𝑖−1, 𝑧 , 𝑖 ∈ [1, 𝑇trunc]

Denosing from anchored Gaussian distribution with fewer steps.

Adding noise to the anchors with truncated diffusion schedule.

Vanilla Diffusion Policy vs. Truncated Diffusion Policy (ours)
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Figure 3. Illustration of truncated diffusion policy by comparing with vanilla diffusion policy. We truncate the diffusion process

and only add a small portion of Gaussian noise to diffuse the anchor trajectories. Then, we train the diffusion model to reconstruct the

ground-truth trajectory from the anchored Gaussian distribution with conditional scene context. During the inference, we also truncate the

denoising process by starting from the better samples in the anchored Gaussian distribution than the pure Gaussian noise.

igation [37, 51], quadruped locomotion [38], and dexter-

ous manipulation [46]. However, directly applying vanilla

diffusion policy to end-to-end autonomous driving poses

unique challenges, as it requires real-time efficiency and the

generation of plausible multi-mode trajectories in dynamic

and open-world traffic scenes. In this work, we propose a

novel truncated diffusion policy to address these challenges,

introducing concepts that have not yet been explored in the

robotics field.

Diffusion model for image generation. Diffusion mod-

els have been extensively adopted for image generation

tasks [33, 36, 49, 50, 61]. DDIM [35] enhances DDPM [14]

by enabling efficient sampling with significantly fewer steps

based on non-Markovian diffusion processes. Flow match-

ing [30, 31] further optimizes the generative process by di-

rectly modeling continuous probability flows. TDPM [57]

proposes truncated denoising, which initiates the genera-

tion process from an implicit intermediate distribution to

accelerate sampling. In contrast to these approaches, our

method introduces an explicit driving prior within the diffu-

sion policy, effectively guiding the diffusion process toward

more accurate and efficient generation tailored specifically

for end-to-end autonomous driving.

3. Method

3.1. Preliminary

Task formulation. End-to-end autonomous driving takes

raw sensor data as input and predicts the future trajectory of

the ego-vehicle. The trajectory is represented as a sequence

of waypoints τ = {(xt, yt)}Tf

t=1
, where Tf denotes the plan-

ning horizon, and (xt, yt) is the location of each waypoint

at time t in the current ego-vehicle coordinate system.

Conditional diffusion model. The conditional diffu-

sion model poses a forward diffusion process as gradually

adding noise to the data sample, which can be defined as:

q
(

τ i | τ0
)

= N
(

τ i;
√
ᾱi
τ
0,
(

1− ᾱi
)

I

)

, (1)

where τ0 is the clean data sample, and τ i is the data sam-

ple with noise at time i (Note: we use superscript i to de-

note diffusion timestep). The constant ᾱi =
∏i

s=1
αs =

∏i

s=1
(1−βs) and βs is the noise schedule. We train the re-

verse process model fθ(τ
i, z, i) to predict τ0 from τ i with

the guidance of conditional information z, where θ is the

trainable model parameter. During inference, the trained

diffusion model fθ progressively refines from the random
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(b) The designed diffusion decoder takes the sampled noisy trajectories from anchored Gaussian distribution as input and progressively

denoises them with enhanced interactions with the conditional scene context in a cascade manner to generate the final predictions.

noise τT sampled in Gaussian distribution to the predicted

clean data sample τ0 with the guidance of conditional in-

formation z, which is defined as:

pθ
(

τ
0 | z

)

=

∫

p
(

τ
T
)

T
∏

i=1

pθ
(

τ
i−1 | τ i, z

)

dτ 1:T . (2)

3.2. Investigation

Turn Transfuser [8] into conditional diffusion model.

We begin from the representative deterministic end-to-end

planner Transfuser [8] and turn it into a generative model

TransfuserDP by simply replacing the regression MLP lay-

ers with the conditional diffusion model UNet following

vanilla diffusion policy [7]. During the evaluation, we sam-

ple a random noise and progressively refine it with 20 steps.

Tab. 2 shows that TransfuserDP achieves better planning

quality than deterministic Transfuser.

Mode collapse. To further investigate the multi-mode prop-

erty of the vanilla diffusion policy in driving, we sampled

20 random noises from Gaussian distribution and denoised

them using 20 steps. As shown in Fig. 2, the different ran-

dom noises converge to similar trajectories after the denois-

ing process. To quantitatively analyze the phenomenon of

mode collapse, we define a mode diversity score D based

on the mean Intersection over Union (mIoU) between each

denoised trajectory and the union of all denoised trajecto-

ries:

D = 1− 1

N

N
∑

i=1

Area(τi ∩
⋃N

j=1
τj)

Area(τi ∪
⋃N

j=1
τj)

, (3)

where τi represents the i-th denoised trajectory, N is the to-

tal number of sampled trajectories and
⋃N

j=1
τj is the union

of all denoised trajectories. A higher mIoU indicates less di-

versity of the denoised trajectories. The quantitative mode

diversity results in Tab. 2 further validate the observations

presented in Fig. 2.

Heavy denoising overhead. The DDIM [35] diffusion pol-

icy requires 20 denoising steps to transform random noise

into a feasible trajectory, which introduces significant com-

putational overhead, reducing the FPS from 60 to 7, as

shown in Tab. 2, and making it impractical for real-time on-

line driving applications.

3.3. Truncated Diffusion

Human driving follows fixed patterns, unlike the random

noise denoising in vanilla diffusion policy. Motivated by

this, we propose a truncated diffusion policy that begins the

denoising process from an anchored Gaussian distribution

instead of a standard Gaussian distribution. To enable the

model to learn to denoise from the anchored Gaussian dis-

tribution to the desired driving policy, we further truncate

the diffusion schedule during training, adding only a small

amount of Gaussian noise to the anchors.

Training. We first construct the diffusion process by adding

Gaussian noise to anchors {ak}Nanchor

k=1
clustered by K-Means

on the training set, where ak = {(xt, yt)}Tf

t=1
. We truncate

the diffusion noise schedule to diffuse the anchors to the

anchored Gaussian distribution:

τ ik =
√
ᾱiak +

√

1− ᾱi
ϵ, ϵ ∼ N (0, I), (4)

where i ∈ [1, Ttrunc] and Ttrunc ≪ T is the truncated diffu-

sion steps.

During training, the diffusion decoder fθ takes as input

Nanchor noisy trajectories {τ ik}Nanchor

k=1
and predicts classifica-

tion scores {ŝk}Nanchor

k=1
and denoised trajectories {τ̂k}Nanchor

k=1
:

{ŝk, τ̂k}Nanchor

k=1
= fθ({τ ik}Nanchor

k=1
, z), (5)

where z represents the conditional information. We assign

the noisy trajectory around the closest anchor to the ground

truth trajectory τgt as positive sample (yk = 1) and others as

negative samples (yk = 0). The training objective combines

trajectory reconstruction and classification:

L =

Nanchor
∑

k=1

[ykLrec(τ̂k, τgt) + λBCE(ŝk, yk)], (6)
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Method Input Img. Backbone Anchor NC ↑ DAC ↑ TTC ↑ Comf. ↑ EP ↑ PDMS ↑
UniAD [16] Camera ResNet-34 [13] 0 97.8 91.9 92.9 100 78.8 83.4

PARA-Drive [45] Camera ResNet-34 [13] 0 97.9 92.4 93.0 99.8 79.3 84.0

LTF [8] Camera ResNet-34 [13] 0 97.4 92.8 92.4 100 79.0 83.8

Transfuser [8] C & L ResNet-34 [13] 0 97.7 92.8 92.8 100 79.2 84.0

DRAMA [52] C & L ResNet-34 [13] 0 98.0 93.1 94.8 100 80.1 85.5

VADv2-V8192 [4] C & L ResNet-34 [13] 8192 97.2 89.1 91.6 100 76.0 80.9

Hydra-MDP-V8192 [25] C & L ResNet-34 [13] 8192 97.9 91.7 92.9 100 77.6 83.0

Hydra-MDP-V8192-W-EP [25] C & L ResNet-34 [13] 8192 98.3 96.0 94.6 100 78.7 86.5

DiffusionDrive (Ours) C & L ResNet-34 [13] 20 98.2 96.2 94.7 100 82.2 88.1

Table 1. Comparison on planning-oriented NAVSIM navtest split with closed-loop metrics. “C & L” denotes the use of both

camera and LiDAR as sensor inputs. “V8192” denotes 8192 anchors. “Hydra-MDP-V8192-W-EP” is a variant of Hydra-MDP [25], which is

further trained to fit the EP evaluation metric with additional supervision from the rule-based evaluator and uses weighted confidence post-

processing. DiffusionDrive simply learns from human demonstrations and infers without post-processing. The best and the second best

results are denoted by bold and underline.

Method NC↑ DAC↑ TTC↑ Comf.↑ EP↑ Plan Module Time D ↑ Para.↓ FPS↑PDMS↑
Arch. Step Time↓ Steps ↓ Total ↓

Transfuser 97.7 92.8 92.8 100 79.2 84.0 MLP 0.2ms 1 0.2ms 0% 56M 60

TransfuserDP 97.5 93.7 92.7 100 79.4 84.6+0.6 UNet 6.5ms 20 130.0ms 11% 101M 7

TransfuserTD 97.9 94.2 93.9 100 80.2 85.7+1.7 UNet 6.9ms 2 13.8ms 70% 102M 27

DiffusionDrive 98.2 96.2 94.7 100 82.2 88.1+4.1 Dec. 3.8ms 2 7.6ms 74% 60M 45

Table 2. Roadmap from Transfuser to DiffusionDrive on NAVSIM navtest split. “TransfuserDP” denotes Transfuser with vanilla

DDIM diffusion policy [7]. “TransfuserTD” denotes Transfuser with truncated diffusion policy. “Step Time” denotes the runtime of each

denoising step. “FPS” and runtime are measured on an NVIDIA 4090 GPU. “D” denotes the mode diversity score defined in Eq. (3).

where λ balances the simple L1 reconstruction loss Lrec and

binary cross-entropy (BCE) classification loss.

Inference. We use a truncated denoising process that starts

with noisy trajectories sampled from the anchored Gaussian

distribution and progressively denoises them to final predic-

tions. At each denoising timestep, the estimated trajectories

from the previous step are passed to the diffusion decoder

fθ, which predicts classification scores {ŝk}Ninfer

k=1
and co-

ordinates {τ̂k}Ninfer

k=1
. After obtaining the current timestep’s

predictions, we apply the DDIM [35] update rule to sample

trajectories for the next timestep.

Inference flexibility. A key advantage of our approach lies

in its inference flexibility. While the model is trained with

Nanchor trajectories, the inference process can accommo-

date an arbitrary number of trajectory samples Ninfer, where

Ninfer can be dynamically adjusted based on computational

resources or application requirements.

3.4. Architecture

The overall architecture of our proposed method, Diffusion-

Drive, is illustrated in Fig. 4. DiffusionDrive can integrate

various existing perception modules used in previous end-

to-end planners [8, 16, 20, 39] and take different sensor

inputs. The designed diffusion decoder is tailored for the

complex and challenging driving application, which has en-

hanced interactions with the conditional scene context.

Diffusion decoder. Given the set of sampled noisy trajecto-

ries {τ̂k}Ninfer

k=1
from the anchored Gaussian distribution, we

begin by applying deformable spatial cross-attention [29,

42, 62] to interact with Bird’s Eye View (BEV) or Perspec-

tive View (PV) features based on the trajectory coordinates.

Subsequently, cross-attention is performed between the tra-

jectory features and the agent/map queries derived from

the perception module, followed by a feed-forward network

(FFN). To encode the diffusion timestep information, we

utilize a Timestep Modulation layer, which is followed by a

Multi-Layer Perceptron (MLP) that predicts the confidence

score and the offset relative to the initial noisy trajectory

coordinates. The output from this diffusion decoder layer

serves as the input for the subsequent cascade diffusion de-

coder layer. DiffusionDrive further reuses the cascade dif-

fusion decoder to iteratively denoise the trajectory during

inference, with parameters shared across the different de-

noising timesteps. The final trajectory with the highest con-

fidence score is selected as the output.

4. Experiment

4.1. Dataset

NAVSIM. The NAVSIM dataset [11] is a real-world

planning-oriented dataset builds upon OpenScene [10], a

compact redistribution of nuPlan [22], the largest publicly

available annotated driving dataset. NAVSIM leverages

eight cameras to achieve a full 360◦ FOV, along with a

12042



ID
UNet Ego Query Spatial Agent/Map Cascade

Param.↓ Planning Metric

Decoder Interaction Cross-attn Cross-attn Decoder NC↑ DAC↑ TTC↑ Comf.↑ EP↑ PDMS↑
1 ✓ ✓ ✗ ✗ ✗ 102M 97.9 94.2 93.9 100 80.2 85.7

2 ✗ ✓ ✗ ✗ ✗ 57M 88.7 83.2 80.0 84.8 43.3 55.1

3 ✗ ✓ ✓ ✗ ✗ 58M 98.2 95.4 94.4 100 81.3 87.1

4 ✗ ✓ ✗ ✓ ✗ 58M 97.9 93.5 93.8 100 79.8 85.1

5 ✗ ✓ ✓ ✓ ✗ 59M 98.0 95.8 94.4 100 81.7 87.4

6 ✗ ✓ ✓ ✓ ✓ 60M 98.2 96.2 94.7 100 82.2 88.1

Table 3. Ablation for design choices. “Cascade Decoder” indicates that we stack 2 cascade diffusion decoder layers. ID-1 refers to

TransfuserTD in Tab. 2, utilizing conditional UNet and interaction with the ego-query, which Transfuser uses to directly regress the single-

mode trajectory.

Steps Param. NC DAC TTC Comf. EP PDMS

1 60M 98.3 96.0 94.7 100 82.1 87.9

2 60M 98.2 96.2 94.7 100 82.2 88.1

3 60M 98.2 96.3 94.7 100 92.2 88.1

Table 4. Denoising step number.

Stages Param. NC DAC TTC Comf. EP PDMS

1 59M 98.0 95.8 94.4 100 81.7 87.4

2 60M 98.2 96.2 94.7 100 82.2 88.1

4 65M 98.4 96.2 94.9 100 82.4 88.2

Table 5. Cascade stages.

Ninfer Param. NC DAC TTC Comf. EP PDMS

10 60M 97.9 93.5 93.1 100 80.0 84.9

20 60M 98.2 96.2 94.7 100 82.2 88.1

40 60M 98.5 96.2 94.8 100 82.5 88.2

Table 6. Number of sampled noises Ninfer.

merged LiDAR point cloud derived from five sensors. An-

notations are provided at a frequency of 2Hz and include

both HD maps and object bounding boxes. The dataset

is designed to emphasize challenging driving scenarios in-

volving dynamic changes in driving intentions, while delib-

erately excluding trivial situations such as stationary scenes

or constant-speed driving.

NAVSIM benchmarks planning performance using non-

reactive simulations and closed-loop metrics for compre-

hensive evaluation. In this paper, we employ the proposed

PDM score (PDMS) [11], which is a weighted combination

of several sub-scores: no at-fault collisions (NC), drivable

area compliance (DAC), time-to-collision (TTC), comfort

(Comf.), and ego progress (EP).

4.2. Implementation Detail

We adopt the same perception modules and ResNet-34

backbone [13] as Transfuser for fair comparison. In the

diffusion decoder layer, we employ spatial cross-attention

to only interact with BEV features following Transfuser’s

BEV-based setting. We only perform agent cross-attention,

since the perception module of Transfuser does not include

vectorized map construction. We stack 2 cascade diffusion

decoder layers and apply truncated diffusion policy with 20

clustered anchors. The training diffusion schedule is trun-

cated by 50/1000 to diffuse the anchors, while during in-

ference, we use only 2 denoising steps and select the top-

1 scoring predicted trajectory for evaluation. The train-

ing and inference recipe directly follows Transfuser: We

use three cropped and downscaled forward-facing camera

images, concatenated as a 1024×256 image, and a raster-

ized BEV LiDAR as input; DiffusionDrive is trained on

navtrain split from scratch for 100 epochs with AdamW

optimizer on 8 NVIDIA 4090 GPUs with total batch size

of 512, setting the learning rate to 6 × 10−4. No test-time

augmentation is applied and the final output for evaluation

on navtest split is 8-waypoint trajectory over 4 seconds.

4.3. Quantitative Comparison

Tab. 1 compares DiffusionDrive with state-of-the-art meth-

ods on NAVSIM navtest split. With the same ResNet-

34 backbone, DiffusionDrive achieves 88.1 PDMS score,

demonstrating significant superior performance over the

previous learning-based methods. Compared to VADv2,

DiffusionDrive surpasses it by 7.2 PDMS while reducing

the number of anchors from 8192 to 20, representing a

400× reduction. DiffusionDrive also outperforms Hydra-

MDP, which follows VADv2’s sampling-from-vocabulary

paradigm, with a 5.1 PDMS improvement. Even com-

pared to the Hydra-MDP-V8192-W-EP, which is a variant of

Hydra-MDP [25] by further training to fit the EP evaluation

metric with additional supervision and using weighted con-

fidence post-processing, DiffusionDrive still outperforms

it by 3.5 EP and 1.6 overall PDMS, relying solely on

a straightforward learning-from-human approach without

any post-processing. Compared to the Transfuser baseline,

where we only differ in the planning module, Diffusion-

Drive delivers a notable 4.1 PDMS improvement, outper-

forming it across all sub-scores.

4.4. Roadmap

In Tab. 2, converting Transfuser into the generative

TransfuserDP using vanilla diffusion policy improves the

PDMS score by 0.6 and the mode diversity score D by 11%.

However, it also significantly increases the overhead of the

planning module, requiring 20× more denoising steps and

32× the step time, resulting in a total 650× increase in

runtime overhead. With the proposed truncated diffusion

policy, TransfuserTD reduces the number of denoising steps

from 20 to 2 while improving PDMS by 1.1 and mode diver-
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Method Input Img. Backbone
L2 (m) ↓ Collision Rate (%) ↓

1s 2s 3s Avg. 1s 2s 3s Avg.
FPS ↑

ST-P3 [15] Camera EffNet-b4 [40] 1.33 2.11 2.90 2.11 0.23 0.62 1.27 0.71 1.6

UniAD [16] Camera ResNet-101 [13] 0.45 0.70 1.04 0.73 0.62 0.58 0.63 0.61 1.8

OccNet [41] Camera ResNet-50 [13] 1.29 2.13 2.99 2.14 0.21 0.59 1.37 0.72 2.6

VAD [20] Camera ResNet-50 [13] 0.41 0.70 1.05 0.72 0.07 0.17 0.41 0.22 4.5

SparseDrive [39] Camera ResNet-50 [13] 0.29 0.58 0.96 0.61 0.01 0.05 0.18 0.08 9.0

DiffusionDrive (Ours) Camera ResNet-50 [13] 0.27 0.54 0.90 0.57 0.03 0.05 0.16 0.08 8.2

Table 7. Comparison on nuScenes dataset with open-loop metrics. FPS is measured on a single NVIDIA 4090 GPU following the

recipe of SparseDrive [39]. Metric calculation follows ST-P3 [15].

sity by 59%. By further incorporating the proposed diffu-

sion decoder, the final model, DiffusionDrive, reaches 88.1

PDMS and 74% mode diversity score D. Compared to the

TransfuserDP, DiffusionDrive shows improvements in 3.5

PDMS and 64% mode diversity, and a 10× reduction in

denoising steps, resulting in a 6× speedup in FPS. This en-

ables real-time, high-quality, multi-mode planning.

4.5. Ablation Study

Effect of designs in diffusion decoder. Tab. 3 shows the

effectiveness of our design choices in the diffusion decoder.

ID-1 is the TransfuserTD in the Tab. 2. By comapring ID-6

and ID-1, we can see that the proposed diffusion decoder

reduce the 39% parameters and significantly improves the

planning quality by 2.4 PDMS. ID-2 shows severe perfor-

mance degeneration due to the lack of rich and hierarchical

interaction with the environment. By comparing ID-2 and

ID-3, we show that spatial cross-attention is vital for accu-

rate planning. ID-5 shows that the proposed cascade mech-

anism is effective and can further improve the performance.

Denoising step number. Tab. 4 shows that due to a rea-

sonable start point, DiffusionDrive achieves good planning

quality even with only 1 step, and further denoising steps

offer quality improvement and inference flexibility for com-

plex environments.

Cascade stages. Tab. 5 ablates the impact of cascade stage

number. Increasing the stage number can improve the plan-

ning quality but saturate at the 4 stages and cost more pa-

rameters and inference time at each step.

Number of sampled noises Ninfer. As stated in Sec. 3.3,

DiffusionDrive can generate varied trajectories by simply

sampling a variable number of noises from anchored Gaus-

sian distribution. Tab. 6 shows that 10 sampled noises can

already achieve a decent planning quality. By sampling

more noises, DiffusionDrive can cover potential planning

action space and lead to improved planning quality.

4.6. Qualitative Comparison

Since the PDMS planning metric calculates based on the

top-1 scoring trajectory and our proposed D score evaluates

mode diversity, these metrics alone cannot fully capture the

quality of diverse trajectories. To further validate the qual-

ity of multi-mode trajectories, we visualize the planning

results of Transfuser, TransfuserDP and DiffusionDrive on

challenging scenarios of NAVSIM navtest split in Fig. 2.

The results indicate that the multi-mode trajectories gener-

ated by DiffusionDrive are not only diverse but also of high

quality. In Fig. 2a, the top-1 scoring trajectory generated

by DiffusionDrive closely resembles the ground-truth tra-

jectory, while the highlighted top-10 scoring trajectory sur-

prisingly tries to perform high-quality lane changing. In

Fig. 2b, the highlighted top-10 scoring trajectory also per-

forms a lane change, and a neighboring low-scoring trajec-

tory further interacts with surrounding agents to effectively

avoid collisions.

4.7. Quantitative Comparison on nuScenes dataset

The nuScenes dataset is previously popular benchmark for

end-to-end planning. Since the major scenarios of nuScenes

are simple and trivial situations, we only perform compar-

ison in Tab. 7. We implement DiffusionDrive on top of

SparseDrive [39] following its training and inference recipe

using open-loop metrics proposed in ST-P3 [15]. We stack

2 cascade diffusion decoder layers and apply the truncated

diffusion policy with 18 clustered anchors.

As shown in Tab. 7, DiffusionDrive reduces the average

L2 error of SparseDrive by 0.04m, achieving the lowest L2

error and average collision rate. While DiffusionDrive is

also efficient and runs 1.8× faster than VAD with 20.8%

lower L2 error and 63.6% lower collision rate.

5. Conclusion

In this work, we propose a novel generative driving

decision-making model, DiffusionDrive, for end-to-end au-

tonomous driving by incorporating the proposed truncated

diffusion policy and efficient cascade diffusion decoder.

DiffusionDrive can denoise a variable number of samples

from an anchored Gaussian distribution to generate diverse

planning trajectories at real-time speeds. Comprehensive

experiments and qualitative comparisons validate the supe-

riority of DiffusionDrive in planning quality, running effi-

ciency, and mode diversity.
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