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Figure 1. Given a short RGB video captured by a monocular camera, the corresponding editable 3D avatar can be efficiently generated by
our method, achieving both text and image-guided 3D editing with locally adapted geometry and photorealistic renderings.

Abstract

Personalized 3D avatar editing holds significant promise
due to its user-friendliness and availability to applications
such as AR/VR and virtual try-ons. Previous studies have
explored the feasibility of 3D editing, but often struggle to
generate visually pleasing results, possibly due to the unsta-
ble representation learning under mixed optimization of ge-
ometry and texture in complicated reconstructed scenarios.
In this paper, we aim to provide an accessible solution for
ordinary users to create their editable 3D avatars with pre-
cise region localization, geometric adaptability, and photo-
realistic renderings. To tackle this challenge, we introduce a
meticulously designed framework that decouples the editing
process into local spatial adaptation and realistic appear-
ance learning, utilizing a hybrid Tetrahedron-constrained
Gaussian Splatting (TetGS) as the underlying representa-
tion. TetGS combines the controllable explicit structure of
tetrahedral grids with the high-precision rendering capabil-
ities of 3D Gaussian Splatting and is optimized in a progres-
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sive manner comprising three stages: 3D avatar instantia-
tion from real-world monocular videos to provide accurate
priors for TetGS initialization; localized spatial adaptation
with explicitly partitioned tetrahedrons to guide the redis-
tribution of Gaussian kernels; and geometry-based appear-
ance generation with a coarse-to-fine activation strategy.
Both qualitative and quantitative experiments demonstrate
the effectiveness and superiority of our approach in gener-
ating photorealistic 3D editable avatars.

1. Introduction

With the rise of 2D text-to-image generative models [49,
51, 53], the task of text-to-3D avatar creation has garnered
significant attention, due to their convenience and the great
demand in AR/VR and gaming industries. Many valu-
able efforts have been made in sculpting iconic 3D charac-
ters [24, 25, 31, 35] or personalized figures based on high-
level user prompts [26, 42, 67, 69, 73]. However, due to
their susceptible reliance on diffusion priors [47, 65], their
generated visual results exhibit a significant gap compared
to real-world individuals. Meanwhile, 3D Gaussian Splat-
ting (3DGS) [27] has demonstrated exceptional capabilities
in multi-view reconstruction, achieving photorealistic real-
time rendering. However, it is limited to recovering indi-
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viduals with existing apparel and does not support person-
alized editing under flexible user control. What if we could
construct and freely edit full-body personalized avatars with
high fidelity and photorealism akin to real-world individu-
als? As shown in Fig. 1, this paper aims to address the
challenging task of creating photorealistic 3D avatars with
locally edited accessories, given easily captured real-world
monocular videos and user-specified high-level instructions
(e.g., texts and reference images). This capability will
greatly improve the efficiency of creating controllable 3D
digital humans, allowing ordinary users to easily create their
unique editable virtual avatars, which can be further applied
in industries such as e-commerce for 3D virtual try-on.

To achieve this goal, a straightforward approach is to
directly edit the reconstructed 3DGS under random gen-
erative guidance [60, 77]. However, these methods strug-
gle to produce realistic geometric changes and suffer from
blurred renderings with noticeable artifacts, falling far short
of the performance in reconstruction tasks. The key tech-
nical challenge of 3DGS editing lies in two aspects: On
the one hand, the discrete structure of 3DGS restricts gra-
dient propagation to distant points, leading to reliance on
the distribution of reconstructed results for editing. This
complicates direct 3DGS editing for cases involving sig-
nificant geometric changes. On the other hand, the densi-
fication and optimization processes of 3DGS are sensitive
to gradients, particularly in less-constrained editing tasks
with diffusion-based generative guidance. In these cases,
Gaussians struggle to learn accurate spatial distribution and
appearance attributes. Certain methods [9, 11, 28] utilize
multi-view edited images to ensure consistent supervision.
However, it is still challenging to maintain 3D consistency
in scenes with large viewpoint variations, particularly for
360° full-body avatars.

To solve the aforementioned challenges, we present
TetGS, a novel representation where Gaussian kernels are
explicitly embedded and updated along with tetrahedron
grids. Our key insight lies in the integration of tetrahedral
grids and Gaussian Splatting, which allows for more con-
trollable geometric deformation compared to discrete Gaus-
sian kernels. The structured nature of tetrahedral grids and
their direct transition with implicit signed distance field fa-
cilitate this controllability. Furthermore, the hybrid archi-
tecture of TetGS inherently encourages disentangled learn-
ing of spatial allocation and texture generation. Thereby, we
propose to decouple the editing process of 3D Gaussians
into localized geometry adaptation and appearance learn-
ing, in cooperation with the delicately designed tetrahedron-
constrained Gaussian splatting. By leveraging the updates
of the structured tetrahedrons to guide the movement and re-
distribution of Gaussian kernels, we effectively alleviate the
unstable spatial optimization caused by the original 3DGS’s
discrete point cloud-like structure. After that, by using few-

shot inpainted images for view-consistent supervision in a
coarse-to-fine manner, the training of 3D Gaussian focuses
on coherent and photorealistic appearance generation.

To this end, we achieve high-precision reconstruction
and editing of 3D avatars by utilizing TetGS as a novel hy-
brid underlying representation. Our approach consists of
three stages: prior reconstruction to recover accurate sur-
face and high-fidelity appearance, localized spatial adapta-
tion for flexible and controllable geometric updating, and
texture generation leveraging the superior rendering capa-
bilities of Gaussian splatting under progressive refinement.
Our method supports multiple editing scenarios, including
both text-guided editing and reference image-based 3D vir-
tual try-on. In conclusion, our contributions are threefold:

* We present a novel system for creating photorealis-
tic 3D editable avatars from easily captured monocular
videos by following user-specific prompts. Our proposed
pipeline can be seamlessly integrated into applications
such as 3D virtual fitting.

* We introduce a novel hybrid representation named TetGS,
which combines the controllable spatial structure of tetra-
hedral grids with the high-precision rendering capabilities
of 3D Gaussian splatting.

* We decouple the editing phase into localized spatial adap-
tation and appearance generation. Collaborating with the
elaborately designed TetGS, our method achieves coher-
ent 360° full-body editing with accurate geometry and
photorealistic rendering, across diverse editing scenarios.

2. Related Works

3D Neural Representation. 3D neural representations
have demonstrated great effectiveness in novel-view synthe-
sis, multi-view reconstruction, and 3D surface reconstruc-
tion. Neural Radiance Field (NeRF) [44] and its follow-
ups [2—4, 45, 58] achieve high-quality novel-view render-
ing utilizing neural implicit fields with volume render-
ing. For accurate surface reconstruction, NeuS [61] and
its variants [6, 15, 34, 62, 64] use signed distance func-
tions (SDF) that represent 3D surfaces as the zero-level
set of SDF. Recently, 3D Gaussian Splatting (3DGS) meth-
ods [12, 17, 23, 27, 41] have emerged as an efficient repre-
sentation, offering fast convergence and photorealistic qual-
ity. However, these methods fall short in personalized edit-
ing, as they can only recover existing captured scenes.

Text to 3D Human Creation. With the rise of 2D
diffusion models [51-53, 74] and the employment of the
SDS loss [47] in 3D content creation, there have been a
large number of works focusing on text-to-3D avatar gen-
eration. Some methods [7, 24, 25, 31, 35, 57, 70] utilize
NeRF, DMTet [56], or parametric SMPL models [39] for
iconic 3D avatar sculpting with input texts. Other meth-
ods [26, 42, 69, 73] achieve personalized human creation
under the condition of both texts and image collections,
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Figure 2. An overview of our method, built upon the proposed hybrid Tetrahedron-constrained Gaussian Splatting (TetGS). Our method
first learns accurate TetGS initialization from a monocular video, then updates the spatial allocation of localized editing Gaussians along
with explicitly partitioned tetrahedrons under diffusion guidance. With the learned distribution, we perform texture editing by optimizing
restricted Gaussians with few-shot inpainted images and activating their attributes under augmented guidance.

based on concept-driven 2D diffusion models [22, 52]. Re-
cent works [38, 71, 75] also explore text-driven 3D human
generation with Gaussian Splatting. Although remarkable
efforts have been made, the generated visual quality of these
methods still falls short in realism, yielding distorted geom-
etry, over-saturated color, and less detailed appearance.

3D Scene Editing. To combine the advantages of the
above two areas, various methods have been proposed to
enable 3D reconstructed scene editing with flexible, cus-
tomized prompts. Instruct-NeRF2NeRF [18] pioneers in
text-guided 3D editing by using Instruct-pix2pix [5] to iter-
atively update the training datasets, and is followed by a se-
quence of NeRF-based editing methods [10, 19, 32, 37, 76].
However, the NeRF representation is often limited to global
editing due to its implicit parameterization. To enable local-
ized editing and efficient rendering, other methods adopt 3D
Gaussian Splatting for its superior rendering fidelity and ex-
plicit point data structure. GaussianEditor [60] introduces a
hierarchical architecture with a semantic tracing strategy to
specify the editing region. TIP-Editor [77] proposes text-
and-image-guided 3D editing for direct appearance con-
trol. However, these methods often experience minimal
geometric changes, degraded renderings, and affected con-
tents in irrelevant regions, due to the uncontrollable opti-
mization of both geometry and texture under fluctuant gen-
erative gradients. For more stable 3DGS editing, certain
methods [8, 9, 11, 28, 63] leverage consistent multi-view
2D image editing models to guide the adaptation of Gaus-
sian kernels in 3D space. But their consistency decreases in
complex editing scenes with a wide range of perspectives,
especially when handling 360° full-body avatars.

3. Method Description

Given a 360° real-world monocular video of a person, we
aim to generate a locally editable 3D avatar with high-
fidelity and realistic appearance, following user-provided

text prompts or reference images. Fig. 2 illustrates an
overview of our proposed pipeline. Our method relies on a
hybrid tetrahedron-constrained Gaussian splatting (TetGS),
which we describe in Sec. 3.1. In Sec. 3.2, we elaborate on
our 3D avatar editing pipeline, which utilizes the delicately
designed TetGS as the underlying representation to obtain
localized high-fidelity editing results.

3.1. Tetrahedron-constrained Gaussian Splatting

In this section, we introduce TetGS, a hybrid tetrahedron-
constrained 3D Gaussian Splatting where Gaussian kernels
are explicitly embedded inside tetrahedral grids. We repre-
sent the tetrahedron grids {Vr, T} following DMTet [56],
where an MLP ¢, (x) predicts the signed distance function
(SDF) of grid points Vr on tetrahedrons 7'. To insert Gaus-
sians inside this structured grid, we dive into the underlying
structure of tetrahedral meshes. When applying the March-
ing Tetrahedron (MT) algorithm [14] that enables explicit
triangular mesh extraction M = {V,F} from {V;, T},
each mesh vertex vab € V is extracted from a unique tetra-
hedral edge e, = {vl,v!'} with the sign change, by lin-
early interpolating the SDF values of its two endpoints:

e _ o s]) = o o)

s(vy) = s(vy)

)

Thus, we can define the mapping from mesh vertex to valid
tetrahedral edge as g, : v} — el = {vT vl'}. Since
each mesh triangle is extracted inside a single tetrahedron
in the surface configuration of MT, for a triangle f;, =
{oM, oM vM} € F, we can obtain the mapping hj_; :

11 7,2’

fi — tg to its father tetrahedron tk € T, where t;, satisfies
{gv-e(V2); guse (0], guse(v)} C tg. By allocating
Gaussians onto each mesh trlangle fi, we naturally embed
Gaussian kernels inside the father tetrahedron t;. The posi-
tion p of each Gaussian is calculated from the vertex coor-
dinates v™ of its occupied mesh triangle f; with predefined
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Figure 3. An illustration of tetrahedron-constrained Gaussian.
Each Gaussian kernel is embedded in a unique tetrahedron with
its position p calculated from the SDF of tetrahedral vertices.
barycentric weights w : p1 = wav}! +wyv)! +wv + 7,
where 7 is a learnable displacement along the surface nor-
mal n and is set to zero at the beginning. We define the
remaining Gaussian attributes following the original 3DGS,
including a 3D covariance matrix Y € R7, SH coordinates
¢ € R*, and an opacity o € R.

At this point, we have established a direct correlation be-
tween the tetrahedron ¢; and its embedded Gaussians Gy,
where Gy, are all the Gaussians assigned on mesh triangles
extracted from ¢; (empty set for invalid tetrahedrons) and
the position of Gy, is directly determined by the SDF values
of the tetrahedral vertices, as illustrated in Fig. 3. We record
this relation using a new Gaussian attribute & indicating the
index of its father tetrahedron. By updating the SDF of the
tetrahedral vertices, we enable structured spatial guidance
for the dynamic movement and redistribution of Gaussian
kernels during editing. This also enables localized main-
tenance for non-editing Gaussians through explicit tetrahe-
dron partitioning.

3.2. 3D Avatar Editing with TetGS

With the designed TetGS, we propose our 3D avatar edit-
ing pipeline which consists of three modules: high-quality
3D avatar instantiation, localized spatial adaptation, and
coarse-to-fine appearance generation. We first recover
accurate geometry and appearance prior from monocular
videos for TetGS initialization (Sec 3.2.1). Building on this,
we introduce a localized spatial adaptation strategy through
explicit partitioning of tetrahedral grids (Sec 3.2.2). The op-
timized tetrahedrons provide direct guidance for the reallo-
cation of the editing Gaussians and enable few-shot normal-
based texture inpainting on restricted Gaussian disks, fol-
lowed by attribute activation with augmented guidance to
capture high-frequency details (Sec 3.2.3). Additionally,
with the controllable TetGS, we also achieve reference
image-based 3D virtual try-on (Sec 3.2.4).

3.2.1. High-quality 3D avatar Instantiation

This module aims to construct high-quality 3D avatars with
precise surface and detailed appearance, given real-world
monocular videos. We represent the 3D avatar in an SDF
field instantiated by an MLP v (x) : R®* — R, following
previous surface reconstruction methods [61]. To construct

a smooth surface with detailed human features, we adopt
the deformable anchors with positional encoding proposed
in NeuDA [6]. To further tackle the irregular holes caused
by uneven light and extreme reflection in real-world data,
we adopt a normal regularization loss [58] by constraining
the gradient i; of SDF with the predicted normal n:

Ly =) wi|lf; —0j|?, )

where w; is the weight of the ith sample point on a ray. We
also apply a normal orientation loss [58] to alleviate surface
depression along the ray direction d:

L,= Z w; max(0, 7, - d)?. 3)

After surface reconstruction, we can initialize the TetGS
by converting the reconstructed geometry into tetrahedron
grids and optimizing their embedded Gaussians G with the
multi-view pixel loss. This high-fidelity TetGS initializa-
tion provides accurate priors for the later 3D avatar editing.

3.2.2. Localized spatial adaptation

At the core of TetGS-based editing, we perform localized
spatial adaptation in editable tetrahedrons to guide the re-
distribution of Gaussian kernels. Ideally, a localized editing
task should meet two conditions: 1) the editing region can
be freely changed without being restricted to the original
shape, and 2) the parameters of irrelevant Gaussians stay
identical to the reconstructed ones. We achieve this by ex-
plicitly partitioning the tetrahedrons into two subsets and
derive a localized spatial editing scheme.
Localized tetrahedron partitioning. We start from ex-
plicit mesh localization and gradually deduce into the tetra-
hedron space. Due to the structured nature of the extracted
MT mesh M, we can directly divide the mesh triangles
by back-projecting multi-view masks of the interested area.
Masks can be produced by existing segmentation [30] or
human parsing models [33]. Mesh triangles correspond-
ing to preserved and editing regions are denoted as F"¢°P
and Fedit, respectively. Unlike the previous work [77] that
manually defines the editing scope, we instead localize the
areas of the preserved Gaussians and treat all the remaining
regions as editable to allow maximal editing effect. We find
the father tetrahedrons T¢¢? of triangles F*¢°? through the
mapping hy_,¢. The preserved Gaussians GFkeer are defined
as Gaussians with their father indices & pointing to T*¢°P.
To ensure the strict spatial maintenance of Ghreer  we
constrain the spatial information of the father tetrahedrons
T*eeP by freezing the SDF values of their vertices V;*”
during the spatial adaptation stage. We update the SDF of
the remaining vertices Vg4t = {vT ¢ VAP | T € Vip}
in editing tetrahedrons 7°% = {t ¢ T*eP | t € T} with
the MLP 1), to encourage flexible geometric variation. A
demonstration of this process can be found in Fig. 4.
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Figure 4. Demonstration of the tetrahedron partitioning process.
(i) Localized mesh triangles given multi-view mask labels. (ii)
Tetrahedron partitioning according to their extracted triangles. (iii)
Tetrahedral vertices grouping into frozen and editable ones.

Dual spatial constraint. Based on the explicit structure
of tetrahedron grids, the spatial adaptation of TetGS can be
directly supervised with the SDS loss [47] on the normal
renderings based on a pre-trained T2I diffusion model ¢,,
under the text condition 4. Given the global surface nor-
mal ng = N(M’,p), where p is the camera parameter and
M’ denotes the intermediate MT mesh, we define LgD g as:

Oong 0z"¢

8% 811@ '

: : g @)
However, in the localized editing task, the supervision focus
of the global and local regions significantly differs, as the
global region ensures overall harmony regarding the style
of the preserved content, while the local editing region is
encouraged to produce distinct and detailed changes. Thus,
with the explicitly partitioned editing tetrahedrons T¢%,
we further design a local SDS loss focusing on the spatial
updating of the editing geometry M/ ,,, = MT(T¢%t):

onjy, 0z™t
(9’¢g 8nL '

The dual constraint of global and local regions helps to en-
sure harmonious overall changes and enables precise con-
trol over the editing content.

Surface regularizations. The above tetrahedron parti-
tioning strategy enables the unchanged spatial distribution
of the non-editing Gaussians G*““P by freezing the SDF
of Vqlfee” . However, since the SDF of the editing vertices
Vfd“ is updated with the continuous MLP )4, the naive so-
lution of optimizing ), without constraint can lead to the
predicted editing surface gradually occluding the preserved
Gkeer To alleviate this issue, we introduce a surface-aware
regularization on the predicted SDF at V"

Ls, = Z ||w9(vi>_§i”2- (6)

Vi EV;EEP

LSps =B |wi(ég, (2999, t) —¢)

®)

Lsps = Eve |wi(ég, (20559, t) — €)

This term enables 1), to be aware of the position of Gheep
by constraining the predicted SDF at v; € V" with the
frozen SDF 5;. We also apply an additional normal consis-
tency loss L, for a smoother surface. The overall training

objective can be formulated as:
L= XspsLSps+AspsLéps +AsaLsa+ AncLne. (7)

The localized adapted tetrahedrons effectively guide the
spatial redistribution of the Gaussian kernels. For the in-
tentionally preserved tetrahedrons 77¢°P, we directly assign
their Gaussians as G*¢¢P inherited from the reconstructed
avatar. For the editing tetrahedrons 7°%* with deformed
geometry, we initialize and reallocate their Gaussians G°%*
by following the procedure described in Sec 3.1.

3.2.3. Texture generation within editing regions

For the reallocated editing Gaussians G¢¥* with already
learned spatial information, we aim to generate photore-
alistic texture in a progressive manner, where we learn a
coarse appearance with the restricted TetGS using few-shot
inpainted images and further activate their attributes with
augmented multi-view renderings.
Restricted TetGS under few-shot supervision. Inspired
by [50, 66, 72], we utilize a normal-based inpainter for few-
shot coarse appearance learning of G°¥* to achieve stable
training and higher rendering quality. To complement the
less-supervised texturing, we restrict partial attributes of
G4t onto 2D surfels. Specifically, we deactivate the posi-
tion displacement 7 along the normal direction, and degrade
the 3D covariance matrix to 2D plane following [36, 59],
where Gaussian kernels are simplified as 2D disks cover-
ing the entire geometric surface. We also fix the opacity
« to a constant and simplify the SH coordinates into view-
independent rgb to improve rendering robustness in novel
views under few-shot guidance.
Normal-guided coarse texture inpainting. = Based on
the restricted TetGS, we learn the coarse editing texture
by iteratively sampling different viewpoints and optimiz-
ing G°¥* under the supervision of the inpainted images.
We record the uncolored area with a triangle label on the
edited mesh M .., denoted as £ : F.,, — {0,1}, where
!z — {1} initially. In each iteration k, for the sam-
pled view pj focusing at the editing region, we obtain its
current rendered image I &, hormal map ng, angl uncolored
mask my, by R: (g’“"e”, ggi“lf, E}gfl,pk) — (Ik, ng, mk).
A pre-trained normal-based inpainter M is used to fill
the uncolored area and generate coherent inpainted image
I,famt = M(I}, 0y, my), with clues provided by the exist-
ing appearance. We blend 77" and the original rendering
I, with a blurred blending mask m = Blur(my,), and ob-
tain the guidance image I}, which is formulated as:

I, =m o P 4 (1—mb) o I. (®)

Using I as the supervision of the current view, we op-
timize trainable editing Gaussians G¢%* under the view py,
via the pixel-level reconstruction loss. g,gd“ is a subset of

Gt and is defined as Gaussians assigned on the masked
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triangles obtained by back-projecting the binarized mz onto
M. ;.;- The training objective for the current view p, can be
formulated as:

L(Gs¥: I, 1) = Ly (I, I) + ALssiar (I, I). - (9)

After the optimization of the kth iteration, the Gaussians
G4t and triangle label £y, are updated with diit and the
corresponding masked triangles, respectively.

In practice, due to the uniform shape of the human body,

we first inpaint front and back views simultaneously for
consistent global style, while local consistency is ensured
by the normal-based inpainter, with which we progressively
sample cameras around the avatar under different elevations
and azimuths covering the whole editing region.
Attribute activation with augmented guidance. = The
above-edited appearance shows coherence across different
views and with preserved regions, but still suffers from de-
generated rendering quality under novel views due to the
few-shot supervision with the restricted TetGS, as depicted
in Fig. 9 (b). To fully exploit the rendering potential of
Gaussian splatting and further boost the realism of the edit-
ing result, we propose to refine G¢¥* with attribute activa-
tion under enhanced guidance.

To better capture high-frequency details, we release the
restrictions on G°%* by relaxing position and covariance to
3D space, allowing for trainable opacity, and converting
color back to view-dependent SH coordinates. To remove
artifacts and enhance local details, we follow [43] and ap-
ply an 121 pipeline to obtain refined results I/ on randomly
sampled renderings. Then the editing task can be converted
into a reconstruction task with multi-view images {I/}7_,,
where G°% is optimized with the multi-view image loss.

3.2.4. Editing with reference images

Benefiting from the controllable TetGS, we also achieve 3D
virtual try-on given reference garment images. We adopt
IDM-VTON [13] to generate front and back-view try-on
images Iy and I, in place of images inpainted by M. We
also apply geometric supervision of Iy and I, during the
localized spatial adaptation:

= )\norm| ‘n{ﬁb} - IAl{f,b}||2 + )\maskaf - mf||27
(10)
where ng;;, and ngy;; denote the rendered and esti-
mated [54] normals of the front and back views, m and
my denote the rendered and foreground masks of the front
view, respectively. Thus, both the garment style and geo-
metric design can be transferred into the edited 3D avatar.

Lvton

4. Experimental Results

Implementation details. We define TetGS within 5123
tetrahedron grids embedded around a standard human body
following [24, 26]. A different number of Gaussians are

assigned to each tetrahedron based on the face area of its
extracted triangles. For 3D avatar instantiation, we use
the Adam optimizer [29] with a learning rate of le-3 to
train the SDF field /(z) and optimize Gaussians G simi-
lar to the original 3DGS method [27]. For localized spatial
adaptation, we update the SDF of tetrahedral vertices us-
ing the AdamW optimizer [40] with a learning rate of 2e-5
for 10000 iterations, taking around 1.2 hours on a single
NVIDIA A40. The loss weights {\$pq, ASpgs Asas Ane}
are set to {0.5, 0.5, 5000, 2000}. For texture generation, we
apply SDXL-based ControlNetPlus [68] for both normal-
based inpainting and I2I augmentation. We sample views
by rotating the cameras around the editing region with an
interval of 30°. Texture inpainting and attribute activation
stages take 20 mins and 3 mins for training, respectively.
Datasets. To evaluate our method, we create a 360° cap-
tured full-body human dataset containing 10 static monoc-
ular videos with different subject identities and outfits. The
videos are captured with portable cameras under daily envi-
ronmental settings. The subjects remain still when we rotate
the camera around the heads, upper bodies, and lower bod-
ies for more fine-grained details. All videos have a duration
of 40 to 50 seconds with a resolution of 1080 x 1920, and are
split to 250 frames as training data. We use COLMAP [55]
for camera pose estimation. For each editing task, we gen-
erate text prompts with GPT-4 [1] and collect reference im-
ages from e-commerce websites.

4.1. 3D editable avatar generation

Fig. 5 showcases several editing results, including text-
guided editing in rows 1-2 and reference image-based edit-
ing in rows 3-4. We illustrate multi-view renderings and the
underlying geometries before and after editing with vari-
ous accessories, achieving reasonable geometric change and
photorealistic generated texture coherent with the preserved
appearance. More results are shown in the supplementary.

4.2. Comparison

Baselines. We compare our method with three baselines:
GaussianEditor [60] and DGE [11], which are state-of-the-
art methods for 3DGS scene editing with text prompts,
and TIP-Editor [77], which focuses on image-guided 3DGS
editing for specific appearance control. We train all mod-
els using the officially released code with default config-
urations on our collected dataset. For GaussianEditor and
DGE, since they use Instruct-pix2pix [5] to update the in-
termediate rendered images, we convert our text prompts
to meet the required format. For TIP-Editor, we use the
same reference images as ours and replace the prompts of
the editing subjects with special tokens.

Qualitative comparison. We demonstrate qualitative
comparisons in Fig. 6. GaussianEditor and DGE generate
needle-like artifacts and blurred renderings due to the un-
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“A woman wearing a casual lzght gray Lardzgan

“A woman wearing a white T-shirt and a pair ofdemm overall”

Source avatar
Figure 5. Multi-view renderings and the underlying geometries before and after editing with various subjects and accessories.

stable 3DGS optimization and densification under genera-
tive guidance. Additionally, they exhibit noticeable color
leakage into irrelevant regions because of the accumulated
errors during the semantic segmentation process and incon-
sistent edited guidance under different perspectives. TIP-
Editor fails to preserve detailed texture faithful to the ref-
erence garment. Moreover, it suffers from noisy appear-
ances and minor geometric changes owing to the random
gradients produced by the diffusion priors. In contrast, our
method generates high-fidelity edited avatars with reason-
able geometric adaptation and coherent renderings, benefit-
ing from the proposed TetGS. We also achieve accurate tex-
tures for image-based editing by directly optimizing Gaus-
sians under the guidance of 2D try-on images.

Quantitative comparison. For quantitative evaluation,
we use Frechet Inception Distance (FID) [21] to access
the quality of edited images, where a lower FID indicates
greater similarity to the reconstructed images, reflecting
higher rendering fidelity and realism. To evaluate the align-
ment of edited avatars with input text prompts, we employ

“A woman wearing a beige sweatshirt with red sleeves”

LLL

“A man wearing a demm Jacket with a faded wash”

Hif

“A woman wearing a long-sleeve sailor fuku with navy blue accents”

I

1¥

A woman wearing a pair of purple ripped jeans”

“4A woman wearing a purple T-shirt”

Table 1. Quantitative comparison with 3D avatar editing methods
on FID, CLIP and DINO. 1, | denote if higher or lower is better.

Method GaussianEditor DGE  TIP-Editor  Ours

FID | 194.54 201.82 258.27 115.95
CLIP 1 22.14 23.05 22.51 26.28
DINO 1 - - 0.726 0.752

CLIP Text-Image similarity [48]. For the image-guided
method TIP-Editor, we also calculate DINO similarity [46]
between the reference image and the edited results. All met-
rics are computed on 60 rendered images captured evenly
around the 3D avatar. As shown in Tab. 1, our method out-
performs other baselines across all metrics, notably achiev-
ing a significant improvement in FID and producing photo-
realistic results comparable to real-world individuals.

4.3. Ablation study

Ablation on decoupled editing with TetGS. Fig. 7 and
Tab. 2 validate the effect of the TetGS-based decoupled edit-
ing. We train two variants that directly optimize all the at-
tributes of G.4;; Without structured tetrahedrons under the
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“Put him in an unzipped olive green hooded waterproof jacket”
“Put him in a denim jacket with a faded wash”

i
AL

Source GaussianEditor DGE

“A man in an unzipped olive green hooded
waterproof jacket”

AALLALY;

“A man in a denim jacket with a faded wash”

ﬁii

“A man wearing a beige and white

“4 Vi man wearing a V2 polo T-shirt”
polo T-shirt with black accents”

A\l

“4 Vi woman wearing a pair of V2
ripped jeans "

“A woman wearing a pair of
purple ripped jeans”

N
3

Ref/ Source

TIP-Editor Ours

Figure 6. Qualitative comparison with text-guided methods GaussianEditor [60] and DGE [11], and image-guided method TIP-Editor [77].

“Give her a pair of soft pastel
pink loose cargo panis”

“A woman wearing a pair of soft pastel pink loose
cargo pants”

iV 4
w/o TetGS (SDS) Ours
Figure 7. Ablation study on decoupled editing with TetGS.

Source w/o TetGS (iN2N)

Table 2. Ablation study on the proposed editing pipeline. Results
verify the effectiveness of the proposed modules.

Variants  w/o TetGS (iN2N)  w/o TetGS (SDS) w/o AA  full model

FID | 215.56 217.15 120.33 115.95
CLIP 1 22.64 23.96 26.03 26.28

generative supervision of iN2N [18] and the SDS loss [47],
respectively. Due to the stochastic diffusion process, the
former generates chaotic noises scattering around the edit-
ing region, while the latter produces blurry and diverging
shape boundaries. They both produce noisy appearances
with few details. In contrast, our method achieves geomet-
ric changes with clear boundaries and rich details, as well
as high-quality renderings.

Localized spatial adaptation with dual constraint. We
verify the designed schemes during the localized spatial
adaptation in Fig. 8. Variants without tetrahedron partition-
ing (TP), local SDS loss L, 5, and global SDS loss LS4
result in unintended modifications to non-editing regions,
blurry details, and unnatural edited shapes, respectively.
Ablation on different appearance representations.
Given an existing geometry, previous methods [50, 66, 72]
paint textures using UV maps. However, due to the recon-
struction error during differentiable UV rendering, they ex-
hibit obvious artifacts in editing regions under novel views,
especially for extracted meshes without predefined UV at-
las, as shown in Fig. 9 (a) (red spots indicate uncolored
noise). In contrast, our method directly optimizes restricted
Gaussians in 3D space using the GS rasterizer, enabling

“suit jacket”

“denim jacket”

®)who Lkps (¢) Wio Lips  (d) full
Figure 8. Ablation study on localized spatial adaptation.

Source  (a) w/o TP

£

(a) UV texture (b) Ours (w/o AA) (c) Ours (full)
Figure 9. Ablation study on the rendering capabilities of TetGS
and the attribute activation stage. Zoom in for a better inspection.

robust novel-view rendering of the editing areas, and also
achieving higher reconstruction fidelity.

Attribute activation with augmented guidance. As
shown in Fig. 9 (b&c) and Tab. 2, the attribute activation
(AA) effectively improves image quality and local details.

5. Conclusion

In this paper, we tackled the challenging task of person-
alized editable 3D avatar creation from real-world videos
under the instruction of text prompts or reference images.
We demonstrated that the naive solution of direct 3DGS
editing leads to degenerated quality, and proposed a novel
hybrid tetrahedron-constrained Gaussian Splatting (TetGS)
for controllable editing. The proposed TetGS naturally sup-
ports decoupled editing, including a localized spatial adap-
tation module with explicitly partitioned tetrahedrons under
delicately designed supervisions, and an appearance gener-
ation module that progressively produces coherent texture
on the redistributed Gaussians in a coarse-to-fine manner.
Both qualitative and quantitative experiments demonstrated
that our approach enables high-fidelity photorealistic 3D
avatar editing with diverse identities and accessories.
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