


sis [29] and autonomous driving [21], where distinguishing

between reliable and unreliable predictions is essential.

In TMVC, evidence from each sample for each view
contributes to its prediction and is also used to calculate
a view-specific uncertainty score u, which reflects the
confidence in the quality of that view for the given sample.
A high uncertainty score (i.e., v = 1) indicates a substantial
deviation from the training data, potentially due to noise or
corruption. In such cases, evidence supporting all classes
is minimized and fused using one of three strategies: Belief
Constraint Fusion (BCF) [8, 9], Aleatory Cumulative Belief
Fusion (A-CBF) [16-18, 37], and Averaging Belief Fusion
(ABF) [32]. However, despite their success in controlled
settings, these methods often struggle to remain robust in
the wild. Complex and diverse data view distributions,
combined with varying levels of optimization, can distort
uncertainty estimates, resulting in unreliable evidence
that misleads the model and biases predictions toward
incorrect classes. As shown in Figure 1, introducing
random noise (e.g., replacing half of the views in a dataset)
to simulate sensor failure conditions leads to a significant
drop in classification accuracy across all fusion strategies
on six real-world datasets, underscoring the risks of
decision-making in unpredictable and noisy environments.

To address this challenge, we propose a generalized and
robust testing-time evidence filtering mechanism to enhance
the robustness of TMVC methods in real-world, unpre-
dictable environments. Specifically, we frame the identi-
fication of unreliable evidence as a multiple testing prob-
lem, introducing p-values to control the risk of false iden-
tification within a small margin. This approach enables
effective post-hoc adjustments during testing. By selec-
tively down-weighting evidence from unreliable views, our
mechanism enhances fusion robustness and mitigates per-
formance degradation caused by low-quality data sources.
In summary, our contributions are as follows:

1. We propose a testing-time evidence filtering mechanism
that is compatible with multiple fusion strategies, en-
hancing the robustness of existing TMVC methods.

2. Our approach frames the identification of unreliable ev-
idence as a multiple testing problem and selectively ad-
justs evidence weights during testing, mitigating the neg-
ative impact of unreliable views on fusion.

3. Theoretical and empirical analyses validate the effective-
ness of the proposed method in improving both classifi-
cation accuracy and robustness.

2. Related Works

2.1. Multi-view Classification

Over the past few years, numerous multi-view classification
(MVC) approaches [1, 2, 16, 22, 25, 26, 30, 34, 36] have
been developed, particularly those leveraging deep neural

networks (DNNs). These methods aim to learn shared rep-
resentations by integrating information from different types
of views, resulting in improved performance. By combin-
ing insights from diverse views, MVC has achieved remark-
able gains and has been widely applied across various tasks
[23, 35]. However, in real-world scenarios, the quality of
data across views can vary significantly, introducing noise
and inconsistencies that undermine both classification ac-
curacy and reliability—factors that are especially critical in
areas like medical diagnosis and autonomous driving.

2.2. Trusted Multi-view Classification

To address these challenges, Trusted Multi-View Classifica-
tion (TMVC) has emerged as a framework that assesses the
reliability of each view through prediction uncertainty, al-
lowing models to prioritize reliable views and down-weight
unreliable ones [8, 9, 16, 17, 32, 33]. TMVC methods often
rely on Subjective Logic (SL) [12] to model view-specific
predictions as multinomial opinions, which are then fused
using belief combination rules tailored to the context [12].
For instance, extensions of Dempster-Shafer theory [24]
were firstly introduced by [8, 9] to facilitate evidence fusion
in multi-view settings. Other fusion approaches, such as
Cumulative Belief Fusion [16, 17] and Averaging Belief Fu-
sion [32], have also been proposed to further enhance the ef-
fectiveness of TMVC. Despite their success, all these meth-
ods fall short of achieving robust performance during test-
ing, as the magnitude of estimated uncertainty is highly sen-
sitive to the diverse distributions of data views and varying
levels of model optimization, which significantly degrades
classification accuracy in real-world scenarios. In contrast,
our method improves testing-time robustness through an ev-
idence filtering mechanism, thereby reducing the risks asso-
ciated with final decision-making.

3. Overview and Analysis of TMVC
3.1. Generalized Framework of TMVC

N
Given the training data Dygpqip = {{mf};/:l ,yi}‘ ,
where N is the number of samples, each sample has V
views with a one-hot label y; = {yik}szl for a K-class
classification task. TMVC uses subjective logic [12] to
learn a function f that maps {w;’};/:l to y; along with a
corresponding overall uncertainty score u;, which quanti-
fies prediction confidence at the evidence level.
Specifically, let f, (x¥) denote the output of the penul-
timate (logits) layer of the view-specific neural network for
sample x; in a single view. Instead of the standard softmax
function for a single categorical prediction, TMVC em-
ploys an alternative activation function «a (-) (e.g., ReLU)
to capture non-negative evidence e} = a (f, (z?)), where
el = {efk}szl. The view-specific prediction uncertainty is
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given by
uj = K/Sj, (1)

K
where S7 = )" el + K. This reflects the lack of total
k=1

evidence across all classes in a single view.

TMVC then applies evidence fusion strategies, such
as BCF, A-CBF, and ABF, to integrate the evidence from
each view into a unified multi-view evidence representation

K . .
e; = {ei} w—1- These three fusion rules for two views are
commonly expressed as follows [20]:

A-CBF (e}, €}) = e} + €.
ABF (e}, €}) = (e; + €7) /2.
BCF (e}.el) = e} + e} +eje; /K. )

These fusion rules can also be extended to handle multiple
views with ease.

In the training phase, TMVC links the generated evi-
dence to the concentration parameter of the Dirichlet distri-
bution and optimizes model parameters using a task-specific
loss function. This loss primarily consists of a cross-entropy
term, which maximizes the evidence for the correct label
of each sample, and a Kullback-Leibler (KL)-divergence
term, which drives the evidence for incorrect labels toward
zero, as described in [8]. The final multi-view prediction
p; = {pik}le is obtained as the expectation of the learned
Dirichlet distribution:

pik = (eir +1)/5:, 3

K

where S; = > e;r + K, and the overall uncertainty u; is
k=1

given by u; = K /S;. Finally, the model’s best performance

on the validation dataset D,,,; is used to select the optimal

parameters for testing.

3.2. Limitations of TMVC at Testing Time

Despite its success across various domains [21, 29], TMVC
methods face significant limitations at testing time, partic-
ularly in real-world scenarios with diverse data view dis-
tributions and varying levels of model optimization. These
factors often degrade TMVC'’s robustness, especially when
handling low-quality data views.

Specifically, given a multi-view test dataset Dycst =

jYi
{{w}’}j; 1}4 o a trained TMVC model with V view-
—1f;

specific networks provides uncertainty estimates for each
view of a testing sample x7. Ideally, a high uncertainty
score (e.g., uj = 1) for a low-quality view would reduce
its evidence contribution across all classes to zero (e}’ =0),
minimizing its impact during fusion. However, these un-
certainty estimates are sensitive to data distributions and

Figure 2. Density distribution of uncertainty for noisy view results
under noise corruption and the corresponding density distribution
of remaining unreliable evidence across three fusion strategies on
the CUB dataset.

model optimization levels, making it challenging to reliably
achieve uj = 1 for extremely noisy or corrupted views.

For example, in the CUB dataset, even when one view
is entirely corrupted by noise (i.e., features of one view
are replaced by random noise), the uncertainty score for
that view typically falls within the range [0.7,1.0], leaving
residual evidence mostly between [0.0,4.0] (as illustrated
in Figure 2) that contributes to fusion and can potentially
bias predictions. Since this view lacks useful information,
its residual evidence is unreliable and negatively impacts
multi-view classification accuracy, as shown in Figure 1.
Moreover, the overall uncertainty score derived from fusion
strategies like BCF and A-CBF is often lower as additional
views are fused (as demonstrated in [9, 16]). Even with
ABF fusion, the overall uncertainty remains below the high-
est view-specific uncertainty [32]. As a result, decision-
makers may struggle to detect potentially misclassified sam-
ples caused by low-quality views. These limitations un-
derscore the challenges TMVC faces in real-world condi-
tions, where testing-time robustness is crucial for reliable
decision-making.

4. Proposed Method

In this section, we present a strategy to enhance the robust-
ness of TMVC methods at testing time. Performance degra-
dation in TMVC methods often arises from the negative
impact of such low-quality views, which typically exhibit
high prediction uncertainty during testing, compared to the
reliable views seen during training. An intuitive solution
to this problem is to reduce the contribution of unreliable
evidence from low-quality views during multi-view fusion.
To address this, we propose a generalized evidence filtering
mechanism that is compatible with various TMVC fusion
rules. The mechanism consists of two key components: (1)
identifying unreliable evidence collected from low-quality
views, and (2) assigning lower weights to minimize their
impact on the final decision.
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4.1. Reliable Evidence Discovery in the Wild

Identifying unreliable evidence is equivalent to discovering
reliable evidence. The primary challenge in this process is
controlling the false discovery rate (FDR) [3], since the true
label is unknown. We address this challenge by framing
reliable evidence discovery as a multiple hypothesis testing
problem from a statistical learning perspective.

Given a multi-view test dataset D;.s, the objective is
to identify as many reliable pieces of evidence as possible
while ensuring that the FDR is maintained below a user-
defined threshold @ € (0, 1). Let us define a discovery func-
tion A (k"), which selects a subset S of view-specific evi-
dence for the test points of interest. Evidences with smaller
values of u;’ ie., u§’ < kY, is likely to be included in the
subset, where «" is a threshold determined by the discovery
function. The FDR for this function is then defined as:

Yjen. L {d € 8" uf>r"}

max {1, 157} @

FDR (A (x%)):=E

Our goal is to ensure that the subset S” identified by A (k")
satisfies the following error-control property:

Definition 1 (Risk-controlling discovery). Let k" be a
random variable. We define A (kV) as an (o, 9)-risk-
controlling discovery (RCD) function if

P(FDR (A (")) < @) (5)
holds with probability at least 1-6.

Here, 6 € (0,1) is the confidence level. To meet this risk
control criterion, we need to identify a suitable A (k") that
adapts to diverse data view distributions encountered in the
wild. For this purpose, we gather statistical evidence via
hypothesis testing, where we consider the view-specific
evidence of a test sample to be discovered (i.e, uj“ < KY)
by A (k") as the null hypothesis. Rejecting the null
hypothesis reflects that v > £", and therefore the evidence
is unreliable.

Under this framework, discovering reliable evidence
boils down to simultaneously testing the M hypotheses.
To do this, for any arbitrary view-specific evidence e?, we
compute the p-value:

1+ Yien,, M =}

p-value (e}’) = Dot + 1

(6)

It is clear that the p-value quantifies how representative the
evidence e is of reliable evidence. If the p-value is less
than «, the null hypothesis of exchangeability with the vali-
dation data is rejected, deeming the evidence unreliable. We
obtain marginally valid p-values, which satisfy:

P (p-value (e}’) < a) < a, 7

indicating that the probability of falsely identifying unre-
liable evidence is controlled by the small margin «. To
achieve this, we set a view-specific, distribution-free thresh-
old using the Benjamini-Hochberg (BH) procedure [3]:

k' =Q ({U;’}lele , a) , (8)

where @ (-,a) denotes the [(1— ) (|Dyq|+ 1)]-th
smallest value in {uj'},., . Then, we construct the
reliable evidence set using A (x):

SU:{jEDtest:uyg"{U}- (9)
Finally, we have the following proposition:

Proposition 1. A (k) is an («, §)-risk-controlling discov-
ery (RCD) function.

4.2. Mitigating the Influence of Unreliable Evidence

After identifying the reliability of view-specific evidence,
we aim to mitigate the impact of unreliable evidence during
multi-view fusion. To achieve this, we define the filtered
evidence for each testing sample as follows:

v er,  jesv.
€ = ao]e” j ¢ SV
7 j .

Here, « is a user-defined parameter that controls the weight
assigned to unreliable evidence, directly influencing the
FDR control. Smaller values of « effectively reduce the
influence of low-quality views, minimizing the risk of un-
reliable evidence negatively impacting the final prediction.
This tight control is especially valuable in high-stakes appli-
cations where high confidence and accuracy in predictions
is crucial. On the other hand, if « is set to a larger value, the
mechanism retains more influence from low-quality views,
which may be beneficial when such views contain partially
valuable information despite high uncertainty.

Moreover, the choice of a balances FDR control and
information retention, allowing flexibility in managing the
contribution of uncertain views to the fusion process. A
lower « tightens FDR control, reducing the likelihood of
unreliable evidence being included and enhancing predic-
tion reliability. Importantly, we do not fully exclude un-
reliable evidence, as even noisy views may contain useful
information for classification. Instead, we adopt a weighted
filtering approach that retains the potential benefits of low-
quality views while mitigating their negative effects. This
soft filtering strategy allows the model to remain adaptive
and robust under real-world conditions.

After filtering, the view-specific evidence is fused us-
ing the selected fusion rules (e.g., BCF, A-CBF, or ABF),
achieving an adaptable and robust multi-view fusion pro-
cess that is compatible with various TMVC fusion strate-
gies. This leads to the following propositions:

(10)
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Proposition 2. Applying evidence filtering improves the
classification performance of TMVC fusion strategies (e.g.,
BCF, A-CBF, or ABF), under the assumption that unreliable
evidence provides incorrect information in the wild.

Proposition 3. The overall uncertainty of multi-view results
generated by TMVC fusion strategies with evidence filtering
for unreliable evidence will exhibit greater uncertainty than
fusion without evidence filtering.

Both Propositions 2 and 3 guarantee the robustness of
our method when confronted with unreliable evidence
(i.e., evidence from low-quality views) in the wild. Note
that unreliable evidence providing correct predictions by
chance (a counterintuitive situation) may hurt classification
performance in our method, particularly when evidence
from other views is incorrect. To address this, our method
exhibits greater overall uncertainty for these multi-view
results, as shown in Proposition 3, which can alert humans
to be cautious with these results.

In summary, our evidence filtering mechanism improves
testing-time robustness by adjusting the weights of view-
specific evidence based on reliability. This enables TMVC
methods to perform reliably in environments with data
inconsistencies. This testing-time robustness is crucial
for dependable deployment in high-stakes, real-world
applications.

4.3. Computational Complexity Analysis

Our method introduces a generalized framework that can
be applied to various DNNs for multi-view testing. Given
a single test pass with complexity O (T}cs:) on an arbitrary
TMVC model, the overall computational complexity is:

O(LlogL)+O(M'Ttest)a (11)

where L and M represent the sizes of the validation and
test datasets, respectively. The term O (L log L) reflects the
complexity involved in threshold calculation, primarily due
to sorting the uncertainty scores within the validation set to
determine an appropriate threshold for filtering unreliable
evidence. The term O (M - Tyes:) represents the complex-
ity of running one test pass on M samples in the testing
set. In most practical scenarios, the term O (M - Tyeq:) will
typically dominate, especially for large-scale DNNs, unless
the validation set is extremely large or the neural networks
are shallow and computationally lightweight.

5. Experiments

In this section, we validate the effectiveness of our proposed
method on six real-world datasets. Each experiment is run
10 times, and we report the mean and standard deviation of
accuracy (ACC) to ensure reliability. The extensive results
demonstrate the clear advantage of our proposed method.

5.1. Experimental Setup
5.1.1. Datasets

We conduct experiments on six real-world multi-view
datasets as follows: CUB [28]: This dataset contains 11,788
bird images from 200 distinct categories, each paired with
text descriptions. For our experiments, we utilize the first 10
categories. Image features are extracted using GoogleNet,
while text features are extracted using doc2vec. SCENE
[5]: This dataset comprises 4,485 images from 15 in-
door and outdoor scene categories. Multiple views are
represented using three feature types: GIST, PHOG, and
LBP. CAL [6]: The CAL dataset consists of 8,677 images
from 101 categories. We focus on the first 20 categories
and extract six types of features: GABOR, WAVELET-
MOMENTS, CENHIST, HOG, GIST, and LBP. HAND
[27]: This dataset contains 2,000 samples across 10 digit
classes (from ‘0’ to ‘9’), with 200 samples per class. Six
feature descriptors (PIX, FOU, FAC, ZER, KAR, MOR)
are extracted as multiple views. PIE: This dataset consists
of 680 facial images from 68 individuals. Three types of
features are extracted: intensity, LBP, and Gabor. NUS:
A subset of the NUS-WIDE dataset [4], it contains 30,000
images spanning 31 object categories, represented in five
views, including a 64-D color histogram, 225-D blockwise
color moments, 144-D color correlogram, 73-D edge direc-
tion histogram, and 128-D wavelet texture.

5.1.2. Compared Methods

Since our method is a generalized framework applicable
to various trusted multi-view classification methods, we
primarily evaluate its effectiveness by comparing baseline
methods with and without our approach in these experi-
ments. We apply our method to three fusion rules: BCEF,
A-CBF, and ABEF, using the general loss function proposed
in the work of [8]. We then integrate our method with
state-of-the-art multi-view deep classification methods,
including TMC [8], TMDOA [16], ETMC [9], SMDC [17],
ECML [32], and CCML [19]. These methods use the same
neural network architecture as ours, ensuring a consistent
basis for comparison.

5.1.3. Implementations

For all datasets, we split the data into training (70%), vali-
dation (10%), and testing (20%) sets. Fully connected net-
works were used as view-specific backbones. To obtain a
trained TMVC model, we employed the Adam optimizer
[13] with an ls-norm regularization of le=5 and a learning
rate of le~3. During testing, we set @ = 0.05 by default,
ensuring an FDR below 5% unless otherwise specified. The
model was implemented in PyTorch and run on a GeForce
RTX 4090 GPU with 24GB of memory.

Note: Optimization during training is not a primary focus
of this work; hence, finding the optimal model parameters
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Fusion with Clean Views

ABF A-CBF BCF
w/o Ours w/ Ours w/o Ours w/ Ours w/o Ours w/ Ours
CUB 98.75+0.42 98.75+0.42 97.50+£1.67 98.33+1.67 97.08+0.42 97.92+0.42
SCENE 70.94+0.06 70.69+0.31 71.63+0.75 71.31£1.06 70.50+0.13 70.25+0.25
CAL 98.50+0.50 98.38+0.38 97.63+0.38 97.25+0.25 98.75+0.50 98.50+0.25
HAND 97.884+0.13 98.25+0.25 99.00+0.05 99.00+0.75 98.88+0.38 99.25+0.50
PIE 98.08+1.15 98.46+0.77 98.85+0.38 98.85+0.38 97.69+1.54 98.08+1.15
NUS 53.85+£1.00 54.05+0.80 55.35+0.30 55.43+0.08 57.75+0.75 57.88+0.78
Fusion with Corrupted Views
ABF A-CBF BCF
w/o Ours w/ Ours w/o Ours w/ Ours w/o Ours w/ Ours
CUB 64.17+£5.00 80.00+0.83 56.67+£6.67 79.17+1.67 65.33+£3.33 83.75+£1.25
SCENE 46.00+ 3.38 53.38+2.31 50.75+£2.00 51.38+1.94 49.25+0.63 52.75+0.75
CAL 56.75+1.88 76.75+5.00 70.25+0.75 71.50+2.00 73.25+0.13 75.50+£2.00
HAND 64.50+1.63 70.00+1.88 70.00+0.75 70.75+0.63 75.75+1.75 78.25+1.75
PIE 89.771+0.01 96.54+0.38 88.46+3.85 90.77+2.31 88.08+0.38 91.54+0.01
NUS 27.70+£1.60 37.70+0.85 36.73+£1.22 38.95+1.20 37.00£1.60 40.63+1.38

Table 1. Classification performance (ACC (%)) for fusion with clean views and corrupted views, based on three fusion strategies, with or

without our method.

was not the primary goal. Instead, we provide comparative
results with and without our method under identical settings
(same random seed, dataset splits, optimization parameters,
etc.) to evaluate the effectiveness of our method.

5.2. Quantitative Analysis
5.2.1. Effect of Our Method on Basic Fusion Strategies

In this evaluation, we assess the effectiveness of our
proposed method across three fusion strategies (ABF,
A-CBF, and BCF) under both clean and corrupted view
conditions. Initially, we applied our method to these fusion
strategies in the context of clean views, where no noise was
introduced. As shown in Table 1, our method generally
improves classification accuracy across most datasets,
even in noise-free environments. This demonstrates that
our approach enhances model stability in both noisy and
normal conditions. Minor performance decreases observed
in the SCENE and CAL datasets with clean views may be
attributed to our method’s down-weighting of higher uncer-
tainty evidence for some samples in certain views. These
higher uncertainty samples could otherwise positively
impact classification in some cases.

Under corrupted view conditions, where random noise
in the range of [—5, 5] is added to half of the views, our
method significantly boosts accuracy across all datasets.
For example, on the CUB dataset with A-CBF fusion, our
method achieves nearly a 23% improvement. For datasets
like HAND, the modest performance improvement under
corrupted conditions can be explained by the high uncer-
tainty values (close to 1) associated with low total evidence
(close to 0) in the corrupted HAND views. This natu-
rally limits the impact of unreliable evidence during fusion.

Overall, these results underscore our method’s robustness
in enhancing existing TMVC fusion strategies, particularly
in challenging, noisy environments, while also maintaining
stable performance in clean data conditions.

5.2.2. Effect on Popular TMVC Methods

We also demonstrate the effectiveness of our method when
applied to various popular TMVC methods under corrupted
view conditions (similar to Table 1) across six datasets. As
shown in Figure 3, each radar chart represents one popu-
lar TMVC method, displaying classification accuracy under
two conditions: with our method (w/ Ours, shown in red)
and without our method (w/o Ours, shown in blue). Across
all six TMVC methods, our method consistently improves
performance under corrupted view conditions, as indicated
by the expanded area covered by the red line compared to
the blue line. The radar charts clearly show that our method
effectively boosts classification accuracy on each dataset
when faced with noisy and corrupted views. This improve-
ment underscores the robustness of our approach in han-
dling unreliable or degraded views across various TMVC
frameworks. Particularly in challenging datasets like CUB,
where noise can severely degrade model accuracy, our
method provides a noticeable performance enhancement,
indicating that it successfully mitigates the impact of cor-
rupted views on multi-view classification accuracy. Over-
all, these results confirm the applicability and robustness of
our method when integrated into diverse TMVC methods.

5.2.3. Sensitivity Analysis on Noisy Ratio

In this experiment, we demonstrate the effectiveness of
our method under varying noisy ratios in corrupted view
conditions. We randomly select samples from half of
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Figure 3. Comparison of classification accuracy between TMVC methods with and without our method.

Figure 4. Sensitivity analysis of accuracy with varying noisy ratios under corrupted view conditions (where half of the views contain noise)

on the CUB dataset.

the views in the CUB dataset and apply different noisy
ratios to create polluted samples. As shown in Figure 4,
the experimental results reveal that the proposed method
significantly enhances the robustness of all three fusion
strategies (ABF, A-CBF, and BCF) against varying noisy
ratios. As the noisy ratio increases, both the baseline
and proposed methods experience a decline in accuracy.
However, the proposed method consistently outperforms
the baseline across all fusion rules. Notably, the accuracy
decline is slower for the method with the proposed fusion
approach, and it is accompanied by reduced variability,
indicating a greater resilience to noise. These findings
highlight the effectiveness of the proposed method in main-
taining both accuracy and stability, especially in high-noise
environments. This makes it a promising solution for
noise-robust multi-view fusion tasks.

5.2.4. Robustness Analysis under Varying Noise Intensity

We analyze the robustness of our method under varying
noise intensities. In this part, noise vectors (denoted by €)
are sampled from a Gaussian distribution A/ (0, I'). These
noise vectors are then multiplied by an intensity factor n
and added to half of the views in the test samples from
the CUB dataset, i.e., ¥ = x" + ne”. Figure 5 presents
the robustness analysis under varying noise intensities. The
results indicate that the proposed method significantly en-
hances the robustness of the three fusion strategies (ABF,
A-CBF, and BCF) against different noise levels. Across all
noise intensities, our method consistently outperforms the
baseline, showing more stable accuracy and reduced vari-
ability, particularly at higher noise levels. These findings
highlight the effectiveness of our method in improving per-
formance and stability in noisy environments.

15514



0.86

—— ABF w/o Ours 085 —— A-CBF w/o Ours 0.84 —— BCF w/o Ours
0.80 —— ABF w/ Ours 0.80 —— A-CBF w/ Ours 0.82 —— BCF w/ Ours
Zo.7s 20.75 Eo.so
) fon ton
‘<J 070 2 0.65 2 0:74
0.65 0.60 0.72
0.55 0.70
1.0 20 40 60 80 100 10 20 40 60 80 100 1.0 20 40 60 80 10.0
Noise Intensity Noise Intensity Noise Intensity
Figure 5. Robustness analysis under varying noise intensities on the CUB dataset.
A-CBF ABF BCF
w/o Ours w/ Ours w/o Ours w/ Ours w/o Ours w/ Ours
a=0.005 69.60+270 69.60 £2.70 53.75+1.75 S53.75+1.75 70.00+1.40 70.10 = 1.40
a=0.006 7250+030 72.60+030 49.88+0.63 50.63+0.13 69.50+1.00 69.50 = 1.00
a=0.007 69.70+1.40 69.70 =140 58.63+638 58.88+6.63 71.30+1.60 71.40 £ 1.60
a=0.008 71.70+1.00 71.70+1.00 51.63+0.63 51.75+0.75 70.70+0.70 71.00 = 0.70
a=0.009 70.00+1.30 70.10+1.30 49.63+138 50.63+038 69.50+1.00 69.80 = 1.00
a=0.010 7050+1.80 70.60+1.80 54.18+4.63 5425+2.50 70.00+0.80 70.20 = 0.80
«a=0.020 72.00+130 7220+130 5225+0.00 52.75+0.25 71.70+1.30 71.90 +1.30
«a=0.030 7030+130 7040+130 5475+1.75 58.63 138 69.50+0.80 69.80 = 0.80
a=0.040 70.70+1.80 7090 +1.80 55.13+£238 67.00L£1.00 72.20+1.00 72.50 £ 1.00
a=0.050 71.80x+1.10 71.90+1.10 55.13+£038 78.63 138 73.00+0.90 7530+ 0.90
a=0.060 69.70+1.20 69.80+1.20 5750+£250 68.13+138 71.50+1.20 71.70 +1.20
a=0.070 70.30+130 7040+ 130 5588+263 7650+1.00 69.80+1.00 70.00+ 1.00
a=0.080 7020+130 7030+130 5650+125 78.63+0.13 7050+ 1.30 70.70 &+ 1.30
a=0.090 7220+170 72.40+1.70 5625+350 76.88+238 71.70+1.00 72.00 & 1.00
a=0.100 6950+140 69.70 140 55.13+1.63 78.00+1.25 70.70+1.20 70.90 = 1.20

Table 2. Sensitivity analysis of user-defined o under corrupted view conditions (with noise in half of the views) on the CAL dataset.

5.2.5. Sensitivity Analysis on User-defined o

In this section, we analyze the impact of different user-
defined « values under corrupted view conditions (similar
to Table 1) on the CAL dataset. Table 2 shows the effective-
ness of our method across various fusion strategies (A-CBF,
ABF, and BCF) as a changes. Generally, incorporating
our method (“w/ Ours”) improves classification accuracy in
most cases, particularly at higher o values. Our method
consistently achieves higher accuracy with relatively low
variance across different « values, especially in the ABF
fusion, indicating strong performance in mitigating noise-
induced fluctuations. Notably, when o« = 0.05, the accu-
racy across all three fusion strategies reaches a relatively
high level of performance.

It is important to note that because noise was randomly
sampled with different « settings in our experiment, the
performance of the “w/o Ours” condition fluctuates with
changes in . However, despite these fluctuations, our
method (“w/ Ours”) consistently improves accuracy with
same « under identical noisy conditions (i.e, with the same
sampled noise), demonstrating its capability to effectively
reduce the impact of noise.

6. Conclusion

In this work, we proposed a generalized evidence filter-
ing mechanism to improve the robustness of Trusted Multi-
View Classification (TMVC) methods in the wild, particu-
larly under challenging conditions with noisy and corrupted
views. We framed the identification of unreliable evidence
as a multiple testing problem, using p-values to control the
risk of false identification within a minimal range. This ap-
proach enables effective post-hoc adjustments during test-
ing. By selectively adjusting evidence weights, our mech-
anism strengthens fusion robustness and mitigates perfor-
mance degradation from low-quality data sources. Both
theoretical analysis and extensive experiments on multi-
ple real-world datasets demonstrate that our method signif-
icantly enhances classification accuracy and stability across
various fusion strategies (ABF, A-CBF, and BCF), even in
environments with substantial noise.
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