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Abstract

Task Incremental Learning (TIL) is a specialized form
of Continual Learning (CL) in which a model incremen-
tally learns from non-stationary data streams. Existing
TIL methodologies operate under the closed-world assump-
tion, presuming that incoming data remains in-distribution
(ID). However, in an open-world setting, incoming samples
may originate from out-of-distribution (OOD) sources, with
their task identities inherently unknown. Continually de-
tecting OOD samples presents several challenges for cur-
rent OOD detection methods: reliance on model outputs
leads to excessive dependence on model performance, se-
lecting suitable thresholds is difficult, hindering real-world
deployment, and binary ID/OOD classification fails to pro-
vide task-level identification. To address these issues, we
propose a novel continual OOD detection method called the
Hierarchical Two-sample Tests (H2ST). H2ST eliminates
the need for threshold selection through hypothesis testing
and utilizes feature maps to better exploit model capabili-
ties without excessive dependence on model performance.
The proposed hierarchical architecture enables task-level
detection with superior performance and lower overhead
compared to non-hierarchical classifier two-sample tests.
Extensive experiments and analysis validate the effective-
ness of H2ST in open-world TIL scenarios and its su-
periority to the existing methods. Code is available at
https://github.com/YuhangLiuu/H2ST.

1. Introduction

Continual learning (CL) [2, 7, 8, 52], also known as lifelong
learning, is built on the idea of learning continuously about
the external world to enable the incremental development of
ever more complex knowledge. Task incremental learning
(TIL) [8, 21, 50] is a specific form of CL.

Existing TIL methods [5, 23, 25, 37] operate under the
closed-world assumption, where test data is assumed to be
drawn i.i.d. from the same distribution as the training data,

known as in-distribution (ID). However, when deployed in
an open-world scenario [11], models may encounter test
samples from out-of-distribution (OOD) sources, which re-
quire careful handling. This is particularly critical in safety-
sensitive applications such as healthcare and autonomous
driving, where mishandling OOD samples can lead to se-
vere consequences. Moreover, task identity (task-id) is not
explicitly provided and needs to be predicted in open-world.

To detect OOD samples, existing OOD detection meth-
ods can be considered. These include utilizing the maxi-
mum softmax probability (MSP) as the indicator score [19],
using temperature scaling and input perturbation to amplify
the separability [32], and using energy score [33] as poten-
tial indicators. However, these traditional OOD detection
methods are not specifically tailored for TIL; they assume a
static set of ID classes which starkly contrasts with the dy-
namic nature of TIL, wherein an OOD class may transition
into an ID class at subsequent stages. In particular, their
limitations are as follows. (1) The above methods only pro-
duce an indicator score, necessitating a threshold to distin-
guish between ID and OOD samples. (2) The effectiveness
of OOD detection depends on the performance of the model
[28]. In particular, existing methods largely hinge on the de-
rived probability or logit outputs of the model [19, 20, 33].
If the model performs poorly on ID samples, its ability to
detect OOD samples will also be compromised. (3) These
OOD detection methods only achieve binary classification
of ID and OOD, without discerning among ID tasks. For in-
stance, all ID tasks ideally have a numerically higher MSP
score than OOD, but there is no discernible separation be-
tween different ID tasks. However in open-world TIL, with-
out task-id, the model will not be able to perform inference.

The two-sample test is a statistical hypothesis test de-
signed to determine whether two samples are drawn from
the same distribution without requiring thresholds. Classi-
fier two-sample tests (C2ST) [36] train a binary classifier,
using its accuracy as the test statistic. The value of the
test statistic is compared to a critical value also obtained
by statistical methods to ascertain whether the null hypoth-
esis can be rejected. Nevertheless, C2ST does not apply to
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continual OOD detection, due to the following limitations.
Raw samples lead to high-dimensional inputs, raising costs,
and missing high-level semantics. A single binary classifier
lacks task-id identification, while using a specific classifier
per task complicates the classification and increases over-
head as the number of tasks grows.

To address the limitations of traditional OOD detection
methods and C2ST, we propose Hierarchical Two-Sample
Tests (H2ST) for continual OOD detection. H2ST utilizes
feature maps rather than relying on samples or model out-
puts to perform two-sample tests, eliminating the need for
thresholds and mitigating over-dependence on the model.
Its hierarchical architecture facilitates fine-grained task-ID
prediction while enhancing detection performance with re-
duced computational overhead. Extensive experiments and
analysis validate the superiority of H2ST in open-world TIL
scenarios.

Overall, the contributions of this paper are as follows:
• We are the first to introduce the open-world TIL sce-

nario, where TIL models operate in an open-world set-
ting. This allows models to detect OOD samples, predict
ID samples in unfamiliar contexts, and incrementally ex-
pand their knowledge base.

• We propose Hierarchical Two-sample Tests (H2ST) for
continual OOD detection, enabling a threshold-free, fine-
grained assessment of sample outlier status while mini-
mizing overhead.

• Through extensive experiments, we demonstrate H2ST’s
compatibility with replay-based TIL methods and supe-
rior performance over existing OOD detection methods.

2. Related Work

2.1. Continual Learning (CL)

CL is a research area focused on developing models that can
learn and adapt to new tasks over time without forgetting
previously acquired knowledge. The key challenge in CL
is catastrophic forgetting (CF) [12, 38], where learning new
tasks degrades performance on previously learned tasks. To
handle the CF issue, the proposed CL methods can be cate-
gorized into three types: (1) Replay-based methods store a
few old training samples within a memory buffer [15, 37].
For example, GEM [37] establishes individual constraints
based on the trained samples to ensure a non-increase in
losses. FeTrIL [42] utilizes a fixed feature extractor derived
from the initial task and subsequently replays the generated
features. (2) Regularization-based methods [30, 43, 54] add
explicit regularization terms to balance the old and new
tasks. For example, the importance of each parameter is
measured by evaluating its contribution to the total loss vari-
ation [57] and the sensitivity of predictive results to param-
eter changes [3]. (3) Architecture-based methods construct
task-specific parameters with a carefully designed architec-

ture. HAT [46] and WSN [26] explicitly optimize a binary
mask to select specific neurons or parameters for each task,
with the masked regions of previous tasks frozen. These
methods are all based on the closed-world assumption, so
if there is an OOD sample during testing, the CL model
will produce a wrong prediction rather than reporting it as
OOD. In this paper, we extend TIL to open-world, where
we face dual uncertainties: whether new samples are ID or
OOD, and their corresponding task-ids. To address these
challenges, we incorporate OOD detection into TIL to han-
dle the OOD issue and predict task-id at the same time.

2.2. Out-of-Distribution (OOD) Detection

OOD detection [53] plays a pivotal role in ensuring the re-
liability and safety of machine learning systems. Recent
focus has shifted to post-hoc OOD scoring methods, easy
to use without requiring changes to the training procedure.
The original baseline uses the maximum softmax probabil-
ity (MSP) as score [19]. Expanding on this, ODIN [32]
combines input preprocessing and temperature scaling to
enhance the differentiation. The energy score [33] utilizes
an energy-based model to reduce prediction bias, benefiting
from a theoretical interpretation grounded in the likelihood
perspective [40]. ReAct [48], NMD [10], and LHACT [56]
refine the output features through activation rectification,
while DICE [47] leverages sparsification to achieve stronger
separability between ID and OOD samples. GradNorm [22]
and FeatureNorm [55] respectively utilize the vector norm
of gradients and feature maps. However, choosing suit-
able thresholds for these scoring methods to distinguish ID
and OOD samples presents difficulties. Additionally, these
methods predominantly focus on static scenarios instead of
dynamic ones like CL. Additionally, the CF in CL can de-
grade the performance of OOD detection. Moreover, in the
open-world TIL scenario, it is necessary not only to distin-
guish between ID and OOD but also to determine the task-
ids of predicted ID samples, which these methods fail to
provide. To address these limitations, we propose a task-
specific hierarchical detection method at the feature level.

2.3. Continual Out-of-Distribution Detection

The study of OOD detection in the CL scenario has gar-
nered increasing attention from the research community,
with the majority of studies adopting the class incremen-
tal learning (CIL) paradigm. The pioneering work [4] in-
troduces the problem of continual novelty detection by de-
ploying novelty detection methods in a CL scenario. Open-
CIL [39] evaluates the capability of different OOD meth-
ods in various CIL models; however, CIL and OOD remain
largely decoupled, with the performance of OOD detection
exerting no influence on CIL. In [17], a method is proposed
to correct output bias and enhance the confidence differ-
ence between ID and OOD data in unsupervised continual
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learning. CEDL [1] incorporates a deep evidential learning
approach within a CL framework to perform OOD detec-
tion based on uncertainty estimation. In [29], the authors
decompose CIL into two components: within-task predic-
tion (corresponds to TIL), and task-id prediction (associ-
ated with OOD detection). They further provide theoreti-
cal proof that both are essential for achieving optimal CIL
performance. Based on these theoretical results, MORE
[27, 29] treats the saved samples from learned tasks as OOD
samples in learning new tasks, implementing closed-world
OOD detection. Their core focus is on using OOD detec-
tion as a tool to leverage TIL for achieving CIL, rather than
general open-world OOD detection. The key distinction be-
tween these CIL approaches and open-world TIL is that the
tasks can be independent and even have overlapping labels
in open-world TIL, ensuring our setting can be broadly ap-
plicable. For instance, consider a medical system that incre-
mentally learns lung X-ray classification (normal, pneumo-
nia, and abnormal) and liver CT analysis (normal, cirrhosis,
and abnormal). The label overlap (e.g., ”normal” and ”ab-
normal” in both tasks) creates an inherent incompatibility
with CIL that assumes disjoint label spaces. Therefore, the
proposed setting is more general than open-world CIL.

3. Background

3.1. Task Incremental Learning
Task incremental learning (TIL) can be formulated as a se-
quence of N training tasks, each with a corresponding train-
ing set {D1, D2, . . . , DN }, where Dn = {(xi, ti, yi)}Pn

i=1
represents the n-th training set with Pn training instances.
Here, xi ∈ Xn is a sample, ti is the task-id, and yi ∈ Yn is
the corresponding label. Unlike CIL requiring disjoint label
spaces, TIL allows for more flexibility in task definitions,
including disjoint or overlapping label spaces. Our goal is
to learn a model fθ parameterized by weights θ by minimiz-
ing the classification loss arg minθ L (fθ (x, t) , y), where L
denotes the loss function. In addition, we use replay-based
TIL methods, storing Mn samples from the n-th task in a
memory buffer Bn. As stated earlier, we consider the more
practical open-world TIL setting. Unlike closed-world TIL,
task-id is not explicitly given and needs to be predicted.

3.2. Continual OOD Detection
In continual OOD Detection, in each step, the test samples
contain both ID and OOD samples, so for each test sam-
ple. Therefore, an OOD detector d is needed to determine
whether the input sample x is OOD or not. A prevalent
strategy is to calculate the score ϕ (x; fθ) of the sample x
and then make a judgment based on a threshold,

d (x; fθ) =
{

ID if ϕ (x; fθ) ≤ γ
OOD if ϕ (x; fθ) > γ,

where ϕ can be any OOD score function and γ is the thresh-
old. For samples predicted as ID, their labels will be further
predicted using the TIL model fθ. For samples predicted as
OOD, we directly classify them as OOD class. The formu-
lation of continual OOD is as follows:

h (x; fθ) =

{
arg max

i
fθ(x, t) if d (x; fθ) = ID

OOD if d (x; fθ) = OOD,

where arg max
i

fθ(x, t) indicates the classification result, d

is the OOD detector, and t is the task-id obtained in the
OOD detection stage. After the OOD samples are labeled,
they can be used as new training samples, and the model fθ
can start the next round of incremental training.

Existing OOD detection methods face several limita-
tions, as they require threshold selection, depend on model
performance, and cannot discern tasks within ID samples.
To address these issues, we propose a specialized OOD de-
tection method called Hierarchical Two-Sample Test, in-
spired by classic two-sample tests in statistical hypothesis
testing.

3.3. Two-Sample Tests
The goal of two-sample tests is to assess whether two sam-
ples are drawn from the same distribution. Based on this,
the idea of classifier two-sample tests (C2ST) [36] is to train
a binary classifier that distinguishes between source and tar-
get samples. A test statistic is derived from the classifier ac-
curacy and a univariate two-sample test determines the cut-
off value for rejecting the null hypothesis [13]. Recently, a
sequential covariate shift detection method [24] is proposed,
using C2ST to check whether the current test samples differ
in distribution compared to the training samples. At each
detection time τ , there will be a source sample xτ drawn
from a fixed set of source samples S and a new observed
target sample x′

τ ∈ Tτ . In particular, their method consists
of the following three steps.
Step 1. Source-target Prediction. Source-target labels
on the current samples xτ and x′

τ are predicted using the
current source-target classifier g. Denote the predictions as
ŷτ = g (xτ ) and ŷ′

τ = g (x′
τ ).

Step 2. Calibrated Covariate Shift Detection. Identify as
covariate shift, if 1/2 /∈ ΘCP (2wµ̂w,τ , 2w; α), and no shift
otherwise. The formulation of detector d is as follows:

d (xτ , x′
τ ; w, α) =

(
1
2

/∈ ΘCP (2w · µ̂w,τ , 2w; α)
)

,

where w ∈ denotes the window size, α denotes the sig-
nificance level, ΘCP denotes the Clopper-Pearson (CP) in-
terval, and

µ̂w,τ =
1

2w

τ∑

i=τ−w+1

( (ŷi = yi) + (ŷ′
i = y′

i))
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denotes the unbiased empirical estimate of the accuracy of ĝ
at distinguishing whether an sample x is from distribution S
or Tτ . The CP interval can be calculated using the following
equivalent formula:

ΘCP(ŝ, n; α) =
[
Q

(α
2

; ŝ, n − ŝ + 1
)

,

Q
(

1 −
α
2

; ŝ + 1, n − ŝ
)]

,

where Q(p, a, b) is the p-th quantile of a Beta distribution
with parameters a, b [6, 16].
Step 3. Online Source-target Classifier Update. The
binary source-target classifier g will be updated using the
source and target samples, i.e., (xτ , 0) and (x′

τ , 1)
However, this method suffers from critical limitations

when applied to OOD detection in open-world TIL. First,
it necessitates additional storage resources for retaining
source samples, and processing raw data directly results
in high-dimensional inputs that not only increase compu-
tational costs but also miss high-level semantic representa-
tions. Furthermore, this method is not designed for contin-
ual learning and has a fixed covariate shift detection mech-
anism with only a single binary classifier. With the contin-
uous expansion of ID tasks in TIL frameworks, it presents a
critical dilemma: A single unified classifier architecture, al-
though computationally efficient, fundamentally lacks task-
id prediction capability due to its binary classification na-
ture, we refer to this approach as single-C2ST. Conversely,
maintaining a specific classifier for each task effectively
preserves task discrimination at the expense of increased
resource overhead with accumulating tasks; this is what we
subsequently refer to as C2ST.

4. Proposed Approach
In this paper, we propose a novel continual OOD detection
method called the Hierarchical Two-Sample Tests (H2ST).
H2ST is composed of T task-specific two-sample test lay-
ers that are cascaded together, with each layer equipped
with a source-target classifier initialized via Xavier ini-
tialization [14]. The architecture contains T classifiers,
{g1, g2, . . . , gT }, where T is the number of learned task.
Each layer consists of three sequential steps: (1) feature-
level source-target prediction, (2) online source-target clas-
sifier update, and (3) calibrated detection. The following
and Algorithm 1 include details. At each detection time
τ , there will be new target sample x′

τ to be detected. Af-
ter obtaining the feature maps of these current new sam-
ples and samples randomly drawn from memory buffers
{B1, B2, . . . , BT }, we perform hierarchical OOD detection
by using the corresponding source-target classifiers in a pro-
gressive strategy. The sample x′

τ traverses the hierarchi-
cal architecture, starting from the first layer, with early-exit
upon confident ID identification or completion of all T lay-

Figure 1. Illustration of H2ST for continual OOD detection. The
TIL model learns incrementally and then proceeds to the testing
phase. The new samples will traverse the hierarchical architecture
with early-exit upon ID identification or completion of all layers.
Samples predicted as ID will be further inferred, and the OOD will
be used as the training samples for the new task.

ers assessments. The details of the three steps for the j-th
layer are as follows.
Step 1. Feature-level Source-Target Prediction. We first
randomly draw xτ,j form the memory buffer Bj as the
source sample. To avoid imbalance, the number of sam-
ples drawn from the memory is matched to the number of
new samples. Then we obtain the feature map of the source
sample and target sample x′

τ using the TIL model fθ, de-
noted as ψ (xτ,j) and ψ (x′

τ ). Then source-target labels on
ψ (xτ,j) and ψ (x′

τ ) are predicted using the corresponding
source-target classifier gj , denoted as ŷτ,j and ŷ′

τ,j . Un-
like C2ST, which directly uses raw samples, H2ST instead
employs feature representations as input to the classifier gj ,
i.e., ŷτ,j = gj (ψ (xτ,j)) and ŷ′

τ,j = gj (ψ (x′
τ )), and we

do not use the output of the TIL model fθ as most OOD
detection methods do. By doing so, H2ST reduces over-
dependence on the model performance and optimizes the
utilization of high-level feature representations.
Step 2. Online Source-target Classifier Update. After
getting the source-target predictions, the source-target clas-
sifier gj will be updated by treating source samples as 0 and
target samples as 1, i.e., (xτ,j , 0) and (x′

τ , 1).



Step 3. Calibrated Detection. For the TIL model, there
are totally T ID tasks, but for the j-th two-sample test layer,
only the j-th task is considered ID. Consequently, the de-
tector dj in the j-th layer can only determine whether the
new sample x′

τ is OOD for task j. The formulation of dj is
thus as follows:

dj (xτ,j , x′
τ ; w, α) =

(
1
2

/∈ ΘCP (2w · µ̂w,τ,j , 2w; α)
)

,

where w and α denote the window size and the significance
level respectively, ΘCP denotes the CP interval and

µ̂w,τ,j =
1

2w

τ∑

i=τ−w+1

(
(ŷi,j = yi,j) +

(
ŷ′

i,j = y′
i
))

.

The detector dj of the j-th two-sample test layer can di-
rectly determine whether a sample is ID or OOD for the j-th
task, eliminating the need for a threshold. If the result is re-
jection and the (j + 1)-th layer exists, the process proceeds
to the next layer. If no further layers are present, it indicates
that the sample has been rejected by all tests of T layers.
Consequently, we classify the new sample x′

τ as OOD. Oth-
erwise, the detection process terminates at the current layer
through an early-exit mechanism. Since OOD for a specific
task is not necessarily OOD for all tasks, whereas the ID
of a task must also be ID for all tasks, we can classify x′

τ
as ID. Moreover, since each layer is task-specific, we can
further infer that the task-id t of the sample x′

τ is j. As the
Continual OOD Detection process described in Section 3.2,
after getting OOD and task-id predictions, ID samples’ la-
bels can be further predicted with their task-ids, and OOD
samples can be used as training data for the new task once
labeled.

Existing hierarchical testing frameworks primarily focus
on hierarchical classification using predefined label hierar-
chies [49], however our work pioneers hierarchical OOD
detection in open-world continual learning without relying
on predefined label hierarchies. Specifically, we introduce
a hierarchical architecture where each level focuses on dis-
tinct tasks. The hierarchical architecture achieves compu-
tational efficiency and enhanced performance through two
fundamental mechanisms: (1) reduction in necessary detec-
tion operations, and (2) progressive simplification of deci-
sion boundaries as layers deepen. While H2ST and C2ST
have the same number of classifiers, unlike C2ST must pro-
cess all T classifiers, H2ST avoids processing all classi-
fiers for every sample. For a system with T ID tasks under
uniform sample distribution, C2ST necessitates evaluation
of all source-target classifiers, requiring T detection oper-
ations per sample. In contrast, H2ST, leveraging its hier-
archical architecture and early-exit mechanism, is expected
to perform only T +1

2 detection operations per sample. Fur-
thermore, this architecture enables each classifier to focus

on distinguishing only one ID task and fewer OOD tasks
as the hierarchical architecture deepens, thereby streamlin-
ing the classification challenges faced by individual classi-
fiers. Specifically, for the j-th layer, its OOD includes the
(j + 1)-th task to the T -th task, covering T − j tasks, plus
actual OOD for the entire system. As the hierarchical archi-
tecture deepens, j increases, and the number of OOD tasks
T − j + 1 that the source-target classifier gj needs to dis-
tinguish decreases. In contrast, all classifiers in C2ST must
handle T OOD tasks. The hierarchical architecture funda-
mentally achieves better performance with lower overhead.

Besides the above benefits of the hierarchical architec-
ture, our method offers the following advantages. First,
the threshold-free method enables fully automated detec-
tion, enhancing adaptability to non-stationary data distri-
butions in open-world scenarios. Moreover, H2ST lever-
ages feature representations rather than raw data samples or
model outputs, exploiting model capabilities while prevent-
ing over-dependence on model performance. Furthermore,
H2ST achieves seamless integration with replay-based TIL
methods by directly utilizing their inherent memory buffers.

Algorithm 1 Hierarchical Two-sample Tests (H2ST)
1: Input:
2: Window size w
3: Significance level α
4: TIL model fθ
5: Memory buffers {B1, B2, . . . , BT }
6: Source-target classifiers {g1, g2, . . . , gT }
7: for each detection time τ do
8: Observe a target sample x′

τ and obtain its feature
ψ(x′

τ ) using fθ
9: for each j in [1, T ] do

10: Draw source sample xτ,j from Bj to match the
target quantity and obtain its feature ψ(xτ,j)

11: Predict ŷτ,j = gj(ψ(xτ,j)) and ŷ′
τ,j = gj(ψ(x′

τ ))
12: Update gj using source samples as 0 and target

samples as 1, i.e., (xτ,j , 0) and (x′
τ , 1)

13: if 0.5 ∈ ΘCP(2w · µ̂w,τ,j , 2w; α) then
14: return Detection result: ID, task-id t: j
15: end if
16: end for
17: return Detection result: OOD
18: end for

5. Experiments
5.1. Experimental Setup
Dataset. We evaluate on the following datasets: MNIST
[9], SVHN [41], CIFAR-10 [31], CIFAR-100 [31], Mini-
ImageNet [51], CoRe50 [35], and Stream-51 [44]. For
MNIST, SVHN, and CIFAR-10, we construct five tasks



Dataset
TIL OOD Method MNIST SVHN CIFAR-10 CIFAR-100 Mini-ImageNet CoRe50 Stream-51 Average

F1! TA! F1! TA! F1! TA! F1! TA! F1! TA! F1! TA! F1! TA! F1! TA!

ER [45]

MSP [19] 63.02 37.24 59.15 41.14 53.93 18.31 54.31 23.46 52.77 15.81 48.01 20.10 49.07 32.63 54.32 26.96
Energy [33] 60.79 37.69 61.77 49.01 54.38 19.90 54.35 22.91 52.81 16.20 50.41 34.50 53.72 44.67 55.46 32.13
ODIN [32] 60.12 29.41 58.14 39.64 53.83 21.97 53.05 11.89 52.86 6.43 46.46 12.50 46.67 19.82 53.02 20.24

Maxlogit [20] 62.53 40.18 65.03 54.83 53.97 20.53 54.38 19.56 53.00 13.80 50.83 33.47 55.24 46.85 56.43 32.74
Gentropy [34] 63.04 38.93 64.70 55.40 54.10 24.18 54.44 24.98 52.82 6.99 48.31 23.66 54.04 45.66 55.92 31.40

FeatureNorm [55] 61.78 39.85 65.97 57.40 53.14 15.69 53.29 14.60 52.80 11.80 49.31 35.73 48.94 34.79 55.03 29.98
MORE [27] 70.30 68.10 71.91 69.00 62.97 58.80 56.11 68.92 55.25 69.54 68.15 70.39 67.12 64.30 64.54 67.01

H2ST 92.03 93.78 77.60 84.60 88.89 89.59 84.21 82.02 79.34 81.59 94.11 94.06 89.24 90.68 86.49 88.05

GEM [37]

MSP [19] 63.07 38.88 60.66 43.41 53.83 20.03 54.22 20.80 52.97 11.91 48.19 23.68 48.83 31.50 54.54 27.17
Energy [33] 64.64 41.73 63.01 51.24 54.26 22.41 54.44 27.62 53.00 11.65 48.75 27.16 49.74 31.13 55.41 30.42
ODIN [32] 60.66 27.99 57.63 35.94 54.04 23.21 53.06 11.87 52.86 6.48 46.30 13.90 47.13 13.43 53.10 18.97

Maxlogit [20] 63.61 40.76 64.32 54.82 54.25 24.24 54.35 22.47 53.02 13.71 50.99 39.36 52.17 39.72 56.10 33.58
Gentropy [34] 64.46 40.22 63.92 54.10 53.79 24.97 54.45 25.62 52.86 6.30 51.10 40.58 53.37 43.56 56.28 33.62

FeatureNorm [55] 61.14 38.83 64.54 53.47 53.48 23.62 53.28 14.64 52.90 11.56 48.87 35.58 48.86 32.47 54.73 30.02
MORE [27] 71.95 69.68 72.62 71.03 66.54 62.72 56.63 69.19 53.28 68.60 70.69 71.37 69.52 68.33 65.89 68.70

H2ST 91.55 93.43 77.87 85.20 93.54 92.82 89.98 84.37 83.88 82.69 95.38 93.94 91.63 91.23 89.12 89.10

Table 1. Comparison of the OOD detection performance across different methods.

with two classes each; for CIFAR-100 and Mini-ImageNet,
five tasks with twenty classes each. The data stream is con-
structed in a 6k-2k-2k configuration: when a task serves
as OOD, it contains 6,000 samples, followed by two OOD
detection rounds, where 2,000 samples are used as ID to fa-
cilitate a smooth transition. CoRe50 and Stream-51 use ten
tasks with five classes each in a 9k-2k-2k configuration.
TIL Methods. For a fair comparison, we adopt GEM [37]
and Experience Replay (ER) [45] with class-balanced mem-
ory management among all detection methods. Notably, our
H2ST is compatible with any replay-based TIL method.
Model Architectures. For MNIST, we use a two-layer fully
connected network (100 ReLU units per layer). For the
other tasks, we employ a smaller version of ResNet18 [18].
A fully connected neural network with a single hidden layer
of 128 ReLU units serves as the source-target classifier.
OOD Detection Baselines. We select six OOD detection
methods and one OOD-based CL method as baselines, in-
cluding maximum softmax probability (MSP) [19], Energy
score [33], ODIN [32], MaxLogit [20], Gentropy [34], Fea-
tureNorm [55], and MORE [27]. For methods that require
a threshold to distinguish ID from OOD samples, we deter-
mine optimal thresholds via an iterative search from mini-
mum to maximum values in steps of decile/100. Notably,
this threshold assumes that labels are known, which is im-
practical in real-world applications. We traverse each ID
task and OOD separately to obtain respective thresholds. If
a sample meets multiple thresholds, task-id assignment be-
comes infeasible.
Evaluation Metrics. For comparison, we select four met-
rics to evaluate both classification and OOD detection. For
classification, ACC is the average accuracy across all tasks,
while forgetting (FT) measures how learning new tasks af-

fects previous tasks. For OOD detection, F1 indicates the
average F1 score of each detection, and TA denotes the av-
erage accuracy of task-id prediction. TA is a more stringent
metric than F1, as F1 requires only binary classification be-
tween ID and OOD, whereas TA additionally requires iden-
tifying the specific task to which an ID sample belongs. All
metrics are reported as percentages.

5.2. Main Results

OOD Detection Results. Table 1 provides a comprehensive
evaluation of OOD detection performance in terms of aver-
age F1 score and average task-id prediction accuracy for
each method. It’s evident that our H2ST consistently and
significantly outperforms all other OOD detection methods
across different cases. Notably, on the CIFAR-10 dataset,
H2ST achieves an increase in average F1 of 25.92% and
average TA of 30.79% over the second-best method using
ER. The CIFAR-100 and Mini-ImageNet datasets present a
higher level of complexity due to the increased number of
classes per task, and H2ST achieves F1 scores of 84.21%
and 79.34% and TA of 82.02% and 81.59%. On CoRe50
and Stream-51 with larger sample sizes, H2ST shows ro-
bust performance with F1 scores of 94.11% and 89.24%
and TA of 94.06% and 90.68%, surpassing all baselines.
Furthermore, H2ST demonstrates strong generalization ca-
pabilities across continual learning frameworks. When in-
tegrated with the GEM framework, H2ST maintains its su-
perior performance, achieving average F1 of 89.12% and
TA of 89.10%, outperforming the second-best method by
23.23% and 20.40%, respectively. These results underscore
H2ST’s effectiveness and pronounced advantage in contin-
ual OOD detection.
TIL Results. Table 2 presents the TIL performance. It is



Dataset
TIL OOD Method MNIST SVHN CIFAR-10 CIFAR-100 Mini-ImageNet CoRe50 Stream-51 Average

ACC! FT! ACC! FT! ACC! FT! ACC! FT! ACC! FT! ACC! FT! ACC! FT! ACC! FT!

ER [45]

MSP [19] 96.24 -1.23 93.46 -3.74 67.49 5.20 24.03 -3.81 19.49 -6.28 68.18 10.75 65.42 4.81 62.05 0.81
Energy [33] 77.65 -0.26 95.42 -1.42 62.87 -2.91 22.60 -1.06 17.38 -3.22 65.83 -0.79 69.18 -1.80 58.70 -1.64
ODIN [32] 91.63 0.45 93.57 -3.26 78.02 0.33 19.23 -2.11 12.82 0.74 49.22 9.35 59.35 7.65 57.69 1.88

Maxlogit [20] 95.75 -1.39 94.08 -3.09 67.00 -1.93 22.10 -1.20 13.80 -1.68 68.61 7.07 63.02 -12.80 60.62 -2.14
Gentropy [34] 96.14 -1.73 95.19 -1.74 67.37 -5.73 25.17 -2.18 12.34 -1.71 49.96 4.93 69.52 -7.34 59.38 -2.21

FeatureNorm [55] 97.28 -0.44 94.92 -2.09 61.79 -2.45 21.91 1.80 17.26 -6.85 57.86 -5.57 53.51 -0.20 57.79 -2.26
MORE [27] 97.89 -0.49 93.77 -2.13 80.16 -10.61 43.92 -14.39 30.31 -11.28 66.78 -1.55 68.05 -4.46 68.70 -6.41

H2ST 98.49 -0.80 93.45 -4.24 84.34 -8.98 45.09 -14.23 31.91 -10.56 78.26 -1.42 74.33 -5.50 72.27 -6.53

GEM [37]

MSP [19] 95.14 2.65 95.24 -1.19 71.18 -1.34 27.27 2.75 15.60 -3.68 64.62 8.38 57.86 1.50 60.99 1.30
Energy [33] 96.71 -0.02 94.85 -2.71 77.52 1.34 35.38 -6.49 16.41 -5.50 60.88 6.80 55.15 3.18 62.41 -0.49
ODIN [32] 77.95 -0.95 72.92 3.24 67.62 -4.84 21.51 -0.65 13.07 -0.10 44.44 10.14 37.31 -4.93 47.83 0.27

Maxlogit [20] 97.96 -0.79 94.79 -2.37 65.08 -6.33 22.70 -1.83 16.14 -3.56 60.73 -5.53 58.28 -0.19 59.38 -2.94
Gentropy [34] 97.95 -0.46 95.45 -1.61 70.95 -3.48 25.19 -2.44 11.98 -0.21 67.95 0.09 64.74 -3.65 62.03 -1.68

FeatureNorm [55] 96.58 -0.15 92.68 -4.64 62.11 -2.35 20.38 -0.15 16.40 -2.30 62.51 1.14 54.34 1.52 57.86 -0.99
MORE [27] 98.32 -0.55 93.08 -3.15 83.61 -6.59 42.95 -15.30 31.56 -9.98 70.97 2.10 68.31 -1.10 69.83 -4.94

H2ST 98.43 -1.01 92.64 -5.20 84.71 -7.90 45.91 -13.90 30.80 -12.24 78.31 -1.64 69.36 -13.13 71.45 -7.86

Table 2. Comparison of the TIL performance across different methods.

essential to clarify that continual learning itself is not the
primary focus of our proposed H2ST, as H2ST is funda-
mentally an OOD detection method designed for continual
learning scenarios, tailored explicitly to TIL frameworks. In
open-world TIL, models utilize detected OOD samples as
training data for new tasks, thereby establishing a direct de-
pendency between prediction performance and the efficacy
of OOD detection. As indicated in Table 1, H2ST’s supe-
rior OOD detection capability enables it to identify more
OOD samples. This enhanced detection enables the model
to access more diverse training data for each task, leading
to average ACC increases by 2.59% over the second-best
method. Meanwhile, it concurrently exacerbates forgetting.
Less detected OOD samples lead to less new task acquisi-
tion, and can mitigate forgetting, but conflict with the ob-
jective of continual learning. This tension highlights a crit-
ical trade-off inherent to continual learning: balancing new
knowledge integration against previous knowledge preser-
vation, but it’s not the focus of this paper.

5.3. Ablation Studies
Better Performance with Lower Overhead than C2ST.
In Section 3.3, we theoretically analyze the advantages of
the hierarchical architecture compared with C2ST in terms
of performance and overhead. Now, we provide experi-
mental results to further validate these benefits. As shown
in Fig. 2, H2ST and C2ST exhibit comparable perfor-
mance in TIL. Detailed results are provided in the ap-
pendix. For OOD detection, however, the hierarchical ar-
chitecture demonstrates considerable improvement, with an
average increase of 11.37% in F1 and 4.20% in TA across
all datasets and TIL methods. We visualize results for each
detection as the number of tasks (i.e., the hierarchical depth
of H2ST) increases on CoRe50 in Fig. 3. More visual-

Figure 2. Performance comparison between H2ST and C2ST.
Both exhibit comparable TIL performance, but the hierarchical ar-
chitecture demonstrates superior OOD detection performance.

ization results are provided in the appendix. Our findings
demonstrate that H2ST delivers stable and superior detec-
tion performance than C2ST. We also compare the time dif-
ferent methods need to process each input. Specifically,
when T =9, H2ST processes each input in 16.7 ms, includ-
ing all necessary source-target classifier prediction and up-
date, compared to C2ST’s average of 22.0 ms. Overall,
H2ST’s hierarchical architecture achieves superior detec-
tion performance with less overhead. It should be noted
that we compare the performance of H2ST with baselines
in Table 1, but omit computational overhead comparisons.
Unlike traditional score-based OOD methods, H2ST and
C2ST require additional source-target classifiers, which in-
cur extra overhead, but as shown in the table, this overhead
is justified by a substantial improvement in detection per-
formance. For the single-C2ST that cannot predict task-id,
experimental results are provided in the appendix.
Analysis of Memory Size. The memory size is crucial
in replay-based TIL methods. A larger memory enhances
the model’s capacity to retain prior knowledge and offers



Figure 3. Performance sensitivity to depth. As tasks scale, H2ST
delivers stable and superior detection performance.

Figure 4. Impact of memory size on performance metrics. All
metrics improve with memory size, though OOD detection shows
diminishing returns at larger sizes.

a richer representation of learned task distributions. How-
ever, it demands more storage and computational overhead.
In H2ST, random samples are drawn from memory to serve
as source samples, making performance potentially sensi-
tive to memory size. Fig. 4 illustrates the trend of met-
rics on average across all datasets and TIL methods rela-
tive to memory size. Detailed results are provided in the
appendix. All metrics improve with increasing memory
size. The increases in ACC and FT directly result from
more stored samples. Regarding OOD detection, increases
arise for several reasons. First, better model performance
and reduced forgetting enable more effective feature repre-
sentation. Second, sufficient memory size reduces the risk
of biased representation, ensuring randomly drawn samples
represent the task distribution. However, once beyond a
certain extent, increasing memory size further results in di-
minishing returns. Overall, determining an optimal memory
size requires careful consideration of the trade-off between
achieving peak performance and cost-effectiveness. More-
over, Table 3 presents comparative results of different meth-
ods under different memory sizes on the CIFAR-10 dataset,
quantitatively confirming H2ST’s performance superiority
across all memory sizes.
Analysis of Data streams. We conducted comprehen-
sive experiments across various data stream configurations

Size H2ST C2ST Gentropy
ACC! F1! TA! ACC! F1! TA! ACC! F1! TA!

40 74.78 57.41 75.13 74.76 53.28 74.58 67.61 53.70 26.39
100 78.72 78.57 84.26 80.09 73.56 81.26 59.72 53.79 25.21
200 84.71 93.54 92.82 84.41 87.88 89.35 70.95 53.79 24.97
300 85.37 94.41 93.01 84.92 90.34 91.58 78.63 54.12 28.47

Table 3. Performance comparison across memory sizes. H2ST’s
overall performance surpasses baselines across all memory sizes.

Data Stream CIFAR-10 CIFAR-100
ACC! FT! F1! TA! ACC! FT! F1! TA!

2k-4k-4k 81.83 -5.07 83.29 75.15 34.23 -8.42 52.94 42.32
4k-3k-3k 84.02 -6.67 90.35 85.74 39.97 -10.89 68.18 65.40
6k-2k-2k 84.53 -8.44 91.22 91.21 45.50 -14.06 87.09 83.19
8k-1k-1k 84.47 -9.34 93.34 95.69 46.93 -15.45 91.32 89.30

Table 4. Performance comparison across data streams. As test
OOD samples increase, more samples are detected and used as
training samples for new tasks, resulting in improved performance.

(ranging from 2k-4k-4k to 8k-1k-1k) using both ER and
GEM, with average performance metrics provided in Ta-
ble 4. In the 2k-4k-4k configuration, a task serving as OOD
contains 2,000 samples, while the subsequent two OOD de-
tection rounds each use 4,000 ID samples. As the num-
ber of OOD test samples increases from 2,000 to 8,000,
the average FT decreases from -6.74% to -12.40%, which
can be attributed to the increased number of training data
of new tasks. Meanwhile, on average, ACC improves by
7.67%, F1 by 24.21%, and TA by 33.77%, indicating bet-
ter OOD detection performance with more OOD test sam-
ples. First, as the source-target classifiers are updated on-
line with each detection, more test samples expose them
to more diverse data. Second, if the OOD detection per-
formance is sufficiently good, more OOD samples during
testing could mean more detected OOD samples, resulting
in more training data for TIL and therefore better model
performance. This enhancement in model performance in
turn positively impacts OOD detection. In continual OOD
detection, continual learning and OOD detection are inter-
related processes that influence one another. To enable the
TIL model to autonomously detect and learn new tasks in
open-world, achieving strong performance in both TIL and
OOD detection is essential.

6. Conclusion
In this paper, we introduce open-world TIL scenario,
wherein the model needs to detect OOD samples and predict
task-ids and labels. To address this challenging setting, we
propose Hierarchical Two-Sample Tests (H2ST). H2ST em-
ploys a hierarchical architecture that allows for efficient and
fine-grained detection without threshold selection, exploits
model capabilities without over-dependence, and achieves
seamless integration with replay-based TIL methods. Ex-
tensive experiments demonstrate the effectiveness and su-
periority of H2ST in continual OOD detection.
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