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Figure 1. Line art colorization results. We propose MangaNinja, a reference-based line art colorization method. MangaNinja
automatically aligns the reference with the line art for colorization, demonstrating remarkable consistency. Additionally, users can achieve
more complex tasks using point control. We hope that MangaNin ja can accelerate the colorization process in the anime industry.

Abstract

Derived from diffusion models, MangaNinja special-
izes in the task of reference-guided line art colorization.
We incorporate two thoughtful designs to ensure precise
character detail transcription, including a patch shuffling
module to facilitate correspondence learning between the
reference color image and the target line art, and a point-
driven control scheme to enable fine-grained color match-

ing. Experiments on a self-collected benchmark demon-
strate the superiority of our model over current solutions in
terms of precise colorization. We further showcase the po-
tential of the proposed interactive point control in handling
challenging cases (e.g., extreme poses and shadows), cross-
character colorization, multi-reference harmonization, etc.,
beyond the reach of existing algorithms. Our code and
model could be found here.
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1. Introduction

Reference-based line art colorization aims to transform a
line art image into a color image, maintaining consistency
with the reference image [9, 10, 34, 44, 86]. This technique
is in high demand for comics, animation, and various
other content creation applications [I1, 24, 35, 85, 87].
Unlike methods that rely solely on strokes, palettes, or text
conditions [27, 66, 79], reference-based line art colorization
excels in preserving both identity and semantic meaning as
shown in Fig. 1, which is crucial for comics and manga.

Existing approaches [9, 34] have explored reference-
based colorization with fused attention mechanisms. How-
ever, these methods exhibit two main limitations. First,
substantial variations between the line art and reference
image often lead to semantic mismatches or confusion of
colorization. Hence, these approaches typically demand a
high standard for the reference image, requiring it to closely
resemble the line art, which is impractical for real-world
applications. Second, existing methods lack precise control,
resulting in the loss of crucial details from the reference
image during the colorization process.

In this paper, we introduce MangaNinja, consisting
of a dual-branch structure for correspondences finding
between the reference and line art images by leveraging
the rich diffusion priors through cross attention. Observing
that the basic dual-branch design tends to transfer global
style rather than matching local semantics, we propose a
patch shuffling module, which divides the reference image
into patches to encourage local matching capabilities of the
model. The patch shuffling pushes our model out of its
“comfort zone” during optimization, facilitating it to learn
an implicit matching capability that effectively handles
disparities between the input line art and reference image.

However, such semantic correspondence can still suffer
from ambiguity, especially when color images include
details that are hard to capture in line art (e.g., nose shading
in Fig. 2a), when some elements in the line art occupy
only a small area of the reference image (e.g., shoulder
garment pattern in Fig. 2a), or when significant variations
and complex compositions create semantic confusion (e.g.,
multiple characters in Fig. 2b). To further support finer-
grained coloring matching, we introduce a point-driven
control scheme powered by PointNet, which offers detailed
control using user-defined cues in an interactive manner.
During experiments, we find that point control only works
when the model is aware of local semantics, highlighting
the importance and effectiveness of patch shuffling.

We take advantage of the inherently natural semantic
correspondences and visual variances presented in anime
videos to construct training data pairs. Specifically, we
randomly select two frames from a video: one serves as the
reference for the Reference U-Net, while the other, along
with its line art version, acts as the target and input for the

Denoising U-Net. As for the explicit correspondence, we
employ an off-the-shelf model to label matching points in
the training image pairs, encode these points with PointNet,
and integrate them into the main branch via attention.

With our carefully designed patch shuffling strategy
and point-driven control scheme, MangaNin ja effectively
manages challenging scenarios, such as varying poses or de-
tails missing between reference and line art, multi-reference
inputs, and colorization with discrepant references, as
shown in Sec. 4.3. It excels in complex colorization
tasks, producing high-quality results from line art while
accurately preserving character identity, as demonstrated in
Fig. 1. For a fair and systematic evaluation, we construct
a comprehensive benchmark for line art colorization. Our
extensive quantitative and qualitative experiments demon-
strate that our approach outperforms existing baselines,
achieving state-of-the-art results in visual fidelity and iden-
tity preservation, making it beneficial for comics, anima-
tion, and various content creation applications.

2. Related Work
2.1. Line Art Colorization

Line art colorization aims to fill the blank regions of line
art with appropriate colors. Currently, several user-guided
colorization techniques exist, including text prompts [8,

, 84], scribble [8, 15, 39, 57, 82, 83], and reference
image [14, 25, 33, 34, 46, 70, 71, 85]. However, text-based
and scribble methods have limitations in achieving precise
color filling for the overall line art. Existing reference-based
colorization approaches often have limited performance due
to inaccurate structural and semantic matching, particularly
when there are substantial differences between the reference
image and the line art. Moreover, in practical applications,
more complex scenarios arise, such as requiring multiple
reference images to handle the colorization of various
elements in the line art. Consequently, it is challenging
to seamlessly integrate the existing line art colorization
methods into the animation industry workflow. Our ap-
proach leverages priors from pretrained diffusion models
and enhances the model’s matching capabilities by learning
from video data, allowing users to accomplish complex
colorization tasks with simple point guidance.

2.2. Visual Correspondence

In computer vision, correspondence [80] involves identify-
ing and matching related features or points across different
images, often used for tasks such as stereo vision [, 49,

, 59], motion tracking [17, 75]. Traditional methods
use hand-crafted features [5, 43] to find correspondences,
whereas recent deep learning approaches [13, 23, 30, 32]
leverage supervised learning with labeled data to learn
matching capabilities. However, due to the requirement
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Figure 2. Visualization of point guidance. By introducing points as guidance, MangaNin ja can tackle many challenging tasks, such as
when there are significant variations between reference images and line art while preserving details. See more in Sec. 4.3.

for precise pixel-level annotations, these methods struggle
to scale up, as such detailed labeling is challenging and
expensive. Later, researchers begin exploring the establish-
ment of weakly supervised [67] or self-supervised [26, 68]
visual correspondence models. Recent studies [20, 52, 63]
show that the rich priors inherent in the latent representa-
tions of generative pretrained models like GAN [18] and
Diffusion [61] models can be utilized to identify visual
correspondence. Leveraging the inherent rich priors of cor-
respondences in pre-trained diffusion models, our method
achieves reference-based colorization by learning to match
between line art and reference images.

2.3. Diffusion-based Consistent Generation

Consistent generation based on pretrained diffusion mod-
els can be categorized into three main directions. The
first direction leverages a training-free or rapid fine-tuning
strategy for image editing [3, 4, 6, 7, 21, 28, 36, 38, 42,

, 47, 60, 65], where they conduct global or local editing
by modifying text prompts or introducing new guidance to
adjust the attention layers. However, they generally struggle
with robustness in challenging scenarios and rely heavily
on the input guidance signals. The second direction is
customized generation [2, 16, 19, 31, 40, 41, 55, 56, 64],
which generally involves fine-tuning on 3 to 5 example
images per concept, where some methods may take about
half an hour for a single concept. The third direction
involves further training the pretrained diffusion model with
extensive domain-specific data, learning to incorporate en-
coded image features into the main denoising network [50,

, 78, 81]. For instance, Paint-by-Example [76] and
ObjectStitch [62] utilize CLIP [53] to encode images for ex-
tracting object representations, while AnyDoor [ 2] collects
training samples from videos and employs the DINOv2 [48]
as the image encoder. However, these methods primarily
focus on general objects in images, lacking fine-grained
matching capabilities.

3. Method
3.1. Overall Pipeline

The overall framework of MangaNinja is presented
in Fig. 3. Our goal is to match and colorize, producing
a vibrant anime image liarget from a line art Ijjne and a
reference image I,or of the same character. Additionally,
users can pre-define specific points P, on the reference
image and their corresponding points P, on the line
art. Guided by the matching points, the model ensures
color consistency during the colorization process, thereby
achieving fine-grained control and excellent performance
even in challenging scenarios.

Anime video sequences inherently present identity con-
sistency across frames while simultaneously exhibiting
various spatial and temporal transformations. These trans-
formations include, but are not limited to, scale variations
(e.g., zooming effects), changes in object orientation, and
alterations in pose. Thanks to such property, we construct
training image pairs by randomly sampling two distinct
frames from a video clip. The first frame serves as the
reference, and we employ an off-the-shelf line art extraction
model [84] to derive the line art from the second frame,
which serves as the target image. During training, we use
LightGlue [37], a state-of-the-art point-matching algorithm,
to extract corresponding point pairs between two frames.

3.2. Architecture Design

Reference U-Net. Given the stringent detail requirements
in line art colorization, the main challenge is how to
effectively encode the reference image for finer-grained
feature extraction. Recent studies [22, 74] demonstrate the
effectiveness of leveraging an additional U-Net architecture
to address this issue, and we are inspired to introduce a
Reference U-Net using a similar design. After encoding
the reference image into a 4-channel latent representation
using VAE, it is fed into the Reference U-Net to extract
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Figure 3. The training process of MangaNinja. We randomly select two frames from video data, using one frame as a reference
image and extracting the line art from the other. Both frames are input into the Reference U-Net and the Denoising U-Net, respectively.
To enhance the model’s automatic matching and fine-grained control capabilities, we propose a series of training strategies, including
progressive patch shuffling. Additionally, we employ an off-the-shelf model to extract matching points from the two frames, and these

point maps are fed into the main branch through PointNet.

multi-level features for fusion with the main Denoising
U-Net. Specifically, we concatenate the key and value
from the self-attention layers of both the reference and
denoising branches, as described in Eq. (1), injecting the
multi-level reference features into the corresponding layers
of the Denoising U-Net.

Qtar [Ktar7 Kref]T
Vd

Denoising U-Net. The main branch utilizes the Reference
U-Net and PointNet as conditions for image coloriza-
tion. We extract the line art from the images using Lin-
eartAnimeDetector [84], then replicate the single-channel
line art three times to input into the variational autoencoder
(VAE) for compression into the latent space. Next, we
concatenate this with the noisy image latent, resulting in
a total of 8 channels. Additionally, we experiment with
sending the line art through ControlNet [84] and find
that both approaches yield comparable performance. For
resource efficiency, we opt for the first method. Further-
more, we replace the original text embeddings with image
embeddings extracted from the CLIP encoder.

Condition dropping. To enhance the model’s generative
capacity, we use the common condition dropping strategy
that randomly drops the line art condition during training.
Without the structural guidance of the line art, we prompt
the model to reconstruct the target image Iiareet from the
reference image I¢f.

Attn = softmax( M [Viars Veet]. (1)

Progressive patch shuffle for local matching. Although
we inject the reference image features layer by layer into
the Denoising U-Net, we observe that the strong structural
cues provided by the line art enable easy coarse global
matching, which hinders the learning of detailed matching
ability. To address this, we propose a progressive patch
shuffle strategy. Specifically, we divide the reference image
into multiple small patches and randomly shuffle them to
disrupt the overall structural coherence, as shown in Fig. 3.
The idea behind this technique is to encourage the model
to focus more on smaller patches (even at the pixel level)
within the reference image to achieve finer-grained, local
matching abilities rather than global ones. Moreover, we
adopt a coarse-to-fine learning scheme by progressively
increasing the number of randomly shuffled patches from
2x 210 32 x 32. Apart from the shuffling technique, we also
employ some common data augmentation techniques, such
as random flipping and rotation, to increase the variation
between the reference and target image.

3.3. Fine-grained Point Control

However, such semantic correspondence can still suffer
from ambiguity, especially when color images contain
details that are difficult to capture in line art. Moreover,
users often require a simple interactive method to handle
complex tasks. To address this, we design a point-based
fine-grained control mechanism and propose a series of
strategies to enhance the effectiveness of point control.

Point embedding injection. User-specified matching point

5669



pairs are represented as two single-channel point maps
matching the input image resolution. For each matching
point pair, we assign the same unique integer values to their
respective coordinates on both point maps, with all other
positions set to 0. During training, we randomly select up to
24 matching point pairs, with the option to select zero points
as well. Hence, users can opt not to indicate matching
points for control during inference, instead fully relying on
the autonomous matching capability of the model.

We propose a PointNet composed of multiple convolu-
tional layers and SiLU activation functions to encode the
point maps as multi-scale embeddings. Similarly, the point
embeddings Fi,, and FE,.r are integrated into the main
branch via a cross-attention mechanism by adding them to
the query and key, as described in Eq. (2):

Qéar [Kt/arﬂ 1[{ef]—r
Vd

where anr = Qtart+ Ftar, Kt/ar = Kiar+ Ear, and K;ef =
K ref + Ercf~

Condition dropping. The condition dropping strategy
also enhances fine-grained point control. In particular, the
precise yet sparse matching offered by the point pairs Pt
and Py, further reinforces the model’s reliance on sparse
point-based control signals in condition dropping scenarios.
Progressive patch shuffle. To adapt the shuffling strategy
for point guidance, the coordinates of the point map needs
to be adjusted to align with the shuffling order.

Multi classifier-free guidance. To individually control the
guiding strength of the reference image and the points dur-
ing the generation inference process, we employ multiple
classifier-free guidance:

Attn = softmax( Y Viars Viet],  (2)

Eg(Zt, Cref Cpoints) = €p (Zta ®a @)
+Wref (Ga(ZmCrcfa(Z)) - Gg(Zt,(Z),@)) 3)

+ Wpoints (69 (Zt, Cref, Cpoints) — €9 (Zt7 Cref, (Z)))a

where c,of denotes the condition input from the reference
image via the Reference U-Net, while cqints denotes the
condition input from the user-specified points through the
PointNet. Increasing w,er makes the model rely more on its
automatic matching capabilities. However, when we want
to use points as guidance to accomplish more complex tasks
(see Sec. 4.3), we should increase wpoints to amplify the
influence of the points.

Two-stage training. To further amplify the effects of
precise point-based control, we design a two-stage training
strategy. In the first stage, we adopt condition dropping for
both the reference image and point signals for unconditional
generation, where the model concurrently learns the abili-
ties to extract corresponding reference features and leverage
the specified point correspondences for colorization. In the
second stage, we only train the PointNet module, thereby

enhancing the ability of PointNet to encode point maps,
leading to stronger point control.

3.4. Evaluation Benchmark

Existing works such as BasicPBC [14] and Animediffu-
sion [9] design test sets that focus only on specific domains,
involve minimal discrepancy between the reference and
target images, and evaluate using inconsistent metrics.
Therefore, we see the crucial need to establish a compre-
hensive and consistent evaluation benchmark. We construct
a benchmark to systematically evaluate the performance of
line art colorization. Specifically, we collect 200 image
pairs of the same character from various anime, encom-
passing both human and non-human characters with diverse
facial expressions and appearances, including attire. Each
evaluation sample consists of a target image with its line
art estimated using an off-the-shell LineartAnimeDetector
model [84] and a reference image as colorization guid-
ance. In the colorization process, the focus is typically
on the foreground character portions, so we segment all
images to extract the foreground subjects. Moreover, we
follow the methodology outlined in DreamBooth [55] to
calculate the CLIP [53] and DINO [48] semantic image
similarities between the generated images and the ground
truth. Furthermore, to assess the quality of the gener-
ated images, we compute the Peak Signal-to-Noise Ratio
(PSNR) and the Multi-Scale Structural Similarity Index
(MS-SSIM) [69]. Meanwhile, to evaluate coloring accuracy
in complex tasks—such as those involving multiple refer-
ences or colorization with differing reference points men-
tioned in Sec. 4.3—we require a more granular evaluation
at the pixel level. Specifically, we annotate 50 predefined
pairs of matching points for each image pair; for evaluation
we employ the mean squared error (MSE) for the 3 x 3
patches centered around each pair of matching points.

4. Experiments
4.1. Implementation Details

Training details. For training MangaNinja, we utilize
a dataset, sakuga-42m [51], which comprises 42 million
keyframes covering a wide range of artistic styles, geo-
graphical regions, and historical periods. We eliminate
excessively similar duplicate frames by calculating the
Structural Similarity Index (SSIM). Furthermore, we set
the frame interval between the reference and target frames
to 36, excluding videos that are too short. Ultimately,
we retain 300,000 video clips. We initialize both the
Reference and Denoising U-Net with pre-trained weights
sourced from Stable Diffusion 1.5 [54] The training spans
200k steps (180k for stage one, 20k for stage two) with an
initial learning rate of 10~3, decaying every 30k steps. The
entire training process is completed within one day using
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Figure 4. Qualitative comparisons. We compare our method with the state-of-the-art non-generative colorization method BasicPBC, the
consistency generation method IP-Adapter, and AnyDoor. The results demonstrate that our method significantly outperforms them in terms
of colorization accuracy and generated image quality. Notably, our method does not use points for guidance in the generated results.

eight A100-80G GPUs.

4.2. Comparisons

In this section, we compare with the current state-of-the-art
line art colorization method, BasicPBC [14]. Additionally,
we also conduct comparisons with several generative meth-
ods that can achieve similar functions. These include IP-
Adapter [77], which serves as an adapter to enhance the
image prompting capabilities of pretrained text-to-image
diffusion models, and Anydoor [12], a zero-shot object-
level image customization method. In addition, we will
discuss the cartoon interpolation method ToonCrafter [73]
in the supplementary materials, as the official repository has
not yet released its colorization function and exhibits poor
performance when there are significant discrepancies.

Qualitative comparison. We visualize the comparison
results in Fig. 4. BasicPBC samples colors in the vicinity of
the corresponding area in the line art; hence, the generated
results can be unsatisfactory when there is a large discrep-
ancy between the reference and the line art. Moreover, as
the model itself does not have a generative capability, it
does not perform well in handling light and shadow. For
generative methods, we introduce a controlnet for the IP-

Adapter and AnyDoor, and carefully annotate the masks of
the reference region, then feed them to AnyDoor. Leverag-
ing the strong prior knowledge of pre-trained models, the
generated results become more natural. Compared to the
IP-Adapter, AnyDoor better retains the color details of the
reference image. However, neither method possesses fine-
grained matching capability and can only achieve coarse
colorization results, leading to serious color confusion.
Notably, our method does not use points for guidance in
the generated results. This is because, during the training
process, our method learns from image pairs in video data
and gradually shuffles the reference image at the patch level
from simple to complex, which endows the model with
excellent matching capability. Benefiting from the design
of the point, as shown in Sec. 4.3, our method also excels in
some more complex scenarios.

Quantitative comparison. We conduct a quantitative com-
parison using our constructed benchmark. It is worth noting
that this benchmark contains 200 pairs of images, which
means we perform a total of 400 inferences (interchanging
the reference image and ground truth). The results are
presented in Tab. 1. The results indicate that the BasicPBC
outperforms generative methods in pixel-level evaluation
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Table 1. Quantitative comparison. MangaNin ja demonstrates
superior performance across both objective and perceptual met-
rics. AnyDoor: without mask; AnyDoor*: with mask. Ours: no
point guidance; Ours (full): with point guidance.

Method DINO 1 CLIP 1 PSNR + MS-SSIM 1 LPIPS |
BasicPBC [11] | 42.64 79.64 17.58  0.894 0.33
IP-Adapter [77]| 55.42 8239 16.19  0.845 0.30
Anydoor [12] | 5136 80.73 1512  0.827 0.32
AnyDoor* [12] | 63.79 8391 1624  0.874 0.27
Ours 68.23 88.34 2037  0.962 0.22
Ours (full) 69.91 90.02 2134 0972 0.21

metrics. However, it is noteworthy that BasicPBC performs
weaker in terms of image feature similarity metrics com-
pared to these methods. Additionally, Anydoor requires
manual labeling of masks in reference images to achieve
better performance. In contrast, our approach demonstrates
a significant advantage over previous methods in both pixel-
level and image feature similarity metrics.

4.3. Challenging Cases with Point Guidance

Varying poses or missing details. As shown in Fig. 5,
we present some more challenging examples of line art
colorization. As shown in the first two rows, despite
significant differences between the line art and the reference
image, points provide effective guidance for achieving
outstanding colorization. Additionally, guided by points,
MangaNinja excels at simultaneously colorizing multiple
interacting subjects with high quality, as illustrated in row
three. Furthermore, MangaNin ja handles cases where the
line art includes elements missing from the reference image.
As shown in the last row, users can color the lower half of
the garment with point-based guidance, using the upper half
from the reference image.

Multi-ref colorization. As demonstrated in Fig. 6, in
practical applications, a single reference image may not
always encompass all the elements in line art that require
colorization. Benefiting from the point-guided design,
our method allows for the simultaneous use of multiple
reference images for colorization. Specifically, users can
combine multiple images and input them into Reference U-
Net, which then employs points to match different regions
from the reference images with corresponding elements in
the line art. This approach facilitates many-to-one coloriza-
tion and effectively resolves content conflicts among the
various reference images.

Colorization with references of different characters.
MangaNinja is trained on a large number of image pairs
from video data, which provides it with semantic matching
capability and excellent generalization properties. More-
over, by utilizing point guidance, we can achieve precise
colorization. Consequently, even when the reference image

Line Art Result

Reference

Figure 5. Visualization of varying poses or missing details.
With point guidance, MangaNin ja can tackle many challenging
cases. For instance, in the first two rows, there are significant
variations between the reference image and line art. Furthermore,
users can employ point guidance to colorize regions or elements
with no matches in the reference; for example, the lower parts of
the clothing are missing in the reference image of the third sample.
When dealing with multiple objects, point guidance effectively
prevents color confusion, as demonstrated in the last row.

Line Art Reference Result Reference

Figure 6. Visualization of multi-ref colorization. MangaNinja
enables users to select specific areas from multiple reference
images through points, providing guidance for all elements in the
line art. Additionally, it effectively resolves conflicts between
similar visual elements across the reference images.

and the line art are different characters, the model can still
perform colorization effectively. As shown in Fig. 7, users
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Table 2. Ablation study on the effect of various training strategies. The first five evaluation metrics assess the overall quality of the coloring
results, while the MSE metric evaluates the coloring accuracy at the specified matching pixels. The upper half of the table examines the
impact of training strategies associated with the model’s automatic matching capabilities, while the lower half focuses on strategies related

to the model’s ability to respond to point guidance.

Point | Cond. Drop Shuffle | Multi. CFG  Two-stage

DINO Simf CLIP Sim? PSNR{ MS-SSIMt LPIPS| MSE|

X X X X X 63.91 84.75 18.02 0.912 0.27 -
X v X X X 64.79 85.22 18.61 0.929 0.25 -
X X 4 X X 67.12 86.93 19.72 0.952 0.23 -
X 4 4 X X 68.23 88.34 20.37 0.962 0.22 -
v X X X X 64.13 85.05 18.12 0914 0.26 0.0151
4 4 X X X 64.92 85.44 19.02 0.941 0.25 0.0125
4 X 4 X X 67.78 87.42 20.18 0.956 0.23 0.0091
4 X X v X 64.63 86.02 18.74 0.943 0.24 0.0133
v X X X v 64.32 86.34 19.36 0.939 0.24 0.0113
v v v v 4 69.91 90.02 21.34 0.972 0.21 0.0072

Figure 7. Visualization of colorization with discrepant refer-
ence (i.e. different characters). Our method uses points as
guidance to achieve semantic color matching with fine control. We
believe this effectively assists users in their colorization attempts
and inspire new ideas.

can leverage this feature to engage in an interactive process,
exploring and discovering inspiration for colorization.

4.4. Ablation Studies

Ablation of training strategies. We conduct a series
of ablation studies in Tab. 2 to investigate how different
training strategies impact the colorization performance and
matching capability of our model. The first five metrics
assess the overall quality of the colorization, while the MSE
measures the accuracy of the color predictions at the pixel
locations of the guiding points.

The ablation experiments demonstrate that all strategies
contribute to improving point-guided generation, enabling
our method to address a broader range of complex tasks.
Notably, even without using points as guidance, both
condition dropping and progressive patch shuffle enhance
the model’s automatic matching capability, with the latter
yielding the most notable improvement. Specifically, it
disrupts the reference image’s inherent structural patterns
during training, enabling the model to learn local matching
capabilities. Only after learning this local matching ability
does the effect of point guidance become clearly evident.
Meanwhile, we provide a further analysis of the progressive
patch shuffle in the supplementary materials.

5. Conclusion

We present MangaNinja, a novel reference-guided line
art colorization method. Through a series of training strate-
gies, our method utilizes a dual-branch structure and Point-
Net to achieve precise automatic matching while also allow-
ing users to exert fine-grained control by defining matching
points. MangaNinja exhibits impressive performance in
complex scenarios, including discrepant reference coloriza-
tion, significant variations between reference images and
line art, and multi-subject colorization. Additionally, we
propose a benchmark for the standardized evaluation of
reference-based colorization. Our work serves as a practical
tool to accelerate the coloring process in the anime industry
while inspiring future research in colorization.
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