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Figure 1. Comparison of a cascaded system with our one-stage system, Motions as Queries. A cascaded system integrates the detector,
tracker, and human pose and shape estimator together, while our system simultaneously captures the motions of all individuals in one shot.

Abstract

Existing methods for capturing multi-person holistic hu-
man motions from a monocular video usually involve in-
tegrating the detector, the tracker, and the human pose &
shape estimator into a cascaded system. Differently, we
develop a one-stage multi-person holistic human motion
capture system, which 1) employs only one network, en-
abling significant benefits from the end-to-end training on
a large-scale dataset; 2) enables performance improving of
the tracking module during training, avoiding being lim-
ited by a pre-trained tracker; 3) captures the motions of all

*Equal contribution.
#Corresponding author.

individuals within a single shot, rather than tracking and
estimating each person sequentially. In this system, each
query within a temporal cross-attention module is respon-
sible for the long motion of a specific individual, implic-
itly aggregating individual-specific information throughout
the entire video. To further boost the proposed system
from end-to-end training, we also construct a synthetic hu-
man video dataset, with multi-person and whole-body an-
notations. Extensive experiments across different datasets
demonstrate both the efficacy and the efficiency of both the
proposed method and the dataset. Codes are avaiable at
https://github.com/KenkunLiu/MaQ.

This CVPR paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;

the final published version of the proceedings is available on IEEE Xplore.
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1. Introduction
Holistic human motion estimation from a monocular video
is a rapidly growing field in computer vision, offering sig-
nificant value across various applications like filmmaking,
gaming, virtual reality, and robotics. Besides these indus-
trial applications, many downstream research areas also re-
quire human motions as a kind of coarse moving human
representation, like conditional video generation [55], mo-
tion generation [28, 33], human body rendering [22, 30] and
so on. Many previous methods focus on increasing the ac-
curacy of single-frame human pose and shape (HPS) esti-
mation [3, 7, 16, 17, 20, 24, 27, 44, 49], and have achieved
remarkable performance for both single-person [7, 16, 27]
and multi-person scenarios [3, 44]. Some other methods
employ the temporal information from single-person video
sequence to further improve the HPS accuracy [12, 19, 43,
47, 50, 53]. In a multi-person video, however, the iden-
tities of the multiple persons between different frames are
unrecognized, such that a complete multi-person motion se-
quence is lacking. Therefore, in this paper we focus on the
task of multi-person video motion estimation.

A common solution for addressing this problem is to in-
tegrate the HPS predictor with an existing object tracker
(e.g. ByteTrack [54]), forming a cascaded system, as shown
in Fig. 1. This brings three problems. Firstly, while a cas-
caded system can leverage the capabilities of a pre-trained
tracker, it is also constrained by it. Errors in the tracker
tend to propagate to the motion predictor, limiting the ac-
curacy of the final prediction. Additionally, most trackers
are not specifically optimized for tracking humans, which
can result in suboptimal performance. Secondly, a cascaded
system cannot be trained in an end-to-end fashion. The net-
works could benefit a lot from end-to-end training, where
the modules in a framework are optimized as a whole,
which obtains significant performance boosting from large-
scale data. Thirdly, the cascaded systems usually run each
module sequentially for each person. As a result, the infer-
ence time increases linearly with the number of individuals
being tracked.

To address these problems, in this work, we propose
the first one-stage multi-person whole-body human mo-
tion capture system, which estimates multi-person whole-
body human motions from monocular videos without re-
lying on auxiliary object detectors or trackers in a single
shot. The key components of the proposed method in-
clude: 1) a temporal feature extractor, which efficiently ex-
tracts spatial-temporal features for subsequent modules, 2)
a temporal cross-attention module with temporal consistent
queries to implicitly assemble person-specific information
for each person in a video, and 3) a motion smoothing de-
coder to output each final human motion estimation. Similar
to many DETR-like models [9, 23, 31, 56] for object detec-
tion, in our model, each query is responsible for predicting

a clip of a human motion. Thus, we term our method as
Motions as Queries (MaQ). With this simple design, our
model can be easily scaled up in model size and benefit
from data scale-up. As existing datasets are mostly single-
person, body-only, or single-frame, we turn to the existing
well-developed photo-realistic rendering engine to produce
diverse and challenging multi-person videos with ground-
truth whole-body motion annotations. Extensive experi-
ments across different datasets demonstrate the efficacy of
both the proposed method and the dataset. Compared to the
previous SOTA method, our method has less ID switches
and missing detections even in heavily-occluded scenarios,
while takes less inference time.

The main contributions of this work are then summarized
as follows:
• We propose the first one-stage multi-person motion cap-

ture system from a monocular video, where all modules
could benefit from the end-to-end training to obtain high-
accuracy motions of all individuals within one shot.

• We design temporal consistent queries to model long mo-
tions in a video, which naturally aggregate the individual-
specific information throughout the entire sequence.

• To enhance the robustness of our model, we developed
a diverse and challenging synthetic dataset for in-the-
wild multi-person whole-body motion, featuring dynamic
camera movements.

• Our method outperforms previous methods in both accu-
racy and efficiency across multiple datasets.

2. Related Works

2.1. 3D Human Shape Estimation from Images

3D human mesh reconstruction from monocular images
typically falls into two main categories: optimization-
based methods [6, 20, 38] and regression-based methods
[16, 17, 27, 49]. Optimization-based approaches aim to fit a
3D body model to detect 2D keypoints or other visual cues,
using iterative optimization processes. While this method
provides high accuracy, it is computationally expensive and
prone to getting stuck in local minima. On the other hand,
regression-based methods use deep learning models to di-
rectly predict the parameters of parametric models such as
SMPL-X, including body pose, shape, and other relevant at-
tributes. These methods enable end-to-end training and in-
ference, making them more efficient and scalable for large-
scale applications.

In scenarios involving multiple people, many traditional
algorithms adopt a top-down strategy. This typically in-
volves using off-the-shelf detectors [40, 41, 56] to first lo-
calize each individual in the image, followed by applying
single-person reconstruction algorithms [3, 16, 27] to esti-
mate the 3D parameters for each cropped region. However,
this approach is not only inefficient but also lacks the flexi-
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Figure 2. Overview of Motions as Queries. Given a multi-person input video of N frames, our method can predict whole-body human
motions for each individual without relying on existing detectors or trackers. Each module of our model is differentiable, such that they
can be optimized by end-to-end training with large-scale datasets.

bility of end-to-end training, as it requires separate process-
ing for each individual. To address these issues, one-stage
algorithms like BEV [46] and ROMP [45] have been in-
troduced. These methods process the entire image at once,
avoiding the need for individual cropping and processing.
For instance, MultiHMR [3] utilizes a Vision Transformer
(ViT [13])-based backbone to directly estimate the 3D posi-
tions of multiple individuals within the same camera frame,
enabling efficient multi-person 3D reconstruction in a uni-
fied framework.

2.2. 3D Human Shape Estimation from Videos
The reconstruction of human motion [19, 43, 50]from
videos is an advancement built on monocular human recon-
struction methods. Some methods [12, 18, 35] leverage spa-
tiotemporal encoders, to extract features from images and
capture continuity between frames. To reconstruct multi-
person motion in videos, it’s also essential to achieve si-
multaneous tracking and reconstruction of individuals. Ex-
isting algorithms often employ multi-stage approaches; for
example, PHALP [39] utilizes a multi-stage process that
incorporates human pose, appearance, and position to ac-
complish tracking. However, such multi-stage methods can
suffer from error accumulation. To address this, TRACE
[47] proposes an end-to-end framework that utilizes 5D in-
formation to fully exploit temporal information, though it

is limited to tracking individuals present in the first frame.
To overcome these challenges, we propose an end-to-end
system capable of estimating the motion of all individuals
within one shot.

2.3. Datasets for Multi-Person Motion Estimation

Some datasets have been proposed to advance this field
[2, 5, 36]. However, due to the difficulty of annotation in the
wild, many datasets, such as 3DPW [48], rely on paramet-
ric model labels generated through optimization algorithms,
resulting in pseudo-ground truth with limited accuracy.

With advancements in virtual engine technology, re-
searchers can now create realistic images with perfect pa-
rameter annotations, leading to the development of several
synthetic datasets [8, 37, 52]. Specifically, BEDLAM [5]
enhances realism by incorporating physically simulated hair
and clothing, while M3Act [10] focuses on multi-person
scenarios and group activities. However, although these
datasets include multi-person scenes, they lack extensive
data under dynamic camera settings. While BEDLAM con-
tains some dynamic camera data, it is limited in quan-
tity and scene variety, and HumanVid [51] is dedicated to
single-person scenes with dynamic cameras. To address this
gap, we introduce a synthetic multi-person motion dataset
featuring diverse scenes captured with a moving camera.
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3. Method
3.1. Preliminaries
Parametric whole-body human model. We adopt the
parametric model SMPL-X [38] to represent each frame
of a human motion sequence. The parameters of SMPL-
X consists of pose parameters θ ∈ R53×3 (including global
orientation, body, hands, and jaw poses) which control the
rotations of each body joint, shape parameters β ∈ R10,
and face expressions α ∈ R10. Given these parameters, a
whole-body human mesh H ∈ Rn×3 can be acquired by
H = SMPL-X(θ, β, α), where n = 10475 is the total num-
ber of vertices. Then, given N frames, a whole-body mo-
tion sequence of person k can be represented as,

Mk = {Hk
i }, i = 1, 2, ..., N. (1)

3.2. Overview
As depicted in Figure 2, given the input of a video V =
{I1, I2, ..., IN } with N frames, our method is expected to
output K human motions represented by whole-body hu-
man mesh sequences O = {M1, M2, ...MK}, where K
is the number of persons presented in the video. To cap-
ture human motions from a monocular video, the previous
common solutions usually cascade multiple systems, i.e. a
detector, a tracker, and a single-frame HPS estimator []. In
contrast, our method explores a one-stage framework, inte-
grating all functions required by a cascaded system into a
single model.

3.3. Modeling Whole-body Motions with Unitary
Queries

Similar to DETR-like models for object detection that each
query is responsible for predicting one object, in our pro-
posed model, each motion query is responsible for predict-
ing one human motion. However, predicting human mo-
tions is more complicated than merely predicting the bound-
ing boxes.

Spatial-Temporal Feature Extractor We exploit ViT
[13] to extract image features for each input frame, and
then utilize 3D convolutional layers to aggregate spatial-
temporal features. Formally,

F1, F2, ..., FN = Conv3D(ViT({I1, I2, ...IN })), (2)

where Fi denotes the extracted feature maps corresponding
to i-th frame.

Temporal-Consistent Human Localization First, accu-
rate locating information should be predicted over the whole
video for a single person. To this end, we initialize a set of
motion queries Qinit = {q1

init, q2
init, ..., qS

init}, where qj
init ∈ Rd

is the j-th motion query of dimension d and S is the pre-
set number of motion queries, each of which corresponds
to one person, and they perform cross attention with feature
maps in each frame, as

Q′
i = Cross-Attn(Self-Attn(Qinit), Fi), i = 1, 2, ..., N.

(3)
Note that each frame shares the same set of initial mo-

tion queries, and one motion query corresponds to the same
person in different frames. After the cross attention, we
get N different sets of queries {Q′

1, Q′
2, ..., Q′

N }, where
Q′

i = {q′1
i , q′2

i , ..., q′S
i } corresponding to N frames. A tem-

poral self-attention is then applied to help integrate tempo-
ral information into queries, i.e.

q′′j
1 , q′′j

2 , ..., q′′j
N = Temporal-Self-Attn({q′j

1 , q′j
2 , ..., q′j

N }),

j = 1, 2, ..., S.
(4)

Then, dynamic convolution [11] is adopted to obtain the lo-
cations of each person in each frame. Specifically, queries
of j-th person among frame 1 to N , i.e. {q′′j

1 , q′′j
2 , ..., q′′j

N },
are treated as controller parameters for the dynamic convo-
lutional layers while the spatial-temporal image features are
the input, i.e.

hj
i = Dynamic-Conv(Fi, controller = q′′j

i ),

i = 1, 2, ..., N,

j = 1, 2, ..., S.

(5)

where hij is the heatmap of j-th person in i-th frame, and
the peak value of the heatmap is expected to be located
in the anchor point of the person, e.g. head. Thus, the
heatmaps {hij}i=1,2,...,N could represent the trace of the
j-th person. With the traces of all persons in a video, it is
equivalent to having all persons detected and tracked, and
we can then estimate their human motions one by one. In
addition, to help the model learn consistent human features
among different frames, we also force each query to pre-
dict the corresponding human bounding box. In addition, a
visibility score is predicted by the query hj

i to indicate the
probability of the j-th person appearing in the i-th frame.

Temporal Motion Decoder After acquiring human an-
chor traces and updated human motion queries for each per-
son in the video, we can exploit this information to obtain
human motions. To enhance the human pose and shape fea-
tures, we concatenate the pixel features located in the hu-
man anchor with the updated human query q′′j

i , i.e.

q′′′j
i = Concat(q′′j

i , pj
i ) (6)

where pj
i is the pixel features from Fi in the position of

predicted anchor point of j-th human. Then, we can get
a sequence of new queries {q′′′j

i }i=1,2,...N for each person
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Figure 3. Frames sampled from proposed dataset M3C at 10-frame intervals. The the first and third lines are original images while the
second and fourth lines are corresponding SMPL-X annotations.

Dataset Clips Frames
Moving
Camera

Multi
Person

Annotation
Type Camera Traj Scene type

PoseTrack [2] 514 66K Yes Yes 2D KPT - Outdoor
MuPoTS-3D [36] 20 8K Yes Yes 3D KPT - Outdoor

3DPW [48] 60 51K No Yes SMPL - Outdoor
Humanvid [51] (Synthetic) 100K 12M Yes No SMPL-X Ground Truth Outdoor

BEDLAM [5] (Static Camera) 8.7K 1.35M No Yes SMPL-X - Outdoor/Indoor
BEDLAM [5] (Moving Camera) 1.75K 250K Yes Yes SMPL-X Ground Truth Indoor

M3C (ours) 6K 1M Yes Yes SMPL-X Ground Truth Outdoor

Table 1. Comparison of related datasets. M3C uniquely includes both ground truth SMPL-X annotations of human bodies and moving
camera parameters in in-the-wild multi-person scenarios.

j. These queries go through a temporal self-attention to im-
plicitly smooth the motions in the temporal wise. After that,
these queries conduct cross-attention with spatial-temporal
features {F1, F2, ..., FN } to obtain the final human motion
output, i.e. SMPL-X parameters of j-th person for each
frame.

3.4. Training Objective
Bipartite Motion Matching Given an input video, the
number of individuals in the video is usually uncertain, thus
we need to set a sufficiently large number of initial motion
queries to cover most possible cases. In our implementa-
tion, we set the number of queries to 100. In the training
phase, we adopt the Hungarian Algorithm [21] to establish
one-to-one bipartite matching between the predicted motion

trajectories and ground-truth annotations. The cost function
for measuring the distance between predictions and ground-
truth is defined by human anchor trace errors. At inference
time, we apply a confidence-based filtering strategy to dis-
card low-confidence predictions. Additionally, to remove
duplicate predictions for the same individual, we perform
NMS (Non-Maximum Suppression) based on 2D keypoint
similarity across overlapping predictions.

Loss function Each module of our method is differen-
tiable such that it can be trained end-to-end to optimize the
performance of each module. The overall training loss con-
sists of human anchor trace loss, SMPL-X parameter re-
gression loss, 2D and 3D joint losses, visibility loss, motion
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confidence loss, and auxiliary bounding box loss. Formally,

Ltotal = Ltrace + LSMPL-X + LJ2D + LJ3D + Lvis + Lconf,
(7)

where

Ltrace = λ1

SmX

j=1

NX

i=1

BCE(hj
i , ĥj

i )

LSMPL-X = λ2

SmX

j=1

NX

i=1

||[θj
i , βj

i , αj
i ] − [θ̂j

i , β̂j
i , α̂j

i ]||1,

(8)

and

LJ2D =λ3

SmX

j=1

NX

i=1

||Jj
2D,i − Ĵj

2D,i||1

LJ3D =λ4

SmX

j=1

NX

i=1

||Jj
3D,i − Ĵj

3D,i||1

Lvis =λ5

SmX

j=1

NX

i=1

||vj
i − v̂j

i ||1

Lconf =λ6(

SmX

j=1

cj + γ

S-mX

j=1

(1 − cj)).

(9)

Here ‘ ˆ ’ denotes the ground-truth, Sm is the indices of
the matched predictions with ground-truths while S−m is
the indices of the unmatched predictions, BCE(·, ·) is the
function of binary cross-entropy, J2D are the re-projected
2D joints from 3D joints, J3D are the 3D joints regressed
from predicted SMPL-X mesh vertices, vj

i is the pre-
dicted visibility score of j-th person in the i-th frame,
cj is the predicted motion confidence for j-th person,
λ1, λ2, λ3, λ4, λ5, λ6 and γ are hyper-parameters to mod-
ulate each loss.

3.5. M3C: A Challenging Motion Dataset with Mov-
ing Camera

Achieving one-stage, multi-person motion reconstruction
from video remains challenging, especially given the lack
of datasets with precise human parameter annotations in
dynamic multi-person scenes. To address this, we intro-
duce a novel dataset named M3C (Multi-Person Motion
with Moving Camera) specifically designed to support end-
to-end training for one-stage models. Compared to the re-
lated datasets illustrated in Table. 1, M3C features complex
human motions in realistic, in-the-wild scenes with moving
cameras, see Figure. 3.

Using Unreal Engine 5 [1], the dataset provides highly
detailed SMPL-X annotations per frame. To make our
dataset more challenging, we sample motions with substan-
tial body translation from BEDLAM [5]. This introduces
a broader range of movement for the human figures in the
rendered videos, and consequently leads to increased inter-
person occlusion.

Camera Motions We manually designed multiple camera
trajectory templates for each outdoor scene, which ensures
a diverse range of camera perspectives while maintaining
the ability to render videos that correctly capture multiple
humans in each scene. Additionally, we introduced random
noise in both translation and rotation at each key frame to
further enrich the diversity of the camera trajectories. See
Sup.Mat. for more details on M3C.

4. Experiments
4.1. Implementation Details
For each input video, we resize each frame into 448 × 448
with zero-pad for its smallest side to maintain their origi-
nal aspect ratio. During training, we set the frame number
of the input video as 16 and use 8 NVIDIA A100 GPUs
for training. During inference, to process videos with an
arbitrary number of frames, we split a video into clips of
16 frames with 8 overlapped frames between neighboring
clips. The overlapped frames are used to connect the clips
via 2D keypoint matching.

Datasets To train our model, multi-person human video
datasets with accurate SMPL-X annotations are required.
However, few of the existing datasets can meet the require-
ment. Thus, we use the BEDLAM [5] dataset, and the chal-
lenging motion dataset M3C created by ourselves. 3DPW
[48] dataset is also utilized by using the SMPL-X [6] to
SMPL [32] regressor. The test set of BEDLAM and 3DPW
are used for evaluating the performance of our method.

Metrics We evaluate our method in two aspects, the track-
ing performance and the joint-level accuracy. In our model,
there is no explicit tracking module except the temporal-
consistent human localization module which serves as a
similar function. Thus, we can use the commonly-used
tracking metrics to test the effectiveness of our design,
including ID switch (IDs), Multi-Object Tracking Accu-
racy (MOTA [4]), Identification F1-score (IDF1 [42]), and
Higher Order Tracking Accuracy (HOTA [34]). To mea-
sure the joint-level accuracy, Mean Per Joint Position Error
(MPJPE), Procrustes-aligned MPJPE (PMPJPE), and Per
Vertex Error (PVE) are employed in the experiments.

4.2. Comparison on Body-only Benchmark
As 3DPW is the most commonly used body-only bench-
mark, we convert the output of our model from SMPL-X
format to SMPL format despite some performance drop, so
as to compare our method with previous body-only methods
on the 3DPW dataset. The comparison of tracking results
is shown in Table. 3. Note that Dyna3DPW is a subset of
3DPW selected by TRACE [47] exceptionally for evaluat-
ing tracking performance. Our method outperforms previ-
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Figure 4. Qualitative comparison between our method and MultiHMR [3] + ByteTrack [54] on BEDLAM [5], 3DPW [48] respectively.
Red bounding boxes highlight misses under occlusion, and yellow boxes highlight the ID switches.

ous methods in three metrics, which demonstrates the supe-
rior performance of our method on tracking. Besides, the
performance of human pose and shape estimation is evalu-
ated in Table. 4, which also shows the better results of our
method compared to other video-based 3D human pose and
shape estimation methods.

4.3. Comparison on Whole-body Benchmark

To the best of our knowledge, there is no existing whole-
body human motion benchmark, thus we use the test set of
the BEDLAM dataset. To compare our model with other
methods, we use an existing detector, tracker, and single-
frame HPS estimator to build cascaded systems for hu-
man motion estimation from monocular videos. As shown
in Table. 2, we compare two baselines. The first one is
composed of the detector Fast RCNN [15], the state-of-
the-art single-person whole-body HPS estimator SMPLer-
X [7] and tracker ByteTrack [54]. The other one consists of

the state-of-the-art multi-person whole-body HPS estimator
Multi-HMR [3] and the tracker ByteTrack [54]. They are
the typical cascaded systems for whole-body human mo-
tion estimation from monocular videos. The quantitative
comparison of our method with them is presented in the
table. We can see that our method achieves significantly
better results on all four tracking metrics and has compa-
rable human pose and shape estimation performance with
the system of Multi-HMR and ByteTrack. Multi-HMR has
better single-frame human pose and shape estimation accu-
racy because it focuses on the task inclusively and has been
trained on more single-frame datasets, while our method is
trained with fewer motion data and coupled with multiple
challenging tasks. Notably, our method costs significantly
less inference time than others, which shows the efficiency
advantage of our method in real-world applications. The vi-
sualized results are shown in Figure 4, where we can see our
method performs better in the heavily-occluded scenarios.
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Methods IDs # MOTA " IDF1 " HOTA " MPJPE # PAMPJPE # PVE # Inference Time #

Fast-RCNN [15] + SMPLer-X [7] + ByteTrack [54] 1660 78.83 81.09 70.41 119.19 52.62 129.22 0.463
Multi-HMR [3] + ByteTrack [54] 515 91.35 92.54 84.59 81.58 42.93 88.88 0.201

Ours 128 95.15 97.01 97.73 79.88 45.56 86.40 0.027

Table 2. Comprehensive results on BEDLAM [5] dataset. The correlation between inference time and the number of individuals in the
sequence is detailed in the supplementary materials.

Methods IDs # MOTA " IDF1 " HOTA "

PHALP [39] 5 97.9 93.7 74.2
YOLOX [14]+ByteTrack [54] 3 97.3 98.2 73.1

BEV [46]+ByteTrack [54] 37 93.6 79.1 59.3
TRACE [47] 1 99.3 99.7 74.7
WHAM [43] 59 97.8 68.2 59.9

Ours 0 99.6 99.8 70.8

Table 3. Comparison of tracking performance on Dyna3DPW.

Methods PAMPJPE # MPJPE # PVE #

Si
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HybrIK [24] 45.0 74.1 86.5
METRO [29] 47.9 77.1 88.2
GLAMR [53] 50.7 - -
CLIFF [26] 43.0 69.0 81.2
D&D [25] 42.7 73.7 88.6
OSX [27] 45.1 74.7 -

Multi-HMR [3] 43.8 64.6 79.7

V
id

eo

(w
/o

G
T

B
B

)

ROMP [45] 47.3 76.7 93.4
BEV [46] 46.9 78.5 92.3

TRACE [47] 50.8 80.3 98.1
Ours 44.7 72.6 84.9

Table 4. Comparison with state-of-the-art methods on 3DPW. ‘w/
GT BB’ means ground truth bounding boxes are available for eval-
uation while ‘w/o GT BB’ means no ground truth bounding boxes.

Datasets 3DPW BEDLAM
PA-MPJPE MPJPE PA-MPJPE MPJPE

BEDLAM [5] 50.23 82.18 48.86 88.51
BEDLAM [5]+3DPW [48] 46.65 75.86 47.38 86.54

BEDLAM [5]+3DPW [48]+Ours 44.73 72.62 45.56 79.88

Table 5. Ablation study of training datasets.

4.4. Ablation Study
We conduct the ablation study to show the effectiveness
of our proposed new challenging motion dataset M3C. As
shown in the Table. 5, we train our model with three dataset
settings, i.e. BEDLAM only, BEDLAM with 3DPW, BED-
LAM with 3DPW, and our proposed M3C. The results are
shown in the table, where we can see that with more train-
ing data our model performs better. This indicates the ef-
fectiveness of our proposed dataset and also proves that our
proposed one-stage model can benefit from scaled-up data.

We also conduct the ablation study on BEDLAM dataset to
validate our model designs, as shown in Table. 6.

IDs # MOTA " PA-MPJPE # MPJPE #

no dynamic conv 290 93.94 60.97 116.11
parallel branch 663 58.78 156.00 289.28

Ours full 128 95.15 45.56 79.88

Table 6. Ablation studies on model designs. ‘no dynamic convo-
lution’ means the operator is replaced by simpler feature concate-
nation. ‘parallel branch’ means body motion is estimated in the
parallel branch with bbox branch. The temporal decoder is to fur-
ther smooth and refine the estimated human motion.

5. Conclusion
This paper proposes a one-stage multi-person motion cap-
ture system, which takes a monocular video as input and si-
multaneously outputs the motions of all individuals present
in one shot. The one-stage network allows for end-to-
end training, therefore parameters are optimized directly
through the gradient back-propagation, which boosts the
performance of the system from the large-scale data train-
ing. This system is composed of a temporal feature extrac-
tor, a temporal cross-attention motion query mechanism,
and a motion smoothing decoder. With the proposed motion
query mechanism, the information of each person in a video
could be naturally aggregated across the entire time axis.
To further enhance the performance of the proposed sys-
tem, we create a synthetic video dataset with multi-person
and whole-body annotations. Experimental results across
various datasets demonstrate both the effectiveness and the
efficiency of both the model and the dataset.

6. Limitation and Future Work
Although it is now possible to track and estimate multiple
individuals simultaneously, challenges remain in scenarios
where some individuals are severely occluded for a long pe-
riod. To address this case, a more robust temporal atten-
tion module should be developed, and a larger dataset fea-
turing similarly challenging scenarios should be collected.
Besides, mixing multiple datasets of different annotations
with a proper format transformation technique can also be a
promising way to scale up training data.
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