This CVPR paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;
the final published version of the proceedings is available on IEEE Xplore.

@ CALICO: Part-Focused Semantic Co-Segmentation with
Large Vision-Language Models

Kiet A. Nguyen Adheesh Juvekar

Tianjiao Yu

Muntasir Wahed Ismini Lourentzou

{kietanZ, adheesh?2, ty4l, mwahed2, lourentZ}@illinois.edu

https://plan-lab.github.io/calico

Common Objects:
Can you segment the common
object in these images?

Common Parts: >
Please segment the common
+

parts of the objects.

Unique Parts:
What are the unique parts of the
objects in these images? Please |
output segmentation masks.

CALICO

—» The common object is the dog.

Both images show adog. The
common part is the head.

The images show @1d6g. The
unique parts are the neck
(IMAGE1), the'leg, the foot,
the body, and the tail (IMAGE2).

Figure 1. Multi-Image Part-focused Object Comparison with CALICO. Our pixel-grounded Large Vision-Language Model, CALICO,
performs part-focused semantic co-segmentation, a newly introduced task where the goal is to identify, segment, and label common objects,

as well as common and unique object parts across multiple images.

Abstract

Recent advances in Large Vision-Language Models
(LVLMs) have enabled general-purpose vision tasks
through visual instruction tuning. While existing LVLMs
can generate segmentation masks from text prompts for sin-
gle images, they struggle with segmentation-grounded rea-
soning across images, especially at finer granularities such
as object parts. In this paper, we introduce the new task
of part-focused semantic co-segmentation, which involves
identifying and segmenting common objects and their con-
stituent common and unique parts across images. To ad-
dress this task, we present CALICO, the first LVLM designed
for multi-image part-level reasoning segmentation. CAL-
ICO features two key components, a novel Correspondence
Extraction Module that identifies semantic part-level corre-
spondences, and Correspondence Adaptation Modules that
embed this information into the LVLM to facilitate multi-
image understanding in a parameter-efficient manner. To
support training and evaluation, we curate MIXEDPARTS,
a large-scale multi-image segmentation dataset containing
~2.4M samples across ~44K images spanning diverse ob-

Jject and part categories. Experimental results demonstrate
that CALICO, with just 0.3% of its parameters finetuned,
achieves strong performance on this challenging task.

1. Introduction

Analyzing objects by decomposing them into their con-
stituent parts can enhance understanding of inter-object re-
lationships both within and across categories. This part-
level reasoning is crucial for applications requiring detailed
object comparisons, such as robotic manipulation, medical
imaging, and educational tools. Detailed comparisons that
identify shared and unique parts offer insights into the crit-
ical features and functions of objects. For example, while
both spoons and forks have handles, this part is not central
to their primary functions. Instead, distinguishing the fork’s
tines from the spoon’s bowl allows tasks like robotic grasp-
ing or visual comparisons to differentiate and interact with
these objects based on their unique functions.

Designing effective methods to analyze multiple images
featuring diverse objects by locating and identifying their
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efficient Adaptation Modules to learn semantic corre-
spondences and enable efficient co-segmentation.

'a’ We curate MIXEDPARTS, a large-scale benchmark for
part-focused semantic co-segmentation, featuring log-
ically comparable objects and parts drawn from pub-
licly available diverse part segmentation datasets.

'a’ We establish strong baselines from publicly available
pretrained models and conduct experiments to evalu-
ate CALICO’s performance on MIXEDPARTS, includ-
ing comprehensive ablations to analyze the contribu-
tions of our proposed modules.

2. Related Work
2.1. Prompting Image Segmentation

Image segmentation, a fundamental computer vision task,
has garnered extensive research over the years, with sem-
inal works [19, 25, 39] paving the way for modern ap-
proaches. Pretrained on large-scale data, SAM [26] has
emerged as a leading foundation model for image segmen-
tation, capable of interpreting diverse prompts and generat-
ing corresponding masks. However, despite its strong zero-
shot performance, SAM lacks semantic labeling, limiting
its practical use. SEEM [81] addresses this by introducing a
joint image-text representation space inspired by LVLMs,
enabling unified prompting and effective mask labeling.
Still, both SAM and SEEM struggle with fine-grained un-
derstanding, such as object-part segmentation. Semantic-
SAM [29] extends SAM by incorporating multi-level im-
age embeddings tied to different prompt types for multi-
granularity understanding but, like SAM, lacks text labels.
Recent works [27, 50, 54, 64] combine LVLMs with SAM
to bridge language and mask understanding, achieving more
robust segmentation and labeling capabilities. Building on
these advances, CALICO integrates SAM with a finetuned
pixel decoder to output segmentation masks with text la-
bels. Unlike prior work focused on single-image segmen-
tation, CALICO also enables multi-image multi-granularity
understanding through object and part co-segmentation.

2.2. Part Segmentation

Part segmentation enables fine-grained understanding by
decomposing objects into semantically meaningful parts.
While numerous approaches have been proposed to ad-
dress this task, many are tailored to specific domains [24,
69, 70, 80] or are constrained to closed-set vocabular-
ies [12, 33, 42, 43]. A recent approach, VLPart [60],
tackles open vocabulary part segmentation by utilizing a
Mask R-CNN backbone [19] trained via contrastive learn-
ing to align predicted masks with CLIP text features [48],
enabling the model to label any object-part. PartGLEE
32] adopts a Q-Former-based architecture [30] to achieve
similar alignment of predicted masks with CLIP text fea-
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tures; however, in practice, the labels are constrained by
the input to these models’ text encoders. Many recent
works [27, 50, 54, 64, 71, 72] integrate the reasoning ca-
pabilities of LVLMs with segmentation models to augment
visual understanding of the LVLMs. These models enable
open-vocabulary object segmentation without being con-
strained to the input prompt. Most of these models, mo-
tivated by LISA [27], utilize LLaVA-based LVLMs [36] in
tandem with a decoder to predict segmentation masks.
While several of these works can also segment object
parts [27, 50, 71] — since their training data consists of
large annotated datasets with part information — their part
segmentation capabilities often lag behind their object seg-
mentation capabilities. Additionally, they also require ex-
plicit mention of object parts in the input prompt for suc-
cessful segmentation and fail to segment multiple parts of
an object. Instead, each part must be individually speci-
fied, e.g., by requesting to “segment the leg of the chair,”
to obtain the desired segmentation maps. In contrast, CAL-
ICO augments a pretrained LVLM with object and part co-
segmentation capabilities without the need for explicit part-
specific prompts, simplifying user input requirements and
allowing flexibility in instructing the model to infer and de-
lineate various objects and parts across different images.

2.3. Object/Part Co-Segmentation

Co-segmentation aims to identify and segment common ob-
jects across multiple images. Early works [28, 73, 76] em-
ploy CNNs with fully supervised training or finetuning on
co-segmentation datasets, while later works leverage the se-
mantic understanding of CLIP [14] or finetune an LVLM
on samples containing similar objects [47]. However, these
methods do not extend to co-segmenting object parts. Con-
versely, part co-segmentation involves simultaneously seg-
menting corresponding object parts across multiple images.
Previous methods tackle this task with unsupervised or self-
supervised learning [2, 7, 16, 23, 37]. DFF [8] employs ma-
trix factorization on features from a pretrained CNN, while
SCOPS [23] trains an encoder-decoder CNN with equiv-
ariance and semantic consistency losses for improved part
co-segmentation. More recently, [2] shows that DINO fea-
tures capture semantic and spatial correspondences useful
for identifying similar parts across images.

While effective at discovering part-level correspon-
dences, these methods lack the ability to assign semantic
part labels or generate segmentation masks for unique parts.
In this work, we introduce CALICO, a model that harnesses
SAM’s segmentation capabilities and DINOv2’s semantic
features [11, 45] to jointly perform part co-segmentation
and labeling. By integrating LVLMs with co-segmentation,
CALICO improves object-part reasoning across images with
diverse scenes, generating both co-segmentation masks and
semantic labels for unique and common parts.
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Figure 3. Overview of the CALICO Architecture for Part-Focused Semantic Co-Segmentation. CALICO employs a Q-Former cross-
attention module to query efficient image embeddings from a pretrained image encoder, which are passed as visual tokens into a Vicuna-
based LLM. We extract [ SEG] tokens from the output text, which are used to prompt a SAM decoder to produce corresponding segmenta-
tion masks. We propose two modules: the Correspondence Extraction Module (CEM), which captures semantic-rich part correspondences,
and Correspondence Adaptation Modules (CAMs), which inject this information into the LVLM. CEM/CAM details in Figure 4.

3. Method
3.1. Problem Definition

In part-focused semantic co-segmentation, the objective is
to generate a set of segmentation masks for a given set of
input images. Here, each mask corresponds to an input
image and indicates the pixels containing either the com-
mon object across all images or the shared and distinct parts
belonging to semantically similar objects (i.e., intuitively
comparable objects) within these images. Formally, given
Ny input images Xpage = {Ximage 10 Ximage Ny }, where
each Ximage i € R3*HixWi has height H; and width W, the
goal is to train a co-segmentation model F : Ximaee — M
to obtain a set of mask sets M = {My,--- , My, }, with
each M; = {(my1,c;1), -, (ming,, cing;)} containing
M masks and corresponding class labels associated with
image i. Here, each binary mask m;;, € {0, 1}7:>Wi as-
signs each pixel to a value of 1 if it covers the visual element
with semantic class label ¢;; and 0 otherwise. We denote
c; ={ci1, - ,cin, } as the set of class labels correspond-
ing to image ¢. When generating common object or part
masks across all images, we want ﬂf\i’l c; # &, whereas
when obtaining unique masks, we want ¢; N ¢,y = & Vi #
i’,1 < 4,9 < M;. To learn a model F that can address
this multifaceted task, we opt for an LVLM-based solution,
leveraging LLMs’ ability to tackle multiple tasks with a sin-
gle architecture and their flexibility in input/output process-
ing. The rest of this section details our model’s architecture.

3.2. CALICO Architecture

CALICO is an LVLM designed to generate multiple seg-
mentation masks per image across a series of images, high-
lighting both shared and distinct regions among them. In
addition to its core functionality, our model incorporates
modules aimed at integrating semantic correspondences be-
tween similar objects across images, alongside multi-image
understanding and segmentation. As illustrated in Figure 3,
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the architecture is composed of a Vicuna-based LLM M
in tandem with a vision module 7 and a vision-to-language
projection layer, which projects image embeddings from Z
into M’s language space.

Interleaved Vision-Language Inputs. CALICO is trained
to understand interleaved multi-image inputs. Given N;
input images Ximage € RN1x3XHXW and a vision mod-
ule 7 : R3XHxW y RSrxDr e obtain image embed-
dings Xembed € RN XD by Xived =T (Ximage )» Where
St and Dj are the image embedding sequence length and
hidden size, respectively. We then project these embed-
dings into the language model space with hidden size D
via fimage :RP7 1 RP to get

IO:fimage (Xembed):{I?, ... 719\]1} c RN1xSixD (1)

The final input T® € R%*P into M is composed of
interleaved text and image tokens T° {9, v,

. 7V§)Sp"' t?,--- ’V;?h... ,V?SN... ’th}’ where
t? is the i™ embedded text token at layer 0 (1 < i < Sp),
1) = {v), -, v, } are the S tokens pertaining to the
4™ image, and the superscript k& of T* represents the LLM
output at layer &k or input at layer £ + 1. The sequence
length S of T? thus sums up the text and image lengths,
i.e., S = Sy 4+ Ny x S;. Finally, we obtain predicted
outputs from the N-layered LLM by ™ = M (TO). In
practice, we encourage the LLM to develop comprehensive
multimodal understanding through prompts such as “The
<image> (IMAGEl) and <image> (IMAGE2)
provide an overview of the pictures.
Can you segment the common object in
these images?”, where the <image> tokens are
replaced with the projected embeddings of the correspond-
ing image. Each image is also associated with a unique
identifier (e.g., IMAGE1l, IMAGEZ2) for more convenient
and clear reference, avoiding any potential ambiguity
from using ordinal terms to refer to individual images in
multi-image settings, e.g., “the first” or “the second” image.

)



Vision Module. Observing the effectiveness and efficiency
of BLIP-2’s Q-Former cross-attention mechanism [30], es-
pecially in multi-image settings [31], we propose using
Q-Former in tandem with a strong CLIP vision encoder
[48, 61] to extract visual embeddings from the input im-
ages. Whereas projecting CLIP embeddings directly into
the language model space preserves their long sequence
lengths (e.g., 256 or 576 tokens [27, 50]) and thus increas-
ing compute, Q-Former uses a much shorter set of learnable
query tokens to extract visual information (e.g., 32 tokens
[30, 31]). Formally, our vision module Z consists of an
EVA-CLIP-g model C : R3*H>xW  RScxDo apd a Q-
Former cross-attention module Q alongside a set of learn-
able query tokens q € R57*P1 We first pass input im-
ages Ximage through the EVA-CLIP global encoder to ob-
tain Xgiopat = C (Ximage) € RN1xScxDc  We then obtain
our final visual embeddings by querying Q using q as the
query and Xgjopar as the key and value:

Xembed =9 ((L Xglobal) S RNI *xS1xDs . 2)

Pixel-Grounded Outputs. To enable pixel-level ground-
ing, we augment the model’s vocabulary with the
segmentation token [SEG] and teach it to output ground-
ing tags <p> and </p>, following recent work [50].
Through supervision, the model learns to ground a
noun phrase associated with the following segmenta-
tion token by enclosing it in the grounding tags, which
immediately precede the corresponding [SEG] token
(e.g., “The unique parts of the objects
are <p> the seat cushion </p> [SEG]
(IMAGE1l) and <p> the back pillow </p>
[SEG] (IMAGEZ2) .”). We append the image identifiers
immediately following [SEG] tokens to distinguish be-
tween tokens belonging to different images. To transform
the [SEG] tokens S = {Si,---,Sy,} < TX, where
each S; € R P corresponds to the set of S, predicted
masks associated with image 4, into segmentation mask

sets M = {1\711, . ,1\71 Ny }, our architecture incorporates

a Transformer-based grounding model [26], composed of
a grounding encoder G and a pixel decoder D. The input
images Xjmage are passed through the frozen encoder to
obtain grounding embeddings Xgoung as the vision signal
for the decoder by Xground = G (Ximage) € RNt xSpxDp,
For an encoded image Xgound i, the tokens in S; act as
prompts for the finetuned pixel decoder after being passed
through a projection layer ficgmenwtion : RZ > RPP,
Finally, the decoder D produces binary segmentation
masks accordingly by:

Mi =D (Xground iy fsegmemation(si)) .
3.3. Correspondence Extraction Module (CEM)

3)

Image features obtained from self-supervised Vision Trans-
formers (ViTs) [5, 11, 45] have been shown to exhibit rich
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Figure 4. Overview of our Correspondence Extraction and
Correspondence Adaptation Modules. In CALICO, k CAMs are
placed at every % layers in the N-layered LLM.

semantic information at part-level granularity across sim-
ilar, yet distinct object categories [2, 5, 75]. Motivated by
these findings, we design a fusion module to extract such se-
mantic information and facilitate part correspondence learn-
ing within the model. We define £ to be the semantic extrac-
tion process using a self-supervised ViT [5] similarly to [2],
and obtain semantic embeddings Xemanie € RN X9 % Ds |
where Sg and Dg are the sequence length and hidden size
of the semantic image embeddings, respectively. We then
use Xgemantic as the key and value for a cross-attention ex-
traction mechanism A with the queried EVA-CLIP embed-
ding Xyiobal to get semantic-rich global embeddings X{;p,-
This process is formalized by:

Xt = € (Kige) c RNXSexDe g
Xemantic = € (Ximage) c RN X SsxDg (5)
X/gl‘)bal =A (XgIObah Xsemamic) S RN1xSoxDe (6)

This fusion process produces strong semantic embeddings
X’global, which are subsequently utilized for the visual ex-
traction process performed by the Correspondence Adapta-
tion Modules, detailed in the next section.

3.4. Correspondence Adaptation Module (CAM)

Due to the high cost of training LLMs with billions of pa-
rameters, many works have taken advantage of adaptive
modules, with sizes merely a fraction of the LLMs’ original
sizes, by freezing the LLMs and only training the modules
for downstream tasks [20, 21, 31, 74]. These works have
demonstrated strong performance and high efficiency while
also avoiding catastrophic forgetting [53, 63]. In particu-
lar, VPG-C [31] effectively exhibits the capability to adapt
an LLM to multi-image reasoning while only accounting
for 0.09% of the entire model’s parameter count. Inspired
by this finding, we leverage VPG-C for multi-image corre-
spondence adaptation. Specifically, at select layers [ € L,
we linearly project the last input token tlST € RP via






(a) Common Object

(b) Common Parts

(c) Unique Parts

The common object is | the person .

The images include a car .

The images show |a snake| and 'a dog|.

The detected common parts are a body and jahead .

The images show a bed and [a pool table .

The unique parts present are |a headboard , fabed|, and a pocket .

Figure 6. Qualitative Results. CALICO can co-segment (a) common objects, (b) shared parts between objects from different classes, and
(c) distinct parts unique to each object. Our model demonstrates pixel-grounded understanding of various non-rigid (e.g., humans, animals)
and rigid objects (e.g., car, bed), including less common objects and their parts (e.g., the bed and pocket of a pool table).

Method | APSO mloU Recall | SS  S-IoU
Cascade [1, 22, 27] 5.7 27.9 19.0 322 14.8
Multi-Image PartGLEE [32] 1.2 29.3 9.7 78.5 633
Multi-Image VLPart [60] 13.4 42.8 346 | 59.1 465
Multi-Image GLaMM [50] 42.9 59.9 54.9 76.8 712
Multi-Image LISA [27] 41.4 59.7 55.5 78.7 72.5
CALICO (ours) 459 63.7 59.7 | 82.7 771

Table 1. Experimental Results on MIXEDPARTS. The first three
metrics are segmentation-based, while the last two are text-based.
CALICO outperforms baselines across all metrics.

part-focused semantic co-segmentation — common objects,
common parts, unique parts — and their average, which re-
flects overall performance on the MIXEDPARTS test set.

Baselines. To the best of our knowledge, this is the first
effort to tackle multi-image part-focused co-segmentation
with part label identification. There is thus a lack of base-
lines for this new task, which we rectify by designing our
own baselines from strong pretrained models in the seman-
tic segmentation literature. Our baselines comprise three
zero-shot approaches: one modular method (Cascade) that
combines pretrained models [1, 22, 27], each excelling at
a different aspect of our novel task, and two methods that
leverage state-of-the-art part segmentation models to com-
pare their outputs (PartGLEE [32] and VLPart [60]). Ad-
ditionally, we report results for two finetuned segmentation-
based LVLMs (GLaMM [50] and LISA [27]). Implemen-
tation details for all models are available in Appendix C.

5.1. Experimental Results

Table 1 presents results comparing CALICO against our
baselines. CALICO demonstrates superior performance on
all metrics compared to all zero-shot and finetuned ap-
proaches, achieving relative gains of 7.0%, 6.3%, and 7.6%
on segmentation-based metrics AP50, mloU, and Recall, re-
spectively, and 5.0% and 6.3% on text-based metrics SS and
S-IoU. These performance gains come with no overhead; in
fact, as shown in Figure 2, CALICO demonstrates high effi-
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ciency compared to LISA and GLaMM in terms of TFLOPS
and inference time. Details can be found in Appendix D.1.

The cascade method fails to perform well on our task,
highlighting the task’s challenging nature and suggesting
that it cannot be addressed merely by combining standalone
modules. Although PartGLEE and VLPart demonstrate
strong zero-shot single-image object-part segmentation per-
formance, they struggle with our multi-image tasks. In
particular, PartGLEE produces 29 object predictions per
image on average, increasing its likelihood of matching
ground truth labels; yet CALICO’s text scores are superior
despite focusing on a single most relevant object in context.
When finetuned on MIXEDPARTS, Multi-Image GLaMM
and LISA exhibit performance improvements compared to
the zero-shot baselines. However, GLaMM still lags be-
hind CALICO’s performance despite both initialized from
the same weights, demonstrating the effectiveness of our
proposed modules, which we further ablate in Section 5.2.

Qualitative results in Figure 6 showcase CALICO’s
strong pixel-level understanding across all three tasks in
part-focused semantic co-segmentation. Our model effec-
tively localizes both non-rigid objects (e.g., humans, ani-
mals) and rigid ones (e.g., cars, beds), and demonstrates
part-level reasoning even for less common object classes
and their parts, such as the bed and pocket of a pool ta-
ble. Furthermore, Figure 7 illustrates CALICO’s contextual
understanding, where different image pairings prompt the
model to segment different objects accordingly, rather than
defaulting to the most salient object in each image. Addi-
tional experiments are detailed in Appendix D.

5.2. Ablations

CALicO Components. We perform ablations to assess
the contribution of each component in CALICO, includ-
ing the Correspondence Extraction Module (CEM) and the
Correspondence Adaptation Module (CAM), alongside Q-



The images include a car .

Figure 7. CALICO In Context. CALICO outputs are highly
context-driven when distinguishing objects across images, despite
variations in angle, size, saliency, efc.

Former and DINOv2. Table 2 reports results for CALICO
variants: without Q-Former (w/o Q-Former), without DI-
NOvV2 in CEM (w/o DINO), without CEM (w/o CEM),
without CAMs (w/o CAM), or removing both (w/o CEM
w/o CAM). Specifically, the w/o CEM variant fuses each
LVLM layer’s image embeddings with only the previous
layer’s last hidden state, while w/o CAM injects CEM fea-
tures without fusing them with the last hidden state. In the
w/o DINO setting, no cross-attention is applied, as there
are no DINOv?2 features to fuse with EVA-CLIP. Since our
CEM and CAM modules are designed for models with Q-
Formers, we approximate the w/o Q-Former variant using a
linear projection, similar to the linear ablation in [31].
Ablation results show that each proposed module con-
tributes to CALICO’s ability to accurately co-segment and
identify common objects, common parts, and unique parts.
Firstly, removing Q-Former — and thus disabling most of
CAM and CEM - leads to a substantial drop in performance
compared to CALICO, underscoring its importance within
our model architecture. Removing CEM results in a de-
crease in performance across all metrics relative to CAL-
ICO and demonstrates comparable performance to the “w/o
DINO” variant, highlighting the critical role of both DI-
NOv2 and CEM in CALICO. CEM substantially contributes
to segmentation performance as this module enables the
model to learn semantic relationships in multi-image con-
texts. Excluding the CAM modules leads to a decline in la-
beling performance, suggesting that CAM facilitates the in-
tegration of image-derived features into the language space.
Interestingly, keeping CAM while removing CEM results
in worse performance than removing both, indicating that
CAM may introduce redundant or uninformative features
when not guided by external signals from CEM. In con-
trast, when CEM is present, removing CAM still outper-
forms the variant without both modules, and full CALICO
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Figure 8. Ablations on CAM layer injection.
Setting | AP50 mloU Recall | SS  S-IoU
w/o Q-Former 385 592 448 [645 556
w/o DINO 439 617 571 | 802 745
w/o CEM 436 616 575 | 808 752
w/o CAM 459 633 597 | 820 765
w/o CEMw/o CAM | 44.1 627 581 |8l.6 1763
CALICO 459 637 597 |87 711

Table 2. Ablations on CALICO Components, including Q-
Former, DINOV2, the Correspondence Extraction Module, and the
Correspondence Adaptation Modules.

achieves the best results. This demonstrates that CAM is
most beneficial when there are external semantic signals for
the part-focused semantic co-segmentation task.

CALICO Injecting CAMs. We perform further ablations
to examine the efficacy of injecting 2 evenly spaced Cor-
respondence Adaptation Modules (CAM) into our CALICO
LVLM, and present results in Figure 8. Past works [31, 68]
have demonstrated the effectiveness of using or injecting in-
formation at the intermediate layer % as guidance for learn-
ing. Since our task involves multimodal understanding at
multiple granularities (object and part), we use 2 evenly
spaced layers to incorporate semantic features at different
levels of the LVLM’s learning, encouraging the model to fo-
cus on various object-part correspondences. This results in
the best segmentation and labeling performance compared
to the 1-layer or 3-layer variants.

6. Conclusion

This paper introduces the novel task of part-focused se-
mantic co-segmentation, which involves the segmentation
of common and unique parts across multiple images, laying
the groundwork for future research in enhancing the capa-
bility of Large Vision-Language Models (LVLMs) to ana-
lyze and interpret complex visual data in a granular man-
ner. To solve this task, we propose CALICO, an LVLM
that incorporates a novel correspondence extraction mod-
ule and an adaptation module to handle multi-image part
relationships. Experiments conducted on the newly curated
MIXEDPARTS dataset demonstrate that CALICO can effec-
tively identify and segment common/unique parts with high
accuracy, outperforming existing models.
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