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Abstract

Modern autonomous driving perception systems utilize
complementary multi-modal sensors, such as LiDAR and
cameras. Although sensor fusion architectures enhance
performance in challenging environments, they still suffer
significant performance drops under severe sensor failures,
such as LiDAR beam reduction, LiDAR drop, limited field
of view, camera drop, and occlusion. This limitation stems
from inter-modality dependencies in current sensor fusion
frameworks. In this study, we introduce an efficient and
robust LiDAR-camera 3D object detector, referred to as
MoME, which can achieve robust performance through a
mixture of experts approach. Our MoME fully decouples
modality dependencies using three parallel expert decoders,
which use camera features, LiDAR features, or a combina-
tion of both to decode object queries, respectively. We pro-
pose Multi-Expert Decoding (MED) framework, where each
query is decoded selectively using one of three expert de-
coders. MoME utilizes an Adaptive Query Router (AQR) to
select the most appropriate expert decoder for each query
based on the quality of camera and LiDAR features. This
ensures that each query is processed by the best-suited ex-
pert, resulting in robust performance across diverse sen-
sor failure scenarios. We evaluated the performance of
MoME on the nuScenes-R benchmark. Our MoME achieved
state-of-the-art performance in extreme weather and sensor
failure conditions, significantly outperforming the existing
models across various sensor failure scenarios.

1. Introduction

Accurate 3D perception is crucial for the safe and reli-
able operation of autonomous vehicles [1, 12, 30]. Multi-
modal perception systems enable more reliable understand-
ing of environments by leveraging the complementary char-
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Figure 1. Comparisons of several LIDAR-camera fusion meth-
ods. (a) Single decoder, (b) Separate decoder, and (c) Proposed
MoME. MoME utilizes three parallel decoders, each processing
camera features, LIDAR features, or a combination of both, to de-
couple dependencies between the modalities. It adaptively routes
each query to the most suitable decoder based on the quality of the
camera and LiDAR features.

acteristics of different sensors [21, 22, 29, 33]. Each sensor
modality brings distinct benefits: cameras capture rich se-
mantic information, LiDAR provides precise 3D geometric
details, and radar ensures reliable long-range detection even
under adverse weather conditions. Consequently, sensor fu-
sion plays a pivotal role in enhancing perception robustness.

Recent advances in multi-modal perception have mainly
focused on intermediate-level fusion strategies, which com-
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Figure 2. Comparison of predictions and performance of dif-
ferent fusion methods. Left: Examples of detection results for
a single object. For visualization, red boxes indicate predictions
from the LiDAR-camera decoder, blue boxes from the LiDAR de-
coder, and orange boxes from the camera decoder, with ground
truth (GT) shown in black. Right: NDS performance across var-
ious scenarios—Clean, LiDAR drop, Limited FOV, and Camera
drop. (a) Under sensor failure, predictions are prone to error due
to the corrupted modality. (b) Due to uncalibrated confidence
score scales, lower-quality predictions may have higher confidence
scores. (c) The proposed method selects the optimal decoder for
decoding each object query.

bine intermediate features extracted from multiple modal-
ities [16, 21, 29, 31, 33, 36]. This fusion strategy can
improve the quality of intermediate features, contributing
to robust performance across various scenarios. However,
their performance can degrade significantly when one sen-
sor is affected by severe noise, occlusion, or failure. This
limitation arises from inter-modal dependencies, where
contamination in one sensor can impair the overall qual-
ity of multi-modal perception. Such dependencies are chal-
lenging to avoid in current fusion models, as utilization of
high-level interactions between sensors is essential for ef-
fective information fusion.

As autonomous vehicle safety becomes increasingly crit-
ical, ensuring robustness under sensor failure conditions has
emerged as a key challenge in the field. Sensor failures en-
compass a range of real-world issues, including complete
sensor malfunctions, partial impairments (such as a reduced
field of view or decreased resolution), and adverse condi-
tions (such as occlusion or contamination). These chal-
lenges can significantly degrade perception performance,
even when sensor fusion methods are employed.

Recent studies [9, 24, 25, 29] aimed to facilitate robust-
ness to such sensor failures for 3D perception. MetaBEV
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[9] proposed a robust sensor fusion technique that applies
successive cross-modal attention using multi-modal fea-
tures. RobBEV [24] mitigated inter-modality interference
by employing mutual deformable attention, where each
modality queries features from the other and vice versa.
UniBEV [25] aligned camera and LiDAR features adap-
tively through channel-normalized weights. CMT [29] em-
ployed position-encoded cross-attention for feature fusion,
combined with masked-modal training. While these meth-
ods have effectively mitigated the impact of sensor failures,
we argue that they have not fully resolved the issue, as the
features from the two modalities remain coupled, leading
to inevitable performance drops (see Fig. 2 (a)). Conse-
quently, the performance of sensor fusion may often fall
short of what could be achieved with a single, fully func-
tioning sensor.

This paper addresses the aforementioned challenges in
LiDAR-camera fusion, a commonly used sensor suite in
autonomous driving and robotics. Inspired by the Mix-
ture of Experts (MoE) framework [19], which has been
widely adopted in natural language processing to enhance
model performance and efficiency, we introduce the Multi-
Expert Decoding (MED) framework. In MoME, three par-
allel Transformer decoders, called expert decoders indepen-
dently utilize camera features, LiDAR features, and their
combination to decode shared object queries (see Fig. 1 (b)
and (c¢)). This approach decouples modality dependencies,
protecting the detector from the impacts of sensor failures.

A straightforward way to utilize these expert decoders is
to have them process the queries in parallel [4] and select
the output based on a confidence score, as shown in Fig. |
(b). However, this approach poses two major challenges.
First, as illustrated in Fig. 2, the decoders operate inde-
pendently, leading to uncalibrated confidence scores, which
complicates fair comparison and results in suboptimal per-
formance. Second, the decoding complexity is tripled, im-
posing a computational burden on 3D perception. Our study
addresses these issues to present an efficient, robust sensor
fusion architecture.

In this paper, we propose a novel LiDAR-camera fusion
model for 3D object detection, named Multi-mOdal Mixutre
of Expert (MoME), designed to be resilient under adverse
sensor failure conditions. MoME builds upon DETR [3],
utilizing a Transformer to progressively decode a fixed set
of object queries into detection results across multiple lay-
ers. To enhance robustness, MoME incorporates the MED
framework into DETR, where three parallel decoders are
used as expert modules, as illustrated in Fig. 1 (c).

To enable an efficient decoding process, MoME selec-
tively assigns each object query to one of three expert de-
coders. This selection is managed by the Adaptive Query
Router (AQR), which dynamically determines the most
suitable expert based on the quality of LiDAR and camera



features. AQR extracts positional information from each
query and aggregates multi-modal features within a local
region identified by the Local Attention Mask. It then ap-
plies cross-attention with these local features to compute
modal selection probabilities, ensuring that each query is
processed by the most appropriate expert decoder. By train-
ing with synthetic sensor drop augmentation, our MED
framework learns to select the expert decoder that optimizes
performance. Additionally, by assigning each query to only
one of the three decoders, our approach maintains a decod-
ing complexity comparable to that of a single decoder, as
shown in Fig. 1 (a).

We evaluated the performance of MoME on widely used
nuScenes dataset [2]. We followed nuScenes-R bench-
mark [34], which includes six critical sensor failure scenar-
ios. MoME achieved state-of-the-art (SOTA) performance
across most sensor failure scenarios. Notably, compared
to the latest SOTA method, CMT [29], MoME demon-
strates significant performance gains, with +4.2% mAP in
LiDAR-drop scenarios, +1.9% mAP in camera-drop scenar-
i0s, and +6.7% mAP in limited FOV scenarios. Addition-
ally, MoME’s superior performance under extreme weather
conditions underscores its potential to enhance robustness
in adverse real-world environments.

The key contributions of our study are summarized as
follows:

1. We propose a new LiDAR-camera fusion architecture re-
silient to sensor failures. Our MoME method employs
three parallel expert decoders that separately utilize cam-
era features, LiIDAR features, and a combination of both.
This approach effectively decouples inter-modality de-
pendence.

We propose a MED framework in which one of three
decoders is selected to decode each query. To this goal,
we devise an AQR model that produces the probability
of selecting the expert decoder based on the quality of
modality-specific features.

The multi-expert decoder structure in MoME is straight-
forward to implement and can be readily integrated into
any Transformer-based feature fusion architecture. Fur-
thermore, as each query is assigned to only one expert
decoder, the computational overhead of MoME remains
minimal.

MoME achieved SOTA performance among existing
camera-LiDAR fusion methods under various sensor
failure conditions and extreme weather scenarios.

. The code will be publicly available.

2.

2.1. Sensor Failure

Related Works

Recent benchmarks [6, 11, 34] have introduced compre-
hensive evaluation protocols for sensor failures and degra-
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dation, addressing the limitations of existing autonomous
driving datasets that primarily focus on ideal driving condi-
tions. Several approaches have been proposed to maintain
robust perception under sensor failures. MetaBEV [9] em-
ploys modality-arbitrary BEV-evolving decoder with cross-
modal attention, while UniBEV [25] proposes channel-wise
normalization for BEV feature alignment. CMT [29] and
MetaBEV [9] leverage sensor dropout as data augmentation
to improve robustness against sensor failures. However, the
joint multi-modal learning scheme in existing methods cre-
ates inter-modal dependencies, leading to cascading perfor-
mance degradation under sensor failures. In this work, we
propose MED framework that processes each modality in-
dependently, enabling selective handling of sensor corrup-
tion while preserving cross-modal complementarity.

2.2. Mixture of Experts

MoE [19] enables linear scaling of model capacity with
minimal computational complexity by dynamically select-
ing top-K experts from a pool of independent networks.
Each expert specializes in distinct patterns, facilitating effi-
cient decomposition of complex tasks into specialized sub-
networks. However, this multi-expert routing mechanism
often leads to training instability and convergence issues.
Switch Transformer [8] addressed these limitations by im-
plementing single-expert routing, significantly improving
training efficiency and scalability. The MoE approach has
recently received attention in computer vision applications.
V-MoE [17] extended the concept to Vision Transformers
[7]. MetaBEV [9] leveraged MoE architecture to mitigate
gradient conflicts in multi-task learning scenarios.

In this work, we extends the MoE paradigm to multi-
modal perception tasks, by leveraging its capability to han-
dle heterogeneous inputs through specialized expert net-
works. This approach naturally aligns with sensor fusion
scenarios where input reliability varies dynamically.

3. Proposed Method

3.1. Overview

The overall architecture of MoME is depicted in Fig. 3.
We employ VoxelNet [35] as a backbone to encode LiDAR
points P, € RM*3_ The network first discretizes P; into 3D
voxels, then hierarchically extracts voxel features through
a series of 3D sparse convolutions. The voxel features are
then projected onto a BEV and processed through a series
of 2D convolutional layers to generate BEV features F; €
RHXWixD ' \where (H;, W)) is the size of BEV features
and D is the channel dimension. We utilize VoVNet [13] to
encode multi-view camera images separately. It generates
2D multi-view camera features F, € RV *HexWexD ywhere
V' is the number of camera views, (H., W,) is the size of
2D camera features, and D is the channel dimension. These
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Figure 3. Overall structure of MoME. MoME utilizes three expert decoders, each specialized for processing LiDAR, camera, or LiDAR-
camera features. The AQR dynamically assigns each object query to the most suitable expert decoder in an adaptive manner. The operation
of AQR relies on local features filtered through the Local Attention Mask.

complementary features F; and F, are flattened into F] €
RUEWOXD and F! ¢ RVHWe)XD - respectively. These
two flattened features are then concatenated to obtain the
fused LiDAR-camera features F}, € RULWi+VHWe)xD,

To produce detection results, MoME decodes object
queries Q@ € RY*P using F/, F/, and F}, as keys and val-
ues. For robust decoding, we employ three expert decoders:
the LiDAR decoder, the camera decoder, and the LiDAR-
camera decoder. Specifically, the LIDAR decoder performs
cross-attention using Fl/, the camera decoder uses F’, and
the LIDAR-camera decoder uses F},. The MED framework
assigns each of the N queries to one of the three expert de-
coders which is selected by the AQR module. AQR selects
the appropriate decoder for each query based on local fea-
tures pooled from F}, centered at the position indicated by
each query. As a result, the MED framework partitions the
queries into three groups, which are then processed by the
LiDAR decoder, camera decoder, and LiDAR-camera de-
coder, respectively. Finally, the decoded queries are used to
generate 3D bounding boxes and class scores.

3.2. Multi-Expert Decoding

The structure of the MED framework is illustrated in
Fig. 3. The MED framework consists of two main compo-
nents: (1) MED that employs three expert decoders capable

of independently processing queries using LiDAR features,
camera features, or a combination of both, and (2) AQR that
dynamically assigns each query to the most suitable expert
decoder in an adaptive manner. Each expert decoder adopts
the decoder structure from DETR.

Let ¢; € R'*P represent the i-th object query within the
set () of object queries. The AQR processes both g; and
the multi-modal features F, to produce the modal selection
probabilities p; = [pi.i, Pi.c, Pi,ic)- The expert decoder re-
sponsible for decoding the i-th query is determined based
on the probability with the highest value. Consequently, the
object queries are grouped into ., Q;, and Q;., where

@mod = [¢: € Q | argmax(p;) = mod], (1)
and mod € {l,c¢,lc}. These query groups are decoded in
parallel using the corresponding expert decoders, resulting
in the updated queries @, @)}, and Q.. Finally, a Feed-
Forward Network (FFN) is applied to these updated queries
to predict the final detection results.

3.3. Adaptive Query Router (AQR)

AQR employs locality-aware adaptive routing to deter-
mine the most appropriate expert decoder for each query.
This process begins by calculating a Local Attention Mask
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that identifies the local features in the LiDAR BEV and
camera domains associated with the i-th query.

The construction of the Local Attention Mask is depicted
in Fig. 3. The mask has the same dimensions as F}, and the
elements have binary values. Let the i-th object query g;
be associated with a reference point p; ror = (2, v, 2)T in
3D coordinates. This reference point is projected onto the

LiDAR BEV domain resulting in p\ ), , = (27,3)". Simi-

larly, it is also projected onto one of the multi-view camera

domains producing pfcﬁe 5 = (2¢,y.)". All elements of the
Local Attention Mask are set to zero while those within an
[; x l; window centered at pElT), of in the LiDAR BEV do-

(e)

i,ref

main and within an /. x [. window centered at p in the
camera view are set to one.

Finally, AQR applies masked cross-attention, where the
binary Local Attention Mask serves as the mask, the multi-
modal features Fl/c are used as the key and value, and the
set of queries () is used as the query. A softmax function
is applied to the output of each decoded query to compute
modal selection probabilities, which are then used to assign

the query to the appropriate expert decoder.
3.4. Training Details

To train MoME, it is crucial to guide the model to uti-
lize the expert decoder unaffected by sensor failures. To
achieve this, we randomly drop either the camera or Li-
DAR input during training, with each sensor having a 1/3
probability of being dropped, and no sensor dropped for the
remaining 1/3 [29]. Although we simulate complete sen-
sor failure during training, our approach is also effective in
partial sensor failure scenarios, as the routing operation of
AQR relies on local features identified by the Local Atten-
tion Mask. Consequently, the appropriate expert decoder is
selected based on the local features pointed by each query.
Furthermore, our experiments in the next section demon-
strate that our method, trained solely under these synthetic
drop conditions, generalizes well to other types of sensor
failures. Notably, our method is data-scalable, as it does
not require generating various types of sensor failures for
training data.

The training process consists of three stages. In the first
stage, all object queries in @) are processed in parallel by
each expert decoder without applying sensor drop data aug-
mentation. The decoded queries from each expert decoder
are matched with GT through bipartite matching, and all
expert decoders are simultaneously trained using the loss
function

»Clst = »Cl + »Cc + »Clca (2)

where L;, L., and L;. represent the detection losses asso-
ciated with LiDAR, camera, and LiDAR-camera decoders,
respectively. We employ the focal loss [18] for classifica-
tion and the L1 loss for box regression.
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In the second stage, we freeze the pre-trained expert de-
coders and focus on training the AQR module. During this
stage, we simulate sensor failure scenarios by randomly
dropping LiDAR or camera sensors. Supervisory labels
are generated as y; = [0,1,0] when LiDAR is dropped,
vi = [1,0, 0] when the camera is dropped, and y; = [0, 0, 1]
when neither sensor is dropped. We train AQR using

N
Lona =Y _ CE(yi,pi);

i=1

3)

where CE denotes the cross entropy loss between the modal
selection probabilities p; and the experts label y;.

4. Experiments

4.1. Experimental Setup

Datasets and metrics. We evaluate the performance of
MoME using the nuScenes dataset [2] and its variants,
nuScenes-R [34] and nuScenes-C [6]. nuScenes [2] is a
driving dataset collected using a 32-beam LiDAR scanner
operating at 20 Hz and six cameras providing 360° cov-
erage. In total, it consists of 1.4 million camera images,
390 thousand LiDAR sweeps, and 1.4 million annotated 3D
bounding boxes across 40 thousand keyframes, with anno-
tations at 2Hz. The dataset includes 700 training scenes,
150 validation scenes, and 150 test scenes.

nuScenes-R [34] is a variant of the nuScenes dataset, cre-
ated by simulating sensor failures for LiDAR and camera
inputs. In our experiments, we consider five types of sensor
failure scenarios:

LiDAR Drop: All LiDAR point clouds are removed.
Limited FOV: The scanning angle is restricted to a range
of —60° to 60°.

Object Failure: LiDAR points within each bounding box
are removed with a 50% probability.

Camera View Drop: All multi-view camera images are
set to zero.

Occlusion: Predefined mud masks are applied to the im-
ages.

These scenarios enable us to evaluate models under differ-
ent sensor failure conditions.

nuScenes-C [6] systematically generates 27 types of
common corruptions in 3D object detection for both Li-
DAR and camera sensors. The corruptions are grouped
into weather, sensor, motion, object, and alignment levels,
covering the majority of real-world corruption cases. Our
experiments consider extreme weather conditions including
dense fog, snow, and sunlight glare.

Our model was trained on the nuScenes [2] training
set with simulated camera and LiDAR drop scenarios as
described in Section 3.4. It was then evaluated on the
nuScenes validation set, as well as on nuScenes-R [34] and
nuScenes-C [6].



LiDAR failures Camera failures

Method Clean Perf. Ratio (R) | Beam Reduction | LiDAR Drop | Limited FOV | Object Failure View Drop Occlusion

4 beams all [-60, 60] rate = 0.5 6 drops w obstacle
mAP NDS | mAP NDS | mAP NDS mAP NDS | mAP NDS | mAP NDS | mAP NDS | mAP NDS
DETR3D [28] 349 434 | 205 334 - - - - - - - - 0.0 0.0 143 290

CenterPoint'[32] 562 647 | 289 51.9 20.9 429 0.0 0.0 157 430 | 284 485 - - - -
UniBEV[25] 642 685 | 758 83.7 45.1 56.1 350 422 | 359 501 | 57.1 640 | 582 653 | 60.5 664
TransFusion [1] 66.9 709 | 544 66.8 - - 0.0 0.0 203 458 | 346 536 | 61.6 674 | 655 70.0
BEVFusion'[21] 679 710 | 552 67.8 43.0 55.4 0.0 0.0 21.1 456 | 392 546 | 562 635 | 653 69.6
MetaBEV [9] 68.0 715 | 754 82.5 - 57.7 39.0 426 - 47.0 - 67.6 | 63.6 692 - 70.0
BEVFusion[16] 68.5 714 | 62.1 72.5 46.4 57.3 0.2 4.0 220 458 | 632 68.0 | 588 66.1 | 648 694
Deeplnteraction’[31] | 69.9 72.6 | 58.9 64.9 46.5 54.9 0.0 0.0 212 427 | 60.8  63.7 539 551 | 645 66.2
CMT![29] 703 729 | 784 84.4 54.9 62.2 383 447 | 439 540 | 667 704 | 61.7 68.1 | 650 69.8
UniTRT[23] 70.5 733 | 54.8 68.5 471 59.6 0.1 L5 224 481 | 383 556 | 604 674 | 627 689
SparseFusion’ [36] 71.0 73.1 | 624 71.3 49.8 59.6 0.0 0.0 240 456 | 652 695 597 672 | 6712 710
MoME (ours) 712  73.6 | 80.5 86.2 55.0 63.0 425 482 | 50.6 583 | 67.0 710 | 63.6 69.5 | 656 705

Table 1. Comparison under various sensor failure scenarios on nuScenes-R dataset. Italic denotes the degree of sensor failure.

Note

that DETR3D uses only cameras, while CenterPoint uses only LiDAR. ’1’ indicates reproduced results using their open-source code.
MOoME achieves state-of-the-art performance across most tasks, significantly surpassing prior methods in the relative performance ratio R.

We adopted two widely used performance metrics
for nuScenes: mean Average Precision (mAP) and the
nuScenes Detection Score (NDS). mAP was computed from
a bird’s-eye view over 10 object classes, with distance
thresholds of {0.5m, 1m, 2m, 4m}. NDS was obtained
by combining mAP with mean errors in translation, scale,
orientation, velocity, and attributes. Additionally, we evalu-
ated the robustness using a relative performance ratio R =
mPgr/Pc, where Pco denotes the clean performance and
mPpr represents the average performance across adverse
conditions. The m Pp, is given by

1
mPR:N2P§. 4)

where N represents the total number of adverse cases con-
sidered and P}, denotes the performance evaluated under
the ¢-th adverse condition among the N cases.
Implementation details. We adopt VoVNet [13] and Vox-
elNet [35] as the image and LiDAR backbones, respec-
tively. In our architecture, the expert decoders utilize a 6-
layer Transformer decoder with shared weights, while the
AQR module consists of a single cross-attention layer. The
attention mask sizes /; and /. were empirically set to 5 and
15, respectively. Our training procedure consists of two
stages: We first trained the modality backbones and ex-
pert decoders for 20 epochs. Subsequently, we froze these
networks and trained the AQR module for additional two
epochs. While training the model, we employed Class-
balanced Grouping and Sampling (CBGS) [37] and data
augmentation, as suggested in [29]. The CBGS strategy
was applied during the first stage only. For data augmen-
tation, we considered random flipping along X and Y axes,
rotation, scaling, translation, and ground-truth sampling.
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Rainy Night
Method Modality

mAP NDS mAP NDS
BEVDet [10] C 30.1 432 120 21.7

BEVFormer [14] C 44.0 - 21.2 -
PETR [15] C 41.9 50.6 17.2 24.2

CenterPoint [32] L 59.2 - 354 -
Transfusion-L [1] L 64.0 69.9 375 435
Transfusion [1] LC 67.5 719 398 44.7
Deepinteraction [31] LC 69.4 70.6 423 43.8

BEVFusion [16] LC 69.9 - 42.8 -

GraphBEV [20] LC 70.2 - 45.1 -
CMT [29] LC 70.5 73.7 428 46.3
UniTRT[23] LC 71.1 744  36.6 433
SparseFusion T [36] LC 70.2 733 4338 46.4
MoME (ours) LC 72.2 748 43.0 46.6

Table 2. Comparison under adverse weather conditions on
nuScenes validation set. ‘L’ and ‘C’ represent camera, LiDAR,
respectively.

4.2. Performance Comparison

Table | presents the performance of MoME on both the
nuScenes validation set and the nuScenes-R dataset. Un-
der sensor failure conditions, MoME significantly outper-
forms the latest robust sensor fusion methods designed to
handle such failures, including MetaBEV [9], CMT [29],
and UniTR [23]. MoME achieves substantial improvements
in the relative performance ratio R with gains of +2.1% and
+1.8% over the previous SOTA method, CMT [29]. No-
tably, MoME demonstrates exceptional performance in lim-
ited FOV scenarios, surpassing CMT by 6.7% in mAP and
4.3% in NDS. These results highlight MoME’s effective-
ness in handling partial sensor failures, leveraging the local
attention mask in AQR.

Table 2 presents the performance of MoME under rainy



Method Modality = Fog  Snow  Sunlight
PGD [27] C 12.8 2.3 22.8
FCOS3D [26] C 13.5 2.0 17.2
DETR3D [28] C 27.9 5.1 41.6
BEVFormer [14] C 32.8 5.7 41.7
PointPillars [12] L 24.5 27.6 23.7
SSN [38] L 41.6 464 40.3
CenterPoint [32] L 43.8 55.9 54.2
FUTR3D [5] LC 532 527 57.7
Transfusion [1] LC 53.7 63.3 55.1
BEVFusion [16] LC 54.1 62.8 64.4
Deeplnteraction [31] LC 54.8 62.4 64.9
CMT [29] LC 66.3 62.6 63.6
MOoME (ours) LC 67.9  63.5 65.2

Table 3. Comparison under extreme weather conditions on

nuScenes-C.
Method Clean Perf. Ratio (R) | Latency
ME AQR LAM | mAP NDS | mAP NDS ms
703 729 78.4 84.4 270
v 334 518 113 99.5 310
v v 71.0 736 74.1 83.2 274
v v v 712 73.6 80.5 86.2 274

Table 4. Ablation studies on MoME components. ME denotes
Multiple Expert decoders, AQR denotes Adaptive Query Router,
and LAM indicates Local Attention Mask.

and nighttime conditions on the nuScenes validation set. We
used the same model as in Table | without retraining. De-
spite not being explicitly trained for these scenarios, MoME
demonstrated superior performance.

Under rainy conditions, where both LiDAR and camera
sensors are significantly affected, MoME outperforms ex-
isting methods, achieving 72.2% mAP and 74.8% NDS. In
nighttime conditions, MOME maintains competitive perfor-
mance despite the challenges posed by low visibility. These
results highlight MoME’s adaptability to diverse weather
conditions, with particularly strong robustness in rainy en-
vironments.

Table 3 presents MoME’s performance under extreme
weather conditions on the nuScenes-C dataset. MoME con-
sistently outperforms other methods, achieving mAP gains
of +1.6%, +0.9%, and +1.6% over CMT under fog, snow,
and sunlight conditions, respectively.

4.3. Ablation Studies

Contribution of Main Components. In this section, we
analyze the contribution of each component to overall per-
formance. Table 4 presents an ablation study conducted
on the nuScenes validation set for the clean case and the
nuScenes-R set for failure cases.

We use the single decoder as our baseline, adopting the
architecture of CMT [29]. When incorporating Multiple
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Allocated queries LiDAR-Cam Expert
94%
8%
0%
38%
81%
90%
99%
95%
94%
99%
99%

LiDAR Expert
0%
0%

100%
0%
15%
0%
0%
0%
0%
0%
0%

Camera Expert
6%
92%
0%
62%
4%
10%
1%
5%
6%
1%
1%

Clean
LiDAR Drop
Camera Drop
Limited FOV

Occlusion
Object Failure
Fog
Snow
Sunlight
Rainy
Night

Table 5. Query allocation results across different failure sce-
narios. The table presents the percentage of query selections
across different scenarios.

Experts (ME), we utilize separate decoders without a rout-
ing procedure. Among the outputs from these decoders, we
select one based on its confidence score. However, this ap-
proach leads to a significant performance drop due to uncal-
ibrated confidence scores from independently optimized de-
coders. Although the relative performance ratio R appears
to improve, this is primarily due to a considerable decline
in performance for the clean case, rather than an actual in-
crease in robustness.

Next, we introduce the AQR module, applying global
attention while omitting the local attention mechanism of
LAM. AQR effectively resolves the score calibration issue
and restores performance by leveraging adaptive query rout-
ing. However, without LAM, the performance ratio R does
not surpass that of the baseline, suggesting that decoder se-
lection is still suboptimal.

Finally, enabling both AQR and LAM leads to a substan-
tial improvement in the performance ratio R, resulting in an
increase of 6.4 in mAP and 3.0 in NDS. Consequently, our
complete MoME model achieves an overall improvement
of 2.1 in mAP and 1.8 in NDS compared to the baseline
method.

Notably, our proposed method increases latency by only
4 ms over the baseline, which is lower than 40 ms of the
parallel decoder with ME. This efficiency is attributed to
the distributed query processing mechanism of MoME.
Query Allocation Behavior of AQR. Table 5 presents the
statistical distribution of decoder selection across various
sensor failure scenarios. For each case, we count the num-
ber of queries assigned to each decoder by the AQR mod-
ule. Under clean conditions, our AQR module predomi-
nantly routes 94% of queries to the LIDAR-Camera expert,
maximizing the benefits of sensor fusion. Notably, even in
clean scenarios, 6% of queries are allocated to the Camera
expert, likely due to sparse LiDAR points for small or dis-
tant objects.

In LiDAR Drop scenarios, the AQR module redirects
92% of queries to the Camera expert, effectively avoiding



Labels

CMT

MoME

LiDAR Drop Camera Drop

Limited FOV

Occlusion

Figure 4. Qualitative results under various sensor failure scenarios. Comparison of detection results under four challenging scenarios:
LiDAR drop, Camera drop, Limited FOV, and Occlusion. MoME exhibits higher robustness and consistent results compared to CMT [29]

the degraded modality. In Camera Drop scenarios, AQR
allocates 100% of queries to the LiDAR expert. For par-
tial sensor degradation, such as Limited FOV, AQR assigns
38% of queries to the LiDAR-Camera decoder and 62%
to the Camera decoder. In Occlusion scenarios, the model
maintains robust performance by allocating 81% of queries
to the LiDAR-Camera decoder and 15% to the LiDAR de-
coder. Environmental challenges such as fog, snow, and
sunlight result in allocation patterns similar to those in clean
conditions. However, instances where the Camera decoder
is selected may play a critical role in ensuring robust per-
formance.

Qualitative Results. Fig. 4 presents qualitative results
comparing our proposed MoME architecture with the SOTA
method, CMT [29] across various sensor failure scenarios.
While CMT is significantly impacted by sensor failures,
leading to inaccurate detection results, MoME achieves
more robust detection by leveraging multiple expert de-
coders, demonstrating the advantages of architectural inde-
pendence.

5. Conclusions

In this paper, we introduced MoME, an efficient multi-
modal fusion framework designed to enhance robustness
under sensor failure scenarios. Our approach adopts the
Mixture of Experts concept to exploit redundancy in de-
coding camera and LiDAR features. Specifically, we
employed three decoders—Camera, LiDAR, and Camera-
LiDAR—that process camera features, LiDAR features,
and both modalities, respectively. Our MoME framework
selects the appropriate decoder for each query using AQR,
which performs locality-aware routing based on local fea-
tures identified by a local attention mask.
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To ensure robust performance, we trained the MoME
model with random sensor dropouts, allowing it to adapt to
missing camera or LiDAR inputs. Our evaluation on the
nuScenes benchmark demonstrated that MoME achieves
strong robustness across various sensor failure scenarios
and adverse environmental conditions in the nuScenes-R
and nuScenes-C benchmarks. Notably, our method estab-
lished a new state-of-the-art performance.

For future work, we aim to develop more effective train-
ing strategies to simulate diverse failure patterns, further en-
hancing robustness against rarely occurring sensor failures.
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