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Abstract

Sora has unveiled the immense potential of the Diffusion
Transformer (DiT) architecture in single-scene video gen-
eration. However, the more challenging task of multi-scene
video generation, which offers broader applications, re-
mains relatively underexplored. To bridge this gap, we
propose Mask2DiT, a novel approach that establishes fine-
grained, one-to-one alignment between video segments and
their corresponding text annotations. Specifically, we in-
troduce a symmetric binary mask at each attention layer
within the DiT architecture, ensuring that each text annota-
tion applies exclusively to its respective video segment while
preserving temporal coherence across visual tokens. This
attention mechanism enables precise segment-level textual-
to-visual alignment, allowing the DiT architecture to effec-
tively handle video generation tasks with a fixed number of
scenes. To further equip the DiT architecture with the abil-
ity to generate additional scenes based on existing ones, we
incorporate a segment-level conditional mask, which condi-
tions each newly generated segment on the preceding video
segments, thereby enabling auto-regressive scene extension.
Both qualitative and quantitative experiments confirm that
Mask2DiT excels in maintaining visual consistency across
segments while ensuring semantic alignment between each
segment and its corresponding text description. Our project
page is https://tianhao-qi.github.io/Mask2DiTProject/.

1. Introduction
Recently, the release of Sora [6] has sparked significant en-
thusiasm within the research community for text-to-video
(T2V) models based on the scalable DiT [27] architecture,
challenging the dominance of the earlier U-Net [31] frame-
work. Advances in T2V models have demonstrated remark-
able success in generating single-scene videos, highlighting
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their potential for producing visually compelling and en-
gaging content. However, from a practical standpoint, the
ability to generate coherent multi-scene videos is crucial for
broader applications, including film production, educational
content creation, and immersive virtual experiences.

To this end, early research on multi-scene long video
generation based on U-Net architecture [2, 12, 21, 25, 30,
39, 42] has consistently adopted multiple prompts. In these
approaches, distinct prompts are used to generate differ-
ent scenes within a video, with each scene’s visual con-
tent conditioned on a specific prompt that describes it in-
dividually, rather than relying on a single prompt to rep-
resent all scenes collectively. A representative line of
work [12, 21, 39] follows this paradigm by applying a pre-
trained single-scene T2V model to generate separate video
segments for each prompt, which are then directly concate-
nated to form a multi-scene video. However, this strategy
often results in visual discontinuities and abrupt scene tran-
sitions due to the independent generation of each segment
without considering global temporal coherence. To address
this, subsequent research explores training-free [25] and
fine-tuning-based [2, 30] techniques that explicitly account
for inter-segment temporal coherence. While such meth-
ods improve continuity, they typically limit the number of
frames per scene, as the U-Net architecture lacks scalabil-
ity in modeling long-range temporal dependencies, thereby
constraining each segment’s ability to fully convey its nar-
rative content. Alternatively, another approach [42] em-
ploys text-to-image (T2I) models enhanced with a consis-
tent self-attention mechanism to produce a series of coher-
ent keyframes, followed by an image-to-video (I2V) model
that sequentially connects these keyframes to construct a
multi-scene video. However, we observe that the keyframe
synthesis process fails to sufficiently consider the tempo-
ral positioning of each keyframe within the overall video
timeline and the associated motion dynamics. As a result,
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connecting these keyframes through the I2V model often
leads to unnatural motion transitions. Furthermore, the syn-
thesized keyframes may lack sufficient spatial information,
resulting in visual inconsistencies across scenes. In sum-
mary, current approaches to multi-scene video generation
primarily rely on off-the-shelf T2V and I2V models built
upon the U-Net [31] architecture. In contrast, research on
developing an effective DiT [27] architecture tailored for
multi-scene video generation remains in its early stages.

Concerning the above problems, we pioneeringly pro-
pose Mask2DiT to address the challenge of multi-scene
long video generation, built upon the DiT architecture and
grounded in the core principle of multi-prompt guidance.
Specifically, we begin by focusing on generating videos
with a fixed number of scenes, ensuring that the duration
of each scene is consistent with that supported by the pre-
trained T2V model. This is implemented by concatenat-
ing the textual and visual tokens from multiple scenes into
a unified one-dimensional sequence. However, such direct
concatenation disrupts the fine-grained alignment between
individual scenes and their corresponding text annotations.
To resolve this issue, we introduce a symmetric binary mask
at each attention layer within the DiT architecture. This
mask enforces that each text annotation attends only to its
corresponding video segment, thereby restoring the one-to-
one alignment between video segments and their associated
textual descriptions. Simultaneously, to preserve visual co-
herence, we maintain attention modeling within all video
segments, enabling consistent interactions across visual to-
kens. With the incorporation of this attention mask, we
effectively adapt the pre-trained DiT-based T2V model for
video generation tasks involving a fixed number of scenes.

Furthermore, we equip the model with an auto-regressive
scene extension capability, enabling it to generate additional
scenes beyond the initial fixed number. Specifically, we in-
troduce a segment-level conditional mask to perform de-
noising training on the final video segment, using all pre-
ceding segments as contextual conditions. During training,
this conditional scene prediction task is interleaved with the
standard multi-scene video generation task, where no con-
ditional mask is applied, at a predefined ratio. To reduce
reliance on a large number of consecutive video segments
with strong contextual continuity, we additionally design a
pre-training task using non-contiguous video segments con-
catenated into longer videos. In this setting, the conditional
mask is omitted due to the lack of inter-segment coherence.
To the best of our knowledge, this work is the first to inte-
grate the core principle of multi-prompt guidance within
the DiT architecture. Extensive experiments validate the ef-
fectiveness of Mask2DiT in generating multi-scene videos
with strong visual consistency across segments and accurate
semantic alignment within each segment.

Overall, our contributions are threefold:

• We introduce a symmetric binary mask at each attention
layer within the DiT architecture, enabling the generation
of a fixed number of visually consistent scenes.

• We incorporate a segment-level conditional mask for
scene prediction training, equipping the T2V model with
auto-regressive scene extension capabilities to synthesize
additional scenes beyond the initial fixed number.

• We design a pre-training task using non-contiguous video
segments to reduce reliance on large-scale consecutive
video data with strong contextual coherence.

2. Related Work
2.1. Diffusion-based Video Generation

T2V generation poses challenges in achieving both visual
realism and semantic alignment with text prompts. Early
methods such as Imagen Video [16], Make-A-Video [33],
and Lumiere [3] produce low-resolution videos, which
are subsequently enhanced by spatial and temporal super-
resolution. However, these multi-stage pipelines often in-
cur substantial computational overhead and require exten-
sive hyperparameter tuning. To improve efficiency, video
auto-encoders are introduced. Methods like VideoLDM [5]
and Phenaki [36] map videos into compact latent spaces,
while LVDM [15] further optimizes computational effi-
ciency. More recent approaches adapt T2I models for
T2V generation, as demonstrated by AnimateDiff [14] and
VideoCrafter [7, 8], though these models remain limited by
the U-Net architecture. In contrast, transformer-based mod-
els such as DiT [27], Sora [6], and VideoPoet [19] over-
come U-Net’s limitations, offering greater scalability and
improved generation quality. MovieGen [28] extends this
direction by generating high-quality 1080p videos with con-
tent control, while open-source projects like Open-Sora[41]
and Open-Sora-Plan [20] contribute to accessibility and re-
producibility. CogVideoX [38] adopts a multi-modal DiT
architecture in which text prompts and video content are en-
coded separately and then fused by a stack of expert trans-
former blocks, ensuring precise alignment between textual
input and generated video content. While these methods
excel in single-scene generation, they remain limited in
handling multi-scene video synthesis. To this end, we ex-
tend CogVideoX [38] to support multi-scene video genera-
tion. In parallel, recent advances in disentangled representa-
tion learning [29], dynamic transformer architectures [24],
and iterative language modeling [11] have shown promise
across various visual and multimodal tasks. These devel-
opments inspire our design choices in building a scalable,
transformer-based framework for coherent and semantically
aligned video generation.

I2V generation uses static images as anchors, with
accompanying text guiding the motion dynamics.
VideoCrafter [7, 8] and SVD [4] introduce CLIP em-
beddings to enhance cross-frame consistency, while
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Figure 1. The overall pipeline of our method Mask2DiT. First, we concatenate the text and video token sequences of n scenes in temporal
order, where n = 3 is a fixed constant. The text tokens (indices 0-5) are placed at the beginning, followed by the video tokens (indices
6-E). Then, we introduce a symmetric binary attention mask to ensure that text annotations affect only its corresponding video frame range,
while still preserving temporal continuity across all visual tokens. Finally, we introduce a segment-level conditional mask that predicts the
final segment based on the preceding n− 1 video segments, equipping the model with the capability to extend scenes auto-regressively.
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Figure 2. Attention mask variants for exploration. The first configuration serves as the baseline. The second is the most computationally
efficient, achieving a balance between semantic consistency by aligning each video segment with its corresponding text and visual consis-
tency across all segments. The three rightmost configurations are further explored to capture additional inter-token correlations.

ditional mask mc that enables auto-regressive scene exten-
sion, as illustrated in Fig. 1. Specifically, during training,
we randomly drop the Gaussian noise applied to the visual
tokens of the first n−1 segments, allowing them to serve as
contextual input for denoising the n-th segment. The loss
is computed solely over the visual tokens of the n-th video
segment. Formally, the optimization objective is defined as:

L = EzV ,zT ,ϵ∼N (0,1),t

n∑
i=1

[
mci · ∥v − vθ (zti , t, zTi

)∥22
]
,

(2)
where the first n − 1 elements of mc are set to 0, and the
n-th element is set to 1. After training, the model is capable

of extending video scenes in an auto-regressive manner.

3.4. Training Process
Our training pipeline consists of two main stages: pre-
training and supervised fine-tuning.

During the pre-training stage, we concatenate n single-
scene videos without contextual relationships into a single
long video, treating it as one training sample. In this stage,
we apply only the attention mask mattn and perform stan-
dard training without using the segment-level conditional
mask, under the supervision of Eq. (3),

L = EzT ,zV ,ϵ∼N (0,1),t

n∑
i=1

[
∥v − vθ (zti , t, zTi

)∥22
]
, (3)
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**Answering Style**:
Answers should be comprehensive, conversational, and use complete sentences. The answer should be in English no matter what the user‘s input is. Provide context where necessary and maintain a certain 
tone.  Begin directly without introductory phrases like “The image/video showcases” “The photo/video captures” “In the first/second video” and more. For example, say “A woman is on a beach”, instead of “A 
woman is depicted in the image”. Cannot appear as vague expressions. Please note that there should be no expressions such as video1 or video2 when describing.
**Note**: 
When describing, first describe the character and scene, then describe the events that occurred in the video, as well as the actions of the characters.
**Output Format**: 
[the first video description]
[the first video description]
[the first video description]
**User Input**:
Please detailed describe each video in order and express the same elements in different videos in the same way. When describing the characters, it is necessary to give actor1, actor2, etc. and describe who 
actor1 and actor2 are.

Figure 4. Illustration of the supervised fine-tuning dataset construction process. Long-form videos are segmented into 10-minute clips,
then divided into individual shots using PySceneDetect [1]. Shot combinations are filtered based on inter-video relevance, computed using
ViClip [37]. Descriptive annotations that preserve character and background consistency are generated using Gemini [35].

[
{

"scene": 1,
"background": "City Park at Dusk",
"characters": [

{
"name": "Actor1",
"description": "short brown hair, green hoodie, worn sneakers"

},
{

"name": "Actor2",
"description": "long blonde hair, blue dress, carrying a sketchpad"

}
],
"descriptions": [

"Actor1 (short brown hair, green hoodie, worn sneakers) sits on a bench overlooking the pond, the sky painted with hues of orange and pink.",
"Actor2 (long blonde hair, blue dress, carrying a sketchpad) walks by and notices Actor1 (short brown hair, green hoodie, worn sneakers) gazing at the water, deciding to capture the serene scene.",
"Actor1 (short brown hair, green hoodie, worn sneakers) glances at Actor2 (long blonde hair, blue dress, carrying a sketchpad) as she sketches, sharing a quiet smile amidst the tranquil atmosphere."

]
}

]

Please create new scenes according to this format as json file. Each scene must feature different characters and a unique background. In the description, avoid using “they” or “we” as expressions; instead, 
replace them with “actor1 (role description)” and “actor2 (role description).” Ensure that each scene involves only “actor1” and “actor2” without introducing “actor3” or higher-numbered actors. The number 
of characters in each scene should vary randomly.

Figure 5. Structure of the evaluation dataset. It contains 50 scenes, each accompanied by three prompts featuring a variable number
of characters. ChatGPT [26] was used to generate diverse prompts based on this structure, enabling comprehensive evaluation of video
generation models in multi-scene scenarios.

reference images for each scene, which are then used to ren-
der the final multi-scene video. In contrast, our method per-
forms direct inference over multiple scenes within the DiT
architecture.

The experimental results are presented in Tab 1.
Our method achieves an 8.63% improvement over
CogVideoX [38] in Sequence Consistency, particularly no-
table gain of 15.94% in Visual Consistency. This improve-
ment is primarily attributed to our multi-scene training strat-
egy, where attention computations explicitly model inter-
scene relationships. Likewise, our method consistently
exhibits superior visual coherence in contrast with LLM-
based VideoStudio [12]. Compared to the typical keyframe-
based method StoryDiffusion [42], which employs a T2I
model followed by an I2V process, our approach yields a
1.89% improvement in Visual Consistency. This enhance-
ment stems from the fact that keyframe sampling in Story-
Diffusion [42] does not account for temporal alignment or
motion continuity across scenes in multi-scene video gen-
eration. Consequently, the subsequent I2V process often
produces unnatural motion transitions, failing to preserve
inter-scene coherence. In contrast, our method establishes
visual correlations directly at the model level, leading to

Method Visual Con. (%) Semantic Con. (%) Sequence Con. (%) FVD (↓)
CogVideoX [38] 55.01 22.64 38.82 835.35
StoryDiffusion [42] + CogVideoX-I2V [38] 69.06 25.59 47.32 905.69
TALC [2] 67.47 20.25 43.86 1516.59
VideoStudio [12] 61.28 22.64 41.96 1213.88
Ours 70.95 23.94 47.45 720.01

Table 1. Quantitative comparison with the SOTA methods.

more consistent multi-scene video generation.
Regarding TALC [2], our method demonstrates a 3.48%

and 3.59% improvement in Visual and Sequence Consis-
tency, respectively, further validating the superiority of DiT-
based architectures for multi-scene video generation over
traditional U-Net-based approaches. Moreover, our method
attains the highest visual quality among all evaluated mod-
els, as evidenced by the lowest FVD score, while rank-
ing second in Semantic Consistency, highlighting its strong
alignment between visual content and prompts. The slight
gap in Semantic Consistency between our method and Sto-
ryDiffusion can be attributed to the fact that advancements
in semantic consistency for text-to-video models have not
yet caught up with those in text-to-image models.
Qualitative Comparisons. As shown in the Fig 6, we con-
duct a qualitative comparison against the SOTA methods.
The results demonstrate that our method substantially out-
performs existing approaches in terms of character consis-
tency, background coherence, and stylistic uniformity. For
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