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Figure 1. We present RestorGS, a unified framework for 3D scene restoration that can handle multiple degraded scenes, including under-
water, nighttime, and hazy situations. (a) and (b) show the visual results and quantitative scores of different methods, respectively. For a
3D degraded scene, RestorGS can produce high-quality restoration results.

Abstract

3D Gaussian Splatting (3DGS) has recently achieved re-
markable progress in novel view synthesis. However, ex-
isting methods rely heavily on high-quality data for ren-
dering and struggle to handle degraded scenes with multi-
view inconsistency, leading to inferior rendering quality. To
address this challenge, we propose a novel Depth-aware
Gaussian Splatting for efficient 3D scene Restoration,
called RestorGS, which flexibly restores multiple degraded
scenes using a unified framework. Specifically, RestorGS
consists of two core designs: Appearance Decoupling and
Depth-Guided Modeling. The former exploits appearance
learning over spherical harmonics to decouple clear and
degraded Gaussian, thus separating the clear views from
the degraded ones. Collaboratively, the latter leverages
the depth information to guide the degradation model-
ing, thereby facilitating the decoupling process. Benefiting
from the above optimization strategy, our method achieves
high-quality restoration while enabling real-time render-
ing speed. Extensive experiments show that our RestorGS
outperforms existing methods significantly in underwater,
nighttime, and hazy scenes.

*Corresponding author.

1. Introduction

Novel view synthesis has been a crucial task in the field
of 3D vision, holding significant potential in various prac-
tical applications, such as virtual reality and robotic explo-
ration [13, 42]. Over the past few years, Neural Radiance
Field (NeRF) [30] has emerged as a promising technique for
novel view synthesis through implicit scene representation.
Despite the impressive results, original NeRF requires eval-
uating massive samples from a per-pixel field, which poses
challenges to rendering speed and memory usage. To miti-
gate this issue, some NeRF variants attempt to speed up the
rendering process by reducing sampling points or per-point
computation cost [0, 17, 23, 33]. However, these solutions
usually sacrifice rendering fidelity inevitably, particularly in
handling large-scale scenes.

Recently, 3D Gaussian Splatting (3DGS) [16] has at-
tracted considerable attention by offering higher training ef-
ficiency while delivering pleasing rendering quality. Com-
pared to the tedious volume rendering in NeRF, 3DGS ex-
plicitly projects 3D Gaussians onto 2D planes using effi-
cient differentiable splatting for real-time rendering [7, 22,
29, 46]. Nevertheless, existing methods are heavily depen-
dent on high-quality images and struggle to effectively pro-
cess degraded scenes with inconsistent views, leading to un-
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desirable rendering quality. To ameliorate this dilemma,
several methods attempt to suppress degradation effects
during rendering for underwater [21] and nighttime scenes
[39]. However, such methods are usually tailored to a spe-
cific scene, greatly limiting their generalizability. There-
fore, we pose a question: can we restore various 3D de-
graded scenes with a unified framework?

To address this challenge, we delve into the shared phys-
ical properties of different degraded scenes. On the one
hand, the degradation of an image primarily affects visual
appearance such as color and illumination [27, 43]. This
property can be extended to 3D scenes and intuitively mo-
tivates us to decouple the Gaussian into clear and degraded
versions using the color-dependent spherical harmonics. On
the other hand, the degradation density varies with the scene
depth in underwater, nighttime and hazy situations. In par-
ticular, the farther the object is from the camera or light
source, the more pronounced the light attenuation, i.e., the
higher the degradation density. Inspired by this nature, we
aim to optimize the Gaussian representation using depth-
guided degradation modeling.

Based on the above observations, in this paper, we pro-
pose a novel Depth-aware Gaussian Splatting for efficient
3D scene Restoration, named RestorGS, which flexibly re-
stores diverse 3D degraded scenes using a unified frame-
work. Specifically, RestorGS comprises two core designs:
Appearance Decoupling and Depth-guided Modeling. The
former embeds position and spherical harmonic information
into the MLP to learn the color mapping of clean Gaussian,
and introduces learnable degradation factors to optimize the
degraded Gaussian. Such a paradigm is capable of facili-
tating Gaussian representation learning, thereby decoupling
the clear background from the degradation effect adaptively.
Collaboratively, the latter utilizes rasterized clear images
and degraded features to estimate the attenuation and illu-
mination maps guided by the depth information. Leverag-
ing these physical priors, the original degraded view can
be synthesized via physical modeling, thus optimizing the
corresponding Gaussian attributes. Benefiting from this op-
timization mechanism, the proposed method achieves high-
fidelity restoration while ensuring real-time rendering. Ex-
tensive experiments demonstrate that our RestorGS signif-
icantly outperforms state-of-the-art methods in various de-
graded scenarios, as shown in Fig. 1.

The main contributions are summarized as follows:

e We propose RestorGS, a novel Depth-aware Gaussian
Splatting for efficient 3D scene restoration. To the best
of our knowledge, this is the first unified framework for
restoring multiple 3D degraded scenes.

* We design two collaborative optimization strategies: Ap-
pearance Decoupling and Depth-Guided Modeling. The
former decouples clear and degraded Gaussians with
color-dependent spherical harmonics, while the latter op-

timizes Gaussian representations leveraging depth-guided
degradation modeling.

* Extensive experiments suggest that our method signif-
icantly outperforms state-of-the-art methods both quan-
titatively and qualitatively in underwater, nighttime, and
hazy scenes.

2. Related Work

2.1. 3D Scene Reconstruction

NeRF-based methods. NeRF [30] has demonstrated out-
standing capabilities in synthesizing novel views of various
scenes by effectively encoding radiance and volumetric in-
formation into neural networks [12, 19, 25, 30, 36]. How-
ever, multi-view inconsistent scenes pose new challenges
for NeRF, as they require modeling non-uniform variations
in appearance. To address this issue, SeaThru-NeRF [20]
integrates an underwater image formation model into the
NeRF to learn the medium components. For varied expo-
sure conditions, HDR-NeRF [1 1] models the physical imag-
ing process to recover a high dynamic radiance field from
low dynamic range views captured at different exposures.
To render hazy scenes, ScatterNeRF [32] designs a sepa-
rate representation for scattering volumes and scene objects.
Despite significant progress, NeRF-based methods still face
challenges regarding rendering speed and storage efficiency,
hindering the practical applications.

Gaussian-based methods. Recently, 3DGS [16] is gain-
ing considerable attention in the field of 3D vision due to
its impressive rendering quality and efficiency [24, 26, 38,
41, 45, 46]. Similar to NeRF, original 3DGS is primarily
suited for high-quality scene, performing poorly under ad-
verse conditions. To address this limitation, several meth-
ods have been proposed to reconstruct degraded scenes with
inconsistent views [8, 14, 18, 35, 37]. For example, Wa-
terSplatting [14] employs 3DGS to implement explicit ge-
ometric representation that captures the scattering media
through independent volumetric fields. To cope with dark
environments, Gaussian-DK [39] exploits camera response
and light features to recover visually pleasing scenes from
multi-viewpoint inconsistent images. Lately, LE3D [14]
adopts a miniature MLP to represent the RAW linear color
space to promote rendering quality. However, these meth-
ods are usually tailored to specific degraded scenes, leading
to inferior scene generalizability. In contrast, we propose a
depth-aware Gaussian splatting to restore multiple 3D de-
graded scenes in a unified framework.

2.2. Physical-based Image Restoration

Image restoration has been an essential task in the field of
computer vision. To handle the degraded images captured
in real-world scenes, various physical-based image restora-
tion methods have been developed [5, 9, 15]. For instance,

11178



Appearance Decouplin

m-0+0

Depth-Guided Modeling

Clear Image
e .

Rendered Image

n _, L ¢
.|\‘o O .: Shared .A‘ e
1 . Parameters
H)‘I‘l/’. o \-: 5 .04} Depth Map Attenuation Map
|
i ColorMLP  mi

dEpth
Element-wise
CNN —_— Product
© Concatenation

\-@-000-0

Learnable Degradation Factor Degraded Degraded Feature lllumination map

Figure 2. Overview of the proposed RestorGS. Left: Appearance Decoupling. Each Gaussian is embedded into the color MLP to learn
color mappings and a set of learnable degradation factors is exploited to decouple clear and degraded Gaussians. Right: Depth-Guided
Modeling. The rasterized clear image and degraded features are then employed to estimate the physical components, thereby optimizing

the Gaussian representation using depth-guided degradation modeling.

GUPDM [31] introduces physical knowledge into a gener-
alized dynamic network for underwater image restoration.
To alleviate the ill-posed nature of image dehazing, C2PNet
[44] proposes physical modeling in feature space based on
atmospheric scattering models and customizes a curriculum
learning strategy to optimize the model. Based on Retinex
modeling theory, Retinexformer [4] develops a one-stage
paradigm for low-light image enhancement. Different from
these works that focus mainly on 2D images, we are dedi-
cated to optimizing 3D Gaussians using physical modeling,
thus enabling high-quality 3D scene restoration.

3. Method

The overview of the proposed RestorGS is displayed in Fig.
2, which contains two core designs: Appearance Decou-
pling and Depth-Guidance Modeling. The former decou-
ples clear and degraded Gaussians utilizing color mapping
and learnable degradation factors, while the latter optimizes
Gaussian attributes by modeling degradation with depth in-
formation. Through the collaboration of these two strate-
gies, our approach achieves high-quality 3D scene restora-
tion and reconstruction. The following sections provide a
detailed description of each component.

3.1. Preliminary

3DGS [16] is a cutting-edge technique for 3D scene recon-
struction, offering substantial improvements in both render-
ing quality and efficiency. Unlike previous implicit neural
representations that encode 3D scenes using position and
view-dependent information [30], 3DGS explicitly repre-
sents the scene using a set of Gaussian ellipsoids for real-
time rendering.

The foundation of 3DGS is the 3D Gaussian function
G(z), which represents the distribution of density and color
across 3D space. The function is defined by the mean value

u € R3 and the covariance matrix ¥ € R3*3, determining
the shape and direction of the Gaussian:

G(.’L‘) — 6_%(“"_/‘)’1—'271(-7;_“)' (1)
For efficient differentiable optimization, a scaling matrix .S

€ R3**3 and a rotation matrix R € SO(3) can be derived
from the covariance matrix 3, which can be represented as:

¥ = RSSTRT. ()

As outlined in [47], the covariance matrix X’ in the cam-
era coordinates can be computed to render the image from
a specified viewpoint by giving the viewing transformation
matrix W and the Jacobian matrix .J of the projective trans-
formation. This process can be formulated as:

=JwzwtjT. (3)

In general, the attributes of each Gaussian are represented
by: position z € R3, color defined by the spherical har-
monic coefficients ¢ € R, scale s € R?, rotation r € R?,
and opacity a € R. Thus, the final color for each pixel is
obtained by blending IV overlapping Gaussians:

N 1—1
C= ZC,‘O@ H(l - Oéi), 4
i=0 j=1

where «; and c¢; denote the opacity and color of the i-th
Gaussian. Ultimately, high-fidelity views can be rendered
with real-time speed by iteratively optimizing the above
Gaussian parameters.

3DGS combines the advantages of efficient representa-
tion and high-quality rendering, allowing for the explicit re-
construction of 3D scenes. However, the original 3DGS re-
lied heavily on high-quality data, making them difficult to
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efficiently model degraded scenes with multi-view incon-
sistencies. In our work, we intend to establish a unified
framework that decouples scene representation by introduc-
ing physical modeling into 3DGS, thus enabling efficient
3D scene restoration.

3.2. Appearance Decoupling

Images taken in degraded scenes often suffer from signif-
icant appearance inconsistencies, and directly using 3DGS
tends to produce levitation artifacts to compensate for these
variations across views. Therefore, a flexible appearance
learning strategy is crucial for restoring various degraded
scenes. In response to this challenge, we propose to decou-
ple scene appearance into clean background and degrada-
tion effects, as shown in Fig. 2.

Specifically, given a Gaussian initialized with degraded
views Gt = {p;,X;, a;, SH;}, we embed center position
5 and spherical harmonics S H; of the j-th Gaussian into a
color MLP to learn the appearance mapping from the origi-
nal Gaussians to the clear ones:

1,6 = MLP(y(k ), v(SH;)), o)

where ~y(-) denotes the positional coding introduced in
NeRF [30]. n and § are the parameters of the affine trans-
formation. Thus, the mapped clear color is denoted as:

SHS =1-SH; + 6. ©6)

To represent the degradation effect, we employ a set of
learnable degradation factors as the spherical harmonics to
initialize the degraded Gaussian. It is worth noting that ex-
cept for the spherical harmonic, the other attributes of the
degraded Gaussian share parameters with the clear Gaus-
sian. The learnable degradation factors are expressed as:

SH{ = 160,61, 0], ©)

where 6,, denotes the learnable parameter in the n-th di-
mension. Hence, the original Gaussian decouples into two
parts: the clear Gaussian G¢ = {u;, 3j, a;, SH;} and the
degraded Gaussian Gp = {u;,%;, a;, SH;Z}. Finally, G
and G p are rasterized into a clean image and degraded fea-
tures respectively for the following degradation modeling.

3.3. Depth-Guided Modeling

To facilitate Gaussian appearance decoupling, it is intuitive
to utilize the corresponding clear views as supervised sig-
nals for optimizing the Gaussian representation [40]. How-
ever, such clear 3D views are generally inaccessible in
real-world scenarios, making traditional supervised learn-
ing strategies unfeasible. In addition, the degradation ef-
fects often exhibit a non-uniform distribution with scene
depth, increasing the complexity of the restoration process.

To address this issue, we propose a depth-guided degrada-
tion modeling strategy to optimize the decoupled Gaussian
in a self-supervised manner, as shown in Fig. 2.

Specifically, inspired by the physical scattering theory
[1, 10], we first uniformly model the scattering and illumi-
nation effects of different degraded scenes as:

1(33):;]\(’9?_2' i(}j +\L/~(1—A(33)),

color attenuation color

. (8)
attenuation

where I(x) and J(z) denote the degraded view and the
clear view to be recovered, respectively. L represents the
scene illumination and A(z) denotes the attenuation map,
which is expressed as:

A(z) = eiﬁd(z), 9

where d(x) denotes the scene depth and /3 denotes the scat-
tering coefficient.

Subsequently, we employ rasterized 2D representation
to estimate the physical components. In particular, the re-
stored view .J(z) and the corresponding depth map d(z) can
be obtained by rasterizing the clear Gaussian. To stabilize
the training, we normalize the depth map as:

d(x) — dpmin ()
dmam (.’L‘) - dmzn(x) ’

where dyq. () and d;p;,, () denote the maximum and min-
imum values of the depth map, respectively. With the nor-
malized depth map, the attenuation map A(x) can be de-
rived using Eq. (9). Meanwhile, the degraded features can
be attained by rasterizing the degraded Gaussian. Through a
lightweight CNN, the degraded features F; are mapped into
a illumination map guided by the attenuation map, which
can be expressed as:

L = fonn[Fa, A(z)], Y

dnorm (l’) = (10)

where [ - ] denotes the concatenation operation. By utilizing
the estimated physical components, the original degraded
view can be modeled using Eq. (8).

With the collaboration of appearance decoupling and
depth-guided degradation modeling, RestorGS can effi-
ciently model 3D degraded scenes with multi-view incon-
sistencies. Unlike existing methods that primarily rely on
high-quality data for rendering, our solution focuses on
restoring multiple degraded scenes within a unified frame-
work. This design enables our method to exhibit promising
scene generalizability, thereby facilitating high-quality 3D
scene restoration.

3.4. Optimization

During training, we jointly optimize the Gaussian param-
eters, color MLP, and CNN in an end-to-end manner. Fol-
lowing the original 3DGS [16], we apply £1 and Lp_ g5
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Table 1. Quantitative comparison on the SeaThru-NeRF dataset [20]. The best and second-best score are marked as red and yellow ,
respectively. |: lower is better, 1: higher is better.

Method Curacao IUI3 Red Sea Panama J.G. Red Sea
PSNR{ SSIM{ LPIPS| |PSNRT SSIM?T LPIPS] | PSNRT SSIM{ LPIPS| |PSNR?T SSIM?T LPIPS]

SeaThru-NeRF [20] 30.19 0.873 0.210 | 2590 0.785 0.304 | 27.84 0.834 0.224 | 21.84 0.767 0.249
SeaThru-NeRF-NS [20] 3095 0915 0.133 | 26.75 0.826 0.168 | 31.27 0.937 0.071 | 23.28 0.876 0.111
ZipNeRF [3] 19.95 0.442 0421 1693 0474 0412 | 19.01 0349 0482 | 19.02 0.349 0483
3DGS [16] 28.31 0.873 0.221 | 2298 0.843 0.245 | 29.20 0.893 0.152 | 2149 0.854 0.216
Gaussian-DK [39] 30.76 0935 0.060 | 28.19 0.950 0.032 | 24.67 0.831 0.091 | 23.21 0.875 0.074
WaterSplatting [21] 2936 0915 0.147 | 29.89 0.892 0.211 | 3251 0941 0.084 | 2322 0.869 0.149
Ours 3195 0944 0.055 | 29.97 0.952 0.028 | 30.79 0932 0.046 | 24.05 0.882 0.071

[

[

[ ]

[

(a) Input

(b) SeaThru-NeRF

(¢) Gaussian-DK

(d) WaterSplatting

(e) Ours

Figure 3. Qualitative comparison of different methods on the SeaThru-NeRF [20] dataset.

loss to measure the error between the rendered view and the
input view, which can be represented as:

Erec = (1 - )\)El + /\ED—SSIM' (12)

To ensure that the generated image maintains a reasonable
brightness distribution under different lighting conditions,
we introduce an exposure loss to control the exposure level.
More specifically, the exposure loss constrains the average
brightness of the illumination map to be closer to the de-
sired exposure value F, thereby preventing underexposure
or overexposure. This loss term can be expressed as:

1 N
Lezp: NZ|L/€_E|a (13)

k=1
where N denotes the number of non-overlapping local re-
gions and L denotes the average exposure intensity of lo-
cal regions in the estimated illumination map. Besides, the
scene depth is estimated by an additional depth rasterization
branch that projects Gaussians from the 3D scene to camera
view and exploits the density properties of Gaussian distri-
bution to generate per-pixel depth map. We employ an total
variation loss to regularize the estimated depth information,

making the depth map smoother:

Lacptn = Y_(|Vnde(2)* + |Vode(2)[?),

z,c

(14)

where d.(z) denotes the learned scene depth. x and ¢ de-
note the image pixels and color channels, respectively. Vy,
and V,, represent the horizontal and vertical gradient oper-
ations, respectively. Ultimately, the total loss is expressed
as:

Etotal = Erec + Alﬁexp + >\2£depth7 (15)

where \; and \q are set to 10 and 0.001, respectively.

4. Experiments

Implementation Details: Our approach builds upon the
original 3DGS [16] implementation utilizing the Pytorch
platform. We use COLMAP [34] to estimate the camera po-
sitions of the images and then initialize the Gaussians. For
color mapping, we employ 2-layer MLP with 128 features
and add two additional heads to predict 7 and . For the illu-
mination map estimator, we adopt a 3-layer CNN to reduce
computational complexity. We then optimize the Gaussian
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Figure 5. Qualitative comparison of different methods on the Mip-NeRF360 dataset [2].

Table 3. Quantitative comparison on Mip-NeRF360 dataset [2].
The best and second-best score are marked as red and yellow ,
respectively. |: lower is better, 1: higher is better.

Method Garden Bicycle
PSNR? SSIMt LPIPS| |PSNR?T SSIM? LPIPS|
3DGS [16] 25.82 0.891 0.084 | 22.35 0.712 0.215

Gaussian-DK [39]  27.74 0.886 0.071 | 24.39 0.807 0.172
WaterSplatting [21] 27.82 0.885 0.128 | 22.67 0.726 0.386
Ours 28.32 0.897 0.056 | 24.86 0.809 0.162

The Gaussian-DK dataset includes a total of 12 nighttime
scenes, with 5 indoor and 7 outdoor settings. Each scene
comprises roughly 80 to 130 sSRGB images captured from
various viewpoints. (3) The Mip-NeRF 360 dataset con-
tains 7 scenarios, of which 2 outdoor scenes Garden and
Bicycle are utilized to evaluate performance in hazy scenes.
We employ modified 3DGS to estimate the depth map for
each view and combine 8 €[0.1, 0.8] and L €[0.45, 0.6] to
synthesize inconsistent hazy views.

Baselines and Metrics: We compare our RestorGS with
the most relevant methods, including SeaThruNeRF [20],
ZipNeRF [3], HDR-NeRF [11], NeRF-W [28], 3DGS [16],
Gaussian-DK [39] and Waterspaltting [21]. Due to the lack
of corresponding clear versions of each degraded views in
the real-world scene, we employ the reconstruction results
of degraded views for quantitative comparison and adopt
the restoration results for qualitative analysis. All methods
are performed in the same settings for fair comparisons.

4.1. Comparison with SOTAs

Underwater Scenes. The quantitative scores of different
methods on the SeaThru-NeRF dataset [20] are presented
in Table 1. It can be seen that our RestorGS outperforms
other methods across multiple evaluation metrics. Com-
pared to WaterSpaltting [21], which focuses on underwater

scenes, our method achieves significant gains of 2.59 dB
and 0.83 dB in PSNR for the Curacao and J.G. Red Sea
scenes, respectively. Although there is a slight inferiority
in the Panama scene, RestorGS achieves an average PSNR
improvement of 0.45 dB across the four tested scenes. The
restored visual results are shown in Fig. 3. Existing meth-
ods often struggle to maintain consistent brightness and ac-
curate color, particularly in deep water areas where images
frequently exhibit uneven brightness and darkening. Such
limitation mainly due to insufficient modeling of light scat-
tering effects. In contrast, our RestorGS exhibits a bet-
ter balance between brightness and texture details. This is
mainly attributed to the proposed optimization mechanism,
which adaptively adjusts brightness and color to produce
more natural renderings.

Nighttime Scenes. Table 2 reports the comparison of differ-
ent methods on the Gaussian-DK dataset [39]. It can be no-
ticed that our scheme shows significant superiority in both
PSNR, SSIM, and LPIPS metrics for different scenes. De-
spite being tailored for nighttime scenes, Gaussian-DK [39]
shows a 0.34 dB performance drop in the average PSNR
across all scenes. The possible reason is that it neglects the
depth information where the brightness generally becomes
darker as the distance from the light source increases. The
visual comparison in Fig. 4 further confirms the advantage
embodied in the numerical results. As can be observed,
the rendered results of 3DGS present prominent floating
artifacts and fails to enhance the scene effectively. While
Gaussian-DK [39] globally enhances the brightness and al-
leviates the effects of view inconsistency, it suffer from lo-
cal detail loss and color shifts. In contrast, our method not
only adapts to uneven lighting variations but also excels at
capturing texture details in nighttime scenes.

Hazy Scenes. Table 3 compares the quantitative results
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(e) w/o Depth Guidance ; (f) Ours

(d) w/o Physical Modeling

Figure 6. Visual results of each ablation study. The full model
exhibits better color correction and detail recovery.

Table 4. Ablation results of each module. The best and second-
best score are marked as red and yellow , respectively. |: lower
is better, 1" higher is better.

Ablation PSNR?T | SSIM?T | LPIPS,|
w/o Appear. Decoupling 28.46 0.918 0.071
w/o Color MLP 28.83 0.922 0.067
w/o Physical Modeling 28.62 0.919 0.064
w/o Depth Guidance 29.05 0.926 0.055
Full model (Ours) 29.19 0.928 0.050

of various methods on the Mip-NeRF360 dataset [2]. We
conduct our analysis on the Garden and Bicycle scene as
the outdoor scenarios are more consistent with real-world
degradation patterns. It can be observed that our RestorGS
achieves the optimal performance across all metrics, indi-
cating the notable superiority of our scheme in hazy scenes.
Fig. 5 displays a visual comparison of our RestorGS with
competing methods. It can be noticed that the images re-
covered by the existing methods suffer from obvious haze
residues or artifacts, while our outcome better preserves the
texture and structural information of the images.

4.2. Ablation Studies

Effectiveness of Appearance Decoupling. We validate the
contribution of the appearance decoupling module in Table
4 and Fig. 6. Specifically, w/o Appear. Decoupling de-
notes that the appearance decoupling strategy is not applied,
i.e., the degraded Gaussian is removed and the appearance
mapping is learned directly. It can be seen that this vari-
ant exhibits performance drop in the reconstruction results
due to the lack of adaptability to multi-view inconsistencies
and cannot effectively repair the degraded scene due to the
lack of suitable appearance constraints. Meanwhile, w/o
Color MLP represents that the color MLP is not employed
to learn the affine transformation and only the original pa-
rameters related to the spherical harmonics are updated. De-
spite the feasible results achieved, this variant weakens the
appearance modeling capability for complex scenes, lead-
ing to some floating artifacts in the restored views. These
results reveal the essential role of appearance decoupling
strategies in our RestorGS.

(a) Input (b) Depth Map (c) Attenuation Map

(d) Ilumination Map (e) Restored (f) Rendered

Figure 7. Visualization results of the learned physical components.

Effectiveness of Depth-Guided Modeling. We conduct
ablation studies in Table 4 and Fig. 6 to verify the effec-
tiveness of depth-guided modeling. Specifically, w/o Phys-
ical Modeling indicates that we employ a simple summation
operation instead of physical modeling. It can be observed
that this variant shows severe pixel distortion in the restored
results. In addition, the w/o Depth Guidance indicates that
we remove the depth-based attenuation map in the process
of predicting the illumination map. Although only a slight
quality degradation in the rendered degraded view is exhib-
ited, the corresponding restoration occurs with noticeable
color artifacts. The reason is that the lack of depth informa-
tion leads to inaccurate illumination estimation, which in
turn affects the color and detail recovery. Overall, these ab-
lations emphasize the important role of physical modeling
and depth guidance for scene restoration.

Visualization of Physical Components. We visualize the
learned depth map d(x), attenuation map A(z), and illu-
mination map L in Fig. 7. It can be observed that each
physical component can accurately reflect the changes of
degradation with scene depth. In addition, our method is
also effective in restoring and reconstructing the degraded
viewpoints. By leveraging these physical components, our
approach can recover fine details in heavily degraded re-
gions. These results demonstrate the effectiveness of the
proposed physical modeling paradigm.

5. Conclusion

In this paper, we propose a novel Depth-aware Gaussian
Splatting, called RestorGS, for efficient 3D scene restora-
tion. In contrast to existing methods that are tailored to spe-
cific scenes, we develop a unified framework to handle mul-
tiple degraded scenes flexibly. The proposed RestorGS con-
tains two core designs: Appearance Decoupling and Depth-
guided Modeling. The former decouples clear and degraded
Gaussian by leveraging appearance learning over spherical
harmonics, while the latter optimizes the Gaussian repre-
sentation through depth-guided degradation modeling. Ex-
tensive experimental results show that our method signifi-
cantly outperforms existing methods both qualitatively and
quantitatively across various degraded scenes.
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