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Abstract

Diffusion models have revolutionized generative tasks
through high-fidelity outputs, yet flow matching (FM) offers
faster inference and empirical performance gains. How-
ever, current foundation FM models are computationally
prohibitive for finetuning, while diffusion models like Sta-
ble Diffusion benefit from efficient architectures and ecosys-
tem support. This work addresses the critical challenge
of efficiently transferring knowledge from pre-trained dif-
fusion models to flow matching. We propose Diff2Flow,
a novel framework that systematically bridges diffusion
and FM paradigms by rescaling timesteps, aligning inter-
polants, and deriving FM-compatible velocity fields from
diffusion predictions. This alignment enables direct and
efficient FM finetuning of diffusion priors with no extra
computation overhead. Our experiments demonstrate that
Diff2Flow outperforms naive FM and diffusion finetuning
particularly under parameter-efficient constraints, while
achieving superior or competitive performance across di-
verse downstream tasks compared to state-of-the-art meth-
ods. We will release our code at https://github.
com/CompVis/diff2flow.

1. Introduction

Recently, diffusion models [19, 57] have gained substantial
popularity due to their exceptional generative capabilities,
which have redefined the boundaries of image generation
[42, 43, 46, 48]. Among these, foundation models such
as Stable Diffusion [46] stand out, not only for their high-
fidelity outputs but also for their useful representations and
adaptability to downstream tasks, including depth estima-
tion [14, 24], surface normal prediction [7], segmentation
[63], and semantic correspondences [11, 60].

Meanwhile, Flow Matching (FM) [1, 30, 32] has
emerged as a promising alternative, empirically offering
faster inference and improved performance [8, 37]. While
state-of-the-art foundational models based on flow match-
ing, such as Flux [26] or SDv3 [8], show remarkable genera-
tive capabilities, their large size (> 8B parameters) requires
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high-end hardware for both training and inference, making
them particularly computationally expensive. This makes
fine-tuning impractical, especially in resource-constrained
environments and significantly limits their practical adop-
tion. In contrast, Stable Diffusion’s [46] efficient architec-
ture and widespread ecosystem make it a pragmatic choice.
This raises an important question: Can the knowledge cap-
tured by existing foundational diffusion models be effi-
ciently transferred to a flow matching model? How can we
bridge the gap between diffusion and flow matching with
minimal additional training, leveraging both the pre-trained
prior and the advantageous properties of flow matching?

This work explores the relationship between the diffu-
sion and flow matching paradigms. Although both methods
can be generalized under a common framework [1, 25, 37],
the actual implementations differ in several key aspects, in-
cluding the definition of interpolants between the Gaussian
noise prior and data samples, timestep scaling, and training
objectives. These differences make it difficult to directly
use a pre-trained diffusion model as a starting prior for flow
matching training, as the two paradigms are not inherently
well aligned.

To address this challenge, we propose a novel frame-
work that effectively “warps” diffusion into flow match-
ing, enabling seamless knowledge transfer between the
two paradigms. This requires re-scaling their respective
timesteps, aligning their differing interpolant formulations,
and deriving the velocity field required for flow matching
from the diffusion model’s predictions, based on its param-
eterization. By systematically establishing these correspon-
dences, we enable a smooth transition between diffusion
and flow matching. To this end, we introduce a training
methodology termed Diff2Flow, which initializes the flow
matching model with a pretrained diffusion prior and di-
rectly finetunes it using the flow matching objective. Our
analysis reveals that directly applying the FM loss to a diffu-
sion model without incorporating our proposed adjustments
significantly slows convergence and degrades overall model
performance, whereas Diff2Flow provides a flexible and ef-
ficient approach with minimal finetuning overhead.

The benefits of this alignment become particularly ev-
ident when finetuning only a small subset of parameters.
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Under such constrained computational budgets, the perfor-
mance gap between naive FM finetuning and our alignment-
aware approach becomes more pronounced. Specifically,
we show that directly applying the FM objective with pa-
rameter efficient finetuning (PEFT) leads to very subopti-
mal performance. Leveraging Diff2Flow with its alignment-
informed training strategy, PEFT enhances training effi-
ciency and minimizes memory consumption while main-
taining high performance.

We show the efficiency of our method on a diverse set of
downstream tasks. () We show that when finetuning on a
high-aesthetics dataset [6] on the text-to-image task, we out-
perform diffusion-based finetuning while converging sig-
nificantly faster than naively training with the flow match-
ing objective. This empirically demonstrates that smartly
aligning timestep scaling and objective significantly facil-
itate learning, and additionally mitigate the zero-terminal
SNR issue [28] common in diffusion models, where full
black or white images can’t be generated. (2) When repur-
posing the model to generate images at resolutions different
from the pre-trained sweet-spot resolution (similar to [17]),
our method achieves superior results compared to standard
diffusion and flow matching fine-tuning. Q) We show that
we can apply Reflow [32] using Diff2Flow on a base diffu-
sion model, a method that straightens sampling trajectories,
resulting in faster inference speed. By rectifying the sam-
pling trajectories of Stable Diffusion v1.5 we can generate
images with as few as 2 sampling steps without consistency
distillation [58]. @ Finally, we demonstrate the effective-
ness of our method on domain adaptation, leveraging the
Stable Diffusion prior to predicting affine-invariant depth
maps similar to Marigold [24] and DepthFM [14], achiev-
ing state-of-the-art results with reduced training time.

2. Related Work

Diffusion and Flow Matching Models Diffusion mod-
els [19, 57] have demonstrated wide-ranging capabilities
in data synthesis, extending from image [10, 44, 46, 48]
and video [3, 15, 20] to audio generation [31] and beyond.
While these models excel at producing high-fidelity out-
puts, they often require extensive sampling time, necessitat-
ing techniques like distillation [39, 49, 50, 58], noise sched-
ule optimization [23], or training-free sampling [34, 56] to
achieve faster generation. Following diffusion models, flow
matching models [1, 30, 32] have gained attention due to
their benefit of straighter probability paths. These models
have been shown to perform competitively or surpass diffu-
sion models in terms of both speed and quality [8, 37, 54].
The relationship between diffusion and flow matching
models has been explored in Lee et al. [27], demonstrat-
ing that finetuning a flow matching model based on a pre-
trained diffusion model is feasible. Our work extends this
by explicitly formulating a method to map discrete diffu-
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Figure 1. We introduce a novel finetuning technique to traverse
between flow matching and diffusion, which enables effectively
aligning the two processes with minimal additional training. The
interpolant on the flow matching trajectory is computed as a func-
tion f of the diffusion timestep ¢, the sample x, and the associated
diffusion coefficients. Our approach further enables a velocity pre-
diction v regardless of the diffusion model’s parameterization.

sion trajectory to a continuous flow matching trajectory.
Furthermore, we empirically demonstrate that our strategy
works for various diffusion parameterization objectives and
present results that go beyond reflow [32], achieving com-
petitive performance on several benchmarks.

Parameter-efficient Finetuning As foundational models
expand in size and complexity, parameter-efficient fine-
tuning (PEFT) techniques such as Low-Rank Adaptation
(LoRA) [21] offer viable alternatives to full model finetun-
ing. Originally developed for large language models, LoORA
and other PEFT techniques have since been applied effec-
tively to diffusion models [47], proving valuable across a
broad range of tasks. These include domain-specific fine-
tuning [67], additional image conditioning [59], image edit-
ing [12], distillation [36] and among others. By updat-
ing only a low-rank decomposition of the weight matrix,
LoRA reduces memory requirements and alleviate catas-
trophic forgetting [2], making it highly adaptable for tar-
geted adjustments in large foundational models.

Knowledge in Generative Models Following the rise of
text-to-image diffusion models [41, 43, 44, 46, 48], numer-
ous studies have explored methods to extract information
from diffusion priors. Many works have effectively utilized
the diffusion prior for tasks such as monocular depth esti-
mation [9, 14, 16, 24, 38, 51], surface normal prediction [7],
and semantic correspondences [11, 35, 60]. While these ap-
proaches predominantly focus on distilling information into
another diffusion model, our work explores the transfer of
this knowledge to flow matching models and hereby lever-
ages the inherent advantages of flow matching, including
more efficient inference and enhanced task performance.
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3. Method

In this section, we explain our algorithm and the process of
aligning the trajectories. We begin by discussing the defini-
tion of diffusion and flow matching models. Following this,
we describe how we traverse between the two trajectories as
depicted in Fig. 1 and use the diffusion model to generate a
reasonable estimate of the flow velocity.

3.1. Diffusion and Flow Matching

Diffusion models (DM) [19, 56, 57] gradually diffuse
data by typically adding noise to real data samples zo ~
po(xo) in a predefined discrete forward process, which can
be characterized by

(] zo) :N(mt;atx()vafl)» M

where «; and o; are the predefined noise schedules, ¢ is
the discrete timestep, and x; is the resulting noisy sample,
often referred to as the interpolant. In the setting of variance
preserving schedules o; = /1 — a2, and the interpolant
x¢ is then zy = auxg + /1 — aZe with e ~ N(0,1). A
neural network, parameterized by 6, is learned to reverse
the forward process by gradually removing noise from ;.
Ho et al. [19] propose the simplified loss term

Esimple = Et,s,wgrvp(aco)”Et — €9 (xta t)HQ: (2)

where predicting e instead of z is observed to yield better
results and enhance convergence. There also exists the v-
parameterization [49], defined as

Vt = Q€ — OtX. (3)

Flow matching (FM) models [1, 30, 32], another flexible
class of generative models, utilizes the same idea of grad-
ually deteriorating data samples and then synthesizing new
data by reversing the process. We adopt the setting from
Lipman et al. [30] where x represents noise, and x; corre-
sponds to data. The interpolant on the continuous timesteps
t € [0,1] is defined as

xe =txy + (1 —t)xo, %)

where x is typically a Gaussian noise sample. The model
vy is trained to regress a vector field along the trajectory,
following the linear path that points from x to x; using the
following objective:

Lint = Bt zgm N (0,1),01 ~p(en) || (@1 —70) =V (21, 1) |[*. (5)

Sampling from a flow matching model is accomplished by
integrating over the trajectory of the learned ODE, e.g. us-
ing the forward Euler method with the update rule

Tigin = Tt +tave(z,t) vt €[0,1), (6)

Figure 2. Although non-integer-shifted DDIM timesteps are nei-
ther defined nor trained, generated images remain of high quality.

with ¢ = 1/N and N being the number of function evalu-
ations (NFE). We generate a discrete sequence that approx-
imates the path by advancing in small increments along the
ODE. The trajectory’s smoothness, or “straightness,” is crit-
ical, as it determines the number of steps required to achieve
accurate results, trading off computational cost and fidelity.
Straighter paths allow smaller NV, whereas paths with higher
curvature require more steps for simulating the ODE.

Reflow In FM training, we randomly sample from a Gaus-
sian distribution and form pairs with the data points to cre-
ate the interpolant x;. This random pairing leads to curved
sampling trajectories, increasing the curvature of the ODE
trajectories during inference [61]. To straighten these tra-
jectories, Liu et al. [32] propose Reflow, which iteratively
trains on samples obtained from a pre-trained flow matching
model. Given an already trained ODE model vg, Reflow
first samples zg ~ AN(0,I) and integrates along the ODE
trajectory using Eq. (6) to obtain a corresponding data sam-
ple 1. This process generates image-noise pairings. Train-
ing on this paired data has been found to reduce inference
cost by straightening the sampling trajectories [32, 33, 64].

3.2. Diffusion Prior for Flow Matching Model

Flow matching methods are known for straighter trajecto-
ries and more efficient inference [14, 61]. Hence, trans-
forming the diffusion prior into a flow matching equivalent
offers the potential for improvements in inference speed and
performance [8, 37]. While previous research has success-
fully adapted diffusion priors for other downstream diffu-
sion tasks, our approach combines these advantages with
those of flow matching models.

Importantly, recent works on utilizing flow matching
models to inherit a diffusion prior for downstream ap-
plications, such as DepthFM [14], have shown signifi-
cant promise in accelerating inference compared to diffu-
sion models. While this approach provides faster sam-
pling than its diffusion model’s counterpart, this inheri-
tance method has limitations: DepthFM finetunes from a v-
parameterized text-to-image diffusion model [46] directly.
This approach requires the flow matching model to “warp”
the v-parameterization to predict velocity, a different pa-
rameterization scheme. This introduces misalignments in
the training objective, the interpolant, and the timesteps.
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To address these limitations, we propose a novel strat-
egy that enables a seamless transition between diffusion and
flow matching trajectories. Our method minimizes mis-
alignments and yields more accurate velocity predictions.
In addition to monocular depth estimation, we demonstrate
that our approach generalizes to other downstream tasks and
offers a versatile and efficient solution for leveraging prior
information from diffusion model.

3.2.1 Traversing Between Trajectories

Let us transform a foundation diffusion model’s trajectory
x¢ by applying two invertible operations, one f; that repa-
rameterizes ¢ € [0,7] and one f, that transforms z to an
alternate trajectory, defined by the following equation:

L(fr) = falzy,) )

The boundary conditions need to satisfy z(fy) = ¢ and
Z(fr) = a7 to ensure that the starting and target samples
are the same. This is different to Shaul et al. [55] since our
approach rectifies the trajectories, which requires the exact
alignment of the starting and the target distribution.

In order to construct f; and f, reasonably, we need to
probe into the diffusion and flow matching model and inves-
tigate how the interpolants are related. Let z°M represent a
data sample on the diffusion trajectory and ™ a data sam-
ple on the flow matching trajectory. Similarly, {py is the
diffusion timestep and tgy is the flow matching timestep.
Following the convention of diffusion and flow matching
literature [1, 19, 30, 32, 57], diffusion operates on discrete
timesteps tpm € Z>o N [0,T], where :cg)lﬁzo represents
the data samples and xt?sz corresponds to the Gaussian
noise. In contrast, flow matching uses continuous timesteps
tem € [0,1] with 2fM_, representing the data samples
and 3 _ representing the Gaussian noise. To summa-
rize, the boundary condition enforces zph_, = xyh_;
and M _ = xiM_,, while we seek two invertible map-
pings f; : [0,7] — [0,1] which maps ¢tpm to tpv, and
fe 1 0,1] x R4 — RY which maps ™M to 2™ The diffu-
sion interpolant is

DM __ DM DM
xtDM = Qpy Lo + OtpmTT (8)

where o +o7 = 1 for the variance-preserving schedule
and oy, = 1, Vipm with o4, monotonically increasing

over time for the variance-exploding schedule [19, 57].
The flow matching interpolant is defined as

xfx = tFM(L'Il:M + (1 — tFM)ng- (9)

There are multiple ways to define f, so that the diffusion
trajectory can be transformed and warped into a linear equa-

tion, one being

(673 Ot
fw (x]g)l\]\/al) _ DM {L'BM DM .Z']%M
Oty T Oty Oty T Oty (10)
_ 1 DM
- tpm?

Qtppg + Tty

yielding a scaled version of zp™.

To design f; as an invertible mapping between the dis-
crete space tpyv and the continuous space tpy, we start by
establishing an invertible transformation function that en-
ables continuous interpolation between discrete points in
tpm While aligning with f,. To ensure continuity and in-
vertibility, we define f; as a piecewise linear function and
interpolate between these discrete points. Let {55 € [0, 7]
be a continuous interpolated time space of the discrete tpyy.
The correlation between Eq. (9) and Eq. (10) allows to cal-
culate tgy via the diffusion coefficients:

tpy

fi(tom) o+ 01 (11)
where in both variance-preserving and variance-exploding
diffusion schedules f;(¢tpm) is monotonic. While the dif-
fusion coefficients o, and o, are not defined for all t55;,
we interpolate between the corresponding nearest neigh-
bors. Let tpy, and tpm, be the nearest neighbors of t55;,
and we design f; to be just as a linear interpolation in-
between. Interestingly, we find that although the contin-
uous values of ¢y were not trained during the foundation
model’s training, direct inference with these values still pro-
duces reasonable results, as shown in Fig. 2. Specifically,
instead of performing DDIM inference at discrete timesteps
topmm € Z>o N [0,1000], we do inference at tppiv + 0.5
with linearly interpolated a; and o;. We hypothesize that
timesteps represented as sinusoidal embeddings create a
well-defined continuous time space. This observation lays
the foundation for interpolating timestep embeddings and
traversing trajectories.

With t5y; defined on the continuous domain, the in-
verse f; '(tpm) can be defined as follows. First, we find
tpm, and tpy, in the discrete timesteps such that f;(tpm, )
and f:(tpm,) are the two nearest neighbors of ¢ty with
fe(tom,) < tem < fi(tpm,). Next, we perform a linear
interpolation between the two neighbors to reverse the map-
ping from tgy to tyg

f  (tem) = tom, + v — fi(tom,) )(tDM,2 — oM, )-

fi(tpm,) — fi(tom,
(12)

With f;(-) bidirectionally defined as in Eq. (I11) and
Eq. (12), we deduce the bidirectional mapping from the FM
trajectory '™ back to the DM trajectory zPM:

Fo @) = (O ) T 0 )T (13)
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3.2.2 Unifying the Objectives

While traversing between the diffusion and flow matching
trajectories is explained in the previous chapter, it is still es-
sential to unify the training and inference objectives. Prior
works [14, 64] fine-tuned the model to adapt the diffusion
prior, originally predicting e or v, to directly predict veloc-
ity. However, these approaches force the model to transi-
tion between different parameterizations, therefore requir-
ing longer convergence times and also ultimately impact-
ing model performance. In contrast, our method unites the
objectives by leveraging the diffusion prior and utilizing
the relationships between the parameterizations. We term
this technique Objective change as we incorporate both tra-
jectory traversal and a principled objective realignment to
facilitate velocity prediction based on the diffusion prior.
This approach is broadly applicable across different param-
eterizations; here, we demonstrate its effectiveness using v-
parameterization.

Let vg(xzPM, tpy) be the v-prediction (Eq. (3)) from a
pre-trained diffusion model. Using the notation of Eq. (8)

DM DM DM
U9($ 7tDM) = Qipyr — Otpy Lo (14)

where x( and the corresponding z7 can be estimated as

—

DM __ DM DM
Lo = QppyLypy — Otpu V6 (xtDMv tDM) (15)
DM _ DM DM
T = atDMve(xtDM7tDM) ~ OtpmLipy

with the wide hat symbol indicating an estimate predicted
by the model. An approximation for the velocity v at the
corresponding FM data point 2™ is then formulated with

Algorithm 1 Diff2Flow Training

Require: Data Sample 2™, Noise sample 25™, Timestep

trem € [0, 1]
1: Compute the interpolant z{ > Eq. (9)
2: Reparameterize tpy to ¢y using it > Eq. (12)
3: Reparameterize 2™ to 2PM using f > Eq. (13)
4: Approximate velocity prediction vy > Eq. (16)
5: Take gradient descent step on Ly > Eq. (5)

Algorithm 2 Diff2Flow Sampling

Require: Noise sample 25M, Number of sampling steps N

1: fort=0,4,---, Y+ do

2 Reparameterize gy 10 tgy; using ft_1 > Eq. (12)
3 Reparameterize xfx to mg\é using 1 > Eq. (13)
4: Approximate velocity prediction vy > Eq. (16)
5 Tip1/N — T+ & Ve > Eq. (6)
6: end for

7: return x|

respect to the boundary conditions defined in Eq. (7):

vo (™ tpy) = oM — 2EM
= (Qupy — UtDM)(xtDDI\;,‘I - Ue(l’]t)x, tpm))-

(16)
While we demonstrate the transition specifically from v-
parameterization to velocity, this approach is versatile and
can be readily applied to other parameterizations, such as
e-parameterization, by following the same method outlined
above. Algorithm 1 and Algorithm 2 summarize this ap-
proach in more detail. In summary, our main objective is to
estimate the velocity using the prediction on the diffusion
trajectory. We use standard Euler steps for inference.

3.3. Parameter-efficient Finetuning

Prior works [36, 47] have demonstrated that parameter-
efficient finetuning (PEFT) can be advantageous in tasks
like domain adaptation and model distillation for genera-
tive models. PEFT reduces the number of parameters re-
quiring updates, lowers memory demands during training,
and theoretically mitigates catastrophic forgetting [2, 21].
In our approach, we utilize Low-Rank Adaptation (LoRA)
[21], which achieves parameter efficiency by freezing the
main model weights and updating only a low-rank decom-
position of the weight matrices. Given a weight matrix
Wy € R¥**_ we freeze W and contrain the matrix’s update
with a low-rank decomposition Wy + AW = W, + BA,
where B € R" and A € R"™** with the rank r <
min(d, k). The modified forward pass for an input x is
then h = Woxr + AWz = Wyx + BAz. We observe
that LoRA does not work out of the box when training
a diffusion model with a flow matching objective, likely
due to the shift required to adapt to a new parameteriza-
tion scheme. In other words, LoRA struggles with the sig-
nificant adjustment required when reconfiguring the model
from a diffusion-based parameterization to a velocity pre-
diction paradigm. This observation also underscores why
naive application of a flow matching objective to a pre-
trained diffusion model is not effective; it forces the model
to unlearn the old parameterization and switch to an entirely
new one. In contrast, LoORA performs well when incorpo-
rating our proposed objective change that aligns the trajec-
tories. Here, LoRA provides an efficient balance, achieving
strong results with minimal parameter updates and showing
further improvements as more parameters are fine-tuned.

4. Experiments
4.1. Text-to-Image Synthesis

We start with the text-to-image task, the original task on
which the diffusion prior model was trained. Specifically,

28351



Diff2Flow (Ours)

w/o LoRA

w/ LoRA

“portrait of a cat covered in cloud of smoke, oil painting style”

Figure 3. Qualitative results for our finetuned Text-to-Image mod-
els using different objectives. DM, FM and Diff2Flow stand for
diffusion finetuning, flow matching finetuning, and our method.
Images are generated with the same seed, NFEs, and CFG = 4.0.

FM Diff2Flow (Ours)

w/o LoRA

“A fully white image with black borders”

w/ LoRA

“A fully white background with a gray circle in the center”

Figure 4. Our finetuning objective, both with and without PEFT
effectively addresses the issue of non-zero-terminal SNR of DMs.
The generations align faithfully to the input prompts.

we use Stable Diffusion 2.1 [46] as our diffusion prior, pre-
trained at a resolution of 768 x 768, and fine-tune it to
generate images at a lower resolution of 512 x 512. This
resolution shift allows us to investigate the effectiveness of
different fine-tuning techniques in bridging resolution gaps.

Starting from the SD2.1 prior, we continue training
with different objectives on the LAION-Aesthetics dataset
[53] and evaluate model performance on COCO 2017 [29].
Fig. 5 shows that simply continuing diffusion training with
an FM objective yields weak performance, especially when
constraining model capacity with LoRA. In contrast, our
method consistently surpasses continued diffusion training,
both with and without classifier-free guidance, converging
in as few as 2.5k iterations. Note that all models show poor
FID results without training due to the resolution mismatch.

We present qualitative results in Fig. 3 and Fig. 4, where
we use the same sampling hyperparameters and fix the ini-
tial Gaussian noise. A key issue that we also address in the
transition from the diffusion model to flow matching is the

Method FID| CLIP?T Aesthetics Score T
SD1.5 56.77 26.34 532
SD1.5 (cont. training) 56.36  26.33 5.90
Diff2Flow 52.80 26.54 5.99

Table 1. Eval on COCO-2017 5k with 25 Euler/DDIM steps.

problem of non-zero terminal SNR [28], which typically re-
sults in images generated by stable diffusion models having,
on average, gray tones instead of true black or white. Our
training paradigm solves this problem, illustrated in Fig. 4.
Furthermore, we investigate the scenario where diffusion
training is resumed with our method without any changes in
resolution or task objectives. Specifically, we initialize from
an SD1.5 checkpoint and continue training on the LAION-
Aesthetics dataset at a resolution of 512 x 512. The corre-
sponding evaluation metrics are reported in Tab. 1. Consis-
tent with observations in SD3 [8], the rectified trajectories
of Diff2Flow yield superior performance compared to the
baseline SD model. We show that converting a diffusion
model to its flow-matching counterpart also leads to perfor-
mance improvements within the same generative task.

4.2. Rectifying the Trajectories

In addition to fine-tuning diffusion models for resolution
changes, we can also optimize them for straighter sampling
trajectories to enable faster generation speeds. A popular
approach to this is Reflow [32], which modifies the flow-
matching training objective by replacing the random Gaus-
sian noise terms in Eq. (5) with calculated noise derived
from a pre-trained prior ODE to ensure that each noise-
image pair is aligned according to the ODE. Quantitative
results are presented in Tab. 3, where our method demon-
strates competitive performance over various number of
function evaluations (NFEs), including low NFEs such as
2 and 4, while only fine-tuning less than 7% of the parame-
ters. Qualitative results using reflow with 4 inference steps
are shown in Fig. 6 and in the Appendix.

4.3. Monocular Depth Estimation

In addition to common tasks, we also show the versatility
of our approach for domain adaptation finetuning. Previ-
ous methods have shown strong performance in using large-
scale image generative models for affine-invariant monocu-
lar depth estimation [9, 14, 24]. Marigold [24] directly fine-
tune Stable Diffusion on synthetic image-depth data using
the standard v-parameterized Diffusion loss (Equation (3)).
Following a similar setup, DepthFM [14] propose to con-
vert Stable Diffusion into a flow matching model by train-
ing with the flow matching (see Equation (5)) loss. This
approach requires aligning the model’s outputs to a differ-
ent objective, interpolant, and timestep scaling (with tpy €
[0,1000] in diffusion versus tgy € [0, 1] in flow matching).
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Figure 5. Text-to-Image FID on the COCO 2017 [29] validation dataset. Light curves indicate results without Classifier-free Guidance [18].
a) We show that both FM and Diff2Flow converge to the same performance, given sufficient training and model capacity (full fine-tuning).
However, our method removes the computational overhead from learning how to adjust the network output, resulting to faster convergence.
b) Given limited modeling capacity (LoRA) the difference is more pronounced, where the FM model fails to close the gap to Diff2Flow,
indicating that finetuning a portion of the parameters is enough to transfer a diffusion model to a flow matching model.

Method Training  NYUV2 [40] KITTI [13] ETH3D [52] ScanNet [5] DIODE [62]
samples . Rell 517 AbsRell 011 AbsRell 017  AbsRell 01T  AbsRell o617
Depth Anything [65] cver 26 62M 4.3 98.1 7.6 94.7 12.7 88.2 - - 6.6 95.2
Depth Anything v2 [66] wxiv 26 62M 4.4 97.9 75 94.8 132 86.2 — — 6.5 95.4
Metric3D [68] acev 23, M 5.0 96.6 5.8 97.0 6.4 96.5 7.4 94.1 224 80.5
Metric3D v2 [22] creavi 24) 16M 43 98.1 4.4 98.2 4.2 98.3 —t —t 13.6 89.5
Marigold [24] cver 21, 74K 55 96.4 9.9 91.6 6.5 96.0 6.4 95.1 30.8 77.3
GeoWizard [9] ccv o) 278K
reproduced by [38] 278K 5.7 96.2 14.4 82.0 7.5 94.3 6.1 95.8 31.4 77.1
DepthFM [14] (aani 25) 74K 6.0 95.5 9.1 90.2 6.5 95.4 6.6 94.9 224 78.5
E2E FT [38] twacv 25, 74K 5.2 96.6 9.6 91.9 6.2 95.9 5.8 96.2 30.2 77.9
Lotus-G [16] @i 24 59K 5.4 96.6 113 87.7 6.2 96.1 6.0 96.0 — —
Diff2Flow 74K 5.7 96.7 8.7 92.0 5.5 97.4 6.2 95.7 21.6 79.5
Diff2Flow (LoRA) 74K 59 96.4 9.5 90.8 6.0 96.8 6.4 95.5 226 78.5

Table 2. Comparison to state-of-the-art depth estimation methods. We compare discriminative (top) and generative models (bottom).
Numbers obtained from [38]. "Metric3D v2 [22] was trained on ScanNet, so zero-shot evaluation is not possible. We also show the results
reproduced by [38] for GeoWizard. All of our results are generated with NFE= 10 and an ensemble size of 4.

Method #Params | Steps FID | CLIP 1
SDv1.5+DPM Solver [34] xeurps 22) 0.9B 25  20.10 0.318
Rectified Flow [32] cir 23) 0.9B 25  21.65 0.315
Diff2Flow (LoRA) 62M 25 2145 0314
PeRFlow [64] (rxiv 24) 0.9B 4 2297 0.294
Diff2Flow (LoRA) 62M 4 2529 0313
Rectified Flow [32] ucir 23 0.9B 2 3135 0.296
Diff2Flow (LoRA) 62M 2 3231 0.305

Table 3. We fine-tune all our models with LoRA, and apply only
1-rectified flow according to Liu et al. [32]. We get competitive
results with state-of-the-art reflow models.

This process incurs significant computational cost, limiting
the training efficiency and final performance. However, the
flow matching nature of DepthFM allows for faster infer-
ence, at slightly reduced performance when given enough
training. Our method mitigates this problem, accelerat-
ing training, and improving performance. The training and
evaluation metrics are provided in the Appendix.

Figure 6. SD1.5 [46] + Diff2Flow-Reflow, 4-step inference results.

Results Table 2 compares our method with both discrim-
inative and generative depth predictors. Trained exclu-
sively on synthetic data, our method matches or outper-
forms the prior state-of-the-art in monocular depth estima-
tion, as shown in Figure 8. The diffusion-based Marigold
model [24] struggles to achieve high accuracy with a limited
number of sampling steps. In contrast to both DepthFM and
Marigold, our method achieves competitive performance af-
ter very few training iterations and with only two sampling
steps. The performance difference becomes even more pro-
nounced when training with LoRA, where model capacity
is limited. Figure 8b shows that this limitation prevents a
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Figure 7. Zero-shot qualitative results on real-world imagery. Our methods produce depth predictions with perceptually higher fidelity and
finer detail. All predictions are made using the optimal settings of the models. Best viewed when zoomed in.
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Figure 8. Results on NYUv2 depth benchmark [40] with 4 ensemble members. a) With full fine-tuning we find that FM adapts to the 12D
task very quickly, but adding the objective change leads to even quicker convergence and better results. In contrast, the diffusion-based
counterpart [24] suffers from slower convergence and requires more inference steps. b) The difference between FM and Diff2Flow is even
more pronounced if we limit the capacity of the model by using Low-Rank adaptations. With Diff2Flow, the model does not need to learn

to change the objective and can focus only on the task itself.

straightforward application of the FM loss to the diffusion
model. DepthFM struggles here as the model has to learn
the adaptation from the v-parameterization to the FM objec-
tive. The successful adaptation of the diffusion-based image
prior to flow matching supports our initial hypothesis that
the integration of our objective change facilitates this trans-
formation. In Table 4, we present an ablation study on per-
formance with different numbers of trainable parameters.
Fine-tuning just 1/4 of the original parameters is sufficient
to achieve competitive performance with previous methods,
particularly with the fully finetuned DepthFM model. Fig-
ure 7 qualitatively compares our method with state-of-the-
art depth estimators on in-the-wild images. While discrim-
inative methods often lack detail and fidelity, generative
models capture fine details and avoid the averaging effect
common to discriminative approaches.

5. Conclusion

We introduce a novel framework, Diff2Flow, that effec-
tively converts pre-trained diffusion into flow matching
models, providing a twofold optimization. First, this ap-
proach allows us to efficiently use the diffusion model’s
prior by exploiting its powerful generative capabilities with-

Method #Params | AbsRel | o1 1
Marigold + E2E FT [38] 866M 52 96.6
Diff2Flow 866M 5.7 96.7
Diff2Flow (LoRA base) 222M 59 96.4
Diff2Flow (LoRA small) 62M 6.9 95.0

Table 4. Zero-shot evaluation on NYUv2 [40] for different number
of trainable parameters. We can achieve competitive performance
with only a fraction of previous SOTA methods.

out retraining from scratch. Second, by adapting it to
the flow matching paradigm, we gain key benefits unique
to flow matching: fast inference suitable for downstream
tasks, and the ability to straighten sampling trajectories
through techniques such as reflow, which further improves
efficiency and performance. As a result, Diff2Flow not only
improves training and inference efficiency but also delivers
competitive performance in diverse tasks, including text-to-
image synthesis and monocular depth estimation. By using
parameter-efficient fine-tuning methods such as LoRA, our
framework further minimizes computational requirements
and demonstrates a practical, scalable way to merge diffu-
sion and flow matching paradigms in generative modeling.
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