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Abstract

Diffusion models have achieved remarkable success across
various domains. However, their slow generation speed
remains a critical challenge. Existing acceleration meth-
ods, while aiming to reduce steps, often compromise sam-
ple quality, controllability, or introduce training complex-
ities. Therefore, we propose RayFlow, a novel diffusion
framework that addresses these limitations. Unlike previ-
ous methods, RayFlow guides each sample along a unique
path towards an instance-specific target distribution. This
method minimizes sampling steps while preserving gen-
eration diversity and stability. Furthermore, we introduce
Time Sampler, an importance sampling technique to en-
hance training efficiency by focusing on crucial timesteps.
Extensive experiments demonstrate RayFlow’s superiority
in generating high-quality images with improved speed,
control, and training efficiency compared to existing accel-
eration techniques.

1. Introduction
Diffusion models have revolutionized generative AI [10,
38–40], achieving impressive results in various domains,
from text [14, 44] and images [37, 45, 54, 55, 58] to
3D models [4, 21, 43], audio [9, 18], and restoration
[1, 2]. However, their slow generation speed, often re-
quiring dozens of steps per sample, remains a significant
limitation. Various distillation techniques attempt to accel-
erate this process, including normal [25, 56], adversarial
[35, 42], progressive [33], and variational score distillation
[28, 34, 43, 47, 51, 52]. Current distillation methods, de-
spite their objectives, are hindered by challenges including
substantial computational overhead, complex training regi-
mens, and limitations in terms of generation speed, sample
quality, and effective guidance [11, 27, 29, 30, 46, 53, 59].
This underscores the imperative for developing more gener-
alized approaches to fully exploit the capabilities of diffu-
sion models.
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The traditional diffusion process, as shown in Fig.1a,
forms the foundation for most acceleration and distillation
methods. However, it’s clear from the figure that this pro-
cess suffers from several issues:
• (1) Varying Expectations. The expectations in the back-

ward process differ across timesteps. Achieving high-
quality samples necessitates a greater number of sam-
pling steps, making it impossible for accelerated sam-
pling methods to avoid quality degradation.

• (2) Overlapping Diffusion Paths. Since all sample eventu-
ally converges to the same standard Gaussian distribution,
the diffusion probability paths will overlap. E[ϵ̄t|xt] may
represent the intersection of multiple probability paths,
leading to significant randomness in sampling outcomes
and potentially substantial quality loss.

• (3) Sampling Instability. Even with closely positioned
sampling points, the final generated results can differ sig-
nificantly, introducing substantial instability.
Several studies try to address these limitations: [22] in-

troduced rectified flow (RF) using linear ordinary differen-
tial equation (ODE) for straight-path sampling (Fig.1b top-
left), while [41] extended RF to first-order curved paths
rectified diffusion (RD) for denoising diffusion probabilis-
tic models (DDPM)-like models (Fig.1b top-right). These
sample-noise matching approaches have also been applied
to diffusion distillation by [24, 49].

However, existing sample-noise matching algorithms
brings new drawbacks while attempting to address above
challenges: (1*) Path Inconsistency: the gap between
sample-noise matching and actual ODE sampling paths is
too large, potentially leading to training difficulties and poor
generalization; (2*) Limited Diversity: sampling proba-
bility paths are severely constrained, significantly reduc-
ing model generation diversity; (3*) Theoretical Gap: the
method is highly intuitive but lacks fundamental theoretical
derivation to prove its optimality for sampling stability.

To address all the three challenges in traditional diffu-
sion and the drawbacks introduced by existing sample-noise
matching methods, we propose RayFlow (shown in Fig.1b
bottom). Consistent Expectations and Path: For chal-
lenge (1) and (1*), we leverage pre-trained models to cal-
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(a) The forward and backward process of traditional diffusion.
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(b) The forward and backward process of our diffusion method.

Figure 1. The comparision of different diffusion process.

culate a unified noise expectation ϵµ = Et[E[ϵ̄t]] across all
timesteps, enabling efficient step compression without qual-
ity degradation. Individual Path Design: For challenge (2)
and (2*), instead of converging to a common Gaussian, each
sample follows a unique diffusion path towards its specific
target mean with reduced variance, minimizing path over-
laps and sampling randomness. Theoretical Guarantee:
For challenge (3) and (3*), we prove that our method maxi-
mizes the path probability between the starting point, target
mean, and origin, ensuring optimal sampling stability and
reliable reconstruction of the original data point.

Moreover, to improve training efficiency, we develop
Time Sampler, an advanced importance sampling method
that identifies crucial timesteps during training. By combin-
ing Stochastic Stein Discrepancies (SSD) with neural net-
works, Time Sampler approximates the optimal sampling
timestep distribution to minimize variance of training loss
estimator, thereby reducing computational redundancy and
enhancing efficiency.

Our key contributions can be summarized as follows:

• RayFlow Framework: We introduce an innovative diffu-
sion framework with instance-independent target means.
This approach offers enhanced control over the generative
process, allowing for more efficient and precise sampling.

• Time Sampler: We develop an timestep importance sam-
pling technique utilizing SSD. This method effectively
identifies crucial timesteps during training, reducing com-
putational redundancy and enhancing efficiency.

• Efficient Algorithms: We present practical algorithms
for training and sampling with RayFlow, including a fast
one-step sampling variant for quicker generation.

• Theoretical Analysis: We provide a thorough theoretical
examination of RayFlow, detailing the derivation of path

probabilities and the optimization of parameters to ensure
maximal sampling stability.

Through extensive experiments, we demonstrate the effec-
tiveness of RayFlow in generating high-quality images with
improved efficiency and controllability compared to exist-
ing acceleration algorithm. Our work opens up new ap-
proach for exploring and controlling diffusion processes.

2. Preliminaries
2.1. Denoising Diffusion Probabilistic Models [10]

Consider a dataset of real samples x0 ∈ Rd from distribu-
tion p(x0). DDPMs learn this distribution through iterative
noising and denoising over T discrete time steps, indexed
by t ∈ {1, . . . , T}. Let N (µ,Σ) denote the Gaussian dis-
tribution with mean µ and covariance Σ.

Forward Process. The forward diffusion process grad-
ually adds Gaussian noise through a Markov chain:

p(xt|xt−1) = N (αtxt−1, βtI) (1)

where αt ∈ [0, 1] is the draft term and βt ∈ [0, 1] is noise
variance. After T steps, p(xT ) = N (0, I). With setting
α2
t + β2

t = 1, the process simplifies to:

p(xt|x0) = N (ᾱtx0, 1− ᾱtI) (2)

where ᾱt =
∏t

s=1 αs is the cumulative product of scaling
factors up to step t.

Backward Process. The reverse process reconstructs x0

from xT by iteratively denoising:

p(xt−1|xt,x0) = N (µ̃(xt,x0), β̂tI) (3)

where µ̃ are parameters which need to learn, β̂t = (1 −
ᾱt−1)/(1− ᾱt)βt.
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2.2. Simulation-Free Flow Matching

Flow matching (FM) [8, 17, 19, 22] consider generative
models that learn a mapping between a noise distribution
p(xT ) and a data distribution p(x0) via an ODE:

dxt = vθ(xt, t)dt, (4)

where vθ(yt, t) represents a velocity field parameterized by
a neural network with weights θ. Let u(xt) be the marginal
velocity field that generates the marginal probability p(xt).

ψt(·|ϵ) = atx0 + btϵ, u(xt|ϵ) = ψ′
t

(
ψ−1
t (xt|ϵ)|ϵ

)
,

where at, bt ∈ R are coefficient. The FM objective, which
aims to directly regress marginal velocity field (u(xt) has
the same gradient with u(xt|ϵ) [17]):

LCFM = Et,p(xt|ϵ),p(ϵ)
[
||vθ(xt, t)− u(xt|ϵ)||22

]
. (5)

According to [8]’s setting, we have ut(xt|ϵ) = a′
t

at
xt −

bt
2 λ

′
tϵ, where the signal-to-noise ratio λt = log(a2t/b

2
t ),

with λ′t = 2(α′
t/αt − b′t/b). Denote ϵθ(xt, t) =

−2
λ′
tbt

(vθ −
a′
t

at
xt), then we can rewrite Eq.(5) to:

L(x0) = −1

2
Et,ϵ

[
−1

2
λ′2t b

2
t∥ϵθ(xt, t)− ϵ∥2

]
(6)

Eq.(6) shows the connection between diffusion and FM,
demonstrating that their training processes differ only by
different weighting factor.

2.3. Flow Trajectories

This section examines several trajectory variants.
Variance Preserving (VP) [10]. As described in Sec-

tion 2.1, sets α2
t + β2

t = 1 and defines βt linearly between
β0 and βT . VP uses a square-root interpolation of

√
ᾱt,

with forward process ψt(·|ϵ) = xt =
√
ᾱtx0 +

√
1− ᾱtϵ

and marginal velocity field u(xt|ϵ) = α′
t

1−α2
t
(αtx0 − ϵ)

Rectified Flow [22]. RF defines a linear forward pro-
cess: ψt(·|ϵ) = xt = (1 − t)x0 + tϵ, and the marginal
velocity field u(xt|ϵ) = ϵ−x0

1−t

2.4. Importance Sampling

In variational inference, we frequently seek to estimate ex-
pected values of the form µ = Ex∼p[ξ(x)], where p is a
probability distribution over D ⊆ Rd and ξ : D → R is an
integrable function. The classical Monte Carlo estimate of
µ is µ̂n = 1

n

∑n
i=1 ξ(xi), with xi ∼ p being i.i.d. samples.

However, when ξ is non-zero primarily in regions where
p is small, standard Monte Carlo sampling becomes inef-
ficient. Importance Sampling addresses this by sampling
from an alternative distribution q, chosen to reduce the vari-
ance of the estimator.

Definition of Importance Sampling. Let q : D → R
be a probability density function such that q(x) > 0 for all
x ∈ D where p(x)ξ(x) ̸= 0. We can express the expected
value µ as:

µ =

∫
D
ξ(x)

p(x)

q(x)
q(x)dx = Ex∼q

[
ξ(x)

p(x)

q(x)

]
. (7)

Importance Sampling Estimator. Given i.i.d. samples
{xi}ni=1 from the importance distribution q, the importance
sampling estimator µ̂q is defined as:

µ̂q =
1

n

n∑
i=1

ξ(xi)
p(xi)

q(xi)
. (8)

This estimator is unbiased, meaning that its expectation is
equal to µ. Moreover, we can get variance of Importance
Sampling Estimator. Then the variance of the importance
sampling estimator is given by Vq[µ̂q] =

1
nσ

2
q , where

σ2
q = Ex∼q

[
ξ2(x)

(
p(x)

q(x)

)2
]
− µ2. (9)

3. Proposed Method

This section introduces our proposed method for RayFlow,
which involves a novel approach to diffusion processes in
generative modeling. We present the theoretical founda-
tions, the forward and backward processes, and the path
probability. We also provide the optimal parameters for
maximizing the path probability and outline the training and
sampling algorithms.

3.1. RayFlow

We introduce RayFlow, a novel framework that transforms
data through a precise trajectory. The core of our method
is a markov chain that construct a flow that sample x0 be-
tween target distribution p(xT ) = N (ϵµ, σ

2I), where ϵµ
represents a pretrained mean vector and σ is the standard
deviation. This process is shown in following proposition
(proof in Appendix.A.1).

Proposition 1. Given data x0, pretrained mean ϵµ ∈ Rd

and variance σ ∈ R>0, and target diffusion p(xT ) =
N (ϵµ, σ

2I), we can describe the diffusion process with the
following Markov chain.

Flow Trajectories. Define probability flow path.

ψt(·|ϵ) =
√
ᾱtx0 + (1−

√
αt)ϵµ +

√
1− ᾱtϵ (10)

Forward Process. Add noise to image data.

p(xt|xt−1, ϵµ) = N
(
αtxt−1 + (1− αt)ϵµ, β

2
t σ

2I
)
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Figure 2. RayFlow and importance time sampling. Time Sampler can find the key timesteps (five coordinates) of flow matching.

Backward Process. Denoise from image data.

p(xt−1|xt, ϵµ) = N
(

1

αt
xt −

1− αt

αt
ϵµ, β̃tσ

2I

)
(11)

β̃t =

(
(1− α2

t )(1− ᾱt−1)

1− ᾱt

)
(12)

Path Probability and Optimization. A key theoretical
result of our framework is the characterization of optimal
parameters that maximize the path probability - the likeli-
hood of successfully transforming an image through the for-
ward and backward processes. The optimal parameters are
defined by following proposition (proof in Appendix.A.2):

Proposition 2. For any general diffusion defined in Prop.1,
the path probability (the probability of starting from x̂0, for-
ward to ϵ̂µ, and backward to x̂0) is given by:

p(x̂0 → ϵ̂µ → x̂0) =

p(xT = ϵ̂µ|x0 = x̂0)︸ ︷︷ ︸
Forward Path Prob.

· p(x0 = x̂0|xT = ϵ̂µ)︸ ︷︷ ︸
Backward Path Prob.

(13)

where the backward path probability is defined by:

p(x0|xT = ϵ̂µ) =

N

(
ϵ̂µ√
ᾱT

+

T∑
s=1

(e)s + (c)s√
ᾱs−1/ᾱt−1

,

T∑
s=1

β̃sᾱt

ᾱs
σ2I

)
(14)

and (e)s and (c)s are defined by:

(e)s = −
√
ᾱs−1(1− α2

s)

(1− ᾱs)
√
ᾱs

E[ϵ̄s] (15)

(c)s =
1− αs − ᾱs + αsᾱs−1 −

√
ᾱs−1 +

√
ᾱsαs

1− ᾱs
ϵµ

E[ϵ̄s] denotes the noise mean during forward at timestep s.

By maximizing the probabilistic path, we can minimize
the instability of sampling. But how to choose the parame-
ters that make the probabilistic path maximized is a impor-
tant issue, so we propose the following theorem (proof in
Appendix.A.3).

Theorem 1. Let Sϵ̄ = {ϵ̄t}Tt=1 be the noise added in the
forward process, ϵµ, σ be the parameters of the target dis-
tribution N (ϵµ, σ

2I). For sample x̂0, we can obtain the
optimal parameters that maximize the path probability.

argmax
Sϵ̄,ϵ̂µ,ϵµ,σ

p(x0 = x̂0|xT = ϵ̂µ)

T∏
t=1

p(ϵ̄t = E[ϵ̄t]) (16)

where the optimal parameters are defined by:

S∗
ϵ̄ = {(1−

√
ᾱt)ϵµ}Tt=1, σ

∗ → 0

ϵ̂∗µ =
√
ᾱT x̂0 + (1−

√
ᾱT )ϵµ, ϵ

∗
µ = Et[E[ϵ̄t]]

(17)

This theorem provides us with a way to find the corre-
sponding parameters of the target distribution that leads to
a optimal probability path, which ensures that the diffusion
process is efficient and informative.

3.2. Timestep Sampling

Training diffusion models involves estimating the expecta-
tion in Eq.(5), which averages the loss over all timesteps t.
While a uniform sampling of t is inefficient due to high vari-
ance and redundant computations. To address this, we intro-
duce Time Sampler, a novel importance sampling technique
for efficient timestep selection during training. Ideally, we
want to sample timesteps from a distribution that minimizes
the variance of Eq.(5). This optimal sampling distribution
is shown in following proposition (proof in Appendix.B.3).

Proposition 3. The optimal sampling distribution for
Eq.(5) with minimal variance is:

q∗(t|x0, ϵµ) ∝ ξt(x0, ϵµ)p(t), (18)

where ξt(x0, ϵµ) = ∥ϵθ(
√
ᾱtx̂0 + (1 −

√
ᾱt)ϵµ) − ϵµ∥22.

which means for any probability distribution p, we have

Vt∼q∗(t),(x0,ϵµ)[ξt(x0, ϵµ)] ≤ Vt∼p(t),(x0,ϵµ)[ξt(x0, ϵµ)]

However, Estimating q∗(t|x0, ϵµ) presents two key chal-
lenges: 1) limited samples: At each iteration, we can only
access small batch of samples, making it difficult to accu-
rately estimate the full distribution. 2) data dependency:
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The sampling distribution varies for different x0 and ϵµ, re-
quiring a flexible approach to capture this dependency.

To overcome these challenges, Time Sampler employs
a combination of SSD (please refer to Sec.B.2 for details)
and neural networks. SSD provides a powerful framework
for fitting distributions with limited samples. It maintains
a set of ”particles” that are iteratively updated to approxi-
mate the target distribution; To capture the dependency of
q∗(t|x0, ϵµ) on the input data, we use a neural network Tϑ

to parameterize the particle locations.
Denoting the empirical distribution St = {ti|ti ∈

[0, T ]}ni=1, to approximate q∗(t|x0, ϵµ). Hence, we desin
the Time Sampler Tϑ : (x0, ϵµ) 7→ St. The particles in
Time Sampler are updated iteratively using a gradient-based
approach. The update direction is determined by minimiz-
ing the KL divergence between the empirical distribution of
particles and the target distribution.

Following [20], let the updated distribution as q → q[εϕ],
and we can use the direction of the fastest change in KL
divergence as the update amount, recorded as ϕ∗.

ϕ∗ = argmin
ϕ∈B

{
− d

dϵ
KL(q[ϵϕ]∥q∗)

∣∣∣∣
ϵ=0

}
(19)

where B = {ϕ ∈ H : ∥ϕ∥H ≤ 1}. It can be proven that
the direction of the fastest gradient is the vector function
f∗ = β/∥β∥H (coms from property of ssd), that is,

− d

dε
KL(q[εϕ]∥q∗)

∣∣∣∣
ε=0

= Et∼q[AT
q∗ϕ(t)] (20)

Here AT
q∗ϕ(t) = [∇t ln q

∗(t)]Tϕ(t)+∇T
t ϕ(t). The gra-

dient direction is

ϕ∗(·) ∝ β(·) = Et∼q[Aq∗k(t, ·)] =
Et∼q[∇t ln q

∗(t)k(t, ·) +∇tk(t, ·)]
(21)

The first term in the parentheses represents the driving term,
which makes the particle tend to the target distribution, and
the second term represents the diffusion term, which pre-
vents the particles from getting too close.

∇t ln q
∗(t) =

∂

∂t
ln

(
1

n

n∑
i=1

ξt(x0, ϵµ)K(ti, t)

)
(22)

Then we can update Time Sampler Tϑ

min
ϑ
L =

1

n

n∑
i=1

(Tϑ(x0, ϵµ)[i] − (ti + εϕ(ti)))
2 (23)

It’s notable that the above loss function is equavilent to
1
n

∑n
i=1 ϕ(ti)

2. It’s easy to understand we need to mini-
mize the update distance until convergence.

Algorithm 1: RayFlow Distillation Training
Input: Epochs E, Timesteps T ,Images S = ∅

Prompt datasets Sc = {c(i)}Ni=1, Time
Sampler Tϑ(x0, ϵµ, t)

Tunable parameter: Network Parameters θ and ϑ
Output: Denoiser ϵθ(ϵ, c, t)

1 Construct Distillation Data
2 for i = 1 to N do
3 Sampling ϵ̂(i) from N (0, I)

4 (x̂
(i)
0 , ϵ̂

(i)
µ ) = Ψ(ϵθ, ϵ̂

(i), c(i),K)

5 minϑ Êk∥Tϑ(x̂
(i)
0 , ϵ̂(i))[k] − ξt(x̂

(i)
0 , ϵ̂(i))∥22

6 S = S ∪ {(x̂0, ϵ̂
(i)
µ )} ▷ Add data pair to dataset

7 end
8 RayFlow Training
9 for e = 1 to E do

10 for i = 1 to N do
11 {ft|ft = Tϑ(x̂

(i)
0 , ϵ̂

(i)
µ , t)}Tt=1 ▷ Time weight

12 p∗(t|x̂(i)
0 , ϵ̂µ) =

|ft|
Êt[|ft|]

▷ Proposition.1

13 Sampling t ∼ p∗(t|x̂(i)
0 , ϵ̂µ)

14 minθ ∥ϵθ(
√
α̂tx̂

(i)
0 +(1−

√
α̂tϵ̂

(i)
µ ))− ϵ̂

(i)
µ ∥22

15 minϑ ϕ(Tϑ(x̂
(i)
0 , ϵ̂

(i)
µ )[t])

2

16 end
17 end
18 return Network Parameters θ and ϑ

Algorithm 2: RayFlow Distillation Sampling
Input: Sampling steps K, Prompt c
Output: Sampling result x̂0

1 Sampling x̂K from N (0, I)
2 for k = K to 1 do
3 ϵ̂k = ϵθ(x̂k, c, k) ▷ noise prediction
4 x̂k−1 = 1

αt
x̂k − 1−αt

αt
ϵ̂k + β̃tϵ ▷ ϵ ∼ N (0, I)

5 end
6 return x̂0

Algorithm 3: RayFlow One-step Sampling
Input: Prompt c
Output: Sampling result x̂0

1 Sampling x̂T from N (0, I)
2 ϵ̂T = ϵθ(x̂T , c, T ) ▷ noise prediction
3 x̂0 = 1√

ᾱT
x̂T − 1−

√
ᾱT√

ᾱT
ϵ̂T + β̃T ϵ ▷ ϵ ∼ N (0, I)

4 return x̂0

3.3. Algorithms

We present the key algorithms that implement our RayFlow
framework, consisting of the training procedure (Algo.1)
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and two sampling approaches (Algo.2 and Algo.3).
The training algorithm consists of two main phases: data

construction and model training. In the data construction
phase, we generate synthetic training pairs by sampling
noise vectors. The Time Sampler Tϑ learns to predict
important timesteps for denoising. In the training phase,
we optimize the denoising network ϵθ to predict and re-
move noise at each timestep, guided by the learned time
weights. Ψ(ϵθ, ϵ̂

(i), c(i),K) represents ODE solvers which
sampling image from noise ϵ̂(i) with condition c(i) in K
steps, ϵ̂(i)µ = Êk[ϵ̂

(i)
k ], where ϵ̂(i)k represents sampling result

at timestep k.
we provide two sampling algorithms. The standard sam-

pling Algo.2 iteratively denoises the input over K steps us-
ing the trained denoiser. Starting from pure noise x̂K , it
progressively refines the output through repeated noise pre-
diction. For efficiency, we also present a one-step sampling
variant Algo.3 that generates the final output directly using
a single denoising step at timestep T .

4. Experiment
We present a series of experiments evaluating quality, scal-
ability and robustness of RayFLow. Our training costs
around 2.5 8 * A100 GPU days. We train LoRA instead
of UNet for convenience. We employ AdamW optimizer
with learning rate 1e − 6, 16 batch size, and 200 epochs.
We adopt gaussian kernel K(x, xi) = exp

(
−∥x−xi∥2

2h2

)
for

Time Sampler, where h is bandwidth, and set it 0.25. For
all of competitors, we follow their paper’s setting.

4.1. Implementation Details

Dataset. Our experiments utilize a carefully curated sub-
set of the LAION [36] and COYO datasets [3], following
the data selection approach outlined in previous methods
[15, 31]. The evaluation is performed on COCO-5k [16],
ImageNet [7], Cifar 10 [13], Cifar 100 [13] datasets.

Evaluation Metrics. We employ multiple complemen-
tary metrics to assess the quality and performance. The
aesthetic predictor, pre-trained on the LAION dataset, eval-
uates visual appeal, while CLIP score (ViT-B/32) measures
text-to-image alignment. Moreover, we incorporate recent
metrics including Image Reward [48] and Pick Score [12].

Base Models. Our experimental framework is built
upon three existing popular models: stable-diffusion-v1-
5 (SD15) [32] with UNet architecture, stable-diffusion-xl-
v1.0-base (SDXL) [32] with UNet architecture, and PixArt
[5] implementing the DiT architecture. These models serve
as benchmarks for comparing various acceleration schemes,
with detailed performance comparisons presented in Tab.1.

0.40 0.45 0.50 0.55 0.60

0.1

0.2

0.3

0.4

0.5

Figure 3. Sensitivity analysis on COCO-5K dataset where Aes-
thetis score for with respect to different values of σ.

COCO-5k ImageNet Cifar-100 Cifar-10
Module Clip Aes FID Clip Aes FID Clip Aes FID Clip Aes FID
w/ Tϑ 34.3 5.9 4.0 36.0 5.6 1.9 28.9 4.9 1.6 29.1 4.9 1.7
w/o Tϑ 31.9 5.7 4.8 33.9 5.0 2.8 26.4 4.7 3.5 28.0 4.7 3.9

Figure 4. Visualization of the importance distribution of timestep.
Performance of Time Sampler (SDXL) on different datasets.

4.2. Main Results

Timestep Importance Sampling. We conduct some ex-
periments to verify the performance of our proposed Time
Sampler, shown in Tab.4. Model with Time Sampler out-
performs its counterpart without the module across all met-
rics and datasets. We provide visualization of the timestep
importance distribution, which supports the effectiveness of
the module. This visualization demonstrates how the mod-
ule learns to adaptively focus on different timesteps dur-
ing the diffusion process. This comprehensive evaluation
across diverse datasets and metrics validates that the pro-
posed Time Sampler module is indeed effective in enhanc-
ing the model’s performance in image generation tasks.

Sensitivity Analysis. For the variance coefficient σ
in RayFlow, we conduct experiment with different coeffi-
cients. We distill the SDXL model on the COCO-5k dataset
using various σ. Fig.3 presents the sensitivity analysis re-
sults. We can observe that the model performs better when
σ is set to 0.3. When σ is set to either 0.5 or 0.1, the results

18118



Method Model Information FID-Score Aesthetics-Score
Type Params Flow Distill Cost 1-Step 2-Step 4-Step 8-Step 1-Step 2-Step 4-Step 8-Step

Stable Diffusion V1.5 Comparision
SD15-Base [32] UNet 0.98B VP - 19.8±.03 12.1±.06 11.6±.04 9.02±.02 3.66±.03 3.89±.05 4.11±.04 4.54±.01

SD15-PeRFlow [49] LoRA 67.5M RF 6.4 Day 5.37±.06 5.33±.03 5.21±.08 5.15±.07 5.69±.04 5.78±.09 5.59±.07 5.96±.03

SD15-LCM [26] LoRA 67.5M VP 4.5 Day 5.29±.05 5.05±.07 5.22±.04 5.03±.09 5.71±.06 5.83±.07 5.86±.05 5.96±.04

SD15-TCD [57] LoRA 67.5M VP 5.5 Day 5.56±.07 5.10±.04 5.23±.09 5.19±.06 5.45±.05 5.81±.08 5.63±.03 5.98±.06

Hyper-SD15 [31] LoRA 67.5M VP 12 Day 5.41±.04 5.05±.06 5.21±.05 5.02±.04 5.62±.03 5.85±.04 5.64±.05 6.00±.05

SD15-Ray (ours) LoRA 67.5M Ray 2.5 Day 5.10±.03 4.86±.05 4.78±.04 4.69±.04 5.92±.02 6.03±.03 6.13±.04 6.25±.02

Stable Diffusion XL Comparision
SDXL-Base [32] UNet 3.5B VP - 15.7±.03 10.5±.02 9.52±.01 8.42±.04 3.98±.02 4.14±.05 4.26±.03 4.61±.02

SDXL-Turbo [35] UNet 3.5B VP N Day 4.32±.07 4.16±.05 4.00±.04 3.80±.06 5.75±.08 5.85±.04 5.90±.09 5.70±.05

SDXL-PeRFlow [49] Unet 3.5B RF 6.4 Day 4.20±.05 4.22±.07 4.05±.06 3.78±.09 5.68±.03 5.65±.08 5.85±.04 5.60±.06

SDXL-LCM [26] LoRA 197M VP 4.5 Day 4.27±.07 4.22±.04 4.17±.05 3.81±.09 5.60±.03 5.49±.08 5.97±.06 5.74±.10

SDXL-TCD [57] LoRA 197M VP 5.5 Day 4.50±.08 4.10±.03 4.20±.07 3.90±.04 5.55±.06 5.43±.10 5.89±.05 5.65±.03

SDXL-Lightning [15] LoRA 197M VP N Day 4.35±.06 4.18±.09 4.08±.03 3.84±.07 5.75±.04 5.48±.05 5.95±.09 5.68±.07

Hyper-SDXL [31] LoRA 197M VP 12 Day 4.27±.07 4.22±.04 4.17±.05 3.81±.09 5.60±.03 5.49±.08 5.97±.06 5.74±.10

SDXL-DMD2 [50] LoRA 197M VP 12 Day 4.19±.02 4.06±.03 3.98±.02 3.71±.05 5.90±.03 5.99±.06 6.07±.04 6.14±.01

SDXL-Ray (ours) LoRA 197M Ray 2.5 Day 4.15±.03 4.02±.02 3.90±.02 3.67±.04 5.96±.01 6.03±.02 6.15±.03 6.24±.01

PixArt DiT Comparision
PixArt-α [5] DiT 610M VP - 13.6±.02 11.4±.03 10.14±.01 9.21±.04 3.78±.02 4.12±.01 4.42±.03 4.51±.04

PixArt-Σ [6] DiT 610M VP - 12.9±.02 11.3±.02 10.04±.03 9.19±.01 3.84±.04 4.24±.02 4.56±.01 4.70±.02

PixArt-δ [6] DiT 610M VP 1 Day 4.92±.07 4.76±.05 4.47±.09 4.10±.04 5.54±.06 5.70±.08 5.85±.03 5.95±.09

PixArt-Ray (ours) DiT 610M Ray 1 Day 4.78±.02 4.59±.03 4.12±.03 3.96±.01 5.84±.04 5.92±.02 6.10±.03 6.17±.03

Table 1. Quantitative comparison of state-of-the-arts models across various architectures and steps for FID and Aesthetic scores on the
COCO-5k datasets. The best result is highlighted in bold. Distill Cost means 8 A100 days.

are relatively poor. This phenomenon might be explained
by the fact that larger variance values can cover more sam-
ples and enhance diversity, while smaller variance values
can reduce sampling instability. With moderate variance
values, all of these beneficial characteristics are combined
very well.

Quantitative Comparison Between Acceleration Al-
gorithms. We conduct extensive experiments to vali-
date the effectiveness of our proposed RayFlow frame-
work, with results shown in Tab.1.Our experiments demon-
strate consistent performance advantages across different
model architectures. For SD15-based models, our SD15-
Ray achieves the best performance across 1-8 sampling
steps, outperforming both the baseline and other accelera-
tion methods like LCM and TCD. In SDXL variants, while
SDXL-PeRFlow shows superior single-step performance,
our SDXL-Ray demonstrates better overall efficiency in
multi-step scenarios, achieving FID scores for 2-8 steps.
For PixArt architectures, PixArt-Ray maintains the leading
position with the best FID and aesthetic scores. Notably, all
our variants consistently show better performance, indicat-
ing that our acceleration approach maintains image quality
while reducing computational requirements.

Quantitative Comparison Between Different Noise
Matching Methods. We evaluate various noise match-
ing methods derived from ReFlow [22] across SD15 and
SDXL architectures, where shown in Tab.2. On both archi-
tectures, our method consistently outperforms existing ap-
proaches (ReFlow [22], PeRFlow [49], RDiff [23], and In-
staFlow [24]) across multiple metrics. For SD15, RayFlow
achieves the best score of most metrics, while for SDXL,

Model Type FID CLIP
Score

Aes
Score

Image
Reward

Pick
Score

SD15-Base (25 step) UNet 5.08 31.16 5.85 0.193 0.215
SD15-ReFlow [22] UNet 5.92 26.63 5.47 0.175 0.225

SD15-PeRFlow [57] UNet 5.56 28.77 5.61 0.137 0.225
SD15-ReDiff [41] UNet 5.69 30.31 5.41 0.184 0.204

SD15-InstaFlow [24] LoRA 6.10 29.45 5.76 0.128 0.223
SD15-Ray (ours) LoRA 5.10 31.94 5.92 0.205 0.228

SDXL-Base (25 step) UNet 4.28 35.15 5.86 0.905 0.222
SDXL-ReFlow [22] UNet 4.95 31.95 5.84 0.624 0.235

SDXL-PeRFlow [57] UNet 4.99 30.21 5.62 0.630 0.233
SDXL-ReDiff [41] UNet 4.51 34.02 5.24 0.785 0.220

SDXL-InstaFlow [24]LoRA 4.69 30.81 5.57 0.442 0.240
SDXL-Ray (ours) LoRA 4.15 34.39 5.96 1.021 0.251

Table 2. Quantitative comparisons on SD15, SDXL architectures
between different noisy pair matching methods (two step).

it attains state-of-the-art performance. Notably, our LoRA-
based implementation demonstrates superior performance
in image reward, indicating better preservation of image
quality during the distillation process compared to UNet-
based approaches.

Qualitative Comparison. Fig.5 presents a visual com-
parison between RayFlow and several state-of-the-art text-
to-image models, including SDXL (50 NFEs), SDXL-
Turbo, SDXL-Lightning, Hyper-SDXL, and DMD2. The
comparison spans across diverse scenarios - portrait pho-
tography, urban landscapes, dynamic pet captures, and de-
tailed animal close-ups. RayFlow demonstrates remark-
able image generation capabilities, particularly in preserv-
ing fine details and maintaining visual coherence. Even
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Figure 5. Qualitative comparison of RayFlow against other few-step text-to-image models. Please zoom in to check details, lighting, and
aesthetic performances. All methods that do not have an NFE in place default to 4.

Module COCO-5k ImageNet
Tϑ ϵ� Clip Aes Img.R FID Clip Aes Img.R FID

Stable Diffusion V1.5 Ablation
3 3 31.94 5.92 0.205 5.10 34.24 5.47 0.214 2.42
3 29.75 5.62 0.197 5.79 31.14 5.30 0.197 3.18

3 30.96 5.66 0.198 5.89 31.96 5.00 0.196 3.29
Stable Diffusion XL Ablation

3 3 34.39 5.96 1.021 4.05 36.06 5.65 0.985 1.98
3 32.67 5.48 0.980 4.77 32.77 5.31 0.897 2.92

3 31.97 5.72 0.937 4.85 33.90 5.09 0.963 2.82
PixArt DiT Ablation

3 3 33.18 5.84 0.258 4.78 36.24 5.71 0.814 2.12
3 31.23 5.61 0.230 5.46 34.43 5.25 0.792 2.93

3 30.23 5.43 0.251 5.50 33.29 5.42 0.764 3.04

Table 3. Performance (two steps) of ablation studies under differ-
ent settings. �� represents the RayFlow.

in its single-NFE configuration, RayFlow produces images
with comparable or superior quality to models requiring
multiple steps. The results align with our quantitative find-
ings in Tab.1, where RayFlow achieves exceptional aes-
thetic scores. These comprehensive evaluations establish
RayFlow as a leading solution in high-efficiency text-to-
image generation, effectively balancing quality with com-
putational efficiency. Additional comparative results can be
found in our supplementary materials.

Ablation Studies. We evaluate the effectiveness of two
key components: the Time Sampler (Tϑ) and the RayFlow

trajectory (ϵµ). Experiments across SD15, SDXL, and
PixArt architectures show that using ϵµ alone yields limited
improvements, while Tϑ alone achieves better but subopti-
mal results. The combination of both components consis-
tently achieves the best performance, with significant im-
provements in evaluation metrics, demonstrating their com-
plementary effects in enhancing generation quality.

5. Conclusion

In this work, we introduce RayFlow, a novel diffusion
framework designed to address the inherent limitations
of traditional diffusion models and existing acceleration
techniques. By guiding samples along unique paths
towards pre-computed target means, RayFlow ensures
consistent expectations, minimizes path overlap, and im-
proves sampling stability, all theoretically grounded in path
probability maximization. Our Time Sampler, utilizing
Stochastic Stein Discrepancies for importance sampling,
further optimizes training efficiency by identifying crucial
timesteps. Extensive experiments demonstrate RayFlow’s
superior performance in terms of sample quality, gen-
eration speed, and computational efficiency compared
to existing acceleration methods. Future work includes
extending RayFlow to other data modalities and ex-
ploring advanced strategies for target mean determination.
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