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Abstract

The image-to-image translation abilities of generative
learning models have recently made signi cant progress in

the estimation of complex (steered) mappings between im-
age distributions. While appearance based tasks like image

in-painting or style transfer have been studied at length, we
propose to investigate the potential of generative models in
the context of physical simulations. Providing a dataset of
300k image-pairs and baseline evaluations for three differ-
ent physical simulation tasks, we propose a benchmark to
investigate the following research questions: i) are gen-
erative models able to learn complex physical relations
from input-output image pairs? ii) what speedups can be
achieved by replacing differential equation based simula-
tions? While baseline evaluations of different current mod-
els show the potential for high speedups (i), these results
also show strong limitations toward the physical correct-
ness (i). This underlines the need for new methods to en-
force physical correctness. Data, baseline models and eval-
uation code:http://www.physics-gen.org

1. Introduction

The numerical simulation of physical processes and rela-
tions is a crucial tool in a wide range of scienti ¢ and en-
gineering tasks. Traditionally depending on the solution of
various types of differential equations, research of physical
simulation methods is increasingly shifting towards data-
driven and learnable approaches [9].

In this work, we focus on a narrow but practically impor-
tant sub- eld: the inference of physical relations from im-
ages. Extending Tenenbaum’s seminal idea @itaitive
physics enging2], where machine learning models have
been trained to predict coarse physical properties from im-
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Figure 1. Overview of the physical problems, baseline genera-
tive models and their evaluatioi\: We introduce three complex
physical simulation tasks with 100k input-output image pairs each,
providing ground truth simulations based on differential equations
with varying complexity. B: We evaluate all tasks on indepen-
dently trained image translation models; only results for the sound
propagation task are visualized in this gui@: While the evalu-

ages, we investigate the capabilities of modern generative@tion of the baseline models shows a general ability of generative

models to learn detailed, complex and physically correct
mappings from image pairs. Given such abilities, generative
models like GANs [15] and Diffusion models [19] could be

image models to learn physical relations from images, we observe
signi cant performance drops for tasks that require a higher order
term in the differential equations of their simulation.
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utilized to introduce hard to formalize but observable rela- structural system identi cation using physics-guided GANs
tions into physical models. Due to the fast inference times, have shown signi cant improvements in ef ciency and
generative models could also be used to accelerate simulaprecision by incorporating physics-based loss functions
tions [34]. and simulations [24, 36].

Introducing the PhysicsGerBenchmark. A rst step to- Predicting physical relations. Also, signi cant progress
wards such data-driven models is a thorough analysis of thehas been made in understanding physics through machine
capabilities of current generative approaches. Hence, wdearning. Initial research demonstrated that models could
introduce a novel benchmark that allows to systematically comprehend the dynamics of block towers, progressing
investigate the inference of a diverse set of physical prob-beyond simple memorization to genuinely understanding

lems from images (as visualized in Fig. 1): physical interactions [27]. Practical applications have
We introducePhysicsGen a novel Benchmark for the ~ been explored, including fall detection using body part
evaluation of generative image models learningnfer tracking through machine learning [28].  Additionally,
physical simulations tasks from images advancements in generating physically plausible human

PhysicsGenprovides aDataset with a total of 300k  animations highlight the potential of incorporating physical
image-pairs representing three diverse physical simula- principles into machine learning frameworks [37].

tion problems: i) iterative wave propagation (Sec. 3), ii) Grey-Box Models. Physics-guided approaches in Al have
closed form lens distortion (Sec. 4) and iii) time series laid a solid foundation for incorporating physical laws
prediction of motion dynamics (Sec. 5). into model training. Prior research has demonstrated the
We provide a baseline evaluation that measures €ffectiveness of embedding physical constraints within
speedups and physical accuracy compared to full physicalAl models to enhance their performance and reliabil-
simulations across multiple generative image-to-image ity [10, 22]. In generative models, diffusion models have
models. The evaluated models include various gener-shown promise but often face challenges when gener-
ative image-to-image models: Generative Adversarial ating complex geometrical structures due to issues like
Networks (GANSs) [16], specically Pix2Pix [20]; an Mmulti-modality and noise sensitivity. The development
U-Net [31]; Convolutional Autoencoders (convAE) and Of Geometric Bayesian Flow Networks addresses these
Variational Autoencoders (VAES) [25]. We also assess challenges by enhancing the robustness and ef ciency of
diffusion models, including Denoising Diffusion Proba- Mmolecule geometry modeling [32].

bilistic Models (DDPMs) [18], Stable Diffusion [30], and  Physical Simulations for Reinforcement Learning.Deep
Denoising Diffusion Bridge Models (DDBMs) [38]. (see reinforcement learning settings bene t from a substantial
Appendix A for details of the model architectures and availability of physics-based environments and datasets,
training - the model architectures and training procedureswhich facilitate the training of models to understand and
are identical for all three tasks). predict physical phenomena [13]. Resources such as
Our Analysis of the baseline results shows potentially OpenAl Gym, Robosuite, and PyBullet provide robust
high speed-ups at good accuracies for simple 1st orderPlatforms for developing and testing reinforcement learning
simulation tasks. However, our experiments also show models in simulated physical settings [6, 17, 39]. However,

that current generative models ha&uwedamental prob- in the domain of generative Al, there is a notable scarcity
lems to learn higher order physical relations of physics-informed datasets and environments, limiting

the ability to train models on complex physical systems.
1.1. Related Work.

The integration of learnable methods into physical model- 2 Benchmark Tasks Overview
ing is a wide eld with a rich body of literature which is

very hard to capture in the limited space of this paper. In Selecting an appropriate set of tasks for fleysicsGen
the following, we try to refer to the most important works benchmark is crucial to comprehensively evaluate the ca-
in direct relation to our benchmark and some more generalpabilities of generative image models in inferring complex
key concepts. We refer the reader to [34] and [9] for a physical relations. Given the vast diversity of possible phys-
comprehensive overview of the eld. ical simulation tasks, it is impractical to encompass the en-
Generative models for physical simulationsThe integra- tire spectrum. Therefore, we strategically selected three dis-
tion of physical principles within generative models is an tinct tasks based on the following criteria:

active and burgeoning area of research. Recent models such Diversity of Physical Problems To cover different types

as PUGAN [11] and FEM-GAN [1] have demonstrated of physical phenomena, ensuring that models are tested
the potential of combining GANs with physical modeling  across various domains.

to enhance performance in environments governed by Variety of Numerical Solution Strategies Incorporat-
complex physical laws. Advances in uid dynamics and ing both iterative and closed-form (non-iterative) solvers
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to assess models’ adaptability to different computational vironments in a 500farea with buildings and open spaces

approaches. encoded in black and white pixels, respectively. Our selec-
Simplicity of Evaluation Metrics : Facilitating straight-  tion criteria ensured diverse urban scenarios by mandating
forward and effective model performance evaluation. a minimum of 10 buildings within 200 meters and a 50-

Accessibility to the ML Community: Choosing intu- meter clearance from buildings to the sample point. We uti-
itively understandable tasks without requiring special- lized theNoiseModelling v4ramework [4], adhering to the
ized physics knowledge, thereby making the benchmark CNOSSOS-Eldtandards [23], to simulate sound propaga-
widely applicable to the machine learning community.  tion maps, placing sound receivers on a grid with a step-
Based on these objectives, we introduce the following threeSize of 5 meters and at building boundaries, excluding in-
simulation tasks within thehysicsGemenchmark: door placements (see Appendix B.3 for details). The result-
Urban Sound Propagation This task models the behav- iNg simulation output was then interpolated into 512x512
ior of sound waves in urban environments, accounting for OF 256x256 pixel maps, representing decibel levels on a
phenomena such as diffraction and re ections (Sec. 3). By [0; 255]scale. Four simulation taskB#seline, Diffraction,
providing 100,000 input-output image pairs based on dif- R€ ection, Combinepiwere de ned to model sound propa-
ferential equation-based simulations, it challenges generagation under varying conditions, accumulating in a dataset
tive models to accurately capture intricate sound distribu- Of 100 000 samples. Th@aselinetask models a constant
tion patterns in uenced by urban structures [26, 33]. 95 dB noise source at 500 Hz, excluding diffraction and re-
Lens Distortion: Focusing on optical aberrations, this task €ction. The Diffraction task adds horizontal sound wave
utilizes the Brown-Conrady distortion model to simulate diffraction, theRe ectiontask simulates sound re ections
lens-induced geometric distortions in images (Sec. 4). With With & standard absorption coef cient, and tembined
100,000 image pairs depicting varying degrees of distortion, sk introduces variable sound levels (60-115 dB) and envi-
models are tasked with learning precise, closed-form phys-ronmental factors, incorporating both re ection and diffrac-
ical relations that alter image geometry based on lens pa-ion to mimic realistic urban sound behavior. Refer to Fig. 2
rameters. and Appendix B.6 for a detailed description and visualiza-
Dynamics of Rolling and Bouncing Movements This  tion of the dataset generation pipeline.
task involves simulating the motion of a rolling or bounc- Physics of Sound PropagationMathematically, the prop-
ing ball on an inclined surface, incorporating both linear 29ation of sound over time is described via partial differ-
and rotational dynamics (Sec. 5). Providing 100,000 image &ntial wave equations. Due to space constraints and the
pairs that capture the ball’s position and rotation over time, Practical nature of our problem setting, we will neglect the
it assesses models’ ability to predict time-series dynamicsde”Vat'O” from continuous wave equations and directly fo-

and handle higher-order physical relations inherent in mo-€US 0n the discrete and iterative implementations of sound
tion equations. propagation which have been applied for our ground-truth

Collectively, these tasks offer a diverse framework for as- Simulations. Foll?wing [35], for a discrete set of receivers
sessing the strengths and limitations of generative models inR» the amplitude. ¢ - of receiverRy at frequency is com-
learning and replicating complex physical simulations from Puted via iterative differences:

image data. The subsequent sections delve into each task| i = I A Al

. . .. K . . R W divgr, atm r
in detail, outlining dataset generation, underlying physics, . .
evaluation metrics, and baseline model performances. WhereLJW represents the source levAlgy, -, Captures the

geometrical spreading,jatm R denotes the atmospheric ab-

sorption, andAl; ~ models diffraction. Note that the
The simulation of wave propagation in complex scenes, in- gyound effeci! y ‘ is neglected in our study.

cluding diffraction and re ection at multiple objects is a Additionally, thge r;kodel accounts for re ections by adjust-
representative task for a wide range of physical problemsing the pOV\,/eI’ levell  based on the absorption coef -
which are typically solved via (expensive) iterative solving cient yer Of the surfa%es involved. This adjustment is per-
of higher order differential equations. Due to its intuitive formed using the equation

setting and accessible data, we investigate wave propaga-

tion problems by a concrete example where sound is propa- L(Wnref ) = L(\,\,"‘ef Y4 ne 10 0go(1  verr) (2)
gated in urban environments.

Dataset. We sampled25k geo-locations across 10 cities,
leveraging open-source geo-data from eerpass API
and processed it witBeoPanda§? 1] to represent urban en-

Al Gk 2 N); (1)

k

3. Urban Sound Propagation

wheren,es indicates the number of re ections considered.
Specular re ections are modeled using the image receiver
method, which provides a computationally ef cient way to
account for the angle of incidence being equal to the an-
Lhttp://overpass-api.de/api/map gle of re ection [35]. The sound level at each receiver
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Figure 2. The sampling pipeline for the sound
propagation dataset utilizes thimiseModelling
framework [4] to generate sound propagation
maps based on specic urban layouts. The
generators are then trained to replicate these
sound propagation patterns for given locations
and source parameters. Predictions are evaluated
by speci cally analyzing errors in relation to the
line of sight (see Appendix B.1 for details).

re ects the cumulative effect of direct, diffracted, and re- Table 1. Quantitative evaluation across all tasks for all architec-
ected sound paths. As the number of re ections increases, tures with a batch size of 16 during inference. The complete re-

the complexity of calculating the power leve}, also in-
creases, growing i®(N?) , whereN denotes the number
of re ective surfaces considered in the computation.
Evaluation. Our baseline evaluation focuses on the abil-
ity of standard image-to-image generative models to accu-
rately predict sound propagations. Prediction quality is de-
termined by the pixel-wise difference between actual and
predicted sound distributions. We use Mean Absolute Er-
ror (MAE) to quantify the average magnitude of prediction
errors. Additionally, we introduce Weighted Mean Abso-
lute Percentage Error (WMAPE) to speci cally penalize er-
rors in predictions that inaccurately show high sound am-
plitudes in regions expected to have low amplitudes, such

as areas behind buildings. To evaluate model performance

in capturing sound re ections or diffractions, metrics were
speci cally calculated for areas both within and outside the
direct line of sight (LoS and NLoS) from the sound source.
This methodology allows us to assess model predictions for
sound propagations through direct paths as well as re ec-
tions and diffractions.

Analysis. The results in Tab. 1 show that generative models
signi cantly outperform traditional sound propagation sim-
ulations in processing speed, achieving up @20& factor
improvement in runtime (see Tab. 9 in the Appendix for fur-
ther analysis). Regarding the prediction quality, we observe
that models encountering tasks with re ections or diffrac-
tions show an increase in MAE for NLOS regions across

decibels (dB)

Figure 3. Qualitative results comparing the ground-truth simula-
tion with the prediction for a single sample within treeection
task. Additional results can be found in Appendix B.7

sults containing th&€ombined task are given in Appendix B.7.

Best overall results ibold, second best underlined

Model Task MAE # WMAPE # Runtime/ #
LoS NLoS LoS NLoS Sample (ms)
Simulation Base 0.00 0.00 0.00 0.00 204700
convAE Base 3.67 2.74 20.24 67.13 0.128
VAE [25] Base 3.92 284 21.33 75.58 0.124
UNet [31] Base 2.29 1.73 12.9137.57 0.138
Pix2Pix [20] Base 1.73 119 9.36 6.75 0.138
DDPM [18] Base 2.42 3.26 15.57 51.08 3986.353
SD(w.CA) [30] Base 3.76 3.34 17.42 35.18 2961.027
SD Base 2.12 1.08 13.23 32.46 2970.86
DDBM [38] Base 1.61 2.17 17.50 65.24 3732.21
Simulation Dif. 0.00 0.00 0.00 0.00 206000
convAE Dif. 3.59 8.04 13.77 32.09 0.128
VAE Dif. 3.92 8.22 14.46 3257 0.124
UNet Dif. 0.94 3.27 4.22 22.36 0.138
Pix2Pix Dif. 091 3.36 3.51 18.06 0.138
DDPM Dif. 159 3.27 8.25 20.30 3986.353
SD(w.CA) Dif. 246 7.72 10.14 31.23 2961.027
SD Dif. 1.33 5.07 8.15 24.45 2970.86
DDBM Dif. 1.35 3.35 11.22 23.56 3732.21
Simulation Re. 0.00 0.00 0.00 0.00 251000
convAE Re. 383 6.56 20.67 93.54 0.128
VAE Re. 4.15 6.32 2157 9247 0.124
UNet Re. 229 572 _12.75 80.46 0.138
Pix2Pix Re. 214 479 11.30 30.67 0.138
DDPM Re. 274 793 17.85 80.38 3986.353
SD(w.CA) Re. 381 6.82 19.78 81.61 2961.027
SD Re. 253 5.26 15.04 55.27 2970.86
DDBM Re. 193 6.38 1834 79.13 3732.21

all tested architectures. For the Pix2Pix model this rise
in NLoS error is moderate, while this effect is more pro-
nounced in the UNet and Diffusion models. Models with-
out skip connections, such as VAE and ConvAE, tend to
blur most of the image and struggle to capture any re ec-
tion patterns accurately. This trend highlights how re ec-
tions and diffractions introduce complex higher-order de-
pendencies (see Eq. (12) and Appendix B.4) that complicate
the image-to-image sound propagation tasks. Although the
models successfully replicate sound re ection patterns vi-
sually (see Fig. 3), there exists a signi cant gap between its
visual outputs and the actual acoustic accuracy. This dis-
crepancy suggests that while visually detailed, the models
do not fully capture the complexities of sound physics.
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4. Lens Distortion correction intensi es withp,(r2 + 2 x2) under the condition

thatp, is non-zero ang; is zero.

Ofurhsec_:onld biTChm?rk lsh_diSIerlet(_j to mvesk?gate a ilaj%valuation. Given the challenges of accurately capturing
or physical problems lor which solutions can be computed o< gistortion through traditional pixel-based metrics, our

directly via closed equations, rather than iterative solvers.evaluation strategy is speci cally designed to focus on ac-

we m.j a represgntaﬂye and intuitive task in the modelmg curately reproducing designated landmarks in the images.
of optical Ie,n,s distortions _[7’ 14], a common problem N \We detect facial landmarks using a 2D facial landmark de-
computer vision. Generative models are trained to SIMU- 1 tion method based on the Facial Alignment Network
late the appearance of faces distorted by Ien_s effects, usianAN) [8], applied to the faces in the CelebA dataset (see
the Browp-Conrady [12] modell. These distortions are com- Appendix C for details). We use these landmarks to assess
puted using OpenCV [5], providing ground truth for train- the geometric distortions introduced by lens settings, repre-

ggtandte\\//\?lulatlon ofgeneLatlvte T&delcs.l bA dataset [29 sented by the coef cientp; andp,. We then compute the
alasel. Ve leverage a subset ot the Lele ataset [29], Euclidean distance between the actual position of a land-

comprising 50,000 f?Cia' images, WhiCh were cropped 10 oy in the true distorted image and its predicted position
.cen.ter the faces W'th.m. a 256x2$6_p|xe| frame. The result- in the image generated by the models as a quality metric.
ing images where split into two distinct groups to isolate the This measurement is performed separately for the horizon-

effect; of tangential distortion: one f(.)cusi.ng on h'orizontal tal (X) and vertical (Y) coordinates, resulting in X Error and

distortion and the other on ver'FlcaI distortion. This aIIovys Y Error respectively. This approach not only allows us to
us FO speci cally measure the |mpact_ of each type of Q'S' gauge the accuracy of the models in simulating the speci ¢
tortion on the accuracy of the generative models (see Fig. “effects of lens distortion on facial features but also helps in

g?]d A_\ppe?cli_lx © flg_r more det_?gs).B c d del understanding how different distortion coef cients impact
. yS|c.sc,j ol edns |3tort|oEsa ed rowpl)— onrda y mo ei the positional accuracy of landmarks along each axis.
Is a widely adopted method to describe and correct ensAnalysis. Our experiments with the CelebA dataset under

distortions. It prowdes a mathem_atlca! framework to "P" varying conditions op; andp, showcase different patterns
resent both radial and tangential distortions through a serie§ 1o rates that align with the theoretical complexity of

of coef cients. For our study, we concentrate exclusively on the distortion model. As shown in Tab. 2 and Fig. 5, the

the tangential distortion components, utilizing relevant co- generative models exhibit differing accuracies in landmark

Ff C|ents_|t_<r)1 mOd?rl] the (3|st?rt|on charta(;terlst]:cts of sptgcll g prediction under the in uence of lens distortion parameters
enses. The mathematical representation of tangentia |s-Iol andp,. Notably, the increased complexity iy, and

tortlon '(Sj e*przsse? tt:rr]ou(?htthf ;ollowgg ethE:thlon, where Ydist eguations under separate conditigmsr{onzero vsp,
Xdgist aNdydist denote the distorted coordinates: nonzero) slightly correlates with heightened error rates in
respective dimensions. The models exhibit higher Y Error

Xgist = X+ 20Xy + pp r2+2x% when onlyp; is active, indicative of the complex correction
3) challenge introduced by the higher order dependency.on
Vst =Y+ Pr r2+2y2 +2poxy ; Similarly, a slight increase in X error and a slight decrease

in Y error are observed whegm is exclusively nonzero.

wherer? = x? + y? represents the squared radial distance
from the image center, ang, andp, are the coef cients
that model the tangential distortion effects. By strategically
adjustingp; andp, and isolating their effects via controlled
nulli cation, we can identify how each parameter individu-
ally contributes to the image distortion:

(
X +2p1xy if p=0;
XdiSt = 2 2 . _ .
X+ po(rc+2x<) ifpp =0;
4
y+ pu(r2+2y?) ifp,=0; ) Figure 4. Sampling and evaluation pipeline for the lens distortion
Ydist = dataset. The Brown-Conrady distortion model generates the true

+ i =0:
y +2paxy it py =0: distorted images based on paramepzrandp, (we depict a chess

Th diti | i illustrate the isolated i tpattern for visualization). The conditioned generators are then
€se conditional equations 1ilustrate the isolated Impacty ;nqq o replicate these distortions for given images and param-

_Of each coef cient, revgaling that th82 corrtzaction com_plex- eters. The models are evaluated by comparing predicted against
ity for Yaist escglates with the term (r = +2y*) Wh_e“pl IS true facial landmarks, using a 2D facial landmark detection based
non-zero angb, is zero. Conversely, the complexity st on the Facial Alignment Network (FAN) [8].
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Pix2Pix

m y+dy c (r y)= m g (6)

Figure 5. Qualitative visualization of lens distortion predictions

using different generative models on a CelebA dataset sampple.

distortion: Original image at top-left; subsequent panels show U- Figure 6. Physical equations describing the bouncing ball move-

Net, Pix2Pix, Diffusion models. Red dots mark actual landmark ment divided in 3 parts: free fall (green)’ impact & bounce of the

positions and blue dots for predictions. ball on the ground (red dot) and oblique throw with initial velocity
from ball bounce (orange).

Table 2. Quantitative X-Y error and shift comparison across dif-

ferent models for varying activation of parametprsandp, with Python physics simulation toolbox. For the bouncing case

a batch size of 16 during inference. Best overall resultsalal, we use 50k pairs of training images (256x256px) and per-
second best underlined form the evaluation of the generative networks with 1600
images. Three parameters on the input images are variable:
Comb# X# Y# jX-Yj#  Runtime/ the ground inclination, the start height of the ball move-
Model Err Err  Shift Sample (ms) ment and the ball position. Additionally, the time inter-
p160;p2=0 val between the input and target images is also variable.
Sim. 0.00 000 0.00 0.00 153.205 All other physical properties of the problem (ball's mass
convAE 1193 6.75 8.13 1.38 0.110 L. . .
VAE 1153 655 783 128 0.122 or friction coef cients) are kept constant. A multi-coloured
UNet 282 128 215 0.87 0.118 structure with randomly distributed lines is superimposed
Pix2Pix | 2.00 0.99 143 0.44 0.122 on the simulation images in order to obtain greater diversity
SB(DV%"A) é;gg 2:23 ;:gi 0%22 3%%?%378 in the training data and is qlso used to analyze consistency,
SD 279 141 201 0.60 2997.576 e.g. how well the generative networks can map ne mul-
01=0.p260 ticoloured patterns (see Fig. 7). The total time required to
Sim. 000 000 000 0.00 153.205 create a sample using the available physics simulation CPU
convAE | 10.56 8.35 4.77 221 0.110 code (with a customized backgroundi8 seconds, while
VAE 1040 826 462 364 0.122 the inference times for the generative models remain con-
ngﬁtix i:?? %2 1ff4 0(')?173 0(.)i12124,7 sister_n with those.reported in Tab. 1. _ .
DDPM 213 139 1.23 0.16 3970.603 Physics of bouncing balls. To model the physics behind
SDW.CA)| 2.85 1.60 1.94 0.34 2991.678 the movement of a bouncing ball, the motion is divided into
SD 244 138 164 026 2997.576 different sections which are represented with different col-
5. Dynamics of bouncing movements ors in Fig. 6. First, the ball is released from a de ned height

without any velocity and falls down according to the New-
The third physical problem under investigation is the move- ton’s law of the free fall (green part) (see equation 5). The
ment of a rolling or bouncing ball. The aim here is to evalu- impact of the ball on the ground and its rebound can be
ate the ability of generative models to map kinematic move- described in simpli ed terms by a spring-damper model.
ments of physics - a task which should generalize well to the The aim of this second part of the movement (red dot) is
investigation of various time series problems. Speci cally, to calculate the rebound speed and angle. This is done with
we de ne the task to predict the position and rotation of a equation 6, which contains the constant of the elements of
ball along an inclined surface for a de ned time interval af- the simpli ed model (see details in Appendix D.1) and the
ter the input image. Only the bouncing case is discussedangle corresponds to the ground inclination for the rstim-
below; however, all results for the rolling ball can be found pact. Finally, the orange part of the movement is assumed
in Appendix D.3. to be an oblique throw with the initial velocityy calcu-
Dataset. We generated our data set wilymunk[3], a lated with equation 6. The equations of motion describing
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Figure 7. The sampling and evaluation pipeline
for the rolling and bouncing ball movements

simulates ball trajectories. A physics-based
model is used to predict the ball's movement.

Evaluations focus on the accuracy of predic-

tions related to key movement metrics, including

bounce height and horizontal displacement (see
Appendix D for details).

this oblique throw along the X and Y axes are also derived Overall, the GAN (Pix2Pix model) provides the most stable
from the Newton’s law (see equation 7). When the ball hits representation of the bouncing ball problem. It achieves the
the ground for the second time, the principle angle of inci- best results across all evaluation criteria, with the most re-
dence = angle of re ection is used to determine the angle liable physics predictions and fewest failed samples. The
of rebound and the next part of the motion is again de ned UNet also represents the ball position and angle on the
by equations 6 and 7. generated samples very well, but produces more error im-
Evaluation. The generated images are examined accordingages that cannot be evaluated with mostly either no ball or
to 4 precise error criteria: the ball position splitin X and Y only a shredded shape. The greatest weakness of this algo-
directions, where the error is de ned as the number of pixels rithm lies in the clean representation of the ball roundness.
between the theoretical and the predicted ball center. TheThe auto-encoder approaches (VAE and convAE) produce
second error measure is the ball rotation describing its anglevery blurred images in which the ball is often distorted and
in degrees during the movement due to the inclined groundhardly recognizable. Therefore, the mean error values are
surface. The next quality indicator of the algorithms is the not very representative, as over 90% of the predictions can-
out-of-roundness of the ball also measured in pixels by tak-not be analyzed.

ing all identi ed points of the ball contour and calculating The denoising diffusion approach (DDPM) produces
the difference between the theoretical ball radius of 15px slightly poorer results in absolute terms. Especially the pre-
and the predicted one. The standard deviation of all radiusdiction of the ball rotation is worse, with an error approxi-
errors is taken as the error measure. Finally, the correct repmately twice as high compared to the two other approaches.
resentation of the ground inclination is checked: the angularFinally, to test another type of diffusion, two variations
error between simulation and prediction is also measured inof stable diffusion were compared. The one with cross-
degrees. In addition, there are three general error criteria attention is generating more error pictures and show high er-
that give preciser indications of the correct representation ofror values. In contrast, the normal stable diffusion performs
the physics which are explained with the complete results invery well: the mapping of the position is almost as accurate
the Appendix D. as with the Pix2Pix approach and the representation of the
The results of the seven examined generative algorithms arédoall roundness is the best. In addition, the network gener-
summarized in table 3 (only for the four most important er- ates very few error images, so that it could almost be placed
ror criteria). The last column of the table contains the aver- on the same level as the GAN but comes as second due to a
age number of non-evaluable predicted images over the foupoorer angle mapping.

error criteria. A detailed analysis of the advantages and dis-As can be seen in the qualitative result images below ( g-
advantages of the individual methods with all the evaluation ure 8), GAN and diffusion (especially the SD) networks de-
parameters can be found in the Appendix D, as well as thepict small details much more accurately. The background
evaluations obtained for individual runs for the rolling and structure of the images with the different colors is com-

bouncing case. pletely blurred by the UNet but not by the GAN and the
diffusion. The DDPM predictions are blurred because the

Position X | Position Y | Rotation | Roundness| Error images have been scaled up from 64px to 256px. If the

COnvAE |4:24 3:9(6:08 59122 86106 00| 99% output of the diffusion model is set to 256px, the target im-
L\J/ﬁit ;‘fgg gfé 6115_% fiig fég ‘Z‘g 8557’2 85; gng age is sharp again but several or no balls and many more
Px2Pix | 628 80| 117 13| 172 21|056 01 110/2 artefact§ appear on the.net predlgtlon§ (see gure 25 in the

DDPM |7:91 90| 155 14329 34|061 02| 5.7% Appendix). To summarize, the Pix2Pix and Stable Diffu-

SD(W.CA)| 40.0 49 | 248 233|611 52|053 02|7.3% sion approaches also are visually performing the best.

SD [8&55 12]16:2 14342 38|047 01| 2% Finally, slight correlations can be observed between the

Table 3. Prediction results for the bouncing ball experiment in simulation’s parameters and the generated errors. For ex-

mean std and mean percentage of non-evaluable predictions for@MPI€ the ball position in the X direction is predicted worse
the four criteria (best overall results in bold).Average runtime of fo ‘_"‘" nets when the time interval betweerl input and pre-
the simulation: 3.8s, generative models: same as inTab. 1 diction images becomes larger. More details on the correla-
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ing physical simulations with GPU powered generative
models allowshigh computational speed-ups in prac-
tice, especially when replacing highly iterative solvers
like in the urban sound propagation with Pix2Pix or UN-
ets (where we report speed-up factors of up to 20k).

In terms of physical correctness and consistency, our eval-
uation showsgood results for simple Oth and 1st or-
der problems, but also indicates that generative models
mostly fail to predict more complex physical relations
(which are typically formulated by higher order terms).
This nding needs further investigation whether this is

Figure 8. Qualitative results for predictions of the bouncing ball an effect of the principal theoretical limitations of current

problem. Initial State and True label image at top-left: subsequent Models or just a IaF:k_Of suf cient training datq.
panels show results for VAE, UNet, Pix2Pix and Diffusion models. e also observedistinct error pattern for different
model typeswhich represents how the different model

tions of each method can be found in the Appendix D.2.1. types are dealing with complexity and uncertainty. Please
Analysis. When comparing the result in table 3 (and tables  refer to Appendix D.2.1 for examples in the following ex-
11, 13 in the Appendix) with the physical motion equations,  emplary discussion for the bouncing ball problem (simi-
it shows that the errors of the generative networks increase |gr effects can be observed in Appendix B.7 for the sound
with higher order terms. The second-order terms, such as propagation tasks as well): while GANs often produce
the movement along the X-axis and the ball angle represent physically possible outputs, they still can fail to generate
the |argest errors for the I’Olling scenario. In the bOUnCing the correct Output for given inputs' This results in con-
case, a second-order derivative is also present to describe gjstent scenes with a complete ball at the wrong position.
the ball movement in the Y-direction due to the ball's im-  yNets, VAE and convAE on the other hand, often fail to
pact on the ground. Therefore the calculation rule along produce consistent scenes and tend to blur uncertain pre-
the Y-direction consists of zZero, rst and second derivative diCtiOﬂS, resumng in deformed balls and destructed back-
terms, making it more complex than the equation in the X-  grounds. Lastly, diffusion models often produce multiple
direction. This is re ected in the error values of all the in-  candidate solutions (multiple balls in one scene) and tend
vestigated approaches: the Y-error clearly exceeds that in g fajl to estimate more complex relations like ball rota-

the X-direction, as indicated by the complexity of the mo-  tion. This phenomenon also needs further investigation.
tion equations, although the X-position and angular errors

remain roughly the same between the rolling and bouncing
cases. In general, it can be concluded that the errors of the . . o
analyzed approaches increase with the order and complexLimitations. The provided run-time analysis is based on

ity of the physical formulation. the comparison of practically available implementations
and is not fair from a theoretical perspective as no efforts
6. Discussion were made to optimize the simulation codes to GPUs. Also,

even though we carefully selected the three proposed phys-
With PhysicsGenwe present a comprehensive benchmark ical benchmark problems such that they are likely to trans-
for the estimation of complex physical relations by image- fer to a wide range of other simulation tasks, our evaluation
to-image generative models. The three different datasetsprovides only a small subset of possible applications of gen-
contained irPhysicsGerover a wide range of diverse sim-  erative models in physical modeling. Hence, results from
ulation scenarios and hence allow a systematic evaluationour benchmark might not transfer to all possible scenarios.
of learning based image generation models. Broader Impact Statement. The simulation of physical
Key insights from the baseline-evaluationDespite the di-  systems forms the backbone for a wide range of scienti ¢
versity of the three given physical problems and the funda- and engineering tasks. Hence, it is important to have bench-
mentally different network types used the base-line evalua-marks for the emerging eld of neural enhanced simulations
tion experiments, we can report several consistent ndings: to compare and validate these novel approaches. This work
Due to the unavailability of optimized GPU code for the provides such a benchmark for the speci ¢, but widely ap-
used simulations it is impossible to provide a theoretically plicable case, where physical simulations are used to map
sound runtime comparison. Since a highly parallel im- between 2D input and output structures (visualized as im-
plementation of the simulation algorithms is highly non ages). Our analysis shows that while current generative
trivial (if possible at all), our analysis focuses on the run- models are promising signi cant speedups, there are still
time analysis of the generative models. However, replac-many open questions regarding their physical correctness.
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