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Figure 1. MDP exhibits Pareto dominance with both CNNs and Transformers in tasks ranging from ImageNet classification to NuScenes
3D detection. Speedup are shown relative to the dense model. [Left] On ImageNet pruning ResNet50, we achieve a 28% speed increase
alongside a +1.4 improvement in Top-1 compared with prior art [58]. [Middle] On ImageNet pruning DEIT-Base, compared with very
recent Isomorphic Pruning (ECCV’24)[23], our method further accelerates the baseline by an additional 37% while yielding a +0.7 gain
in Top-1. [Right] For 3D object detection, we obtain higher speed (x1.18) and mAP (0.451 vs. 0.449) compared to the dense baseline.

Abstract

Current structural pruning methods face two significant
limitations: (i) they often limit pruning to finer-grained
levels like channels, making aggressive parameter reduc-
tion challenging, and (ii) they focus heavily on parameter
and FLOP reduction, with existing latency-aware methods
frequently relying on simplistic, suboptimal linear models
that fail to generalize well to transformers, where multiple
interacting dimensions impact latency. In this paper, we
address both limitations by introducing Multi-Dimensional
Pruning(MDP), a novel paradigm that jointly optimizes
across a variety of pruning granularities—including chan-
nels, query/key, heads, embeddings, and blocks. MDP em-
ploys an advanced latency modeling technique to accu-
rately capture latency variations across all prunable di-
mensions, achieving an optimal balance between latency
and accuracy. By reformulating pruning as a Mixed-Integer
Nonlinear Program (MINLP), MDP efficiently identifies the
optimal pruned structure across all prunable dimensions
while respecting latency constraints. This versatile frame-
work supports both CNNs and transformers. Extensive ex-
periments demonstrate that MDP significantly outperforms

previous methods, especially at high pruning ratios. On Im-
ageNet, MDP achieves a 28% speed increase with a +1.4
Top-1 accuracy improvement over prior work like HALP for
ResNet50 pruning. Against the latest transformer pruning
method, Isomorphic, MDP delivers an additional 37% ac-
celeration with a +0.7 Top-1 accuracy improvement.

1. Introduction

Deep neural networks have become the de-facto standards
of advanced computer vision applications [17, 27, 30,
48, 52, 64, 65, 72]. Both convolutional neural networks
(CNNs) [30, 48] and vision transformers [17, 72] have
demonstrated exceptional effectiveness across a wide range
of tasks. As the performance advances, the models swell in
size correspondingly, containing millions or even billions of
parameters [36]. This growth in model size presents chal-
lenges for deployment on resource-constrained edge de-
vices, hinders real-time inference tasks such as autonomous
driving.

Structural pruning [23, 56, 58, 66, 78], which reduces
redundant parameters in a structured manner—such as re-
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moving channels [56], attention heads [54], or specific com-
ponents like queries and keys [78]—has proven to be an ef-
fective approach for decreasing model size and computation
to meet real-time requirements without substantial accuracy
loss. Despite its promise, structural pruning still faces two
key limitations.

Firstly (i), to keep up with the rapid increase in model
sizes, we often need highly aggressive pruning techniques
to significantly reduce latency for efficient, real-time de-
ployment. Most structural pruning methods currently tar-
get moderate pruning ratios (typically 30%-50%). These
methods generally focus on removing channels or trans-
former components such as queries and heads, which alone
are insufficient to reach the higher pruning ratios required
(70%-90%). Achieving such high ratios often necessitates
the structural removal of entire blocks or layers. While
a few approaches [12, 20, 68, 73, 75, 77] have explored
layer and block pruning, they can only operate on the layer
or block levels and cannot simultaneously integrate finer-
grained sparsity, such as channel sparsity, leading to subop-
timal accuracy.

Secondly (ii), while many pruning methods focus on
removing parameters [22, 41, 44, 56, 70] or reducing
FLOPs [40, 76, 81], recent studies [58, 67] have shown that
both these metrics don’t directly correlate with inference
latency, challenging practical speedups. Some recent ap-
proaches [35, 58, 59] have begun exploring hardware-aware
pruning that adheres strictly to an inference latency budget.
However, they rely on a suboptimal latency model that as-
sumes a linear relationship with channel counts—effective
only in CNNs, often imprecise, and unsuitable for trans-
formers where interacting multiple prunable dimensions
make this linear model completely infeasible.

In this paper, we propose a paradigm that simultaneously
addresses challenges (i) and (ii). We identify the key lim-
itation of prior methods as their inability to handle multi-
ple pruning dimensions simultaneously. This multidimen-
sionality naturally arises when combining various granular-
ities—such as block, layer, and channel sparsity—or when
accurately modeling latency, which is impacted by multiple
dimensions, such as embedding, heads, Q/K/V, and MLP
sizes in transformers. Specifically, for any vision model,
we first identify and encode the prunable dimensions with
variables. To enable block-level pruning, we model block
removal decisions as an additional dimension, grouping pa-
rameters within the same block for joint handling in the
optimization process. For accurate latency modeling to
guide pruning, we construct a latency constraint function
that considers all prunable dimensions affecting latency,
thereby capturing the simultaneous variations across them.
Together, we innovatively reformulate pruning as a Mixed-
Integer Nonlinear Program (MINLP) [6, 7, 39] optimization
problem, allowing us to directly solve for the globally op-

timal pruned structure across all dimensions while strictly

adhering to a latency budget. All together, we refer to our

method as Multi-Dimensional Pruning (MDP). Our code
will be provided upon acceptance.

Our extensive experiments, with a glimpse offered in
Figure 1, demonstrate the state-of-the-art performance of
our method across diverse scenarios, including pruning
CNNs and transformers for tasks ranging from classifica-
tion to 3D detection. Our method’s advantage is especially
clear at high pruning ratios. For example, when pruning
CNNs with an aggressive 85% ratio, we surpass the previ-
ous latency-pruning art HALP [58], achieving a 28% speed
increase alongside a 4+1.4 improvement in Top-1 accuracy.
Compared to the recent transformer pruning work Isomor-
phic [23], our method further accelerates the dense DEIT-B
baseline by an additional 37% while yielding a +0.7 gain in
accuracy. For 3D object detection, we set a new benchmark
by pruning StreamPETR[72] by 45%, achieving superior
speed (x1.18) and mAP (0.451 vs. 0.449) compared to the
dense baseline.

We summarize our contributions as follows:

* We enable pruning with multiple structural granularities,
such as simultaneous channel and block pruning, allow-
ing collective decision-making in optimization.

* We propose an accurate latency formulation to guide
hardware-aware pruning, effectively capturing the impact
of all prunable dimensions within the model.

* We integrate these strategies with a novel paradigm, re-
defining pruning as a Mixed-Integer Nonlinear Program
(MINLP) to solve for a globally optimal pruned structure
across all dimensions within latency constraints.

* Our framework is versatile and applies to both CNNs
and transformers, achieving the first latency-constrained
transformer pruning to our knowledge in the field.

2. Related Works

Our work can be categorized as a pruning method in gen-
eral. We will now provide a brief overview of the field
and highlight our differences from the previous approaches.
Pruning methods [1, 26, 28, 38, 41, 44, 55, 56, 58, 63, 66]
mostly design importance criterion to rank parameters and
remove the lowest-ranked ones.

Channel Pruning Some pruning methods [15, 23, 31-33,
35, 41, 44, 56, 58, 61, 62, 79] operate under structural con-
straints, for example removing convolutional channels[41]
from CNNs, thus enjoy immediate performance improve-
ment without specialized hardware or library support. Ex-
emplary channel importance criterion relied on metrics like
weight norm [15, 31, 33, 41, 79], Taylor expansion [46, 56,
80], geometric median [32], and feature maps rank [44].
Our method leverages the Taylor [56] channel importance
criterion but extend it to evaluate the configurations of en-
tire layers and blocks, going beyond just pruning channel
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Figure 2. We begin by encoding prunable dimensions within the model with one-hot variables(w), followed by establishing an importance
objective and a latency constraint for each value of w with prepared latency lookup table (LUT). Next, parameters are grouped by block,
and an MINLP optimizes pruning across all dimensions under latency budget W. Finally, we extract the pruned subnetwork and finetune it.

but also combining layer and block removals.
Transformer Pruning In recent years, numerous studies
[13, 23, 37, 78, 82—-84] have adapted structural pruning
techniques for modern vision transformers [10, 17, 51, 69].
Transformer pruning has been explored through various ap-
proaches, including token pruning [37], width reduction
[84], attention head removal [54], and architecture trans-
formation [29]. Recently, NViT [78] introduced a Hessian-
based importance scoring to enable global pruning of trans-
former components. Our method also uses Hessian-based
scoring for individual transformer parameters. However,
unlike prior methods focused on maximal parameter or
FLOPs reduction, our approach prunes strictly under a spec-
ified inference latency budget, ensuring practical speedup.
Layer and Block Pruning Most prior pruning methods
are effective at minimizing performance loss with moderate
pruning but struggle with more extensive pruning, as they
focus on smaller structures (e.g., channels or queries/keys)
rather than larger ones like layers or blocks. Only a few
works [12, 20, 68, 73, 75, 77] explore pruning at the layer
and block levels, though remaining limited and lack support
for mixed-granularity pruning (e.g., combined with channel
sparsity). Some approaches also add complexity with ex-
tra modules like linear probes [14, 73]. Our method unifies
pruning across granularities, achieving optimal pruning at
all levels without additional modules or training.
Hardware-aware Pruning Since parameter reduction does
not directly translate to computational savings, some meth-
ods [40, 76, 79] focus primarily on reducing model FLOPs.
More recent approaches take this further with hardware-
aware pruning, targeting a direct reduction in hardware in-
ference latency. A key work, HALP [58], frames pruning

as a knapsack problem [60], maximizing parameter impor-
tance while constraining latency within a specified budget.
To improve the learning capacity of pruned models, SMCP
[35] introduces soft masking into HALP’s framework, al-
lowing pruned weights to be reconsidered iteratively.
Despite notable progress in accuracy and speed, these
methods [35, 58, 59] rely on an oversimplified latency es-
timation, resulting in suboptimal accuracy-latency trade-
offs. They model latency linearly with respect to output
channels in CNNs but overlook simultaneous input channel
variations. Additionally, they do not extend to transform-
ers, where latency is affected by multiple dimensions, in-
cluding Q, K, V, head, embedding, and MLP sizes. While
some hardware-aware pruning works exist for transformers
[37, 57, 78], including NViT [78], these approaches only
use latency as a soft regularization term and cannot guar-
antee latency constraints. In our work, we also focus on
hardware-aware pruning but introduce a more accurate la-
tency modeling approach that captures simultaneous varia-
tions across all dimensions affecting latency, enabling pre-
cise pruning to meet strict hardware constraints.
Mixed-Integer Nonlinear Program (MINLP) [6, 7, 39]
Since our strategies are unified through a MINLP formu-
lation, we briefly introduce this field. Formally defined
in [39], MINLPs are optimization problems involving both
integer and continuous variables, with nonlinear objective
functions and constraints. Solving MINLPs efficiently [3—
5, 18, 19, 24, 25] is a key research area, often requiring de-
composition into Mixed-Integer Linear Programs (MILPs)
and Nonlinear Programs (NLPs). Recently, Python pack-
ages such as Pyomo[8] and MindtPy [2] have simplified
modeling and solving MINLPs. In this work, we employ
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the Outer Approximation (OA) method [18, 24] with Py-
omo and MindtPy to solve our pruning MINLP.

3. Methodology

We will now present our pruning framework. We begin by
establishing preliminaries, defining our goals and declaring
relevant notations. We then describe our proposed pruning
formulation in detail. Since our framework is applicable to
both convolutional and transformer models, we use generic
notations and cover both cases throughout.

Preliminaries Consider a pretrained model ©, our goal here
is to find the most performant subnetwork 6cCco through
removing parameters, such that the inference latency of 6
is below the desired latency budget W on the target hard-
ware. Moreover, we define a block as a structural group of
parameters. Specifically, in CNNs, following [30, 53], a
block is defined as the set of layers(e.g. bottleneck [30])
skipped by a residual connection; while in transformers,
following [17], a block comprises the standard gkv self-
attention, layer normalization, and two linear MLP layers,
which are also typically bypassed by a residual connection.
Suppose there is a total of B blocks in ©. Specifically for
CNNs, let Ly, denote the total number of convolutional lay-
ers within the b-th block.

3.1. Multi-Dimensional Pruning (MDP)

Given a pretrained model, we first identify prunable dimen-
sions and encode them with one-hot variables w. We then
construct an importance function, Z(w), to assign impor-
tance scores to each possible value of w. To guide pruning
within a latency budget ¥, we define a latency constraint
function, C(w), that maps w values to their inference la-
tencies. For efficient evaluation, we introduce a decom-
posed version, C'(w), which performs model-specific de-
composition on C(w). Additionally, to integrate sparsity at
the layer and block levels, we introduce a binary decision
variable K, grouping all parameters within each block for
joint optimization. We then formulate all the above into a
Mixed-Integer Nonlinear Program (MINLP) to to maximize
Z(w, k) while constraining C'(w, k) under the latency bud-
get U, achieving an optimal structure across all dimensions.
This method, termed Multi-Dimensional Pruning (MDP),
is illustrated in Figure 2, with each step detailed below.

Identify and Encode Prunable Dimensions To begin, we
need to determine which parameters in the model can be
pruned and which cannot. Suppose there are a total of (2
independent prunable dimensions existing in the model, we
represent all of them collectively as w. For the b-th block,
assume there are a total of €2, independent prunable dimen-
sions, with the i-th dimension denoted by a one-hot vari-
able w; for i € [1,0Q°), where the index of the “hot” bit
indicates the chosen value along that dimension by pruning.

Concretely for the b-th block:

For Convolutions: Following established approaches
of channel pruning [35, 44, 56, 58, 62], the prunable di-
mension corresponds to the number of output convolution
channels(c,,¢) in each layer. We would have €2, = L;. For
the i-th convolutional layer, its output channel count would
be encoded by w} whereas the input channel count by wgfl.
For example if the one-hot bit index of w{; takes j, we would
have a total of j kept output channels at layer ¢ after prun-
ing.

For Transformers: Drawing on recent transformer prun-
ing methodologies [78], we focus on five independent prun-
able dimensions per block: the embedding dimension (emb)
wj, the number of attention heads (head) w?, the query/key
dimension (gk) wg’, the value dimension (v) wgl, and the
MLP hidden dimension (mlip) wf. Here, we would have
Q) = 5. For example if the one-hot bit index of w} takes 7,
we would have the query/key dimension reduced to j.

Together, the variables w define the structural configura-
tion of all possible subnetworks O that can be derived from
the original model through pruning. The number of all pos-
sible © is equal to Hf H?” |w}|. For further clarity, please
refer to the graphical illustrations in Fig.2.

Construct Importance Objective Function As discussed
in Sec.2, the quality of the pruned subnetworks could be
effectively assessed with importance scores. Our goal here
is to construct an importance objective function Z(-) which
associate importance scores along each dimension with the
dimension variables w defined above, allowing us to un-
derstand how selecting different values along each dimen-
sion influences model performance. Specifically, for each
dimension variable wg, we construct an importance vector
Iz of equal length, i.e. [w}| = |I_é , and the j-th value of Iz
represents the importance of retaining j elements along di-
mension ¢. Notably, our method is agnostic to the choice of
importance score, and here we use well-established scores
specific to each model family as follows:

For Convolutions: we first adopt the widely-known Tay-
lor importance [56] to score each channel; next, to construct
I:f, for the j-th element of .ﬁ we aggregate the Top-j Taylor
channel scores.

For Transformers: we adopt the recent Hessian-aware
importance [78] which evaluate parameter saliency globally
across all dimensions; next, to construct 1, g, we perform a
similar aggregation, with each j-th element calculated by
summing the Top-j Hessian scores.

Unlike traditional pruning methods, our approach does
not assign scores to an individual channel or transformer
parameter like query/key; instead, each transformed impor-

tance vector I} represents the importance of keeping a given
total number of channels or queries/keys. Bringing all com-
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ponents together, we define Z(w) as:

Q

B B
Iw)=> T(ws) =Y > wi - I 0]
b b 7

Construct Latency Constraint Function To meet the de-
sired latency budget, we need a latency constraint function,
C(+), that maps dimension vectors w to inference latency.
We create a latency lookup table (LUT), precomputed on
target hardware, allowing us to estimate inference latency
given different values of w. For each model block b, the
corresponding table C; provides latency estimates and is
structured as C;, € Rlws X |wi] X""“ilb'. The constraint func-
tion can thus be formulated as:
B

Clw) = " Clwr)

b
B

_ ZSUM((w; QW ®...0wk) @Cb>, @)
b

where ®, ® represent outer product, element-wise prod-
uct, and SUM denotes computing the sum of all entries of
the tensor. However, computing this directly is impractical
due to the chain of sequential outer products and gigantic
Cy,. To enable efficient computation, we perform model-
specific decomposition of Eqn.2 and the lookup tables Cj.
We denote C(w) after decomposition as C’'(w) with detail
shown below:

For Convolutions: each block’s latency is decomposed
as the sum of individual convolutional layers, defined by
input and output channel count(wé‘1 and wé). The table C,

. . ; e TIVTT TR
is decomposed into smaller ones C; € Rl IXIwsl | giving:

C'(w) = C'(ws) ©)
b

B @ ] ‘ ‘
=> > Sum (wg* Quwi) O C},)
b i

For Transformers: as depicted in Fig.2, transformer block
latency is decomposed into three parts: (i) QK layers, de-
fined by head, embedding, and gk dimensions (w},w?, w?)
with table Cgk; (i1) V and projection layers, defined by
head, embedding, and v dimensions (wg , wg, wl‘f) with table
C,”"; and (iii) MLP layers, defined by embedding and
mip dimensions (w?, wy) with table C;)nlp . This gives:
B
C'(w) = C'(ws) “
b=1
B
= |:SUM((W§ ® wi ®w2) QCZk)
b=

+ SUM((wé QWi ®w§) ® Czpmj)

1

+ SUM((wé Quwy) ® CZ“P)

This decomposition enables efficient evaluation of C'(w)
using modern numerical optimization tools.

While previous latency pruning methods [35, 58, 59]
also use latency lookup tables, they rely on linear models
that only account for output channel counts (e.g., capturing
w® in convolutional layer 7). Such formulations are not only
imprecise(ignoring input channel dimension w?~!) but also
infeasible for transformers, where ) = 5 prunable dimen-
sions exist. In contrast, our latency modeling accurately
incorporates changes across all prunable dimensions, pro-
viding precise and optimal latency guidance. More detailed
analysis in latency modeling can be found in the appendix.
Enable Block Removal Structural pruning at higher granu-
larities, such as layers and blocks, poses unique challenges.
This complexity arises because arbitrarily pruning a single
layer could easily lead to network disconnection, causing
discontinuity in the information flow of the network. How-
ever, blocks are inherently resilient to removal of all their
internal parameters at once, as the skip connection allows
information to bypass the removed block, preserving gradi-
ent flow.

To manage the removal of an entire block, we employ
block grouping, where the importance and latency con-
straints associated with each block are combined. If prun-
ing removes the b-th block, then both the importance and
latency contributions of all parameters within that block are
set to zero. This group decision is modeled with binary
block decision variables xp, which adjust the importance
objective function Z(w) and the latency constraint C'(w) to
account for block removal as follows:

I(w,Kk) = Zmb - Z(ws) )

B
C(w, k) = Zm, -C'(wp) 6)
b

Solve MINLP With Z(w, k) and C’'(w, k) defined, our
goal is to find the optimal w and « such that the importance
objective function Z(w, k) is maximized while the latency
constraint function C’(w, k) stays below the latency bud-
get U. Concretely, we formulate MDP pruning as a Mixed-
Integer Nonlinear Programming (MINLP) formulation:

argmax Z(w,k), S.T. C(w,k) <V (7)

where each wi is a one-hot vector, k; is binary, and both

the importance vector I (for the importance objective 1)
and latency lookup tables C (for the latency constraint 3, 4)
contain real-valued entries, resulting in a mixed-integer pro-
gram. Additionally, while Z(w) Eqn.1 is linear in w, intro-
ducing the product with block decision variables « makes
Z(w, k) Eqn.5 quadratic. The latency constraint C’(w, k)
varies in complexity, becoming cubic for CNNs(Eqn.3, 6)
and quartic for transformers(Eqn.4, 6), further making the
program nonlinear.
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Algorithm 1 MDP Framework METHOD Top-11 Top-5¢ FLOPs| SPEEDUP(x)?
Input: Pretrained weights ©, latency lookup table 7', total fine- %) %) (xe%)
tuning epochs F, training dataset D, latency budget W ResNet50 [30]
- Declare variables w and & DENSE 76.2 92.9 4.1 1.00
2 //Importance Objective Function RESCONV-PRN[77] 70.0 90.0 1.6 —
3. for sample (z,y) in D do DBP-0.5[73] 72.4 - - 1.60*
. Perform forward pass and backward pass with © LAYERPRUNE7[20] ~ 74.3 - - 1797
5: Compute CNNs or Transformer importance score METAPRUNE[S0] 734 N 1.0 2.34
Construct i : I AUTOSLIM[81] 74.0 - 1.0 2.35
6 onstruct importance vector GREG-2[70] 73.9 B 13 149
n endfor . DCFF[45] 738 916 - 2.23
s: Set up objective function Z(w, k) (Eqn. 1, 5) HALP-70%[58] 74.5 91.8 1.2 255
9. //Latency Constraint Function SMCP-70%[35] 74.6 92.0 1.0 2.89
10. Load prepared latency look-up tables C AHC-A[71] 747 92.1 - 2.24
11: Set up constraint function C’(w, k) (Eqn.3, 4, 5) DTP[42] 74.3 - - 3.06
 //Solve MINLP & Extract © s il G g L S
15 Set up the MINLP (Eqn. 7) HALP-85%[58] 68.1 88.4 0.6 3.90
14: Solve it with Pyomo and MindtPy OURS-85% 70.0 89.3 0.5 5.21
i5: Extract pruned © from solver output w, K ResNet50 - EagleEye [40]
1. Finetune the pruned model © as usual for F epochs DENSE [40] 77.9 93.7 4.1 1.00
EAGLEEYE-1G[40] 74.2 91.8 1.0 2.38
HALP-70%[58] 74.5 91.9 1.2 2.65
To solve this MINLP 7, we leverage the Python numeri- SMCP-70%[35] 75.1 92.3 1.1 2.54
oy . - 5
cal decomposition framework Pyomo [8] and MindtPy [2], TEE-70%([66] 748 92.2 L1 2.57
e OURS-65% 75.2 92.5 1.3 2.72
and employ the Feasﬂ?ll.lty Pump (FP) method.[S] to en- OURS-70% 75.0 92.9 19 3.00
hance efﬁmer.lcy. By jointly opt}mlzlng al.l variables, our HALP-80%[55] 19 001 07 562
approach achieves a globally optimal solution for w and & SMCP-80%[35] 79.7 _ _ 371
in a single pass. OURS-80% 72.8 90.9 0.7 413
Extract Pruned Structure Once we solved the MINLP HALP-85%[58] 68.6 385 0.6 4.02
program 7, we proceed to extract the pruned subnetwork © OURS-85% 70.0 89.2 0.5 5.16

based on the variables w and k determined by the solver. If
the block decision variable x, is set to O for any block b, we
completely remove that block from 6, ignoring the solver’s
output for the dimension variables wy;, associated with that
block. Conversely, if a block is active with x; = 1, we re-
tain elements in each dimension ¢ of block b according to the
index of the “hot” bit in w}. Specifically, if the “hot” bit is at
index j, we retain the j highest-ranking elements according
to the Taylor channel score (for convolutions) or Hessian
transformer score (for transformers) used when construct-
ing the importance vector I.

After pruning, we finetune the model O for E epochs to
restore any lost accuracy. The procedure is detailed step-
by-step in Algorithm I.

4. Experiments

To validate the proposed method, we perform exten-
sive experiments across a comprehensive set of scenar-
ios. We demonstrate our pruning results on both convolu-
tional model(e.g. ResNet50 [30]) and transformer architec-
ture(e.g. DEIT-Base [69]). Besides image classification on
ImageNet [16], we also study 2D object detection with Pas-
cal VOC [21] and SSD [48], and 3D object detection with
Nuscenes [9] and StreamPETR [72].

Settings We optimized ResNet50 and SSD for inference la-

Table 1. Classification on ImageNet. Pruning CNN model
ResNet-50. Speed is measured on NVIDIA TITAN V with batch
size 256, and speedups are relative to dense FPS, with results
grouped by similar speedups. —X % denote the pruning ratio. *
denotes latency estimated from the reported. Our method shows
superior accuracy-speed tradeoffs, especially at high pruning ra-
tios. Results averaged over two runs.

tency on an Nvidia TITAN V GPU (batch size 256). For
DEIT-Base, we targeted latency reduction on an Nvidia
V100 GPU (batch size 256) for fair comparison with meth-
ods like NViT. StreamPETR was evaluated on an NVIDIA
RTX 3090 (batch size 1) to match its original setup. The
appendix includes additional results on CPU. This demon-
strates our method’s adaptability across hardware platforms.
Training was conducted on cluster with 8 Nvidia Tesla
V100 GPUs using PyTorch V1.4.0, with an Intel Xeon ES-
2698 CPU for solving the MINLP optimization(Eqn. 7).

4.1. CNN Pruning on ImageNet

Table 1 compares our pruning results on ResNet50 [30] and
ImageNet [ 16] with competitive baselines. We report Top-1
and Top-5 Accuracy to show accuracy recovery after fine-
tuning, along with inference speedup relative to baseline
ResNet50 for hardware performance gains. FLOPs are also
included for completeness.
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METHOD Topr-1(%)t SPEEDUPT
DEIT-B [69] 83.36 1.00
SWIN-B [51] 83.30 0.95
NVIT-B [78] 83.29 1.86
OURS-54% 83.47 1.87
SWIN-S [51] 83.00 1.49
S2VITE-B-40 [13] 82.92 1.33
AUTOFMER-B [11] 82.90 1.34
SAVIT-H [83] 82.54 1.55
NVIT-H [78] 82.95 2.01
OURS-50% 83.29 2.03
DEIT-S [69] 81.20 2.44
SWIN-T [51] 81.30 2.58
EVIT-B [43] 82.10 1.59
SAVIT-S [83] 81.66 2.05
CROSSVIT-S [10] 81.00 2.55
PVTv2-B2 [74] 82.00 2.21
NVIT-S [78] 82.19 2.52
ISOMORPHIC-S [23] 82.41 2.56
OURS-39% 82.65 2.73
DEIT-T [69] 74.50 5.18
AUTOFMER-T [11] 75.70 4.59
NVIT-T [78] 76.21 4.97
ISOMORPHIC-T [23] 77.50 5.20
OURS-19% 78.21 5.57

Table 2. Classification on ImageNet. Pruning transformer model
DEIT-Base. Speed is measured on NVIDIA V100 with batch size
of 256. Speedups are relative to the FPS of the baseline DEIT-
Base model, with results grouped by similar speedups. —X % de-
note the pruning ratio. Ours achieve much better accuracy-speed
tradeoffs than prior art. Averaged results over two runs.

Compared with previous methods like HALP [58] and
SMCP [35], we achieve a significantly improved accuracy-
speed trade-off. For instance, SMCP reaches a Top-1 accu-
racy of 72.7 with a speedup of x3.71; our method slightly
surpasses its Top-1 with an accuracy of 72.8 but with a
considerably faster inference speed of x4.13. With larger
pruning, HALP achieves a Top-1 accuracy of 68.6 with an
inference speedup of x4.02, our method significantly out-
performs it with a Top-1 accuracy of 70.0 and an impressive
speedup x5.16. Notably, we can observe from Table 1 that
our method particularly excels when targeting high speed
with substantial pruning from pre-trained models, corrobo-
rating the effectiveness of improvements from our method.
Our improvements could be observed more clearly in the
Speedup v.s. Top-1 Pareto curve displayed in Figure 1.

We also include direct comparison with specialized layer
and block pruning methods [20, 73, 77]. Our results are sig-
nificantly better, for instance, compared to LayerPrune [20],
we achieve a higher Top-1 accuracy (74.8 vs. 74.3) and a
substantial speedup (x3.06 vs. x1.79).

SMCP
Ours
80
79
b
o
<78 e
£ RAeunaNetrRNSO KALP
77
76 i;DElZ—RNSOShm

x0.6 x0.8 x1.0 x1.2 x1.4 x1.6 x1.8 x2.0 x2.2
Speedup
Figure 3. 2D Object Detection on Pascal VOC. Pruning SSD512.
Speedup versus mAP are plotted(top-right is better). Speedup
measured on NVIDIA TITANYV, and is relative to the dense FPS.

4.2. Transformer Pruning on ImageNet

Table 2 shows our pruning results on DEIT-Base [69], com-
pared against competitive transformer pruning methods and
efficient transformer architectures on ImageNet [16]. We
assess performance using Top-1 accuracy and report effi-
ciency as the speedup over the baseline DEIT-Base.

Our framework at every speedup level surpasses the es-
tablished transformer pruning method NViT [78], which we
adopt for importance scoring, with especially large gains
at higher speedups. For example, compared to NViT-T,
our approach achieves higher accuracy (78.21 vs. 76.21)
and significantly faster inference speed (x5.57 vs. x4.97).
Against the recent state-of-the-art method Isomorphic [23]
(ECCV’24), we observe further improvement, with higher
accuracy (78.21 vs. 77.50) and greater speedup (x5.57
vs. x5.20). These results demonstrate our framework’s
effectiveness in achieving leading accuracy-speed tradeoffs
across both convolutional and transformer architectures.

4.3. 2D Object Detection Pruning on PascalvVOC

To demonstrate our approach’s broad applicability, we ran
experiments on 2D object detection with the Pascal VOC
dataset [21] pruning SSD512 [48] with a ResNet50 back-
bone, with results shown in Figure 3. The Pareto fron-
tier illustrates the trade-off between speedup (over baseline
SSD512) and mean Average Precision (mAP).

Our results distinctly outshine existing methods in the
field, marking a substantial advancement. In direct compar-
ison to SMCP, our approach consistently achieves signif-
icantly higher mAP scores across various inference speed
levels. For instance, we outperform SMCP with an mAP of
79.2 (compared to 78.3) while also slightly increasing the
speed to x2.14 (compared to x2.12). Notably, our pruned
model even surpasses the mAP of the pre-trained dense
SSD512-RN50 by a margin(80.0 v.s. 78.0)while substan-
tially enhancing its speed(x1.84 v.s. x1.00).

4.4. 3D Object Detection Pruning on Nuscenes

To demonstrate our approach’s applicability to 3D object
detection, we tested on the challenging Nuscenes [9] dataset
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METHOD MAP{ NDS1T SPEEDUPT

BEVDET4D[34] 0.322  0.457 0.53
PETRvV2[49] 0.349  0.456 0.60
SPARSE4DV2[47] 0.439  0.539 0.64
STREAMPETR[72] | 0.449  0.546 1.00
HALP-45% [58] 0.446  0.547 1.16
OURS-45% 0.451 0.551 1.18
HALP-50% [58] 0.439  0.543 1.21
OURS-50% 0.441 0.544 1.23
HALP-60% [58] 0.427 0.533 1.25
OURS-60 % 0.427 0.532 1.28
HALP-70% [58] 0.373  0.489 1.34
OURS-70% 0.394 0.512 1.36

Table 3. 3D Object Detection on Nuscenes. Pruning Stream-
PETR. Speedup is measured on NVIDIA GeForce RTX 3090 with
batch size of 1, and relative to the dense FPS. Results with simi-
lar speedups are grouped. —X % denote the pruning ratio. Ours
achieve much better accuracy-speed tradeoffs than HALP and even
surpass performance of dense StreamPETR with higher speed.

using the state-of-the-art StreamPETR [72] model. Ta-
ble 3 presents detailed results and comparisons with com-
petitive baselines. Our evaluation includes standard metrics
like mean Average Precision (mAP) and Normalized Detec-
tion Score (NDS), along with speedup relative to the base
StreamPETR model to emphasize efficiency gains.

Significantly, when compared to the dense pre-trained
StreamPETR model, our technique achieved a substantial
acceleration of approximately 18%, resulting in an im-
pressive x1.18 speedup as opposed to the baseline. Im-
portantly, this speed boost was achieved without sacrific-
ing performance: our pruned model attained superior mAP
(0.451 vs. 0.449) and NDS (0.551 vs. 0.546). In com-
parison to the previous pruning method HALP [58], our
approach exhibited remarkable improvements in accuracy-
latency trade-offs especially at high pruning ratios. For in-
stance, HALP managed to produce a pruned StreamPETR
model with an mAP of 0.373, an NDS of 0.489, and an
inference speedup of x1.34. In contrast, our approach sur-
passed these results, achieving an mAP of 0.394, an NDS
of 0.512, and an inference speedup of x1.36.

4.5. Ablation Study

As discussed in Sec. 1, our multidimensional pruning
method introduces two key advancements: MGP(Multi-
Granularity Pruning) for block-level pruning, and
MDLM (Multi-Dimensional Latency Modeling) for accu-
rately capturing latency across all prunable dimensions.

To assess the individual impact of MGP and MDLM,
we start with a baseline pruning algorithm that lacks both
components. Here, the baseline uses OCP(Only Channel
Pruning) as an alternative to our MGP, and replaces our
MDLM with LLM (Linear Latency Modeling), which was
proposed in prior works [35, 58, 59] and only linearly con-

Baseline - with OCP + LLM
- Ours - with MGP + LLM
- Ours - with OCP + MDLM
N Ours - with MGP + MDLM

¢

2500 3000 3500 4000 4500 5000
FPS
Figure 4. Ablation study results on ImageNet with ResNet50.
We show results of each improvement acting individually. Top-
right is better. MGP: Multi-Granularity Pruning (Ours);
MDLM: Multi-Dimensional Latency Modeling (Ours); OCP:
Only Channel Pruning; LLM: Linear Latency Modeling

siders output channel counts in CNNs. We then add MGP
and MDLM separately to evaluate their contributions and
compare against prior methods. The baseline performance,
labeled “Baseline - OCP+LLM,” is shown in Fig. 4, while
our proposed MDP paradigm with both components is la-
beled as “Ours - MGP+MDLM”.

MGP+LLM: This variant incorporates block-level pruning
but does not accurately capture latency variations across
all dimensions, including input and output channels. Re-
sults, labeled “Ours - MGP+LLM” in Fig. 4, show a signif-
icantly improved accuracy-latency tradeoff over the base-
line, particularly at high pruning ratios and latency reduc-
tions (rightmost points). This underscores the effectiveness
of Multi-Granularity Pruning alone. However, compared to
MGP+MDLM, it is outperformed at all levels, highlighting
the value of Multi-Dimensional Latency Modeling.
OCP+MDLM: This variant models latency accurately with
MDLM but lacks the ability to remove entire blocks. Re-
sults, labeled “Ours - OCP+MDLM” in Fig. 4, reveal a
clear improvement in the accuracy-latency tradeoff com-
pared to the baseline, confirming the effectiveness of Multi-
Dimensional Latency Modeling. Nevertheless, it performs
worse than MGP+MDLM, emphasizing the importance of
Multi-Granularity Pruning.

5. Conclusion

In this paper, we present MDP, a novel paradigm that
unifies combined-granularity pruning within a single opti-
mization process and introduces a precise latency modeling
technique to account for simultaneous variations across all
prunable dimensions. To incorporate these strategies, we
reformulate pruning as a Mixed-Integer Nonlinear Program
(MINLP), enabling efficient identification of the optimal
pruned structure within a latency budget across all dimen-
sions in a single pass. Our results show substantial improve-
ments over prior methods, particularly in scenarios with
large pruning. Additionally, we provide an ablation study
to analyze the impact of each component of our framework.
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