








Similarly, the differefgiable estimate of maximum is ob-
tained by computing ?:1 Xnamax(G)n.
Differentiable approximation to median. We begin with
the fact that the median is a solution to minimizing the mean

absolute deviation, i.e.,

. N
Theorem 1. Given a set of values G = {Xn},_;, its me-
dian is a solution to minimizing the mean absolute devia-
tion, as expressed by the equation:

1 X
median(G) € argmin N IX — Xnl; (13)
x n=1

where median(-) denotes the median of a set.

The proof is provided in the Supplements. Similar to the
definition of amin in Eq. 8, we can define the index of the
i i i .13 :
median with the ass1stan83 8of Eq. 13, as follows 1

N
1 X =
N [Xn — Xj| _ X: (14)

<
amedian(G)n = amin 5 -

1=1 n=1

Thus, we can obtain the differentiable approximation to the
median as follows:
X

median(G; a) = Xpamedian(G)n
n=1
Py P (15)

N
j=1 [Xn—X;|

N qaf fig xic—xjl

Note that the absolute value function is differentiable except
when the input equals zero. It can also be approximated by
|X| &~ amax({X; —x};a). This approximation converges to
equality as a — oo.

Dynamic stacking filter. To design a adaptive stacking fil-
ter that can degrade to four options of mean, median, max-
imum and minimum values, we introduce a gate coefficient

b in Eq. 15, resulting in the following expression:
1

N aL
DSF(G;a;b) = —B=2"" '
s k=1€
% mean(G),ifa — 0,b — oo,
median(G), ifa — oo, b — 1,
T2 max(G)ifa— oo,b = 0,Xn >0,

min(G), ifa — —o0, b — 0, Xy > 0:

Te1 IXn—bx;|

f
ah F=1 Xic—bx;|

(16)

The cases where X, < 0 are symmetric and thus omitted for
brevity. In the case of matrix inputs [F'S : FiT ], the filter DSF
is applied to each pixel, with constant coefficients becoming
learnable matrix parameters a; b € RH*W |

3.3. Loss functions for Semi-Supervision

We train the model for multi-frame optical flow estimation
using the optical flow transfer loss in Eq. 5. To train VD-
Mamba for video deraining, we employ three loss terms in
a semi-supervision manner. Given the ground truth, the first

two loss terms represent reconstruction losses in the form
of the L norm:

Lrec = Bc— B¢ 1; Lspa = B: — B: 1; (17)

where B and B, denote the current frames restored by our
dual-branch model and the spatial-branch-only model, re-
spectively. The loss term Lspa is designed to enhance the
reconstruction capacity of the spatial branch. In the case of
unpaired real rainy data, we construct pseudo ground-truths
using a masked median stacking technique designed to re-
move moving objects. Specifically, we first obtain aligned
neighboring frames Ty, by

Th =W (In;Onoe), forn =1;:5 N, (18)
where W(-; -) is the backward warping function. With the

aligned frame, we compute the median of the consecutive

aligned frames, denoted by o

M. = median  I¢;Tq; TN : (19)
However, directly applying the temporal median to the
aligned sequence may result in mismatches caused by oc-
clusions and mistaken removal of moving backgrounds in-
stead of rain streaks. To mitigate this, we first crop the
frames into P 2 sub-patches, each with width % and height
E. The corresponding sub-patch of the derained frame, the
median frame, and the original central frame are denoted as
Bc.p, Mc.p, and . for p = {1;:::;P2}. Due to the spar-
sity of rain streaks, the median sub-patch Mt;i is adopted
as a pseudo-clean image when the percentage of unchanged
pixels compared to /I\c;p exceeds a threshold .
M Rgpi e
8 p2 X
1, lfm {|'O|C:p[j3k]*,|\6:pu3k]‘§ } Z (20)
T THS
"~ 0, otherwise;

where 1is a slack variable that controls the tolerance for the
decision condition, M is a masking function to select rain-
free and well-aligned patches, and  { sngirion} 1S an indicator
function that returns 1 if the specific condition is met and 0
otherwise. The stacking loss is subsequently computed only
on the masked sub-patches:

Lsta = M mc;p;/l\c;p Bc;p - mc;p 1 . (21
p=1
To further improve the temporal consistency, we incorpo-
rate a temporal loss [60],

1 X
Ltem = N1 W B¢;Ocsn — In 1; (22)
n=1;n#c
where O¢c_.n = F (éc; I,) represents the optical flow

warping central frame inversely to the neighboring frames.
The total loss for training deraining is calculated by sum-
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Table 1. Quantitative results of various video deraining methods on RainSynLight25 [36], RainSynComplex25 [36] and NTURain [7].

Dataset [Metrics| Rainy FastDeRain [28] SpacCNN [7] J4RNet [59] DRSformer [8] ESTINet [69] MFGAN [61] RainMamba [54] Ours

) ) PSNR | 25.23 29.42 32.78 32.96 36.84 36.12 36.99 36.74 37.53
RainSynLight25 | SSTM [0.9099 0.8683 0.9239 0.9434 0.9739 0.9631 0.9760 0.9741 0.9812
] PSNR | 16.85 19.25 21.21 24.13 31.61 28.48 32.70 32.65 32.89
RainSynComplex25| §SIM 0.6791 0.5385 0.5854 0.7163 0.9258 0.8242 0.9357 0.9361 0.9425
) PSNR | 30.41 30.30 33.11 32.14 36.93 37.48 38.92 37.87 39.74

NTURain SSIM [0.9108 0.9274 0.9475 0.9480 0.9591 0.9700 0.9764 0.9738 0.9791

ming the(individual loss terms,
'CI‘EC + ﬁspa + Qﬁtem
1Lsta + Espa + 2Ltem

where 1 and 5 regulate the balance between the strengths
of the supervision terms.

r_ , if paired data,
N , if unpaired data,

3.4. Real-World Rainy Task Benchmark

In addition to enhancing visual quality, deraining mod-
els hold practical potential for restoring degraded videos,
enabling more effective performance in downstream high-
level vision tasks. To this end, we introduce the real-world
rainy video object detection and tracking benchmark, re-
ferred to as RVDT. Specifically, we curated 57 long video
clips, totaling 10,258 frames, selected from the internet,
each exhibiting noticeable rain streak degradation. We have
annotated 33,077 objects for detection and 408 unique ob-
jects for tracking. Detailed statistics and examples are pro-
vided in the Supplements.

4. Experiment

4.1. Experimental Settings

Training Details. We train our model for 100 epochs and
50,000 iterations. The input data are cropped into patches
of size 256 x 256 with a sequence length of 7 frames. The
initial learning rate is set to 0.0001, which is reduced by half
after 50 epochs. We utilize the optimizer Adam [32] with
1 = 0:9and 5 = 0:999. The threshold and the slack
number in Eq. 20 are set to 80% and 0.1, respectively.
The loss weights are ; = 0:1 and = 0:1. The pre-
trained optical flow estimator is LiteFlowNet3 [24]. All ex-
periments are conducted on Nvidia Tesla V100 32G GPU.
Benchmarks. We evaluate our model on three widely used
video deraining benchmarks: RainSynLight25 [36], Rain-
SynComplex25 [36], and NTURain [7]. To assess the po-
tential of improving downstream high-level tasks, we also
utilize our proposed RVDT benchmark.
Baselines. We compare our method with state-of-the-
art deraining methods, including FastDeRain [28], DRS-
former [8], SpacCNN [7], SLDNet [60], J4RNet [59],
S2VD [66], ESTINet [69], MFGAN [61], and Rain-
Mamba [54]. Among them, FastDeRain [28] is a model-
based method, and DRSformer [8] is a recent model for sin-
gle image. The others are data-driven video-based methods.
Metrics. In addition to the commonly used SSIM and

Table 2. The object detection and tracking results on RVDT. mAP;
and mAP2 denote the results of YOLO-v3 [39] and MEGA [9],
respectively. The tracking result is obtained by GTR [72].

Downstream Task | Object Detection Object Tracking

Metrics mAP;T mAP>1 | IDF11T MOTAT MOTPt
Rainy 39.73 44.69 64.5 28.0 19.9
FastDeRain [28] 40.45 42.90 66.5 29.8 20.9
SLDNet [60] 41.59 42.06 66.7 30.7 20.4
DRSformer [8] 39.10 44.01 67.0 28.8 20.0
S2VD [66] 41.37 43.73 68.1 29.4 20.4
ESTINet [69] 40.71 43.05 67.6 29.7 19.9
MFGAN [61] 40.83 43.97 67.1 28.6 20.1
RainMamba [54] 40.67 44.22 67.2 29.5 20.3
Ours 42.51 46.27 68.3 31.8 21.2

Table 3. The quantitative results of ablation analysis.

Dual-branch U-Net ~ w/o SBML  w/o TSML Ours

PSNR 38.54 39.02 39.24 39.74
SSIM 0.9733 0.9754 0.9763 0.9791
Strategy 1 Strategy 2 Strategy 3 Ours

PSNR 39.65 39.03 38.51 39.74
SSIM 0.9758 0.9754 0.9734 0.9791
w/o DSF median mean Ours

PSNR 39.21 39.09 39.31 39.74
SSIM 0.9755 0.9749 0.9761 0.9791

PSNR metrics, we propose evaluating performance im-
provements in various object detection and trakcing tasks
before and after the deraining process on selected rainy
videos. Specifically, we use mAP (mean average preci-
sion) for object detection, and IDF1, MOTA, and MOTP [4]
for object tracking. = We utilize two detection mod-
els: the image-based YOLO-v3 [39] and the video-based
MEGA [9], along with GTR [72] as the tracking method.

4.2. Video Deraining Result

Synthetic Rain Removal. We present the quantitative com-
parisons on three synthetic datasets in Tab. 1. Our method
achieves the highest PSNR and SSIM values across all the
benchmarks. For a visual quality comparison, we provide
examples in Fig. 5, illustrating that only our method suc-
cessfully removes all rain streaks.

Real-World Rain Removal. We then assess the effective-
ness of the existing deraining methods for real-world video
deraining. A group of visual comparisons are presented in
Fig. 6. As demonstrated, only our method successfully re-
moves all rain streaks, regardless of their scale.

Complexity Analysis We compare our VDMamba with
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