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Abstract segments of a single recordirgg Ims, TV series, docu-
mentaries, animations, vliogstc These videos are carefully
The advancement of Multimodal Large Language Mod-constructed to create a seamless ow and include richer
els (MLLMs) has enabled signi cant progress in multi- compositions, requiring shot-by-shot analysis to interpret.
modal understanding, expanding their capacity to analyze
video content. However, existing evaluation benchmarks
for MLLMs primarily focus on abstract video comprehen-
sion, lacking a detailed assessment of their ability to un-
derstand video compositions, the nuanced interpretation
of how visual elements combine and interact within highly
compiled video contexts. We introduce VidComposition, a
new benchmark speci cally designed to evaluate the video
composition understanding capabilities of MLLMs using
carefully curated compiled videos and cinematic-level an-
notations. VidComposition includes 982 videos with 1706
multiple-choice questions, covering various compositional
aspects such as camera movement, angle, shot size, nar-
rative structure, character actions and emotions, etc. Our
comprehensive evaluation of 33 open-source and propri-
etary MLLMs reveals a signi cant performance gap between
human and model capabilities. This highlights the limita-
tions of current MLLMs in understanding complex, compiled
video compositions and offers insights into areas for fur-
ther improvement. Our benchmark is publicly available at

https://yunlong10.github.io/VidComposition/ Figure 1. Top MLLMs’ performance oXIDCOMPOSITION, across

15 tasks of 5 aspects of video composition understanding: Cine-
1. Introduction matography Analysis, Character Understanding, Narrative Under-

. . standing, Scene Perception, and Making Analysis.
Recent advancements in Multimodal Large Language Mod-

els (MLLMSs) [1, 10, 30, 47, 52] have greatly enhanced ca-

pabllltles n l;]nderkstazdllnlg Tulztlmofalgy. Z|cf)wever|, while lously break down the elements of a video, serves as a vital
current benchmarksi[ 4, 11, 13, 26, 34,37, 64] for evaluat- 50 ¢, understanding video composition in depth. This

'Eg h/IILLkMsdass§T55 ?eneral "T‘g‘ge or V'de(,) _com;r)]rehensmrclj,level of understanding, essential in Im analysis and video

.t Eylacka etaile OCUsS on video composnlpn,t € nuance production, goes beyond general scene or action recognition,

|n_ter_pretat|or_1 of h(_)W visual elements _combme and interact requiring an in-depth grasp of compositional elements such

within (tj:obm pllg_d_ wdeos._ Compl_led V|d|e_oT re{_er to those as camera movements, shot sizes, narrative structures, and

created by e m.nﬁ ar; Integrating multiple CprS, g%enes’character dynamics. This analysis also captures the intricate

or sequences, either from various sources or from di erentIayers of visual storytelling by deconstructing how technical
*Equal contribution and_ art.istic ghoices sr_\ape the viewing exp.e.rience. However,
Corresponding author achieving this ne-grained level of composition understand-

Shot-by-shot analysis, a technique where creators meticu-
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https://yunlong10.github.io/VidComposition/

Figure 2.VIDCompPosITIONcomprises 15 categories of high-quality QA pairs, focusing on ve aspects of compositions in compiled videos:
cinematography, character, narrative, scene, and making. The correct ansv highlighted .

ing remains a signi cant challenge for existing MLLMs, Recognizing the gap in existing evaluation methods, we
which primarily operate on broader, more coarse-grainedintroduceVib CoMPOSITION, a new benchmark designed
interpretations of video content. to assess MLLMs on understanding video composition at

Through in\/estigating existing benchmarks, we identied @ cinematic level.VIDCoMPOSITION includes 982 care-
their limitations in evaluating MLLM in video composition ~ fully curated videos and 1,706 multiple-choice questions,
understanding. As shown in Table 1, the benchmarks infeaturing meticulously annotated clips from Ims, TV series,
the rst group [L1, 16, 35] primarily focus on static im- ~ animations, commentary videostc These questions in-
ages and overlook the dynamic aspects of visual content¢lude ve key areas of video composition: Cinematography
Among these, Winoground{] and MMComposition ] 6] Analysis, Character Understanding, Narrative Understand-
attempts to assess the compositionality of MLLMs, though ing, Scene Perception, and Making Analysis, spanning 15
it is limited to image-based evaluations. The second groupdistinct tasks. Each area captures critical aspects of compo-
consists of traditional video benchmark&[ 56, 57, 60], sitional understanding.g camera movements, angles, shot
which are less effective at addressing the speci ¢ limita- Sizes, narrative structures, characters, scenes, cuts, special
tions of modern MLLMs. While TVQA 27] includes a effects,etc, providing a extensive framework for evaluating
compositional video QA component, it is relatively coarse- the nuanced comprehension required in cinematic contexts.
grained, limited to basic question types like who, when, We evaluate 33 state-of-the-art MLLMs &b CompPo-
where, how, and what. The third group highlights re-  SITION, including 27 open-source and 6 proprietary models,
cent benchmarks/[ 13, 26, 36, 44, 48, 53] developed to revealing a substantial performance gap between MLLMs
assess MLLMs’ video comprehension capabilities. Though and human-level comprehension in video composition un-
these benchmarks incorporate tasks that touch on composderstanding. As shown in Figure 1, although top mod-
tional understanding, their evaluations of compositionality els[1, 9, 10, 24, 31, 47, 51] perform well on basic perception
remain limited. Additionally, most videos in these bench- tasks é.g action perception), they fall short in comprehend-
marks are natural rather than compiled, posing a challengeng complex video compositions, particularly in cinematog-
for models trained in natural footage to effectively interpret raphy. This performance disparity underscores current mod-
the increasingly prevalent edited and compiled videos. els’ limitations in capturing intricate, multi-layered video
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Table 1. A comparative overview of varioys benghmarks acrossment PerceptionamM-P), Shot Size PerceptiorsG-P,
several dimensions, such as data format (imagevideoV), the Camera Angle PerceptioftamA-P), Emotion Perception
size of datasdbr evaluation(#Data), the number of tasks covered (E-P), Action Perception 4-P), Costume, Makeup and
(#TasK), whether the dataset supports compositional question anp, é Perceptior((MP-P) Cha(racter Cou,nting(ha—C)
swering Compositional QA), the presence dfompiled Videos Script Matchipn 6-M) Ploit Ordering ¢-0), Back roun'd
andFine-Grained sub-tasks, and the annotation methibthfual Per(F:)eptionlB P? \Sceryle CountingS(gC)\ Lig'hting Igercep
or Automatic, indicated byAnno.). T ) -
pnno) tion (L-P), Art Style PerceptionAS-P), Cut Counting Cut-

Benchmark IV #Data #Task t‘fg’n’;‘f’gi Compiled Fine”  anno. C), and Special Effect PerceptioS-P). Examples of each

, task can be found in Figure 2. The detailed de nitions of
Winoground [50] I 400 8 3 7 M . .
MME [11] | 11k 14 7 3 M each task are provided in Supplementary.
MMBench [37] I 17k 20 7 3 A+M i
MMComposition [16] | 4.3k 13 3 3 M 2.2. Dataset Curation Process
MSVD-QA [57] vV 504 5 7 7 7 A Video Collection and Filtering. Our dataset comprises
MSRVTT-QA [57] vV 2.9k 5 7 7 7 A id df he | f . iled
TGIF-QA[19] Vv o6k 4 7 7 7 A videos sourced from the Internet, focusing on compile
TVQA [22] vV 22k 8 3 3 7 AM videos primarily derived from commentary videos for
ActivityNet-QA[60] | V 58k 4 7 7 7 M . g . . .
NEXT-QA [50] v 1k 8 7 - - A movies, TV series, and animations, which have no copy-
AutoEval-video[7] |V 327 9 = = 7 ArM rlght concerns. These videos typlcally_lnc_lude subtitles a_nd
Video-Bench [44] | V 5.9k 10 7 7 7 A+M scripts uploaded by users, which assist in later annotation
LVBench [53] vV 500 6 7 7 7 M . .
MVBench [26] v 36k 20 7 7 3 A stages. We further re ne the collected videos by Itering out
MovieChat-1k [48] |V 100 8 7 3 3 M inappropriate content, such as clips that may cause psycho-
TempCompass [36] | V410 4 7 7 3 M B R g _
Video-MME [13] vV 900 12 7 7 5 M logical distress or those agg.ed as sensitive by AP.I basgd
VioCowposion |V 982 15 = = = - models. The average duration of the collected videos is

about 20 minutes. For videos with subtitles or scripts, we
structures. Additional experiments further analyze factors €Xtract the timestamps marking the start and end of each
in uencing MLLM performance, such as the number of §ubt|tle. With this mformauon, we furthersegmgnt the video
frames provided as input, the resolution of visual encoders N0 coherent sections whose average length is 794 frames.
the size of language decoders, and the data volume for ne-Unlike [28, 29, 65] that rely on audio, we removed all audio
tuning, yielding insights for future advancements in model © Prévent models from using speech to predict answers.
design. Overall, our benchmark offers valuable insights for Human Annotation. To ensure the quality and reliability of
enhancing MLLMs and also suggests applications in video the dataset, we engage multiple human annotators, assign-
generation where MLLMs could assist in automatically eval- ing each video segment to several annotators to minimize
uating the compositional quality of generated videos. potential biases. All questions are meticulously designed to
In summary, our contribution is three-fold: address speci c tasks. For perception tasks suchBSE-P,
We introduce VIDCOMPOSITION, a novel, human- cMP-P, B-P, and for counting tasks such @$a-C, S-C,
annotated, high-quality benchmark for evaluating ne- andCut-C, annotators watch the video segment and write
grained video composition understanding in MLLMs.  the correct answer alongside several incorrect (distractor)
We comprehensively evaluate 33 MLLMs for video un- options. For tasks such &amM-P, SS-P CamA-P, L-P,
derstanding witVIDCOMPOSITION The results show  SE-p, andAS-P, we provide a prede ned set of selectable

the challenging nature ofipComposITIONand thesub-  |abels. For example, fatamM-P, the labels includeoom
gtaqtlal gap bet\/\{e_en MLLMs’ anq humans’ capabilities  in, zoom outpan left pan right pan up pan down and
in video composition understanding. static shot Annotators choose appropriate labels for each

We analyze the critical factors that in uence the perfor- video segment, which are then used as correct options, while

mance of MLLMs systematically, providing potential di- distractors are randomly selected from the remaining labels,

rections for model improvement and future advancements.ensuring they differ from the correct options. FoiV, we

use the video's commentary script, extracted from the subti-

2. VIDCOMPOSITION tle le, as the correct option, with distractor options sourced
from nearby segments’ scripts to create plausible alternatives.
For , Wwe segment the commentary script into multiple
parts, shuf ing and inserting them into the question with se-
guence numbers. The correct answer is the original order of
the script, while other options are generated by randomizing
these sequence numbers.

2.1. Overview and Terminology
VIDCoMPOSITIONcoNtains 982 compiled videos with 1706
human-annotated multiple-choice questions for video com-
position understanding, including 5 main categories: Cine-
matography AnalysisdA), Character Understanding (),
Narrative Understanding\(U), Scene PerceptiorsP), and
Making Analysis (1A); and 15 sub-tasks: Camera Move- Quality Control. To ensure the quality of our benchmark,
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Figure 3. [Left) Task statistics ilVIDCOMPOSITION, organized into ve main categories: Cinematography AnalySis), Character
Understanding@U), Narrative Understanding\(J), Scene Perceptiorsf), and Making AnalysisNIA ), comprising a total of 15 sub-tasks.

The number of QA pairs is shown in parentheses below each tR#jht] The dif culty distribution across these ve categories. If a
guestion is answered correctly by more than 60% of MLLMs, it will be labeled as Easy. Conversely, if a question is answered correctly by
fewer than 10% of MLLMs, it will be labeled as Super Hard.

each video and corresponding QA pair undergoes multiple  The model outpuRq is rst checked for validity as a
rounds of review. We implemented an annotation review single character frorhA; B; C; D g. An Answer-Matching
system (see the user interface in Supplementary), which(AM) function identi es a valid option if the output includes
displays the annotated video, question, and answer optionsgnultiple characters. The implementation of kgl function
alongside an additional feedback option for reviewers to pro-can be found in the Supplementary MaterialsaAddom se-
vide corrections or comments. Reviewers are required tolection (RS¥unction fromf A; B; C; D gis used to generate
attempt each question themselves; if they identify errors in A4 if no valid match is found.

the question or options, they can select the feedback option OnceA is obtained, we evaluate its accuracy based on
to either suggest improvements to the question or specifywhether it matches the correct answer for each question. Let
what they believe is the correct answer. After each rounds = g, = fQJg iy gls represent our dataset, where each
of review, all feedback submitted through the annotation re-gyp- taskS; Contams a set of ques“o@ across a total of
view system is analyzed and used to enhance the annotatiofsj sub-tasks. For each questio2 S, let G, represent the
quality further. This iterative quality control process ensures correct answer, andl represent the model's answer. The

accuracy and ConSIStency across annotations, minimizes €kcore for ques“oq, denoted asg, is calculated as follows:
rors, and re nes question clarity for each task. (

o = 1, ifAg=G; B
Algorithm 1 Model Prediction a 0, ifA;6 G;:
L Input: Question, OptionsOq A score of 1 is assigned if the model's predictidg matches
2: Output: PredictionA ) . .
a1 P (q;00) the correct answeg,; otherwise, the score is 0. Each sub-
4 Rq Mg (Ig) task’s accuracyACC; is calculated asF;he average score
2Ry ifRq2fA;B;C;Dg; across itsN; questions:ACC; = N; i=1 Sg » Where
5 Aq _ AM(Rg) if more letters inR g; N; is the total number of questions in sub-t&k The over-
" RYfA;B;C;Dg) otherwise all accuracy is computed as the ratio of total correct answers

to the total questions across all sub-tasks.

2.3. Evaluation Metrics

To obtain model predictions, each question is structured
within a prede ned prompt template that includes the
question text and associated opti@g(A, B, C, D, along
with descriptive texts). This prompt, is then fed into the
modelM , which is expected to output a single character rep-
resenting its predicted answer (oneféf;, B; C; D g). The
prediction process is formalized in Algorithm 1. The prompt Overall Performance. As shown in Table 2, the overall
templateP can be found in Supplementary. performance on theIbComMmpPosITIONbenchmark reveals

3. Main Results

In this section, we analyze and quantify the video composi-
tion understanding capabilities of state-of-the-art MLLMSs,
providing a comprehensive evaluation of these models. For
all experiments, we use a standardized prompt template and
the default hyperparameters speci ed for each model.
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Table 2. The comprehensive evaluation of 30 MLLMs\bim ComPOSITION, including open source models a APIl-based models The
bestresults are in bold, and second besgtults are in underlined, respectively.

| Cinematography Analysis |  Character Understanding | Narrative Underst. | Scene Perception|  Making Analysis ‘Overall

Method | CamM-P SS-P CamA-P| E-P AP CMP-P ChaC | |BP S-C L[-P|ASP CutC SE-P|

Human 841 854 80.0 |826 923 929 941 | 97.0 975 | 944 802 81.8| 857 875 94.7 | 86.26
LLaVA-OneVision-72B [24]|  57.1 ~ 60.5 663 | 633 900 900 746 | 847 72.4 769 120 90.3| 895 345 741| 6331
InternVL2-40B [8] 466  60.0 589 | 510 900 833  67.6 | 79.6 51.9 80.0 47.4 645 684 448 852 | 60.73
InternVL2-76B [8] 466 639 455 |510 867 867 761 |8L3 490 | 800 445 516 763 241 759| 5873
Qwen2-VL-72B [51] 379 566 579 | 347 767 767 634|762 665 | 738 536 742| 658 34 556| 5868
Video-LLaMA2-728B [10] 475 561 594 | 633 767 800 718|685 63.2 738 36.8 742 605 345 722| 5862
Gemini-1.5-Pro [47] 338 522 510 |510 8.7 90.0 718 | 851 59.4 76.9 37.8 742| 86.8 586 77.8 | 5856
InternVL2-8B [8] | 553 566 594 |449 800 833  59.2| 67.2 40.6 785 325 645 526 310 722| 5463
GPT-40 [1] 402 371 594 |510 733 900 408 | 906 414 723 278 516| 81.6 345 77.8| 5293
Gemini-1.5-Flash [47] 434 327 520 |551 700 484 620 | 787 473 831 263 710| 789 448 704 | 5240
VILA-1.5-40B [31] | 320 566 545 |429 833 867 57.7 | 67.7 444 | 754 225 742 658 483 77.8| 5123
GPT-40 mini [1] 338 498 505 |49.0 800 90.0 310 | 79.6 414 66.2 268 61.3| 763 207 79.6 | 50.23
Qwen2-VL-7B [51] 201 468 371 |388 700 767 549|732 494 | 723 522 613 421 172  70.4| 49.30
Oryx-7B [38] 347 541 574 | 571 80.0 733  66.2| 485 34.7 738 416 613 395 207 66.7| 4877
Gemini-1.5-Flash-8B [47] 434 459 569 |367 700 767 352 | 698 36.0 738 268 484| 711 241 648 | 4859
Video-LLaMA2.1 [10] 443 356 396 |510 767 833  50.7| 60.9 45.2 75.4 354 581 368 207 815| 47.77
VideoChat2 [26] 242 580 421 | 449 667 833  60.6| 626 27.6 738 550 355| 500 103 59.3| 47.36
InternVL2-26B [8] 333 478 396 |551 767 833  56.3| 689 33.9 76.9 254 452 342 414 759| 4642
LongVA [63] 247 410 480 | 408 700 733 423|519 322 723 426 484 526 345 70.4| 43.73
MiniCPM-V2.6 [58] 283 434 436 |531 733 800  50.7| 59.1 230 | 754 220 710 57.9 207 722| 4249
InternVL2-48 [8] 274 429 262 |327 667 733  49.3| 60.4 280 | 785 416 355 447 103 72.2| 41.68
Video-LLaMA2.1-AV [10] 274 459 386 |551 733 767  47.9| 464 301 | 8l5 258 452| 342 345 833| 4150
VILA-1.5-8B [31] 315 400 376 | 510 633 667  40.8| 40.9 26.8 708 37.8 419 605 448 59.3) 40.21
GPT-4-turbo [1] 237 371 351 |469 633 80.0 254 | 549 36.4 50.8 29.7 645| 395 448 704 | 3985
LongLLaVA [55] 283 371 272 | 245 60.0 567 549|481 32.6 615 383 419 263 241 66.7| 3845
Chat-UniVi-1.5 [20] 251 507 396 |531 567 600 423|264 280 | 462 364 613 263 276 57.4| 37.10
Kangaroo [33] 292 420 243 | 306 567 667  57.7| 315 26.8 67.7 478 613 211 69 556| 37.10
InternVL2-2B [8] 237 244 248 | 367 767 633 535|489 21.8 80.0 402 29.0 474 69 833| 36.75
LongVILA [31] 251 356 406 | 408 80.0 60.0  38.0| 328 25.1 769 206 645 500 379 79.6| 36.46
AuroraCap [6] 347 420 406 | 469 533 567 352|353 22.2 63.1 225 323 500 310 59.3| 36.28
Qwen2-VL-28B [51] 210 293 252 | 306 633 700 423|506 23.8 67.7 37.3 742/ 342 241 630| 36.16
Video-LLaMA2-7B [10] 251 293 233 | 306 700 667  40.8|3L5 264 | 723 402 29.0 447 276 66.7| 3435
VILA-1.5-3B [31] 201 327 381 |510 533 467  31.0| 264 105 | 723 354 323 368 103 83.3| 3195
Video-LLaVA [30] 265 259 381 |327 533 400 254|268 230 |554 30.1 387 211 5L7 519 | 3107
Chat-UniVi [20] 251 317 302 | 306 533 300 225|264 24.3 292 211 323 342 448 40.7| 2802
InternVL2-1B [8] 247 249 228 |224 467 333 225|264 26.8 30.8 30.6 226 237 345 29.6| 26.61
RANDOM 260 258 253 |243 237 237 248 | 250 253 | 274 244 203| 247 252 287 | 2533

that understanding intricate video compositions remainsand InternVL2-40B §] get 90.0 onA-P. This indicates that
challenging for MLLMs. While humans achieve excep- state-of-the-art MLLMs can effectively recognize and in-
tionally high scores (86.26), the leading models, such asterpret actions and visual details of characters in a scene.
LLaVA-OneVision-72B p4] (63.31), InternVL2-40B §] Models also show strong performance 8R tasks such
(60.73), InternVL2-76B §] (58.7) and Qwen2-VL-72BH]] asB-P andL-P, with models like Gemini-1.5-Flashif]
(58.78), demonstrate only moderate success, underscoringchieves 83.1 oB-P and LLaVA-OneVision-72B 4] gets
the complexity of the tasks and the current limitations in 90.3 onL-P. Additionally, these models achieve competitive
video composition understanding. This gap between hu-scores on somBlA tasks, such a8S-P and SE-P, with
man and model performance highlights the benchmark’stop scores reaching 89.5 and 85.2, respectively. This strong
rigor and the need for advancements in ne-grained video-performance may be attributed to the fact that these tasks
based compositional learning. Open-source models withrely on some expert knowledge about video-making tech-
advanced vision components, particularly InternVL2 vari- niques, which MLLMs can acquire from massive corpora.
ants, outperform API-based models like GPT-4p(p2.93) Conversely, the models encounter signi cant dif culties
and Genmini-1.5-Flashi[/] (52.40). The mean overall accu- in more complex compositional tasks, especially CAzor
racy of these MLLMs is 43.44. While the models exceed the example CamM-P andSS-Pyield only modest scores, with
random-choice baseline (25.33), they still face obstacles intop models reaching 57.1 and 63.9, respectively, re ect-
approaching human-level video composition understandinging a signi cant gap in understanding cinematic techniques.
. tasks, such as-M and , also present challenges,
Strengths & Weaknesses Analysistrom Table 2, we see  wjth model performance substantially trailing behind human
that MLLMs generally perform better iU tasks, particu-  penchmarks because there is often a gap between scripts
larly A-P andCMP-P. For example, top models like LLaVA-  gnq actual video presentation. Unlike humans, who can in-

OneVision-72B p4], GPT-4o0 [l] and GPT-40 mini f]  tyitively bridge this gap, MLLMs are ne-tuned on closely
achieve high scores iaMP-P; LLaVA-OneVision-72B P4]

8494



Table 3. Resolution Analysis. Models are compared basetram, LLM size, andRes. CA, CU, , SP, MA, andOverall are averaged
on models in each row. The results indicate that higkes.leads to improved performance in most cases, with highlighted relative gains.

LLM

Models ‘ #frm size Res.‘ CA CuU SP MA Overall
Chat-UniVi [20]; Video-LLaVA [30]; VideoChat2 [26] 224 | 31.68 42.22 31.02 40.11 42,98 | 34.94
Chat-UniVi-v1.5 [20]; LongVA [63]; Video-LLaMA2 [10]| 8 7B 336 | 33.6.1:90 48.895.67 32424 44.26.4 .15 50.967.98 | 38.043.1
Video-LLaMA2.1 [10]; Video-LLaMA2.1-AV [10] 384 | 36933 5528639 46.013:58 4311115 53.722.76 | 43.7is:66
Chat-UniVi [20]; Video-LLaVA [30]; VideoChat2 [26] 224 | 29.66 39.81 31.86 28.52 3471 | 3152
Chat-UniVi-v1.5 [20], LongVA [63], Video-LLaMA2 [10] 16 7B 336 | 32.753.00 49.07.9 26 32.21 35 4492164 49.04.14 33 | 37.675 15
Video-LLaMA2.1 [10]; Video-LLaMA2.1-AV [10] 384 | 37.064.31 57.22g.15 45.6813.47 43.44 143 54.135.09 | 43.965 20
LongVA [63]; Video-LLaMA2 [10] 3 | 7 | 3363139 46.67 35.26 44.26 53.72 37.98
Video-LLaMA2.1 [10]; Video-LLaMA2.1-AV [10] 384 | 385711 59.7213.05s 45.4%10.21 42.95 13 5455053 | 44.646 06
Overall on different #frm Table 4.0verall accuracy of LongVA 3] and LongVILA [31] on
— S different #frm ranging frona to 128.
® LLM | #i
m
Mode ‘ Res. | size 4 8 16 32 64 128
* \/W/ LongVA[63] | 336 | 7B | 4074 4373 4332 4162 39.98 39.39
= \,__./\/-\ LongVILA [31] \ Dynamic\ 8B \ 33.00 35.87 3511 36.4636.17 36.11
35
g —e— Chat-UniVi-7B-224x224
o //\\//\/\ T e T8 9303336 is mixed in with a large amount of duplicate information,
—— N s w336 and the model cannot effectively extract it. This is against
25 L oo oA LA TR-SBeses our expectation that it would bring bene ts to counting tasks
Video-Ll -7B- X - - -
v\dzzc;:t\;izzzzzaizzz? (Cha C’ S C’ Cut C)
20 5 10 15 20 25 30
#frm The Resolution of Visual Encoder. We observe that

Figure 4. #frm analysis. We compare tireerall accof models MLLMs with higher-resolution visual encoders perform sig-

with the same seriet M size andRes. The results indicate a  Ni cantly _better. While the resolution is unchangeable for
counterintuitive irrelevance between threerall and input #rm. one speci ¢ model, we calculate the mean performance of all

models with the same LLM size and video frames. As shown
matched vision-text pairs, limiting their ability to interpret in Table 3, as resolution increases, performance on all ve
subtle or implied connections in narrative tasks. Additionally, main categories increases consistently. However, it is worth
counting tasks, such @asa-C, S-C, andCut-C, remain par- noting that it is impossible to determine how much of this
ticularly problematic for most models, further underscoring improvement is due to the higher-resolution visual encoder
the limitations in visual counting abilities and understanding and how much is due to the different models themselves.

scene transitions across multiple frames across all mOdeIS'The Size of Language DecodefTo analyze this relationship

) ) ) ) more accurately, we compare models with different decoder
4. Diagnostic Analysis of Factors Affecting  sjzes while keeping the encoder and training data constant.
MLLMs’ Performance From Table 5, we observe that models with larger decoders

In this section, we analyze the factors that may affect the demonstrate stronger performance, and the gains are mainly
MLLM’s understanding of video composition. We focus on from NU, which requires the model not only to recognize
four factors: the number of input framesfim), the reso- individual frames but also to establish logical and causal
lution of the visual encodeRes), the size of the language ~ 'elationships across sequences, a capability that bene ts
decoder (LM size), and the volume of training dat®gta  from a more powerful language decoder. Taskslia also
volume) in the SFT stage. We provide full analysis tables bene t from the external knowledge acquired by LLMs.

and gures of each factor in Supplementary. The Volume of Training Data. We can observe the perfor-

The Number of Input Frames. Across all the models, we mance in uence brought by ne-tuning the MLLMs with
consistently observe that the input frames don’t contribute more data from Table 6. We compare models with the same
to the performance. As shown in the Figure 4 and Table 4,con guration, e.g the same number of input frames, the
the overall accuracy is either stable or uctuates randomly.Same resolution of the vision encoder, and the same or simi-
We couldn’t see any clear trends, a|th0ugh intuiti\/e|y, extra lar size of LLM adopted. The results indicate that Iarger data
frames would provide more information to help the model Volumes lead to improved performance of video composition
make decisions. We suspect that while more frames provideunderstanding in most cases.

more information, this small amount of useful information Qualitative Analysis. We perform an error analysis to gain
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Table 5. LLM size analysis. We compare models from the same series with thetfamandRes. but differentLLM sizes. The results

indicate that largek LM sizes lead to improved performance in most cases, with highlighted relative gains.

Model | Res. |#m | LLMsize | CA Ccu SP MA | Overall
2B 25.08 47.22 37.05 47.54 44.63 36.17
Qwen2-VL [51] Dynamic | 2 fps 7B 34.359.57 56.679 45 61.05,4.0 57.389:.34 48.764.13 49.3.13 .13
72B 50.4816:13 60.03:33 71.16.40:11 60.0 62 46.28 .48 | 58.689 33
8 3B 26.84 43.89 19.16 37.38 47.11 29.84
8B 35.944 52.78g:80  34.7415:58 42.625.24  56.29:09 40.04.10 -2
VILA-L5 [31] 384 16 3B 26.04 41.67 23.37 34.75 48.76 30.13
8B 35.789.74 51.1Lg.s  36.4213.05 39.344.50 60.3311:57 | 39.989 g5
] 7B 25.88 47.78 28.84 45.9 50.41 34.35
Vi -LLaMA2 [10 2
deo-LLaMAZ [10] ‘ 336 ‘ 8 ‘ 728 ‘ 540502 716700 6568500 48525 595000 ‘ 58621 27
0.5B 24.12 28.33 26.53 29.84 28.93 26.61
1.8B 24.280.16 54.4476.11 35.16g.63 47.5417.7 53.7254.79 | 36.7510:14
3.8B 32.1%; g3 51.67 .77 44,05 -84 48.851 -31 48.76 495 41.684 93
InternVL2 [9] Dynamic | 16 8B 57.0324:92 62.7811:11 53.689:68 45.57 328 56.27:44 54.6312 .95
20B | 40.1 1503 63.891.11 5116 25p 38.36 701 5455 1.5 | 46.42 g
34B 54.9514.85 69.445.55 65.4714:31 56.0%17:71 70.2515.7 | 60.7314:31
70B 51.92 3:03 72.7&3 134 64.84 0:63 52.79 3:28 63.64 6:61 58.73 2:0

Table 6. Data volume analysis. We compare models with the gfmme Res, andLLM sizes but using differenData volumein the SFT
stage. The results indicate that lar@ata volumeslead to improved performance in most cases, with highlighted relative gains.

Model | #frm | Res.| LLMsize | Datavolume | CA cu SP MA | Overall
Chat-UniVi [20] 8 204 7B 0.65M 25.56 34.44 23.37 259 36.36 26.73
VideoChat2 [26] 2M 39.46.13.9 57.7823:31 44.8471.47 58.0332:13 50.4L14:.05 | 47.0120 28
Chat-UniVi-v1.5 [20] 8 336 7B 1.27M 37.38 47.78 26.53 37.38 46.28 36.11
LongVA [63] 1.32M | 37.540.15 51.673.50 41.8915.35 495L12.15 56.29.00 | 43.737.6
VILA-1.5 [31] 8B 1.21M 35.94 52.78 34.74 42.62 56.2 40.04
Video-LLaMA2.1-AV [10] 8 384 7B 3.35M 35.46 943 52.78, 37.053 31 39.34 33 58.68; .43 40.09 .05
Video-LLaMA2.1 [10] 7B 3.35M 38.34,.33 57.785.9 54,9517 9 46.897 .75 48.76 o.92 47.37 .22
Chat-UniVi [20] 16 204 7B 0.65M 24.92 32.22 23.37 24.92 38.84 26.26
VideoChat2 [26] 2M 39.314:33 60.0.27 .78 448451 47 31.85 g3 26.45 15.39 | 40.8.14 .54
Chat-UniVi-v1.5 [20] 16 336 7B 1.27M 345 48.89 25.89 40.98 42.98 35.4
LOI"IgVA [63] 1.32M 37.863 36 51.112 122 41-8946 0 47.87+5 89 53.7210 174 43.327 192
VILA-1.5 [31] 8B 1.21M 35.78 51.11 36.42 39.34 60.33 39.98
Video-LLaMA2.1-AV [10] 16 384 7B 3.35M 35.78¢ 56.675 55 36.42¢ 40.0.9 66 59.5 .83 40.620 64
Video-LLaMAZ2.1 [10] 7B 3.35M 38.34,.56 57.781:11 54.9513.53 46.896:89 48.76 1074 | 47.3:6 68
Kangaroo [33] 64 448 8B 2.94M 31.79 51.67 29.05 53.44 33.06 37.1
MiniCPM-V [58] 8.32M 38.186:39 60.0.3:33 40.84.11 .79 38.36 1508 55.37%22:31 | 42554

deeper insights into the models’ shortcomings in ne-grained and supports video processing at multiple scales. Addi-
video composition understanding. In this analysis, the mod-tionally, models derived from the LLaMA backbone such

els are required to answer questions and provide explanationsis LLaVA-OneVision 4], VILA [ 31], VideoLLaMA [10],

in a dialogue format. Figure 5 shows the examples whereand LongLLaVA (5] have been adapted for video input.

top models fail to predict correct answers. For example,Gemini has also been extended to include video process-
while humans easily use visual context to distinguish cam-ing capabilities {7]. Other models, including Qwerb{],
MiniCPM [58], Kangaroo B3], and Chat-UniVi (], ex-

era movements and angles like pan left and zoom in or

angles like eye level and low angle, models like LLaVA-
OneVision-72B p4] and GPT-4 [] often struggle due to
scene transitions and subtle perspective changes.

5. Related Work

MLLMs for Video Understanding. Equipping LLMs with

from 1B to 76B, is based on the InternLM framewo€} [

hibit strong video understanding abilities. In our work, we
thoroughly evaluate these models’ capabilities in video com-
position understanding and provide detailed analysis.

Evaluation Benchmarks for MLLMs. Numerous bench-
marks for MLLMs have recently emerged to evaluate diverse
model capabilities, with image captioning, Visual Question
adapted video encoders has led to the creation of severaf\nswering (VQA), and visual reasoning among the most
multimodal models tailored for video understanding. For frequently assessed tasks. Image captioniiiy 42, 46
instance, GPT-4-turbo, GPT-40, and GPT-40-migidre

measures an MLLM’s ability to generate text descriptions
GPT-based models with integrated video comprehension caef visual content. VQA 2, 41, 43] assesses the model's
pabilities. InternVL2 P], with parameter counts ranging pro ciency in answering questions based on visual inputs
by integrating visual perception with language understand-
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Figure 5. Qualitative analysis. Green: correct answers. red: wrong prediction or explanation. More cases can be found in Supplementary.

ing and external knowledge. Visual reasoning,[21, 49 6. Conclusion

evaluates a model’s spatial awareness and logical reasoningve introduceV 1D ComPOSITION, a novel and high-quality

in processing visual information. Moreover, the comprehen-benchmark designed to evaluate MLLMs in understand-
sive abilities of MLLMs are gauged using advanced bench-ing video compositions. Our benchmark incorporates
marks [12, 14,17, 23, 35, 39, 40, 59, 61]. Forvideo MLLMs,  various video types and QA categories, covering various
similar efforts leverage existing benchmarks,[54] to eval- aspects of video compositioa,g camera movement, shot
uate video understanding4, 45]. However, a notable gap  size, narrative structure, and character actions. Through
remains in evaluations on the video-composition understandy/ 1D ComPosITION, we comprehensively assess MLLMs’
ing, which is crucial for accurately processing multiple el- abilities to understand complex video compositions. The
ements within a visual scenéf, 62]. Though existing  evaluation reveals a signi cant gap between humans and
benchmarks assess compositionality in imagés$0], few models, shedding light on the limitations of current MLLMs
comprehensively address the speci ¢ challenges of composi-and providing valuable insights for future improvements.
tionality in video, where MLLMs still show limitations.
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