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Abstract

Image-to-Video (I12V) generation aims to synthesize a
video clip according to a given image and condition (e.g.,
text). The key challenge of this task lies in simultaneously
generating natural motions while preserving the original
appearance of the images. However, current 12V diffu-
sion models (I2V-DMs) often produce videos with limited
motion degrees or exhibit uncontrollable motion that con-
flicts with the textual condition. To address these limita-
tions, we propose a novel Extrapolating and Decoupling
framework, which introduces model merging techniques to
the 12V domain for the first time. Specifically, our frame-
work consists of three separate stages: (1) Starting with
a base 12V-DM, we explicitly inject the textual condition
into the temporal module using a lightweight, learnable
adapter and fine-tune the integrated model to improve mo-
tion controllability. (2) We introduce a training-free ex-
trapolation strategy to amplify the dynamic range of the
motion, effectively reversing the fine-tuning process to en-
hance the motion degree significantly. (3) With the above
two-stage models excelling in motion controllability and de-
gree, we decouple the relevant parameters associated with
each type of motion ability and inject them into the base
12V-DM. Since the I12V-DM handles different levels of mo-
tion controllability and dynamics at various denoising time
steps, we adjust the motion-aware parameters accordingly
over time. Extensive qualitative and quantitative experi-
ments have been conducted to demonstrate the superiority
of our framework over existing methods. Code is available
at https://github.com/Chuge0335/EDG

1. Introduction

Recently, Image-to-Video generation (I2V) [11, 23, 40, 45,
46] has attracted increasing attention. Given a single im-
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Figure 1. In the first example, ConsistI2V [27] yields a video with
limited motion. In the second, DynamiCrafter [40] fails to follow
the text condition and lacks controllability. Our method, however,
achieves improved motion degree and better controllability.

age and a text condition, it aims to convert the still image
into videos that conform to text instruction while preserving
the original appearance of the images. This paper focuses
on open-domain images and supports free text as guidance,
rather than limited class labels. This conditioned I2V task is
substantially challenging as it struggles with simultaneously
maintaining appearance consistency and producing natural
motions in the generated frames.

Unlike image synthesis, motion plays a significantly cru-
cial role in image-to-video generation. However, most ex-
isting works lack effective motion modeling when generat-
ing videos. For instance, ConsistI2V [27] enhances the first
frame conditioning through spatiotemporal attention, lead-
ing to limited expression ability for modeling motion de-
gree as the model tends to over-rely on the conditional im-
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age. DynamiCrafter [40] interacts the text embedding and
conditional image embedding with the U-Net spatial lay-
ers through a dual cross-attention, neglecting the temporal
property of the motion and suffering from motion control-
lability. In this way, the generated videos either contradict
the motion described in the text or are still image sequences
with slow change. As shown in Figure 1, the videos gener-
ated by the previous model show cars that barely move, or
the videos of the castle contradict the textual descriptions.

To address the aforementioned issues, we present a
novel Extrapolating and Decoupling framework to effec-
tively model motion for image-to-video generation, improv-
ing both motion degree and motion controllability. Specif-
ically, it consists of three stages. Firstly, we improve mo-
tion controllability by explicitly injecting the textual condi-
tion into the 12V diffusion model (I2V-DM). A lightweight
learnable adapter is introduced to enhance the temporal
attention module. Fine-tuning the integrated model im-
proves motion controllability without altering the original
I2V-DM architecture. Secondly, we observe degraded mo-
tion dynamics in our fine-tuned model, a phenomenon has
also been observed by Zhao et al. [46]. To boost the mo-
tion degree without extra training, we introduce a novel
training-free extrapolation strategy to restore and enhance
motion degree dynamics by reversing the fine-tuning pro-
cess. Thirdly, we decouple the parameters contributing to
motion controllability and dynamics from the previous two
stages, selectively integrating them into the final model.
Recognizing that different denoising steps focus on vary-
ing motion ability and temporal consistency, we dynami-
cally adjust the motion-aware parameters over time. With
these three stages, we can generate videos with both natural
motion and temporal consistency.

To verify the effectiveness of our framework, we perform
experiments on the VBench 12V benchmark and UCF101
dataset. Extensive qualitative and quantitative experiments
demonstrate the notable superiority of our framework over
existing 12V methods. Furthermore, we offer discussion
and analysis of some insightful designs in our framework.
To sum up, our contributions are summarized as follows:

* We propose a novel Extrapolating and Decoupling frame-
work for video generation, which models motion control-
lability and degree dynamics. To best of our knowledge,
this is the first use of model merging techniques in the
12V domain.

e We introduce a lightweight adapter to enhance motion
controllability while preserving the base I2V-DM struc-
ture and propose a novel training-free extrapolation strat-
egy to amplify motion degree.

* We make the first attempt to decouple parameters related
to motion controllability and degree, dynamically inject-
ing them into the [2V-DM across varying denoising steps.

* We conduct extensive experiments on multiple bench-

marks, where our proposed framework consistently out-
performs previous state-of-the-art methods.

2. Related Work

2.1. Motion Modeling in I2V Generation

Diffusion models (DMs) [15, 33] have recently demon-
strated remarkable generative capabilities in image and
video generation [12, 24, 26, 28, 29]. In this paper, we fo-
cus on the image-conditioned video (I2V) generation task,
where motion modeling aims to predict object movements.
Traditionally, optical flow estimates the displacement field
between consecutive frames. To effectively model motion
in 12V tasks, LFDM [23] proposes a latent flow diffusion
model that synthesizes a latent optical flow sequence to
warp the given image in latent space for generating new
videos. Motion-I2V [31] factorizes 12V into two stages:
a diffusion-based motion field predictor for pixel trajecto-
ries and motion-augmented temporal attention to enhance
1-D temporal attention in video latent diffusion models. Re-
cent works [38, 40, 44] enable diffusion models to handle
motion modeling and video generation simultaneously. For
instance, Dynamicrafter [40] uses a dual-stream image in-
jection mechanism to leverage the motion prior of text-to-
video diffusion models. In this paper, we build on Dynam-
iCrafter to design an Extrapolating and Decoupling frame-
work to improve both motion controllability and degree.

2.2. Model Merging

Model merging, widely explored in natural language pro-
cessing and image classification, typically combines mul-
tiple fine-tuned task-specific models into a unified multi-
task model without additional training. Early methods
[1, 8-10, 17, 22] leverage interpolation techniques to in-
tegrate multi-task knowledge effectively. Task-Arithmetic
[16] extends these approaches by enabling complex arith-
metic operations in weight space, offering finer control
over the merging process. Recent studies [21, 25, 41-43]
have further reduced interference during merging. Beyond
interpolation-based methods, recent works have shown that
sparsifying [43] or amplifying delta weights [47] can en-
hance model knowledge in merging. Additionally, merging
techniques have been introduced to multimodal understand-
ing such as question-answering [6, 32]. However, the video
generation domain has remained unexplored until now.

We pioneer the introduction of model merging techniques
into the video generation domain. Specifically, we leverage
model merging to extrapolate motion degree knowledge and
extract fine-grained decoupled knowledge, which are selec-
tively merged at different diffusion stages.
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Figure 2. The overview of our framework, consisting of three stages. (a) We improve the motion controllability by injecting the textual
conditions into the temporal attention module in 12V-DM model and then fine-tune the integrated model. (b) The I2V-DM model suffers

from a decrease in motion degree after fine-tuning. To mitigate it,

we propose a training-free extrapolation to boost the motion degree by

reversing the fine-tuning progress. (c) We decouple the relevant parameters contributing to motion controllability and motion degree from
the last two-stage models. Moreover, we selectively inject these parameters into the 2V model along with the de-noising process.

3. Method

Given a reference image [y and a text prompt ¢, image-to-
video generation (I2V) targets at generating a sequence of
subsequent video frames V' {Il, I, .. IN} The key
objective of 12V generation is to ensure that the generated
video not only exhibits plausible motion but also faithfully
preserves the visual appearance of the provided reference
image. The overall framework of our method, shown in
Figure 2, consists of three stages. First, we improve mo-
tion controllability guided by the text condition. Second,
we propose a training-free extrapolation strategy to enhance
motion dynamics. Finally, we decouple parameters related
to motion controllability and dynamics, allowing flexible
injection during the denoising process to generate videos
with natural motion and temporal consistency.

3.1. Preliminary: Latent Video Diffusion Models

Before introducing our framework, we first review the La-
tent Diffusion Models (LDMs) [28]. Specifically, it extends
diffusion models [15] by operating in a more compact latent
space rather than directly on pixels, reducing computational
complexity. In LDMs, an input x is first encoded into a
latent representation zg using a pretrained Variational Au-
toencoder (VAE). This latent variable z, is then corrupted
gradually over 1" steps by adding Gaussian noise, produc-
ing a sequence of noisy latents {z;}7_,. The noise pro-
cess follows z; | zo ~ N(z¢;v/@rz0, (1 — ay)I), where

ap = H:Zl «; controls the noise schedule. To recover the
original latent, LDMs learn a reverse process that denoises
z¢ back to zy through a sequence of steps, guided by the
objective:

L=TF. 1clleo(z,t) — €]® (1)

where € ~ N(0,1 ) represents Gaussian noise, ¢ is a ran-
domly sampled timestep, and €g(z¢,t) is the learned noise
estimator parameterized by 6.

In this paper, we adopt an open-source video LDM,
DynamiCrafter [40] as the base model. Given a video
x € RLX3XHXW e first encode it into a latent repre-
sentation z = £(x), where z € RIXEXPXw j5 derived on
a frame-by-frame basis. Both the forward diffusion pro-
cess zy p(z0,t) and the backward denoising process
2t = pg(zi1—1, ¢, t) are conducted in this latent space, with
c representing potential denoising conditions such as text
prompts. Ultimately, the generated videos are obtained
through the decoder & = D(z).

3.2. Motion-Controllability Adaptation

In I2V generation, motion controllability is important for
following textual conditions. To model motion, current I2V-
DMs [40] typically employ spatial attention to share infor-
mation within a single frame and temporal attention to cap-
ture time sequence consistency [13]. However, methods like
DynamiCrafter [40] only use text condition embedding in
the spatial attention module, thus it does not share condi-

12514



tional information across different time sequences, limiting
its motion controllability.

To alleviate this problem, we explicitly inject textual
conditions into DynamiCrafter’s temporal attention with a
lightweight adapter, as depicted in Figure 2(a). The spa-
tial attention module remains unmodified as it already in-
corporates textual information. The adapter is non-intrusive
and preserves the original model structure. Specifically, we
extracts spatial features z; € R/ *9XwX% and the text em-
beddings tempa € R!*? from the spatial attention layer and
the CLIP text encoder respectively, where f is the number
of frames, d is the feature dimension, and w, h are spatial
dimensions. Then, the condition information in text embed-
dings are further compressed by a trainable Q-Former [19]
by retaining the motion-relevant tokens:

t! va = Q-Former(tempa) € R <4 ()

t! .ba 18 then concatenated with spatial information z; along
the feature dimension, projected through W, to reduce
the dimension to d, and passed through temporal attention
to inject the text control information into each frame. We
finetune the model on WebVid-2M [2], updating only the
adapter (the Q-Former and the linear projection W) and
temporal attention weights, ensuring minimal added param-
eters and efficient training.

3.3. Motion-Degree Extrapolation

After fine-tuning I2V-DM DynamiCrafter with motion-
controllability adaptation, we observe a reduction in mo-
tion degree, a common issue attributed to conditional im-
age leakage [46]. During fine-tuning, Dynamicrafter con-
catenates the first frame with noise, which may cause the
model to over-rely on the conditional image and neglect
noisy inputs, especially at early timesteps. While adding
time-dependent noise partially mitigates motion loss [46],
it requires retraining and has limited effectiveness.

To improve the motion dynamics beyond the pre-trained
model, we introduce a novel training-free and model-
agnostic extrapolation approach, as shown in Figure 2 (b),
which extremely pushes the “unlearning” process of mo-
tion controllability. In this way, we can achieve a model
with amplified motion degree dynamics. Specifically, we
estimate a degree-enhanced model, 04,,, by extrapolating
between a pre-trained model 6,,,.. and its fine-tuned version
047 with motion-controllability adaptation, amplifying their
motion-dynamic differences:

edyn = epre + a(epre - esft) (3)

Where the hyperparameter o controls the strength of this
extrapolation. In this equation, we compute the difference
of the model parameters except for the adapter introduced in
Section 3.2. This process requires only two checkpoints and

obtaining the motion degree-enhanced model without train-
ing. To help further understand our extrapolating method,
we provide a theoretical analysis below.

Theoretical Analysis. Assume that we have a motion de-
gree metric score denoted as D. Diffusion models are com-
monly regularized by a KL constraint in Gaussian distribu-
tion, implying that 0, lies within a small vicinity of 8.
Therefore, a first-order Taylor expansion can be applied:

D(Oayn) = D(Opre + D)
~ D(Oyre) + @ (VD (Oprc), A)

where A denotes the parameter update from g to Opre.
The change in the motion degree is then given by:

D(gdyn)

“4)

—D(bpre) = (VD (bpre), A)

&)
~ <VD(9[)7»6), VD(HpTe)>

Assuming that the parameter update Af# during fine-
tuning is approximately aligned with the gradient of D
[14, 16], we can express Af as:

Af ~ ’YVGD(GPTG) (6)

Thus by substitution, we have:

D(Oayn) — D(Opre) = (VoD (Opre), YVoD(Opre))

= ay <V9D(9pre)a VGD(%T@)) @)
= ay HV@D(@WE)||2 > 0.

Since the norm of the gradient ||VoD(0prc) || is always
non-negative, the dynamic motion degree metric D shall in-
creases after the extrapolation, provided that the pretrained
weight 0, is not at a local maximum of D.

3.4. Decoupled Injection and Sampling

While motion-controllability adaptation and training-free
degree extrapolation can enhance motion control and di-
versity respectively, directly combining them poses a sig-
nificant challenge due to their opposing optimization di-
rections: fine-tuning for control versus reversed extrapo-
lation for degree. To balance motion controllability and
degree without compromising image consistency, we pro-
pose a decoupling strategy that separates degree-related and
control-related parameters, applying them at distinct de-
noising stages.

Isolating Parameter Sets. Here, we categorize the ob-
tained knowledge into three parameter sets that support core
abilities: motion control (6,4¢), motion degree (f4.4), and
video consistency (6..,). We aim to integrate degree and
control knowledge in the early denoising stage for long-
term temporal planning, while emphasize consistency and

12515



control later for refining subject appearance. However, they
are embedded within 6. and 6, ;. Therefore, we need pa-
rameter isolation to decouple three types of knowledge.
We isolate these sets based on the following insight: (1)
Based on the implicit gradient assumption (Section 3.3),
Osst — Opre captures the implicit control knowledge learned
during the adaptation process, serves as 0,4; paired with
(Oadapter), incorporating elements like Q-Formers and pro-
jectors. (2) 65 exhibits degraded degree knowledge (11.67
vs. 68.54 for 0, in Table 1) and primarily contains control
and consistency knowledge. Therefore, consistency knowl-
edge 0.on, can be directly derived as 05 — 04a¢. (3) The ex-
trapolated 64, has similar control/consistency proportions
as Oprc, therefore Ogcy = 0Oqyn, — Opre can remove con-
trol/consistency components, isolating degree knowledge,
even though it originates from 6,.  (4) Fine-tuned pa-
rameters often contain redundant elements, which can cause
conflicts during merging [21, 43]. To minimize overlap be-
tween different knowledge while preserving performance,
we apply DARE pruning [43] at a pruning rate p (e.g.,
p = 70%). Distinct parameter groups are created using
random masks M ampled from a Bernoulli distribution:

M ~ Bernoulli(p), My ~ Bernoulli(p),

aadt = {eadapter} ) {DAREMZ (esft - 9177‘6)}7
edeg = DAREM1 (edyn - 91}7“6)7
Ocon = esft - eadta

®)

Finally, Task-Arithmetic [16] is employed to inject control
parameters 0,4, into both 04, and 6., deriving two en-
hanced models: the degree-enhanced model 67, and the
consistency-enhanced model 6

* .
con* *

03yn = Task-Arithmetic(0deg, Oadr ),
0%, = Task-Arithmetic(0con, Oaat)-

con

€))

Decoupled Video Sampling. During the denoising pro-
cess for video generation, we typically observe that in the
early stages, I2V models prioritize long-term temporal plan-
ning, including the motion of both subjects and textures,
while later stages often focus more on refining subject ap-
pearance, which is mainly related to content consistency
and overall image quality [37, 39]. Therefore, in the first K
steps of the denoising process, we adjust the video generator
to make it more dynamic-enhanced and control-enhanced
to increase motion controllability. In the later stages of the
denoising process, we re-weight the motion-related mod-
ules, allowing the model to focus more on restoring the spe-
cific details of each frame of the subject, thereby generating
high-consistency videos. Specifically, we define a gener-
ated model 04¢,, by blending the degree-enhanced model
0% and the consistency-merged model 67, based on the

dyn con
denoising step ¢ from T to 0:

egen = ateéyn + (1 - at)QZOTN

1 ift>T - K (10)
ap = .
0 otherwise

Here, T is the total number of denoising steps, and K is a
threshold that determines the switching point.

4. Experiment

4.1. Setup

In all experiments, videos and images are resized to a
320 x 512 center-cropped format. During model training,
we set the learning rate to 1 X 1075, a batch size of 64, and
trained for 100K steps on 8 A100 GPUs. For inference, we
use DDIM [34] with 50 steps and a classifier-free guidance
scale of 7.5, generating 16 frames for a 2-second video.
Datasets. We use the WebVid-2M dataset [2] for super-
vised fine-tuning, which contains two million video-text
pairs from stock footage websites. For motion controllabil-
ity annotation, we use CoTracker [18] to annotate motion
information on the WebVid-2M dataset.

Evaluation. The evaluation benchmarks include VBench
[27] and UCF101 [35]. VBench is a comprehensive bench-
mark for video generation, incorporating recent models and
extensive evaluation metrics. UCF101 contains 101 hu-
man action categories with diverse background and light-
ing variations. For VBench, following previous work
[20, 46], we utilize the official dataset to assess the model
across several metrics: 12V-Subject Consistency (I2V Sub.),
I12V-Background Consistency (I2V Back.), video quality,
camera motion, and dynamic degree. The video quality
evaluation considers dimensions including Subject Con-
sistency, Background Consistency, Smoothness, Aesthetic
Score, Imaging Quality, and Temporal Flickering. The Avg.
score is calculated as 1—10 * (I2V Sub. + I2V Back. + 6
Video Quality+Motion Degree+Motion Control), which is
consistent with VBench I2V original settting. For UCF101,
similar to [39, 40], we use Fréchet Video Distance (FVD)
[36] and Inception Score (IS) [30] to assess video quality.

4.2. Quantitative Evaluation

VBench Results Analysis. We compare our method with
two types of approaches on VBench. The first kind of com-
paring methods include those requiring large-scale video
pretraining, such as Animate-Anything [7], SVD [3], and
DynamiCrafter [40]. The other comparison methods are
finetuning/inference strategies based on DynamiCrafter, in-
cluding naive finetuning with the same training setup as our
method (Naive FT) and Conditional Image Leakage (CIL)
methods [46] (CIL Infer and CIL FT). Notably, our method
performs best in Motion Degree and Motion Control across
all baselines, even including large-scale pretrained methods,
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Table 1. Quantitative results on the VBench 12V benchmark for various I2V-DM pretrained baselines and finetuning/inference techniques,
including our methods based on DynamiCrafter. “PT.” in the table denotes whether the method requires video pretraining, and “FT.”
denotes whether the method requires supervised finetuning on WebVid-2M. The global best and DynamiCrafter-based best performing

metrics are highlighted in bold and underline, respectively.

Model Avg. PT. FT. 12V Sub. I2V Back. Video Quality Motion Degree Motion Control
ConsistI2V (Ren et al.) 7588 X 95.82 95.95 85.74 18.62 33.92
SEINE (Chen et al.) 76.56 X 96.57 96.80 85.71 34.31 23.67
Animate-Anything (Dai et al.) 7461 v X 98.76 98.58 88.84 2.68 13.08
VideoCrafter (Chen et al.) 76.96 X 91.17 96.94 87.55 22.60 33.60
SVD-XT-1.0 (Blattmann et al.) - v X 97.52 97.63 86.54 52.36 -
SVD-XT-1.1 (Blattmann et al.) - v X 97.51 97.62 86.66 43.17 -
12VGen-XL (Zhang et al.) 76.00 v X 96.48 96.83 87.02 26.10 18.48
DynamiCrafter (Xing et al.) 7993 X 94.91 95.30 84.95 68.54 30.85
DynamiCrafter-Naive FT 7291 X v 97.92 98.70 83.52 11.67 17.82
DynamiCrafter-CIL Infer (Zhao et al.) 8047 X X 96.96 93.34 85.28 69.43 31.29
DynamiCrafter-CIL FT (Zhao et al.) 7155 X v 96.90 97.79 87.10 25.69 30.50
DynamiCrafter-Ours 8425 X v 97.03 96.62 86.22 87.64 43.87
DynamiCrafter-Ours w/ CIL Infer 8481 X v 97.11 95.45 87.10 89.21 43.61
Table 2. Quantitative evaluation of the DynamiCrafter-based 12V Consistency Video Quality
method on the UCF-101 benchmark. © 18% | 56% ) 0% 3%
ig 20%0 24% } 13% 45%
Model FVD, ISt  Motion Degreet & . % & %
- < i 60% < 3% 23%
DynamiCrafter 288.01 13.31 68.17 & | & ;
. . & 12% ! 53% & 9% 32%
DynamiCrafter-Naive FT  373.77 13.19 47.66 S ‘ — : R ‘ — ‘
. 0 20 40 60 80 100 0 20 40 60 80 100
DynamiCrafter-CIL FT ~ 409.69 13.68 53.78 Motion Degree Motion Control
DynamiCrafter-Ours 32479 13.71 77.93 © % 2% © 8% 16%

as shown in Table 1. We observe that Naive FT causes a
significant degradation in Motion Degree (11.67 vs 68.54),
consistent with previous findings [46]. Naive FT achieves
the highest 12V Subject and Background Consistency (12V
Sub. and I2V Back.) among the DynamiCrafter-based
methods because lower motion degree results in higher con-
sistency scores. Interestingly, motion control is also nega-
tively affected in Naive FT (17.82 vs 11.54). We speculate
that this is due to the insufficient motion degree, which hin-
ders the model’s ability to follow control instructions effec-
tively. The CIL method can mitigate these effects, either by
employing the inference strategy on the pre-trained model
(CIL Infer) or by repairing the Naive FT (CIL FT). How-
ever, its enhancements in Motion Control and Motion De-
gree are limited. In contrast, our method, combining adap-
tation and extrapolation, significantly improves both motion
degree and motion control (11.67 vs 87.64) while preserv-
ing similar video quality (87.10). Furthermore, our method
is orthogonal to the CIL Infer method, and integrating it
with our method further boosts performance (Avg. 84.25 vs
84.81).

UCF101 Results Analysis. In the UCF101 dataset, our
method still exhibits superior motion degree ability despite

© 2% 24% © 250 2s%
& 127 & 6%  29%
& 1% 16% & 9% 17%
& Iv;
N B 25% | 17% N o 9%  30%
0 20 40 60 80 100 0 20 40 6 80 100

I Wins Tie Loses

Figure 3. Human Evaluation of our method Compared to SVD,

VideoCrafter (VC), DynamiCrafter (DC), and its variant of Native
Fine-Tuned (DC-FT) and CIL-Based Methods.

the low resolution and poor image quality. Both Naive
FT and CIL FT suffer from degradation in Fréchet Video
Distance (FVD), as shown in Table 2. Unlike the perfor-
mance on VBench, CIL performs worse than Naive FT on
UCF101, likely due to the added noise schedule disrupting
the already noisy and low-resolution images. Our method,
however, is more stable in FVD and outperforms in Incep-
tion Score (IS) and Motion Degree.

User Study. As shown in Figure 3, our method excels in
Motion Degree and Motion Control while remaining com-
petitive in video quality and 12V consistency. The results
are consistent with the above findings, supporting that our
strategies enhance both video motion dynamics and control
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Figure 4. In the visual comparisons, we generated 16-frame videos using DynamiCrafter, CIL, Consistent-I2V, and our model. We selected
3 to 4 frames at regular intervals for display at the top. The upper section visualizes the overall aesthetic quality, while the lower section
uses Optical Flow to illustrate the dynamic qualities of the generated videos for each method.

while preserving quality and consistency, yielding superior
overall performance.

4.3. Qualitative Evaluation

To empirically evaluate the visual quality of our method,
we compare it with several state-of-the-art image-to-video
generation approaches, including DynamiCrafter [40], CIL
[46], and ConsistI2V [27]. In Figure 4, we observe that our
method generates temporally coherent videos with a suffi-
cient range of motion that closely adhere to the input text
conditions. In contrast, DynamiCrafter exhibits inconsis-
tencies in text control, likely due to challenges in capturing
the semantic content of the input image. The ConsistI2V
method produces videos that remain static over time, with

the color points on the figures almost unchanged, indicating
a lack of motion dynamics and control. While CIL gen-
erates videos that semantically resemble the input images
and have enhanced motion compared to ConsistI2V, its im-
provements are limited. CIL does not sufficiently vary the
content dynamically to match the text prompts, resulting
in limited motion and control. Our method, however, pre-
serves image consistency while achieving a large motion
degree and exhibiting good controllability.

4.4. Ablation Study

We demonstrate the importance of our extrapolation and de-
coupling methods in Table 3: (1) On top of our adaptation
training, using our extrapolation and decoupling techniques
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Table 3. Ablation study of the three stages of our framework on VBench.

(a) Adaptation (b)Extrapolation (c) Decouple \ I2V Sub. 12V Back. Video Quality Motion Degree Motion Control
v X X 97.51 96.39 86.61 22.85 49.31
X v X 94.14 95.62 83.52 98.21 17.63
X X v 94.60 96.21 83.95 69.61 32.37
v v X 91.11 92.86 84.32 71.68 26.71
X v v 96.01 94.60 84.34 93.33 21.85
v v v 97.03 96.62 86.22 87.64 43.87

significantly improves the motion degree, from 22.85 to
87.64. (2) Using extrapolation alone can drastically im-
prove the motion degree (69.61 vs 93.33), but it comes at the
cost of degradation in I2V-Subject Consistency (I2ZV Sub.)
and I2V-Background Consistency (I2V Back.), as well as
motion control. This is because reversing the training pro-
cess of the pre-trained model to the SFT model unlearns
the camera motion ability, causing significant interference
if directly merged [16]. (3) Using the decoupling technique
alone can improve the motion degree while preserving other
performance metrics. This indicates that the 12V model in-
deed exhibits functional differentiation during the sampling
process. (4) Adding adaptation, though it increases train-
ing costs, greatly enhances the Motion Control aspect of the
model. The degradation in motion degree indicates that di-
rect supervision is suboptimal and can lead to minor motion
dynamics, a finding consistent with previous research [46].
(5) When paired with the decoupling technique, we achieve
optimal results, integrating high motion degree and control
ability while preserving consistency and video quality.
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Figure 5. The impact of different extrapolate strengths and differ-
ent sampling strategies.

4.5. Effect of Extrapolate Strength

In our extrapolation experiments, we analyzed the impact
of different o values on performance using Equation 3. As
shown in Figure 5a, as « increases, the motion degree first
rapidly rises within the 0-0.7 range, peaks, and then gradu-
ally declines between 1.2-2.0. Simultaneously, quality and
consistency metrics decline. This indicates that extrapola-
tion enhances motion degree but sacrifices quality and con-
sistency. This aligns with the findings in Section 4.4 and
underscores the importance of appropriate decoupling.

4.6. Analysis on Decoupled Sampling Method

To study the impact of switch model time and choice, we
conducted experiments illustrated in Figure 5b. We outline
two model switch strategies during the denoising process
from time 7" to 0: (1) Initially using 67, , and then switch-
ing to 07 ,. (2) Starting with 67, and then transitioning to
Gzyn. The performance trends are shown in Figure 5b. The
first strategy, which initially uses 63, , , results in higher mo-
tion degree with a later switch (smaller 7"), but with poorer
quality. Conversely, an earlier switch (larger T") reduces the
degree. The second strategy, introducing Gjlyn later, has
a less pronounced impact on the degree. This aligns with
our hypothesis in Section 3.4, which suggests that the early
sampling phase significantly influences the degree.

5. Conclusion

In this paper, we introduce a novel Extrapolating and De-
coupling framework for image-to-video generation. Our
framework consists of three stages and can effectively
model the motion control and motion degree. In the first
stage, we explicitly inject the textual condition into 12V-
DM to improve motion controllability. Then, we devise a
training-free extrapolation strategy to boost the motion de-
gree. Finally, we decouple the motion-relevant parameters
and dynamically inject them into the I2V-DM along differ-
ent de-noising steps. With our framework, we can generate
videos with both natural motion and temporal consistency.
To the best of our knowledge, we are the first to apply merg-
ing techniques in video generation.
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