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Abstract

The evolution of Large Vision-Language Models (LVLMs)
has progressed from single to multi-image reasoning. De-
spite this advancement, our findings indicate that LVLMs
struggle to robustly utilize information across multiple im-
ages, with predictions significantly affected by the alter-
ation of image positions. To further explore this issue,
we introduce Position-wise Question Answering (PQA), a
meticulously designed task to quantify reasoning capabil-
ities at each position. Our analysis reveals a pronounced
position bias in LVLMs: open-source models excel in rea-
soning with images positioned later but underperform with
those in the middle or at the beginning, while proprietary
models show improved comprehension for images at the be-
ginning and end but struggle with those in the middle. Mo-
tivated by this, we propose SoFt Attention (SoFA), a simple,
training-free approach that mitigates this bias by employ-
ing linear interpolation between inter-image causal atten-
tion and bidirectional counterparts. Experimental results
demonstrate that SoFA reduces position bias and enhances
the reasoning performance of existing LVLMs. The code
will be available https://github.com/xytianl008/sofa.

1. Introduction

The advent of Large Vision-Language Models (LVLMs) [1,
2, 5, 24, 34] has catalyzed the development of various
text-grounded visual applications, including visual ques-
tion answering [3, 16, 36], code generation [8, 37, 52],
and story telling [13, 26]. Open-source LVLMs such as
LLaVA [34], BLIP2 [28], and InternVL [11] have demon-
strated competitive performance on single-image tasks like
VQAV2 [16], OKVQA [38], and MMMU [64]. However,
these LVLMs are limited in their capacity to analyze inter-
image differences and relationships, as well as to process
temporal information. Consequently, recent LVLMs, such
as Flamingo [2, 4], Idefics [22-24], and Emu2 [51], have
incorporated image-text interleaved data during training to
enable ability to tackle multi-image tasks [15, 19, 50, 56].
Despite the increasing scale and performance of LVLMs,

the interpretation of how they reason across multiple im-
ages remains a mystery. In fact, we might find some hints
in the topic of natural language processing (NLP). Recent
research in NLP has highlighted retrieval-augmented gen-
eration (RAG) [25, 44, 71], which aims to enable large lan-
guage models (LLMs) to reason across multiple documents
to answer questions. However, [35] find that LLMs tend
to effectively comprehend documents positioned at the be-
ginning and end of the input, often neglecting the middle
sections. Similarly, in LLM-as-a-judge [48, 55], [68] find
that LLMs used to evaluate two model responses tend to fa-
vor the first one, regardless of content. This phenomenon,
where the model’s reasoning capability is influenced by the
segment position, is referred to as position bias [35, 42, 60].

Motivated by the research above, a natural question
arises: does position bias exist in LVLMs? Specifically,
we seek to determine whether LVLMs can robustly make
use of information across multiple images. To investigate
this, we begin by evaluating LVLMs on established multi-
image benchmarks [15, 19, 50, 56]. We find that simply
changing the order of presented images may significantly
alter the predictions for most LVLMs, leading to consider-
able variation in benchmark accuracy. Fig. | provides ex-
amples of questions and model responses. For instance,
in difference spotting [56], swapping two images causes
OpenFlamingo [4] to miss distinctions, while in a simple
counting task [19], reordering images leads Idefics2 [24] to
incorrect reasoning. This positional sensitivity is apparent
even in GPT-4o [1], a leading proprietary model.

The above motivational study reveals an unfortunate
fact: building upon LLMs, LVLMs may inherit the noto-
rious position bias from their language component. This
bias manifests as the model’s tendency to excel at reasoning
visual information from certain positions, while exhibiting
weaknesses at others, compromising robustness and relia-
bility in predictions. To further investigate which positions
display strong understanding and which reveal weaknesses,
i.e., identifying the pattern of such position bias, we in-
troduce Position-wise Question Answering (PQA). Unlike
most multi-image tasks that assess holistic comprehension,
PQA requires LVLMs to reason consistently across each
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Question: Can you observe the differences between
<image 1> and ?

and <image 3> in total?

;r : The first image depicts a night sky and water
while the second image features a darker sky with
snow covering on the ground.

Question: Can you observe the differences between
and <image 1>? and <image 1> in total?

% : The two images you provided appear to be

identical. There are no observable differences

between them. six cats in these images.

Question: How many cats are there in <image 1>,
42 : There are three and two cats in the first and
second image respectively, while there is only a dog in
the third image, therefore five cats in total.

Question: How many cats are there in <image 3>,

6‘; | can see one cat in the first image, two cats in the
second, and three cats in the last one. There are totally

Question: Among <image 1>,

and <image 3>, which image
looks most realistic and not synthesized?

: The first image is most natural. The second and third images
depict a mural of painted robot on the building and a dumpster with
fire, which displays surrealism and exaggeration.

Question: Among <image 3>, <image 1> and
looks most realistic and not synthesized?

, Which image

: Overall, the first image looks most realistic since dumpsters
can catch fire, while the red ballon and the robot painting in the
other two images render a digital and artistic style.

Figure 1. Examples where the predictions of LVLMs are influenced by changes in the image positions (Date accessed: Oct 25,2024).
The tasks, from left to right, are difference spotting [56], counting [19] and forensic detection [15], respectively. The correct answers are
highlighted in green, while the incorrect ones are highlighted in red. The prompts and outputs are simplified here for clarity and aesthetics.

image and produce position-wise responses. This approach
enables us to measure position-wise accuracy and analyze
the model’s reasoning capacity across different positions.

Our analysis reveals that most open-source models, e.g.,
OpenFlamingo [4] and Idefics2 [24], exhibit a pronounced
recency bias, demonstrating stronger reasoning capabilities
for images presented later while underperforming on those
in the middle or at the beginning. In contrast, proprietary
models like GPT-40 [1] show enhanced understanding of
images at the beginning and end, while neglecting those
in the middle, a pattern consistent with previous findings
in LLMs [35]. This observation is further corroborated by
Fig. 1, where LVLMs tend to reason incorrectly about im-
ages positioned in poor-performing areas.

The existence of position bias significantly compromises
model robustness and undermines accuracy across various
multi-image tasks. Inspired by this, we aim to investigate
the underlying mechanical causes and mitigate this issue.
Specifically, we notice that in most LVLMs, the hidden
states of image tokens are heavily influenced by their rela-
tive positions due to inter-image causal attention. In partic-
ular, image tokens are treated as a type of special text tokens
where 1) images appearing later may interact with preced-
ing ones; 2) images at the beginning are isolated, lacking
access to global context. This autoregressive setup implic-
itly imposes a semantic order on the presented images, am-
plifying their positional information. To address this, we in-
troduce SoFt Attention (SoFA), a training-free approach to
mitigate position bias across various LVLMs. SoFA reduces
the dependency of image hidden states on positional infor-
mation by simply performing linear interpolation between
inter-image causal attention and its bidirectional counter-
parts. Experimental results indicate that SOFA effectively
equilibrates the reasoning capabilities of LVLMs across var-
ious positions, achieving average accuracy improvements of
2 ~ 3% on existing multi-image benchmarks.

In summary, our contributions are as follows:

* Despite the significant potential of LVLMs in multi-
image applications, we find that position bias, a well-
explored phenomenon in NLP, has emerged as a potential
bottleneck in the development of LVLMs, substantially
impacting model robustness and reliability.

* We further identify such position bias and discover that
most open-source models demonstrate a pronounced re-
cency bias, whereas proprietary models tend to struggle
in middle positions.

* We introduce SoFA, a straightforward training-free ap-
proach designed to mitigate the position bias inherited
from pre-trained LVLMs, and substantiate its effective-
ness through experimental validation.

2. Related Work

Large Vision-Language Models. Existing LVLMs are
generally composed of a vision encoder [43, 65], an
LLM [12, 53, 54], and a bridging projector [2, 7, 27]
that facilitates interaction between the two. Conventional
LVLMs, pre-trained on image-text pairs [46] and fine-tuned
through preference [33, 40] or instruction tuning [27, 41],
demonstrate substantial success in applications like dia-
logue [5, 11], question answering [58, 69], and domain-
specific tasks [39, 47]. However, constrained by their
training data, these models primarily support single-image
reasoning during inference. Recently, the integration of
image-text interleaved data [23, 70] has enabled multi-
image reasoning capabilities, encompassing image compar-
ison [21, 56], association [15, 19], temporal relationship
analysis [29], and emerging properties of multi-modal in-
context learning [30, 67]. Nonetheless, limited research has
delved into how LVLMs perform reasoning across multiple
images or the underlying mechanisms driving this process.
Position Bias in LLMs. Position bias, an inherent side ef-
fect of long-context input, has increasingly captured the at-
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Figure 2. The results of multiple evaluations while shuffling image positions. We record the minimum, maximum, and average accuracy
(left vertical axis), along with the prediction inconsistency between the best and worst-performing evaluations (right vertical axis).

tention of NLP researchers. The pioneering work on this
issue, notably [35], reveals that when LLMs process mul-
tiple documents, they often concentrate on those at the be-
ginning and end while disregarding much of the informa-
tion in between, i.e., a phenomenon termed “lost in the
middle”. A related issue has also been identified in LLM-
as-a-judge [48, 55], where [68] observe that LLMs tasked
with evaluating multiple model responses tend to favor the
first one, irrespective of its content. Recent studies have
begun to explore methods to mitigate or circumvent posi-
tion bias in LLMs [42, 45, 60, 63]. However, to the best
of our knowledge, few studies have examined the effects of
position bias within multi-modal applications, specifically
regarding its implications for LVLMs.

Position Bias in LVLMs. While systematic research on
position bias in LVLMs is still lacking, recent studies have
indirectly underscored the influence of positions on LVLMs
through various findings. For instance, in multi-modal in-
context learning, studies [9] and [6] reveal that demonstra-
tion images placed at the beginning contribute minimally
to LVLM performance. Additionally, in assessing long-
context capabilities, [61] reports that LVLMs attain partic-
ularly high accuracy when key information appears at the
end of the input sequence, with similar results observed in
[59] and [57]. However, previous research has neither thor-
oughly analyzed this position bias nor proposed solutions to
address it. In contrast, this study systematically investigates
position bias in both open-source and proprietary models
and introduces an effective mitigation strategy.

3. Understanding Position Bias in LVLMs

In this section, we investigate whether the position bias ob-
served in LLMs extends to LVLMs. We start by empirically
confirming the existence of position bias in LVLMs through
a motivational study, revealing their poor robustness to im-
age position changes (§3.1). Subsequently, we analyze the
nature of this bias by evaluating and quantifying the rea-
soning capabilities of LVLMs regarding different positions
(§3.2). These insights contribute to a deeper understanding
and interpretation of LVLMs’ reasoning behavior and com-
mon failure cases.

3.1. The Position Matters

To assess the existence of position bias, we conduct a simple
motivational experiment, as shown in Fig. 2.
Experimental Setup. We select four representative multi-
image LVLMs: OpenFlamingo [4], Idefics2 [24], LLaVA-
NeXT-Interleave' [27], GPT-40 [1], and conduct evalua-
tions across established multi-image benchmarks, includ-
ing BLINK [15], Mantis-Eval [19], MuirBench [56], and
MIRB [66]. To ensure clarity, we select partial tasks from
these benchmarks that feature position-agnostic questions,
wherein the positions of the images do not affect the an-
swers to the questions. See §5.1 for the selected tasks and
details. To explore the influence of image positions on the
results, we perform multiple evaluations per benchmark,
with the positions of the images shuffled in each iteration.
Metric. We record the minimum, maximum, and average
accuracy across these evaluations, which directly reflects
the influence of positions on the performance of LVLMs.
Furthermore, we assess the prediction inconsistency be-
tween the best and worst-performing evaluations, quanti-
fying the proportion of examples exhibiting conflicting pre-
dictions across the two evaluations by changing positions.
Results. As illustrated in Fig. 2, for most open-source
LVLMs, the prediction inconsistency between the best and
worst-performing evaluations approaches 30%, suggesting
that merely altering the positions of the presented images
may result in an amount of the model’s predictions be-
ing changed. Such pronounced sensitivity to positional in-
formation results in highly unstable performance. For ex-
ample, OpenFlamingo’s accuracy on BLINK can vary sig-
nificantly, reaching 38% at its peak and dropping to 30%
at its lowest, indicating an accuracy span of up to 10%
with position changes. GPT-4o, the state-of-the-art pro-
prietary model, although showcasing superior performance,
also displays a lack of robustness to positional variations,
leading to a prediction inconsistency of around 25%.

To qualitatively explore this issue, we present examples
in Fig. 1 that illustrate prediction conflicts arising from al-
terations in image positions. For instance, when prompted
to identify the differences between two images, Open-

IFor brevity, we refer to LLaVA-NeXT-Interleave as LLaVA-NeXT.
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Figure 3. The results on the PQA task. We report position-wise accuracy on four scenarios where the number of images is 5, 10, 15 and
20, respectively. A higher accuracy signifies strong reasoning at the specified position, whereas lower reflects poor-performing areas.

Flamingo fails to extract fine-grained distinctions upon
swapping their positions. Similarly, in the task of object
counting, Idefics2 mistakenly identifies a dog as a cat due to
the repositioning of images. GPT-40 demonstrates a com-
parable issue, where rearranging the image options alters
both its answer and the accompanying rationale.

3.2. Identifying Position Bias

The quantitative results and qualitative examples above im-
ply biased reasoning across positions from LVLMs. To have
a closer look at such position bias, we aim to identify mod-
els’ reasoning capabilities at different image positions.

However, existing tasks have been restricted to evalu-
ating models’ holistic comprehension of multiple images,
lacking the means to systematically analyze their fine-
grained understanding of each individual position. Specif-
ically, these tasks provide coarse ground truth answers,
such as option symbols or numeric values, but do not of-
fer individual rationales for each image, making it chal-
lenging to quantify the model’s reasoning across different
positions. To address this gap, we introduce Position-wise
Question Answering (PQA), a carefully designed task that
assesses the position-wise reasoning capabilities of LVLMs.
In PQA, each question prompts LVLMs to reason indepen-
dently across all images, generating a distinct response for
each. This approach 1) ensures task-level neutrality with re-
spect to any particular position and 2) enables quantification
of LVLMs’ reasoning performance for each position.

Specifically, taking object counting as an example, we
employ the following query template:

I: Please provide one answer for each
image in the form like [x, x, X, ...].
Q: Among <image 1>, ..., <image N>, how
many cats can you find in these images?
A: [3, 2, 0, ...].

Each query consists of an instruction (I) and a question (Q),
where the former prompts the model to generate position-
wise responses (2) following a specified output format. We
gather responses from LVLMs as a structured list, with each
element representing a particular position. This enables us

to track position-wise accuracy, where a higher accuracy re-
flects stronger model capability at a given position, while
lower indicates areas of relative weakness.

Construction of position-wise examples. Since in PQA,
each image is semantically independent of others, a PQA
example essentially consists of several single-image in-
stances that share the same question. This allows us to eas-
ily build position-wise examples from single-image bench-
marks. Specifically, we select VQAv2 [16], a substan-
tial single-image dataset that encompasses a diverse array
of everyday topics and features both multiple-choice and
open-ended questions. Initially, we identify and consolidate
single-image examples with identical questions to create a
question set, wherein each question corresponds to multiple
images. Subsequently, we reformulate these questions into
PQA format according to the above-mentioned template.
Experimental Setup. We utilize the same LVLMs as pre-
viously mentioned and conduct evaluations on the proposed
PQA task. Additionally, we also consider random guessing,
where binary choice and numeric questions are answered
randomly with yes or no, or with an integer value. We ex-
amine four scenarios with varying numbers of images: 5,
10, 15, and 20, collecting 1,000 examples for each scenario.
Furthermore, to maintain fairness, we augment each exam-
ple by shuffling the image positions four times, resulting in
a total of 5,000 examples. In contrast to prior settings that
evaluate holistic performance, we provide separate accuracy
metrics for each position in this analysis.

Results. Fig. 3 displays the results of LVLMs on the PQA
task, from which we may derive the following insights:

1) Open-source LVLMs exhibit recency bias, whereas
proprietary models struggle in middle positions. For
open-source models, a stronger reasoning capability is ob-
served for images positioned at the end, while significant
underperformance is noted in the middle and beginning. For
example, with 10 images, the accuracy of OpenFlamingo
varies by nearly 9% between the far left and far right posi-
tions (51.84% — 59.71%). In contrast, proprietary models,
i.e., GPT-4o0, reveal a typical U-shaped curve, highlighting
pronounced weaknesses in the middle positions.
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2) Position bias becomes more pronounced as the num-
ber of images increases. For instance, with 20 images,
the accuracy gap for OpenFlamingo between the two ends
reaches 14% (36.79% — 50.17%). Notably, at this stage,
OpenFlamingo seems to nearly lost its reasoning capabil-
ity for most of the beginning images, achieving results only
marginally better than random guessing (34.49%).

3) Relationship to position bias in LLMs. Previous re-
search [35] shows that LLMs often overlook information
in middle positions when processing multiple documents, a
phenomenon termed “lost in the middle”. Our findings sug-
gest this effect persists for GPT in multi-image reasoning.
However, for open-source models, the primacy position ad-
vantage appears to diminish, showing a marked decaying
trend from the end to beginning. Whether the position bias
in LVLMs is correlated with that of their LLM backbones
remains an interesting question for further exploration.

4. The Proposed Method

In this section, we first analyze the underlying causes of po-
sition bias (§4.1). Then we introduce SoFA, a straightfor-
ward, training-free approach to mitigate this issue (§4.2).

4.1. Position Mechanism in LVLMs

To investigate the origins of position bias, we need to first
determine what contributes to the positional information in
LVLMs. In NLP, it is generally believed that position em-
beddings [45, 49] and causal attention [42, 60] are the pri-
mary mechanisms enabling the sequential structure of input.
Formally,

Q =P(XWq,pos), K =P(XWy,pos)

1
H-= Softmax(QKT/\/g) © Leaysa V W

where Q, K, and V represent the queries, keys, and values,
respectively. X refers to the input tokens, encompassing
both image and text types, pos denotes the position embed-
ding of X, which is integrated into the attention via the po-
sition encoding function P, 1 45, denotes the causal mask,
which ensures autoregressive generation.

This reveals two key factors influencing LVLMs’ po-
sitional awareness: 1) position embedding explicitly ini-
tializes a sequential value to each token, and 2) causal
attention implicitly enhances this positional characteristic
through unidirectional information access. This presents us
with two distinct solutions. One approach is to directly
reassign position embeddings, a widely used strategy in
NLP [10, 18, 45], as it fundamentally eliminates the influ-
ence of position on documents. However, this aggressive
method is not suitable for LVLMs, since in many scenarios,
such as video understanding and action recognition, we still
expect images to retain positional information for temporal
analysis. To clarify, our aim is to mitigate the imbalanced

L Tm I, T, L T I T, L T, I, T
I L I
T T, T
I, I I
T, T, T,

(A) Causal Attention (B) Isolated Attention (C) Bidirectional Attention

Figure 4. The three inter-image attention mechanisms, where /1
and I represent the tokens of two images, 71 and 7% represent
the tokens of two text segments. Note that typically each image
involves numerous tokens, e.g., 576 for LLaVA. Here for clarity
we simplify them to a single token. In (A), images interact in a
unidirectional manner, allowing I> to attend to I;, while I; re-
mains isolated. In (B), each image is isolated, indicating they can
only attend to themselves. In (C), bidirectional interaction is en-
abled so that each image can attend to any other images. It is worth
mentioning that we only alter the inter-image attention while pre-
serving causal attention between the text segments.

reasoning capabilities of LVLMs across different positions,
rather than to eliminate their positional awareness.

Therefore, in this paper, we primarily investigate the re-
lationship between causal attention and position bias. We
notice that, while images do not exhibit a distinct semantic
order as text does, most LVLMs, e.g., LLaVA series, treat
image and text tokens in a uniform autoregressive manner.
As shown in Fig. 4 (A), analogous to texts, there exists inter-
image causal attention which allows 1) later-positioned im-
ages to interact with those preceding them, while 2) earlier
images remain isolated, lacking access to global contexts.
From a mechanical perspective, this framework renders im-
age hidden states highly dependent on their relative posi-
tions, thus implicitly amplifying their positional cues.

To verify our hypothesis, we compare the inter-image
causal attention against following two alternative variants:
1) Isolated attention. As illustrated in Fig. 4 (B), we dis-
able interactions between images, enforcing each image to
attend solely to itself.

2) Bidirectional attention. Rather than restricting to unidi-
rectional information flow, we permit each image to attend
to any other, as shown in Fig. 4 (C).

We modify the default causal mask in the language de-
coder to its isolated and bidirectional counterparts and as-
sess the impact of them on position bias in PQA, as shown
in Fig. 5. It is evident that altering causal attention to either
isolated or bidirectional forms significantly alleviates posi-
tion bias, resulting in more balanced accuracy across dif-
ferent positions. This empirically confirms that inter-image
causal attention is the primary source of position bias. How-
ever, these modifications lead to varying degrees of perfor-
mance degradation, with isolated attention causing the most
substantial decline. This outcome is reasonable, as such
modifications may substantially deviate from the training
framework, leading to out-of-distribution hidden states.
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Figure 5. The position-wise accuracy of the three attention mech-
anisms on the PQA task, alongside our proposed SoFA method.

4.2. Mitigating Position Bias

The analysis above shows that inter-image causal attention
is the main cause of position bias. Furthermore, it also re-
veals a trade-off between accuracy and robustness, a typical
dilemma in machine learning. Building on this insight, we
propose SoFt Attention (SoFA), a straightforward, training-
free approach to mitigate position bias. SoFA employs lin-
ear interpolation between inter-image causal attention and
its bidirectional counterpart. Formally,

Ho = Softmax(QK" /vVd) ® MV

2
Most = (]- @

- J) ]]-causal + U]-bidirectional

where 1 ,usa1 and Lpidirectional denote the two attention masks,
with o controlling the extent of bidirectional part. Note that
since we are only interested in the visual positional relation,
we only modify the inter-image attention, while preserving
causal attention between text segments.

SoFA as a position smoother. Intuitively, given that inter-
image causal attention excessively emphasizes positional
information, SoFA integrates partial bidirectional attention
to smooth the influence of position on the models at mini-
mal cost, achieving a balanced trade-off between reasoning
performance and position robustness.

SoFA as an interaction enhancer. Practically, SoFA en-
hances the interaction between images, enriching the se-
mantic information of earlier image features to enable more
effective utilization by LVLMs. This aligns with the most
cases where key information is typically distributed evenly
across various input positions.

For each task, we utilize a small validation set to deter-
mine the optimal values for o. Besides, to better align with
the training framework, we deploy SoFA every two layers
rather than at every layer, while preserving causal attention
in the remaining layers. We present SoFA’s results in the
PQA task as shown in Fig. 5. It is evident that SoFA signifi-
cantly outperforms both isolated and bidirectional attention,
while unlike causal attention in the default setting, SoFA
demonstrates balanced performance and exhibits enhanced
reasoning capability in most positions.

5. Experiment and Results

In this section, we empirically demonstrate that SOFA 1) ef-
fectively mitigates the position bias inherent in LVLMs and
2) significantly improves their overall reasoning capability
across various multi-image applications.

Models. We select a diverse set of open-source mod-
els, including Idefics2-8B [24], InternVL2-8B [11], VILA-
13B [31], Mantis-8B [19], and LLaVA-NeXT-Interleave-
7B [27].

Implementation details. For the input, we provide instruc-
tions that explicitly indicate the task type and output for-
mats. For instance, for multiple-choice questions, we ask
LVLMs to provide only the option symbol; for numeric
questions, only the number; and for open-ended questions,
the response is limited to short answers. For evaluation, to
ensure fairness, we uniformly adopt GPT-4 [1], providing
with the question, ground truth answer, candidate predic-
tion, and it determines whether the prediction is correct or
not. For SoFA, we determine ¢ using a 32-shot validation
set per task and perform interpolation every two layers. Un-
less otherwise specified, all models are set to FP16 preci-
sion and utilize Flash Attention [14], with sub-image split-
ting [32] disabled for fairness.

5.1. Position Robustness

Benchmark. We first evaluate whether SoFA may effec-
tively mitigate position bias. To this end, similar to §3.1,
we select position-agnostic tasks from existing multi-image
benchmarks. Specifically, we exclude tasks where chang-
ing the order of images may alter the semantics of the ques-
tion, rendering it unanswerable, e.g., video understanding.
Here, we list some of the selected tasks: forensic detection
and image jigsaw from BLINK [15], difference spotting and
diagram understanding from MuirBench [56], visual anal-
ogy and attribute matching from MIRB [66]. We include
all examples from Mantis-Eval [19] since the majority are
position-agnostic. See the supplementary material for the
details of more evaluated tasks. Our experimental setup and
metrics are consistent with those described in §3.1.

SoFA reduces the influence of positions on LVLMs. As
demonstrated in Table 1, the integration of SoFA within the
models markedly reduces prediction inconsistency, lead-
ing to enhanced stability in performance. For instance,
Idefics2’s inconsistency on BLINK declines from 41.55%
to 12.36%, signifying that the responses for the majority
of examples remain consistent despite variations in image
positioning. This observation indicates that LVLMs exhibit
more balanced reasoning capabilities across different posi-
tions, effectively mitigating the effects of position bias.
SoFA eliminates the blind spots of LVLMs. In addition
to the enhanced robustness, we observe a marked improve-
ment in the performance of LVLMs in worst-case scenar-
ios, particularly regarding minimum and average accuracy,
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Method BLINK [15] Mantis-Eval [19] MuirBench [56] MIRB [66]
Min Ave  Max Inc Min Ave  Max Inc Min Ave  Max Inc Min Ave  Max Inc
Idefics2 [24] 4326 4693 48.68 41.55 4393 46.62 51.10 38.57 43.28 4530 47.81 3446 4526 47.88 49.68 29.94
Idefics2 + SoFA 47.18 48.63 49.12 1236 4871 49.18 50.83 8.61 46.12 47.51 4845 1327 47.39 4836 49.13 6.99
InternVL2 [11] 38.81 40.45 43.74 30.18 45.36 46.92 49.51 2524 49.28 5233 56.10 38.65 41.84 4438 4636 29.60
InternVL2 + SoFA 41.64 4232 4351 7.6 48.13 49.25 50.11 12.00 54.69 5592 56.78 5.16 4420 4535 4587 6.64
VILA [31] 4593 4859 5142 2533 4844 4920 51.85 21.29 41.66 43.12 4827 3726 47.17 49.59 5234 31.77
VILA + SoFA 48.27 50.80 51.17 10.68 49.29 51.60 52.68 12.16 4576 46.52 47.13 792 4822 5143 5195 17.46
Mantis [19] 48.34 4924 51.52 2835 5640 5838 6342 32.12 47.67 4894 51.15 2745 53.11 5571 57.42 25.79
Mantis + SoFA 49.22 50.87 5234 1623 6048 62.21 64.68 1430 49.88 50.26 50.79 5.61 5439 56.34 56.93 8.35
LLaVA-NeXT [27] 49.34 5240 5543 31.89 54.57 59.10 6229 3375 5196 5345 5578 2492 5549 5840 60.28 28.56
LLaVA-NeXT + SoFA 53.20 5491 56.08 11.20 58.87 61.23 6198 1420 53.61 5537 5649 9.15 58.13 59.81 61.16 6.96

Table 1. The evaluation on position-agnostic tasks with and without SoFA. Similar to §3.1, we perform multiple evaluations and record
minimum, maximum and average accuracy. We also report prediction inconsistency between best and worst-performing evaluations.

Method BLINK M-Eval Muir MIRB NLVR2 MVBench
Random Guessing 39.27 2531 21.49 19.13 50.75 2591
Idefics2 [24] 45.78 48.41 42.84 46.58 81.94 23.37
Idefics2 + SoFA 48.31 50.77 47.36 48.83 85.15 25.65
InternVL2 [11] 38.95 50.30 54.53 42.66 85.56 29.31
InternVL2 + SoFA 4326 51.11 57.14 46.19 88.19 32.77
VILA [31] 49.79 52.64 48.73 50.36 78.82 25.81
VILA + SoFA 50.29 52.13 52.80 51.15 80.34 26.40
Mantis [19] 5141 56.85 44.28 54.59 90.26 41.59
Mantis + SoFA 53.19 59.23 47.64 55.68 89.98 44.40
LLaVA-NeXT [27] 5334 50.83 4822 57.15 87.28 54.26
LLaVA-NeXT + SoFA 55.92 54.51 50.43 60.67 89.45 57.71

Table 2. The overall evaluation accuracy of LVLMs on various
multi-image benchmarks with and without SoFA.

which both exhibit an increase of approximately 3%. This
suggests that the model retains strong performance despite
variations in the distribution of image positions, indicating
that SoFA effectively addresses the deficiencies of LVLMs
in positions where performance is typically suboptimal.

5.2. Overall Results

Benchmark. Given the observation that SoFA effectively
mitigates position bias, we proceed with a comprehen-
sive evaluation to determine whether SoFA can enhance
the overall reasoning capabilities of LVLMs. Specifically,
we include all tasks from the selected benchmarks [15,
19, 56, 66]. In addition, we incorporate NLVR2 [50] and
MVBench [29], which exclusively assess the models’ capa-
bility in image-pair comparison and video understanding,
respectively. We directly utilize the default image positions
from the benchmarks and record their accuracy.

SoFA enhances reasoning capability of LVLMs. In Ta-
ble 2, we observe that integrating SoFA leads to an aver-
age improvement of 2 ~ 3% in the performance of LVLMs
across various benchmarks. For instance, Idefics2 shows
a 2.25% improvement on MIRB (46.58% — 48.83%),

while InternVL2 exhibits a 4.31% increase on BLINK
(38.95% — 43.26%). This demonstrates that, despite the
advancements in multi-image LVLMs, position bias poses
a significant obstacle to their reasoning capability, whereas
SoFA successfully addresses this limitation.

5.3. Discussion

Attention distribution visualization. To gain a deeper un-
derstanding of SoFA’s working mechanism, we visualize
the attention distribution within LVLMs across different po-
sitions. Using PQA as an example, we derive the average
attention value of the final layer’s query token (whose hid-
den state is directly used for generation) for each image. As
shown in Fig. 6, under the default setting, the attention dis-
tribution is dominated by the end positions, indicating that
the model overly focuses on a few images while neglect-
ing most others. This observation aligns with our findings
in §3.2. The application of SoFA alters this trend by sig-
nificantly smoothing the attention distribution, enabling the
model to attend to images at all positions more evenly. This
well explains how SoFA mitigates position bias.

SoFA improves in-context capability of LVLMs. Multi-
modal in-context learning is an emerging property recently
acquired by LVLMs, wherein a few demonstrations allow
them to recognize task formats, thereby significantly im-
proving accuracy. However, recent studies [6, 9, 30] find
that LVLMs tend to overlook demonstration images that ap-
pear earlier, leading to suboptimal performance. Here, we
demonstrate that SoFA can improve the in-context learn-
ing capability of LVLMs by eliminating such blind spots.
Following [30], We select three typical visual question an-
swering benchmarks: VQAv2 [16], VizWiz [17], and OK-
VQA [38], and report the average accuracy of LVLMs
across varying shot counts. As illustrated in Table 3, the ap-
plication of SoFA leads to a further enhancement in LVLM
performance, with this effect becoming increasingly pro-
nounced as the number of shots rises. For instance, in the
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Figure 6. The attention distribution across positions on PQA.

Method VQAV2 [16] VizWiz [17] OK-VQA [38]

4-shot 8-shot 16-shot 4-shot 8-shot 16-shot 4-shot 8-shot 16-shot

w/o SoFA 55.34 59.32 61.37 41.56 44.65 4535 45.19 4830 49.02
w/ SoFA 56.13 61.30 64.85 4230 46.98 49.17 4593 49.87 52.36

Table 3. The average accuracy of LVLMs on visual question an-
swering using in-context learning with and without SoFA.

3 5 10 20 30 50 75 100

w/o SoFA 82.16 81.27 77.18 72.36 68.50 60.80 55.13 49.19
w/ SoFA 83.90 82.33 78.92 7430 70.67 63.27 59.38 55.11

# Images

Table 4. The average accuracy of LVLMs on Multi-modal
Haystack [59], where images range from a few to a hundred.

case of VizWiz, accuracy improves from 41.56% to 42.30%
with 4 shots, and from 45.35% to 49.17% with 16 shots.
This indicates that position bias undermines the effective-
ness of demonstrations, while SOFA mitigates this issue.

SoFA exhibits advantages in long-context applications.
Long-context scenarios have recently become a focus,
where a single inference requires processing a substantial
number of images. This is particularly beneficial for ap-
plications such as many-shot in-context learning [20] and
multi-modal RAG [62]. Here, we show that SoFA can
excel in these challenging scenarios. We select Visual
Haystack [61], a benchmark designed to assess the long-
context capabilities of LVLMs, and increase the input scale
to encompass anywhere from a few images to a hundred. As
shown in Table 4, the benefits of SOFA become increasingly
evident as the number of images rises, achieving peak per-
formance gains at 100 images (49.19% — 55.11%). This
indicates that an increase in context length exacerbates the
model’s position bias, while SOFA compensates this loss.

Contribution of SoFA to different tasks. Extending be-
yond the holistic evaluation, we categorize the benchmarks
into various tasks to identify which ones benefit the most
from SoFA. As depicted in Fig. 7, SoFA demonstrates the
highest improvements in visual retrieval and analogy, with
gains of 6.84% and 5.53%, respectively. In these tasks, the
first image acts as a reference, and the models need to select
a matching scene or similar style from the remaining im-
ages. This necessitates that the model pays extra attention
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Figure 7. The performance gains of SoFA on different types of
tasks. The results are averaged over selected models.

o BLINK Mantis-Eval MuirBench MIRB NLVR2 MVBench
0.00 47.85 51.81 47.72 50.27 84.77 34.87
0.25 49.22 52.70 49.35 52.34 8541 37.28
0.50 50.04 53.33 50.96 51.86 86.30 36.56
0.75 49.62 53.74 48.24 51.14 86.83 35.07
1.00 48.21 51.58 47.37 50.53 85.37 34.20

Table 5. The results on six benchmarks varying the value of o.

to and adequately understands the first image. Intuitively,
due to the recency bias inherent in open-source models, they
often overlook earlier information, resulting in suboptimal
performance. Thus, the significant gains brought by SoFA
are understandable.

The interpretation of o. In Table 5, we conduct an ablation
study on the effect of ¢. It can be observed that the optimal
o varies significantly across benchmarks, for instance, with
a value of 0.75 on NLVR2 and only 0.25 on MVBench.
Intuitively, MVBench inputs involve video frames, which
have a strong dependence on image positions, and an ex-
cessively high 0 may compromise such positional informa-
tion. In contrast, the examples in NLVR2 are image pairs,
most of which are position-agnostic. This difference in task
nature accounts for the variation in o.

6. Conclusion

In this study, we introduce the concept of position bias, a
well-known issue in NLP, into the realm of multi-modal ap-
plications. First, we reveal that LVLMs cannot robustly
make use of information across multiple images, where
merely altering the position of images may significantly
change their predictions. Then we further identify this po-
sition bias, concluding that open-source models exhibit a
strong recency bias, while proprietary models struggle with
positions in the middle. Motivated by these findings, we
propose SoFA, a simple, training-free approach that reduces
the model’s dependence on positional information through
linear interpolation between inter-image causal attention
and bidirectional counterparts. Experiments demonstrate
that SoFA effectively mitigates position bias and signifi-
cantly enhances the overall reasoning performance of ex-
isting models.
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