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Abstract

Robotic manipulation based on visual observations and
natural language instructions is a long-standing challenge
in robotics. Yet prevailing approaches model action dis-
tribution by adopting explicit or implicit representations,
which often struggle to achieve a trade-off between ac-
curacy and efficiency. In response, we propose PDFac-
tor, a novel framework that models action distribution with
a hybrid triplane representation. In particular, PDFac-
tor decomposes 3D point cloud into three orthogonal fea-
ture planes and leverages a tri-perspective view transformer
to produce dense cubic features as a latent diffusion field
aligned with observation space representing 6-DoF action
probability distribution at an arbitrary location. We employ
a small denoising network conceptually as both a param-
eterized loss function measuring the quality of the learned
latent features and an action gradient decoder to sample
actions from the latent diffusion field during inference. This
design enables our PDFactor to benefit from spatial aware-
ness of explicit representation and arbitrary resolution of
implicit representation, rendering it with manipulation ac-
curacy, inference efficiency, and model scalability. Experi-
ments demonstrate that PDFactor outperforms state-of-the-
art approaches across a diverse range of manipulation tasks
in RLBench simulation. Moreover, PDFactor can effectively
learn multi-task policies from a limited number of human
demonstrations, achieving promising accuracy in a variety
of real-world manipulation tasks.

1. Introduction
Learning accurate and efficient visual manipulation policies
in complex 3D environments remains a fundamental chal-
lenge in the field of embodied AI and robotics. Recent ap-
proaches [4, 5, 33, 49, 56, 63] have showcased great po-
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Figure 1. Policy Representations. (a) Explicit policy predicts a
specific action distribution along the 3D space. (b) Implicit pol-
icy, e.g., energy-based and diffusion-based models, defines action
distribution by parameterizing energy function or score function
of the action distribution. (c) The proposed hybrid policy learns a
latent diffusion field from visual observations and then leverages a
small network to decode corresponding action score gradient from
the latent diffusion field and iteratively transform noise to action.

tential for end-to-end imitation learning that directly maps
visual observations to robot actions. However, these ap-
proaches often require training on extensive demonstrations
collected by humans and suffer from poor generalization.

To address these challenges, previous works have made
significant progress in learning multi-task robotic manipu-
lation by predicting the best end-effector pose for the next
keyframe. These approaches can be categorized into ex-
plicit and implicit policies. For the first regard, explicit
policies [2, 43, 67, 73] predict an action distribution along
the 3D space which is often referred to as an action value
map or affordance map, where the agent learns to move the
end-effector to the location with the highest probability. To
model the multimodal action distribution that can be mea-
sured by a loss function and used to sample actions from, a
popular approach is to discretize the spatial space and pre-
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dict an action value map which can be conveniently mod-
eled by a categorical distribution and optimized via cross
entropy loss [19, 21, 22, 32, 41, 58, 71]. However, the
number of discretized bins needed to approximate a con-
tinuous action space grows exponentially with increasing
dimensionality, making it difficult to maintain accuracy and
scalability as task complexity increases. Implicit policies
involve energy-based models [11, 14, 15, 23, 37] and diffu-
sion models [29, 59]. Existing energy-based policies [16]
are unstable to train due to the necessity of drawing nega-
tive samples. Diffusion-based policies [9, 36, 42, 48, 68, 72]
have gained prominence recently for their ability of model-
ing continuous and multimodal action distribution by lever-
aging a denoising network to learn an implicit action score
gradient field and then iteratively transform Gaussian noise
to target action conditioned on observations during infer-
ence. However diffusion based methods struggle to achieve
a trade-off between efficiency and accuracy due to their it-
erative diffusion process and large denoising network. We
pursue a novel approach that exhibits model scalability and
inference efficiency, and at the same time achieves state-of-
the-art manipulation accuracy.

In this work, we propose PDFactor, a novel multi-task
manipulation agent that leverages a tri-perspective view
transformer to learn a hybrid action representation. Mo-
tivated by recent advances in hybrid explicit-implicit rep-
resentations for neural fields [3, 6, 12, 17, 18, 20, 39, 44,
45, 53, 69], we formulate policy diffusion field which is a
hybrid action representation describing a 6-DoF action dis-
tribution with dense cubic features explicitly aligned with
physical space and a lightweight neural network (e.g., a
small MLP) to decode continuous action with arbitrary res-
olution. Specifically, we project 3D point cloud to three
orthogonal views and leverage a tri-perspective view trans-
former to extract latent triplane features. To obtain the fea-
ture of an arbitrary action, we sum the features interpolated
from the projections of the 3D action location on the three
feature planes as a latent vector, which is used to decode
the corresponding 6-DoF joint action probability distribu-
tion. To avoid the computational difficulty of approximat-
ing the continuous action distribution, we further propose
score matching loss, which leverages the principles of dif-
fusion models to learn arbitrary continuous and multimodal
action distribution by approximating the score function of
the action distribution along the 3D observation space. The
decoding network learns to predict the noise component of
a noisy 6-DoF action conditioned on the interpolated latent
vector at the corresponding location. The tri-perspective
view encoder is trained jointly with the small denoising net-
work which behaves like a loss function measuring the qual-
ity of the learned latent triplane feature representation.

The proposed methodology combines spatial-awareness
of explicit methods and scalability if implicit methods.

Thus the action space is aligned and translationally an-
chored to the visual features observed from input images,
which simplifies the mapping from states to actions and
avoids training and inferencing with a large implicit de-
noising network conditioned on observations limiting ef-
ficiency and scalability. PDFactor dramatically reduces
the inference time by a magnitude of tenfold compared to
existing diffusion-based methods while upholding excep-
tional manipulation accuracy. To demonstrate the superior-
ity of our method, we evaluate PDFactor on the simulation
benchmark RLBench [31] with 18 tasks, where our method
outperforms previous state-of-the-art policies on RLBench
with a 5.9% absolute gain. We further show that PDFactor
can learn multi-task manipulation in the real world across 6
tasks with a limited number of human demonstrations.

To summarise, our work presents the following three
contributions:
• We formulate a hybrid action representation termed Pol-

icy Diffusion Field to ground continuous and multimodal
action directly in 3D visual observation space for robotic
manipulation.

• A tri-perspective view transformer is proposed to learn a
hybrid triplane policy diffusion field representation effi-
ciently via a novel score matching loss.

• We empirically show that PDFactor outperforms all exist-
ing policy formulations and exhibits impressive balance
between accuracy and efficiency in simulation and the
real world.

2. Related Work

2.1. End-to-End Visual Manipulation

Recent trends in multi-task robotic manipulation have seen
end-to-end imitation learning, leading to enhanced robot ca-
pabilities in executing complex tasks and adapting to di-
verse scenarios. End-to-end image-to-action policy mod-
els [4, 5, 33, 49, 56, 63] have demonstrated significant per-
formance by training transformer-based models on exten-
sive interaction data to directly predict 6-DoF end-effector
poses from 2D visual observations. To mitigate the need for
extensive demonstrations, two recent approaches have been
shown effective: (1) next-best-pose prediction that learns
to directly predict action in the next keyframe. (2) ac-
tion value maps that ground actions within perception space
by predicting a voxel value map and selecting the coordi-
nates of the voxel with the highest value as the next-best-
pose. Specifically, C2F-ARM [32] and PerAct [58] voxelize
the observed point clouds and learn a categorical distribu-
tion along the voxels to identify the next end-effector lo-
cation. However voxel-based approaches are often compu-
tationally demanding as resolution requirements increase.
Alternatively, several works have explored directly using
point cloud representations reconstructed from RGB-D im-
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ages [8, 70, 74, 75]. Similar to voxel-based value maps,
these approaches [8, 75] model a categorical distribution
over the point cloud with each point representing a poten-
tial action. However they also suffer from high computa-
tion demand for the large number of sampled points. To
mitigate this, RVT [21] and RVT-2 [22] propose to generate
multiple 2D action value maps based on multi-view images
re-rendered from point clouds and sample actions from a
set of discretized 3D points by lifting 2D predictions to 3D.
But they are still limited in their ability to sample consistent
3D actions from 2D heatmaps and express high-precision
behavior.

2.2. Diffusion Models for Robotic Manipulation
The RL and robotic learning fields have experienced a
growing interest in the use of diffusion models due to their
efficacy for generative modeling [1, 26, 30, 34, 51, 57, 65,
66]. In particular, Diffusion Policy [9] learns to gener-
ate diverse multimodal trajectories for robot manipulation
conditioned by visual observations with imitation learning.
ChainedDiffuser [68] proposes to replace motion planners
with a trajectory diffusion model conditioned on the 3D
scene feature cloud and the predicted target 3D keypose to
denoise a trajectory from the current to the target keypose.
HDP [42] proposes to jointly denoise end-effector pose
and joint position via diffusion process to generate context-
aware motion trajectories while satisfying robot kinematics
constrains. 3D Diffuser Actor [36] predicts next keyframe
gripper poses or trajectories by leveraging a denoising trans-
former to combine point cloud representation with diffusion
objective. However existing diffusion-based methods rely
on large denoising networks to implicitly learn the score
function of action distribution and predict actions via itera-
tive denoising process, which leads to a significant increase
in inference time.

2.3. Neural Field Representations
Recent approaches have shown the ability of neural net-
works to implicitly parameterize fields representing any
physical quantity of interest [69]. The works focusing on
representing 3D data with MLPs rely on fitting functions
such as the signed/unsigned distance [10, 24, 50, 62], the
occupancy [46, 53] or the scene radiance [47]. Recently,
hybrid representations, in which the MLP is paired with a
discrete data structure, have been introduced within the vi-
sion and graphic communities. These data structures de-
compose the input coordinate space, either regularly, such
as for voxel grids [53], triplanes [6] and 4D tensors [7], or ir-
regularly, such as for point clouds [64], and explicitly inject
spatial information into the continuous mapping of implicit
representation, which shares scalability of implicit repre-
sentations and spatial awareness of explicit representations.
Motivated on these insights, PDFactor learns a hybrid pol-

icy diffusion field representing the score gradient for 6-DoF
action distribution, which enables a trade-off between accu-
racy and efficiency while retaining scalability.

3. Method
In this section, we elaborate on the proposed PDFactor, a
multi-task agent that learns a language-conditioned policy
for real-world robotic manipulation. In particular, given
RGB-D observations \protect \mathbf  {o}, language instruction \protect \mathbf  {l} and robot
proprioception \protect \mathbf  {c}, our goal is to learn a multi-task policy
\pi (\mathbf {a}|\mathbf {o},\mathbf {l},\mathbf {c})  , where an action \protect \mathbf  {a} consists of a 6-DoF pose
\protect \mathbf  {a}_{\text {pose}}\in SE(3)   , a gripper open state \protect \mathbf  {a}_{\text {open}}\in \left \{0,1\right \}    and
a collision state \protect \mathbf  {a}_{\text {collision}}\in \left \{0,1\right \}    indicating whether the
motion planner uses collision avoidance to reach an inter-
mediate pose. The overall pipeline is depicted in Fig. 2.

3.1. Preliminaries: DDPM
Diffusion models are a class of generative models that learn
to generate data by simulating and reversing a stochastic
diffusion process. Consider a real data distribution q(\mathbf {x}) and
a sample \protect \mathbf  {x}_0\sim q(\mathbf {x})  . The forward process is defined as a
Markov chain that gradually transforms target data sample
\protect \mathbf  {x}_0 to pure noise by adding Gaussian noises involving a set
of noise levels t\in \{1,...,T\}    :

  q(\mathbf {x}_{1:T})=\prod _{t=1}^Tq(\mathbf {x}_t|\mathbf {x}_{t-1}),  




 (1)

  q(\mathbf {x}_t|\mathbf {x}_{t-1})=\mathcal {N}(\mathbf {x}_t;\sqrt {1-\beta _t}\mathbf {x}_{t-1},\beta _t\mathbf {I}),   

   (2)

where \beta _t is a variance schedule that increases from \beta _0=0 
to \beta _T=1   and controls how much noise is added in each
step. Noisy sample \protect \mathbf  {x}_t at arbitrary time step t can be ob-
tained from

  \mathbf {x}_t=\sqrt {\Bar {\alpha }_t}\mathbf {x}_0+\sqrt {1-\Bar {\alpha }_t}\epsilon _t, 




  (3)

where \epsilon _t\sim \mathcal {N}(\mathbf {0},\mathbf {I})     and \bar {\alpha }_t=\prod _{s=0}^t(1-\beta _s)


   is the pre-
defined scheduling variable. The reverse process aims to
determine the posterior distribution of the less noisy sample
\protect \mathbf  {x}_{t-1} given the noisy sample \protect \mathbf  {x}_t:

  p_\theta (\mathbf {x}_{0:T})=p(\mathbf {x}_T)\prod _{t=1}^Tp_\theta (\mathbf {x}_{t-1}|\mathbf {x}_t),    




 (4)

  p_\theta (\mathbf {x}_{t-1}|\mathbf {x}_t)=\mathcal {N}(\mathbf {x}_{t-1};\mu _\theta (\mathbf {x}_t,t),\sigma _t^2\mathbf {I}),     

  (5)

where \sigma _t is a fixed time-dependent coefficient and \mu _\theta (\mathbf {x}_t,t)
is parameterized by neural networks, which are trained with
the variational lower bound of the log likelihood of \protect \mathbf  {x}_0. By
reparameterizing \mu _\theta  as a noise prediction network \epsilon _\theta , the
objective can be simplified to mean-squared error between
the predicted noise \epsilon _\theta (\mathbf {x}_t,t)  and the ground truth sampled
noise \epsilon _t.
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Figure 2. PDFactor Overview. The 3D point cloud reconstructed from the multi-view RGB-D images is first featurized and projected
to three orthogonal views, which are then patchified into tokens. Then the triplane tokens are fed into a multi-view transformer along
with the instruction and robot proprioception to produce triplane features. For each diffusion step, a latent vector is aggregated from the
corresponding 3D location of the noisy 6-DoF action in the triplane features, which serves as conditioning for a small denoising MLP to
predict the noise component.

3.2. Tri-Perspective View Projection

Voxel and point cloud are the two most widely adopted 3D
representations for robotic manipulation [19, 36, 58]. But
they are usually limited by storage and computation com-
plexity. As an alternative, RVT [21] re-renders 3D scene
point cloud to orthogonal multi-view images to reduce stor-
age and computation. However the re-rendered images may
suffer from occlusions, e.g., the robot arm.

To address this, we project point features instead of RGB
to tri-perspective views in a learnable manner. Specifically,
given a set of multi-view RGB-D images captured by sensor
cameras, we first pass images, which consist of 6 channels
including RGB and coordinates in the world frame, through
two convolution layers and then transform them into a 3D
point cloud to generate point features \protect \mathbf  {P}\in \mathbb {R}^{N\times C}   . Then we
project and max-pool 3D point features to 2D orthogonal
view feature maps, i.e., top-down view \protect \mathbf  {V}_{\text {WD}}\in \mathbb {R}^{W\times D\times C}   ,
left-right view \protect \mathbf  {V}_{\text {DH}}\in \mathbb {R}^{D\times H\times C}   and front-back view
\protect \mathbf  {V}_{\text {HW}}\in \mathbb {R}^{H\times W\times C}   . H, W, D and C denote the resolution
of three planes and feature dimensions respectively.

3.3. Tri-Perspective View Transformer

The tri-perspective view transformer is responsible to ex-
tract latent triplane features from projected tri-perspective
view features \ifmmode \lbrace \else \textbraceleft \fi \mathbf {V}_{\text {WD}},\mathbf {V}_{\text {DH}},\mathbf {V}_{\text {HW}}\}, language instruction \protect \mathbf  {l}
and robot proprioception \protect \mathbf  {c}.
Tokenization. The projected tri-perspective features are
patchified into embeddings \protect \mathbf  {V}'_{\text {WD}}\in \mathbb {R}^{W'\times D'\times C'}

  
, \protect \mathbf  {V}'_{\text {DH}}\in \mathbb {R}^{D'\times H'\times C'}




and \protect \mathbf  {V}'_{\text {HW}}\in \mathbb {R}^{H'\times W'\times C'}
  

with a linear projec-
tion, which are then flattened into a sequence of N_{v} tokens
spanning 3 orthogonal views. For language instruction \protect \mathbf  {l}, we
use pretrained CLIP language encoder [55] to extract a se-

quence of N_{t} tokens following previous works [21, 36, 58]
and project them to a common dimensionality with triplane
tokens. The robot’s proprioception is processed through an
MLP to obtain its embedding.
Position encoding. To efficiently learn 3D corresponding
relations throughout three orthogonal views, we apply 3D
rotary position embedding to triplane and instruction to-
kens. Specifically, for patchified triplane features \protect \mathbf  {V}'_{\text {WD}}

,
\protect \mathbf  {V}'_{\text {DH}}

 and \protect \mathbf  {V}'_{\text {HW}}
, we divide their embedding dimensions into

three and apply rotary position embedding [61] for each axis
separately:

  \text {PE}_{\text {3D}}(\mathbf {V}_{i,j,k})=(\text {PE}_{\text {1D}}(i),\text {PE}_{\text {1D}}(j),\text {PE}_{\text {1D}}(k)),    (6)

where i\in \{0,1,\cdots ,H'-1\}           , j\in \{0,1,\cdots ,W'-1\}         
and k\in \{0,1,\cdots ,D'-1\}           denote the corresponding 3D
position indices of each patch. \protect \text  {PE}_{\text {1D}}(\cdot ) is the rotary posi-
tional encoding function for each coordinate and \protect \text  {PE}_{\text {3D}}(\cdot ) is
the obtained 3D positional encoding. Since we project 3D
point cloud to tri-perspective views, the flattened dimen-
sion indices are set to 0 for simplicity. For the language
tokens, we add a constant M=\max \{H',W',D'\}      to posi-
tion indices, thereby adjusting the range to span from M to
M+N_{t}   in order to preserve the relative position informa-
tion within triplane and instruction tokens separately while
avoiding introducing any bias between them.
Architecture. Our architecture builds upon the standard
transformer [13] architecture, aiming to retain its scaling
properties. We concatenate the triplane and instruction se-
quences as input tokens which are then processed by a
sequence of transformer blocks. Differing from standard
transformer, we replace layer norm layers to adaptive layer
norm [52, 54] to process additional robot proprioception in-
formation. Specifically, robot’s proprioception embedding
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Model # Layers # Width # Heads # Params

PDFactor-T 8 256 4 16M
PDFactor-S 8 384 6 34M
PDFactor-B 12 512 8 83M

Table 1. Details of PDFactor models.

serves as conditioning to regress dimension-wise scale and
shift parameters \alpha , \gamma and \beta which are used to modulate the
network’s intermediate output. By default, our transformer
has 12 blocks and a width of 512, which we refer to as the
Base size (\sim 80M parameters). We show detailed model
configurations in Tab. 1 by jointly adjusting network depth,
hidden size and attention heads of standard transformer.
Feature aggregation. The output triplane tokens are re-
shaped to three axis-aligned orthogonal feature planes:

  \mathbf {T}=\left [\mathbf {T}_{\text {HW}},\mathbf {T}_{\text {DH}},\mathbf {T}_{\text {WD}}\right ],    (7)

where \protect \mathbf  {T}_{\text {HW}}\in \mathbb {R}^{H'\times W'\times C'}  
, \protect \mathbf  {T}_{\text {DH}}\in \mathbb {R}^{D'\times H'\times C'} 

and
\protect \mathbf  {T}_{\text {WD}}\in \mathbb {R}^{W'\times D'\times C'}  

. Given the extracted latent feature
planes, feature at arbitrary point \left (x,y,z\right )   in the robot’s ob-
servation space can be aggregated from its projections on
the three orthogonal views in order to achieve a compre-
hensive description of the point, representing the underlying
6-DoF action distribution at the point’s location. Specifi-
cally, the point is first projected onto the triplanes yielding
corresponding coordinates \left [(h,w),(d,h),(w,d)\right ]     where we
sample features from the triplane feature maps. The final
latent feature \protect \mathbf  {z}_{x,y,z} is aggregated as shown as:

  &\mathbf {z}_{x,y}=\mathcal {S}\left (\mathbf {T}_{\text {HW}}, (h,w)\right ), \nonumber \\ &\mathbf {z}_{z,x}=\mathcal {S}\left (\mathbf {T}_{\text {DH}}, (d,h)\right ), \\ &\mathbf {z}_{y,z}=\mathcal {S}\left (\mathbf {T}_{\text {WD}}, (w,d)\right ). \nonumber    

      
     

  \mathbf {z}_{x,y,z}=\mathcal {A}\left (\mathbf {z}_{x,y},\mathbf {z}_{z,x},\mathbf {z}_{y,z}\right ),        (9)

where sampling function \protect \mathcal  {S} and aggregation function \protect \mathcal  {A} are
implemented as bilinear interpolation and summation re-
spectively.

3.4. Score Matching Loss
After obtaining three 2D feature planes, we introduce score
matching loss. In the context of robotic manipulation, the
target end-effector’s rotation \protect \mathbf  {a}_{\text {rot}}\in SO(3)   is coupled with
translation \protect \mathbf  {a}_{\text {trans}}\in \mathbb {R}^3  . We aim to model their joint dis-
tribution. Diffusion models offer an effective framework
to model arbitrary distributions. But instead of modeling
the action distribution along the whole action space im-
plicitly via a large network as in previous works, we uti-
lize diffusion model to represent joint distribution of the
end-effector’s translation and rotation at arbitrary location
(x,y,z)  .

Loss function. Consider a continuous end-effector pose
\protect \mathbf  {a}_0=\mathbf {a}_{\text {pose}}\in SE(3)     which represents the ground-truth to
be predicted for the next keyframe. A latent vector \protect \mathbf  {z}\in \mathbb {R}^{C'} 

can be aggregated at arbitrary location (x,y,z)  . Our goal is
to model a probability distribution p(\mathbf {a}_{\text {pose}}|\mathbf {z}) at the location
(x,y,z)   in the observation space, which can be learned via
diffusion processes following DDPM. The loss function can
be formulated as a denoising criterion:

  \mathcal {L}_{pose}=\mathbb {E}_{\epsilon ,t}\left [\left \|\epsilon -\epsilon _\theta (\mathbf {a}_t|t,\mathbf {z})\right \|_2^2\right ], \label {eq:ddpm}  


 


 (10)

where \epsilon \sim \mathcal {N}(\mathbf {0},\mathbf {I})     is the random noise, t is the time step
of the noise schedule and \protect \mathbf  {a}_t is the noise-perturbed end-
effector pose. Latent vector \protect \mathbf  {z} is aggregated from corre-
sponding position of \protect \mathbf  {a}_t. The noise estimator \epsilon _\theta , in our case,
is a small MLP consisting of a few residual blocks [27].
The summation of the latent vector \protect \mathbf  {z} and the embedding of
time step t serve as the conditioning of the MLP via adap-
tive layer norm. By default, we use 3 blocks with the same
width as the transformer width. Conceptually, Eq. (10) be-
haves as a form of score matching [60]:

  \mathbb {E}_{\mathbf {a}_{0},\mathbf {a}_t}\left [\left \|\mathbf {s}_\theta (\mathbf {a}_t,t,\mathbf {z})-\nabla _{\mathbf {a}_t}\log p(\mathbf {a}_t|\mathbf {a}_{0},\mathbf {z})\right \|_2^2\right ], 


 

 

 (11)

where \protect \mathbf  {s}_\theta (\cdot ) is the score estimator parameterized by a neu-
ral network. Similar to Diffusion Loss [38] or percep-
tual loss [35], Eq. (10) specifies a parameterized loss func-
tion for training network \protect \mathbf  {z}=f(\cdot )  , which we refer to as
score matching loss. From an alternative perspective, the
MLP serves as a decoder to decode the score gradient for
sampling next keyframe pose, which can be viewed as a
hybrid explicit-implicit neural field representation for next
keyframe action distribution.

For the gripper open state and collision state, we simply
pass latent vector \protect \mathbf  {z} through an MLP to predict a binary label
optimized via binary cross entropy loss:

  &\mathcal {L}_{open}={\rm BCE}(\hat {\mathbf {a}}_\text {open}, \mathbf {a}_\text {open}), \\ &\mathcal {L}_{collision}={\rm BCE}(\hat {\mathbf {a}}_\text {collision}, \mathbf {a}_\text {collision}),  
   (13)

where \protect \hat  {\mathbf {a}}_\text {open} and \protect \hat  {\mathbf {a}}_\text {collision} denote the predicted open and col-
lision state respectively. The final objective is formulated
as:

  \mathcal {L}=\lambda _1\mathcal {L}_{pose}+\lambda _2\mathcal {L}_{open}+\lambda _3\mathcal {L}_{collision},       (14)

where \lambda _1, \lambda _2 and \lambda _3 are hyperparameters.
Training and inference. Notably, since our denoising net-
work is small, we can sample t multiple times given latent
triplane features \protect \mathbf  {T}, which helps model convergence and
training stability without increasing extensive computation
overhead. During training, we sample t by 1024 times for
each keyframe.

At inference time, next keyframe action is sampled via a
reverse diffusion process following DDPM:

  \mathbf {a}_{t-1}=\frac {1}{\sqrt {\alpha _t}}\left (\mathbf {a}_t-\frac {1-\alpha _t}{\sqrt {1-\Bar {\alpha }_t}}\epsilon _\theta \left (\mathbf {a}_t|t,\mathbf {z}\right )\right ) + \sigma _t\delta 











 

  (15)
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Figure 3. A subset of the evaluated 18 tasks in RLBench simulation and 6 tasks in the real world.

where \delta \sim \mathcal {N}(\mathbf {0},\mathbf {I})     and \sigma _t is the noise level at time step
t. Latent vector \protect \mathbf  {z} is aggregated at the location of \protect \mathbf  {a}_t.
The initial action \protect \mathbf  {a}_T is sampled from Gaussian distribution
\protect \mathcal  {N}(\mathbf {0},\mathbf {I})  .

4. Experiments
We evaluate PDFactor by conducting comprehensive exper-
iments for multi-task manipulation in simulated environ-
ment RLBench, and in the real world.

4.1. Experiment Setup
Simulation. Our experiments are conducted on a popular
simulation benchmark RLBench [31] which is built upon
the CoppelaSim simulator. All experiments use a Franka
Panda robot with a parallel gripper. Following PerAct [58],
we train and evaluate on 18 RLBench tasks. Each task
includes several variations in object properties and scene
arrangements specified by the associated language instruc-
tion. For visual observation, we employ RGB-D images
captured by 4 cameras positioned at the front, left shoul-
der, right shoulder, and wrist of the robot with a resolution
of 128\times 128 following previous works. Our model and all
baselines employ a low-level motion planner to reach the
predicted keypose. We train and evaluate PDFactor with the
same dataset as PerAct, with 100 demonstrations for train-
ing and 25 unseen demonstrations for testing. We evaluate
policies by task completion success rate, which is the pro-
portion of execution trajectories that achieve the goal con-
ditions specified in the language instructions.
Baselines. We compare PDFactor with state-of-the-art ex-
plicit and implicit methods, i.e., RVT/RVT-2 [21, 22] and
3D Diffuser Actor [36] respectively. We also compare
PDFactor against various baselines including voxel-based
and point-cloud-based methods, e.g., C2F-ARM [32], Per-
Act [58] and Act3D [19].
Implementation Details. We apply SE(3) augmentation
for point cloud following previous works [21, 22, 58]. All

PDFactor models are trained for \sim 30k iterations with a
batch size of 256 on 8 NVIDIA RTX3090 GPUs. We em-
ploy AdamW [40] optimizer with an initial learning rate
2.5\times 10^{-4}  and a cosine scheduler with warmup in the first
2k steps. More details for model implementations can be
found in the supplementary.

4.2. Comparison with State-of-the-Art Methods
We compare PDFactor with previous state-of-the-art meth-
ods on various RLBench tasks. Tab. 2 illustrates the com-
parison of the average success rate of each task as well as
the average rank of each method. Our method achieves the
best performance with an average success rate of 87.3%
among all 18 tasks, an absolute improvement of 5.9% over
RVT-2, the previous state-of-the-art. Notably, even tiny
model demonstrates competitive performance. In particu-
lar, the proposed method excels in challenging long-horizon
and fine-grained tasks. For example, in place cups task,
the agent is required to have comprehensive spatial under-
standing and long-horizon reasoning abilities to hang mugs
on the cup holder, where our method achieves a sizable
improvement compared with other baselines. These re-
sults demonstrate the effectiveness of our proposed method
across various robotic manipulation tasks.

4.3. Ablation Study & Model Analysis
Choice of architecture designs. We conduct an abla-
tion study to analyze the impact of several design choices
for PDFactor and report results in Tab. 4. We imple-
ment a vanilla baseline where we directly train a diffusion
transformer conditioned on triplane features and instruc-
tions without utilizing score matching loss. Compared with
PDFactor, the performance of the vanilla diffusion trans-
former drops by 15.2%, and the inference time increases
significantly, potentially attributed to the explicit spatial
awareness of the proposed method compared with implicit
diffusion models which require more training steps to con-
verge. We then investigate the impact of position embed-
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Avg.
Success↑

Avg.
Rank↓

Push
Buttons

Slide
Block

Sweep to
Dustpan

Meat off
Grill

Turn
Tap

Put in
Drawer

Close
Jar

Drag
Stick

C2F-ARM-BC [32] 20.1 6.9 72.0 16.0 0.0 20.0 68.0 4.0 24.0 24.0
PerAct [58] 49.4 4.9 92.8±3.0 74.0±13.0 52.0±0.0 70.4±2.0 88.0±4.4 51.2±4.7 55.2±4.7 89.6±4.1

Act3D [19] 65.0 4.2 99.0 93.0 92.0 94.0 94.0 90.0 92.0 92.0
3D Diffuser Actor [36] 81.3 2.4 98.4±2.0 97.6±3.2 84.0±4.4 96.8±1.6 99.2±1.6 96.0±3.6 96.0±2.5 100.0±0.0

RVT [21] 62.9 4.4 100.0±0.0 81.6±5.4 72.0±0.0 88.0±2.5 93.6±4.1 88.0±5.7 52.0±2.5 99.2±1.6

RVT-2∗ [22] 81.4 2.4 100.0±0.0 92.0±2.8 100.0±0.0 99.0±1.7 99.0±1.7 96.0±2.0 100.0±0.0 99.0±1.7

PDFactor-T 77.9 2.3 96.0±0.0 98.4±2.2 100.0±0.0 94.4±3.6 94.4±4.6 100.0±0.0 85.6±4.6 98.4±2.2

PDFactor-S 79.9 2.2 100.0±0.0 98.4±2.2 100.0±0.0 93.6±3.6 98.4±2.2 97.6±5.4 91.2±1.8 99.2±1.8

PDFactor-B 84.0 1.7 100.0±0.0 100.0±0.0 100.0±0.0 96.8±3.3 97.6±2.2 100.0±0.0 92.0±2.8 100.0±0.0

PDFactor-2∗ 87.3 1.6 100.0±0.0 98.4±2.2 77.6±6.1 96.0±4.0 96.8±1.8 100.0±0.0 100.0±0.0 100.0±0.0

Put in
Safe

Place
Wine

Screw
Bulb

Open
Drawer

Stack
Blocks

Stack
Cups

Put in
Cupboard

Insert
Peg

Sort
Shape

Place
Cups

C2F-ARM-BC [32] 12.0 8.0 8.0 20.0 0.0 0.0 0.0 4.0 8.0 0.0
PerAct [58] 84.0±3.6 44.8±7.8 17.6±2.0 88.0±5.7 26.4±3.2 2.4±2.0 28.0±4.4 5.6±4.1 16.8±4.7 2.4±3.2

Act3D [19] 95.0 80.0 47.0 93.0 12.0 9.0 51.0 27.0 8.0 3.0
3D Diffuser Actor [36] 97.6±2.0 93.6±4.8 82.4±2.0 89.6±4.1 68.3±3.3 47.2±8.5 85.6±4.1 65.6±4.1 44.0±4.4 24.0±7.6

RVT [21] 91.2±3.0 91.0±5.2 48.0±5.7 71.2±6.9 28.8±3.9 26.4±8.2 49.6±3.2 11.2±3.0 36.0±2.5 4.0±2.5

RVT-2∗ [22] 96.0±2.8 95.0±3.3 88.0±4.9 74.0±11.8 80.0±2.8 69.0±5.9 66.0±4.5 40.0±0.0 35.0±7.1 38.0±4.5

PDFactor-T 98.4±2.2 96.0±2.8 88.8±5.2 93.6±3.6 58.4±6.7 40.8±5.2 66.4±4.6 26.4±2.2 40.8±11.8 25.6±5.4

PDFactor-S 97.6±3.6 89.6±9.6 89.6±4.6 99.2±1.8 67.2±3.3 52.8±5.2 64.8±4.4 25.6±5.4 38.4±3.6 35.2±7.2

PDFactor-B 98.4±2.2 92.8±5.2 89.6±3.6 98.4±2.2 71.2±1.8 82.4±2.2 77.6±6.7 35.2±7.2 43.2±7.7 39.2±10.4

PDFactor-2∗ 96.8±1.8 98.4±2.2 92.8±3.3 97.6±3.6 68.8±3.3 89.6±2.2 77.6±5.4 69.6±4.6 48.0±8.0 64.0±5.7

Table 2. Multi-task Performance on RLBench. We evaluate 25 episodes per task on 18 challenging tasks from RLBench and report
mean and standard deviation of success rates (%) across 5 random seeds. ∗ PDFactor-2 adopts two-stage prediction strategy with the same
depth and width as RVT-2 by zooming in the point cloud centered around the predicted action from the first stage.

MLP Avg.
Success↑

Inf.
Speed↑depth # params

1 6.0M 81.6 4.6
3 11.8M 84.0 3.8
5 17.6M 82.5 3.2

Table 3. Ablation on denoising MLP depth. Inference speed is
measured in FPS.
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Figure 4. Scaling with demonstrations. We train PDFactor and
RVT-2 for 18 tasks with an increasing number of demonstrations.

ding. By replacing 2D standard ViT frequency-based posi-
tional embeddings with 3D rotary position embeddings, we
observed that the average success rate increases by 6.9%,
especially in long-horizon and multimodal tasks, which

demonstrates the effectiveness of the 3D rotary position em-
bedding for learning relative 3D correspondences across or-
thogonal views. Besides, we implement a variant by re-
placing feature projection with point renderer in RVT [21].
We observe that the average success rate drops by 9%, indi-
cating the importance of feature projection to avoid visual
occlusions. Additionally, we investigate the denoising MLP
in Tab. 3. A single-layer MLP can lead to competitive re-
sults with negligible parameters and inference time increas-
ing. Increasing the depth of the denoising MLP has a minor
impact on performance, highlighting the effectiveness and
stability of the learned latent diffusion field.

Model scalability. We present the results of scaling up the
model size and number of demonstrations individually in
Fig. 4. The data indicates that success rate improves as
model size increases, demonstrating the scalability of the
proposed method. Besides, as the number of demonstra-
tions increases, the success rate for smaller models plateaus,
whereas larger models continue to improve, showing that
larger PDFactor have a higher capacity to learn diverse ac-
tion modes for more complex tasks.

Learning and inference efficiency. As shown in Fig. 5a,
we observe that PDFactor reaches convergence within ap-
proximately 30K steps. In contrast, RVT-2 tends to con-
verge at a slower pace. Following the common practice of
DDPM [29], we can sample actions with fewer steps. We
study success rate and inference efficiency of PDFactor with
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Figure 5. (a) Learning efficiency. We show the learning curves of PDFactor and RVT-2. PDFactor demonstrates faster convergence
with a higher performance than previous state-of-the-art RVT-2. (b) & (c) Accuracy and inference efficiency. We evaluate the success
rate and inference speed with different diffusion steps in comparison to state-of-the-art diffusion-based method. PDFactor demonstrates a
substantial accuracy improvement while maintaining competitive inference speed relative to non-diffusion methods.

Variants Planning Tools Long Rotation Motion Multimodal Precision Occlusion
Avg.

Success↑
Inf.

Speed↑
PDFactor-B 96.5 100.0 55.2 100.0 99.2 90.0 39.2 88.0 84.0 3.8
Diffusion Transformer 97.3 89.3 30.0 100.0 88.0 74.0 26.0 72.0 71.2 0.2
PDFactor-B w/o 3D RoPE 95.2 98.1 43.6 96.0 98.8 78.0 32.4 82.4 78.6 3.8
PDFactor-B w/o Feature Projection 97.3 90.7 38.0 100.0 94.0 86.0 32.0 80.0 76.4 3.9

Table 4. Ablation on architecture designs. We divided 18 RLBench tasks into 8 categories based on task challenges following previous
works [25, 41]. The 8 categories are detailed in the supplementary.

different diffusion steps. Fig. 5b shows that using fewer dif-
fusion steps at inference is sufficient to achieve a adequate
manipulation accuracy compared with existing diffusion-
based method. To illustrate the inference efficiency of our
model, we also plot the inference time in Fig. 5c. Contrary
to the prevailing assumption that diffusion-based policies
are slower than non-diffusion policies, our model manages
to achieve a significant decrease in inference time compared
with previous diffusion-based methods and a competitive
inference speed against non-diffusion model with fewer dif-
fusion steps, primarily attributed to the efficiency of the pro-
posed hybrid action representation.

4.4. Evaluation in the Real World
We study the performance of PDFactor in learning ma-
nipulation tasks from real-world demonstrations across
6 tasks (i.e., put fruit, push buttons, stack cups,
stack blocks, sort cylinder and put mustard). We
experiment on a table-top setup with a UR5 robot equipped
with a single Azure Kinect RGB-D sensor at the front
view. We calibrate the robot-camera extrinsics and trans-
form point cloud to robot base frame. Given a predicted
end-effector pose, we utilize BiRRT planner provided by
MoveIt! ROS package to reach the target.

We collect 15 demonstrations per task and train
PDFactor-B with the collected dataset for 10k steps with the
same hyperparameters as the simulation data. Each task is
evaluated across 10 episodes. We report quantitative results
in Tab. 5 and video results in the supplementary. Results

Avg. Success
Tasks # Variants Avg.

Keyframes 3DA RVT-2 Ours

Put Fruit 4 7.7 7/10 9/10 10/10
Push Buttons 5 9.4 8/10 10/10 10/10
Stack Cups 5 15.2 0/10 1/10 4/10
Stack Blocks 5 14.0 5/10 8/10 7/10
Sort Cylinder 1 8.4 4/10 3/10 7/10
Put Mustard 1 9.1 7/10 7/10 9/10
Average 3.5 10.6 31/60 38/60 47/60

Table 5. Multi-task performance on 6 real world tasks.

show that PDFactor learns manipulation tasks effectively
with noisy and limited real-world demonstrations.

5. Conclusion

In this work, we present PDFactor, a multi-task agent for
robotic manipulation. It decomposes observations into tri-
perspective view feature planes to produce a latent diffu-
sion field and then leverages a small denoising network to
decode action score gradient and sample actions efficiently
via diffusion process. Owing to the hybrid action repre-
sentation, PDFactor achieves state-of-the-art performance
on RLBench by a sizable margin over existing explicit and
implicit methods. Although we have shown that PDFactor
exhibits significant accuracy and scalability in both simula-
tion and real-world scenarios, it still requires a considerable
number of diffusion steps to achieve higher precision. Fu-
ture works could explore recent techniques on reducing dif-
fusive sampling steps while maintaining optimal accuracy.
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